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Abbreviations
If an abbreviation is in plural, there is added “s” at the end when the abbreviation consists of
upper-case letters and “ ’s” if the abbreviation consists of lower-case letters.

Abbreviation Meaning

CNN Convolutional Neural Network

RNN Recurrent Neural Network

ASR Automatic Speech Recognition

MHA Multi-Head Attention

LSTM Long Short-Term Memory

FFN Feed-Forward Network

LM Language Model

NAC Neural Audio Codec

URGENT Universal, Robust and Generalizable Speech Enhancement

NAR Non-Autoregressive

AR Autoregressive

MGM Masked Generative Modelling

SSL Self-Supervised Learning

APC/CPC Autoregressive/Contrastive Predictive Coding

AudioMAE Audio Masked Autoencoder

bps Bits Per Second

BOS Beginning of Sequence

LayerNorm Layer Normalization

RMSNorm Root Mean Square Layer Normalization

GLU Gated Linear Unit

RoPE Rotary Positional Encoding

SNR Signal-to-Noise Ratio

VQ Vector Quantization

VQ-VAE Vector Quantized-Variational Autoencoder

MS-STFT Multi-Scale Short-Time Fourier Transform

DNSMOS Deep Noise Suppression Mean Opinion Score

UTMOS UTokyo-SaruLab Mean Opinion Score

SCOREQ Speech Contrastive Regression for Quality

Table 1. List of important abbreviations used in the project.
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Introduction 1
Speech enhancement is the process of increasing intelligibility and perceptual quality of noisy speech
signals by removing background noise and thus recovering the target clean-speech signal [1]. In
this thesis, universal speech enhancement is an umbrella term covering subtasks such as denoising,
dereverberation, declipping, bandwidth extension, acoustic echo cancellation, target speaker
extraction, and packet loss concealment. Traditionally, deep learning-based speech enhancement
has focused on specialized models that handle one or two distortions. However, in universal speech
enhancement, the model is expected to handle multiple distortions. Speech enhancement has
several use cases such as speech recognition systems, speech communication systems, speaker
verification systems, and hearing assistive devices; hence it is a well-studied problem [1, 2].

As an example, approximately 1.5 billion people suffer from some degree of hearing loss globally
[3]. The economic burden of untreated hearing loss is estimated at around 980 billion dollars
annually, which is expected to rise alongside the growing number of hearing-impaired people
[3]. Additionally, hearing loss also diminishes quality of life, particularly in areas like education
and employment. In fact, adults with hearing loss face significantly higher unemployment rates
and also tend to have lower status jobs compared to the general workforce [3]. While hearing
assistive devices have been shown to mitigate some of the negative effects of hearing loss, the
adoption of hearing assistive devices remains limited. This is largely due to their poor performance
in noisy environments and unfortunately, individuals with hearing impairment often struggle
comprehending speech in noisy environments, where background noise such as competing speech,
traffic, or music can interfere [4]. To minimize the effects of these acoustic distractions, modern
hearing assistive devices employ various speech enhancement techniques to improve both the
quality and intelligibility of the target speech. Hence, developing robust speech enhancement
algorithms has the potential of improving the quality-of-life of several million individuals.

1.1 Universal Speech Enhancement

1.1.1 Problem Definition

In essence, universal speech enhancement can be viewed as a pre-processing step prior to other
speech-related tasks, which are used in for example speech recognition systems or hearing assistive
devices. In universal speech enhancement, it is assumed that the clean-speech signal is corrupted
by one or more types of distortions such as, for example, additive noise, reverberation, and clipping.
The task is then to recover the clean speech. A real-world example of this could be the widely-
adopted smart-devices many people have in their homes. These devices perform keyword-spotting
and automatic speech recognition (ASR). However, the performance of the keyword-spotting and
ASR algorithms may be diminished by other people talking in the background, sound coming
from a TV, or reverberant room conditions [2]. Hence, these devices may deploy universal speech
enhancement algorithms to reverse these distortions in order to improve keyword-spotting and
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1. Introduction

ASR performance.

Another example could be users of hearing assistive devices attending concerts. In this setting,
the user may wish to make conversation with someone. However, the algorithms in the hearing
assistive device do not always perform well in such a situation. The target clean speech may be
overlaid with a singing voice, music from a live band, ambient noise, and reverberation from the
venue, as demonstrated in the distortion chain portrayed in Figure 1.1. In this case, a universal
speech enhancement algorithm may be deployed within the hearing assistive devices to remove
these several distortions.

Figure 1.1. Simulation of the distortions from a live concert, which could include vocal effects, acoustics
of the location, and ambient noise. Taken from [2].

More formally, in universal speech enhancement, we assume that the speech distortions we aim
to reverse can be modelled as several individual functions d : RL → RL applied to the original
clean-speech signal x ∈ RL, where L ∈ N is the amount of speech samples. For universal speech
enhancement, we consider a wide selection of distortions. In this thesis, we focus on the following:

• Noise: dnoise = x+ n, where n ∈ RL is the additive noise signal.
• Reverberation: dreverb = x ∗ r, where r ∈ RC is the room impulse response (RIR) and ∗ is

convolution.
• Clipping : dclip = max(min(xi, γ),−γ), i = 1, 2, . . . , L, where γ ∈ [γmin, γmax] is the clipping

threshold.
• Bandwidth Limitation: dbw(x) = Resample

(
Resample(x, freqlower), freqorig

)
, where freqlower

and freqorig is the target lower sampling frequency and the original sampling frequency,
respectively, and Resample(x, fs) resamples x to the target sampling frequency fs.

Note that dclip is applied entry-wise to x, and the clipping threshold γ is uniformly sampled
between γmin and γmin for each input.

Thus, assuming that multiple distortions could be present in the recorded speech signal, such
as in the situation portrayed in Figure 1.1, we follow [2, 5, 6] and model the overall distortion
function D : RL → RL as a composite function:

D(x) = (d1 ◦ d2 ◦ · · · ◦ dQ)(x),

where Q is the number of distortion functions. In universal speech enhancement, we aim to design
a single model able to recover the clean speech x from the distorted speech y = D(x) ∈ RL by
learning the inverse composite function D−1 : RL → RL.

2



1.1. Universal Speech Enhancement Aalborg University

1.1.2 State-Of-The-Art

Prior to the emergence of speech language models (speech LMs), speech enhancement systems
comprised classical statistical signal processing such as Kalman filtering [7] and Minimum Mean
Square Error Short-Time Spectral Amplitude estimation [8]. However, in the last decade, much
research on single-channel speech enhancement has shifted from classical signal processing methods
to deep learning-based systems. These systems include a large variety of neural architectures
such as deep denoising autoencoders [9], recurrent neural networks (RNNs) and Long Short-Term
Memory (LSTM) networks [10, 11], convolutional neural networks (CNNs) [12, 13], diffusion
models [14, 15], generative adversarial networks [16, 17, 18], attention-based models [19, 20],
state-space models [21, 22], sequence models like Mamba and Extended Long Short-Term Memory
[23, 24], and recently hybrid Mamba and attention-based models [1, 25].

Deep learning-based speech enhancement systems can be roughly divided into two categories:
discriminative and generative methods. Discriminative speech enhancement models are trained
to learn a direct mapping between noisy speech and clean speech, while generative models are
trained to learn the distribution of the clean-speech signals as a prior for generation of enhanced
speech signals [1, 26]. With the exception of a few recent works [1, 25], multiple works have
demonstrated that generative models such as diffusion models demonstrate superior generalization
performance for speech enhancement compared to discriminative models [14, 26, 27, 28]. However,
some generative models such as diffusion models are extremely computationally expensive during
inference, since they require running the backbone neural network for each reverse diffusion step
[28].

With the increasing adoption of generative models, including LMs, to the speech domain, recent
works have explored speech LMs for speech enhancement [29, 30]. Based on noisy-speech input
features generated by a self-supervised speech representation model, speech enhancement is
learnt through a cross-entropy loss function by either fine-tuning a pre-trained LM or training a
decoder-only LM architecture from scratch to predict clean-speech tokens produced by a neural
audio codec (NAC) [29]. This setup is in some ways simpler than some complicated loss-functions
and training methods used in specialized discriminative models [1, 19, 23, 24].

As opposed to recent state-of-the-art discriminative speech enhancement models [23, 24],
speech LMs for speech enhancement are often trained for multiple subtasks such as denoising,
dereverberation, declipping etc. Recent works have even proposed unified approaches, which allows
speech LMs to perform multiple enhancement subtasks simultaneously [2, 31, 32], avoiding the
need for task-specific fine-tuning. This development is partially driven by the most recent iterations
of the URGENT Challenges (Universal, Robust and Generalizable speech EnhancemeNT) [5, 6],
which often include large high-quality training datasets, multiple languages, several types of
distortions, diverse clean-speech sources, multiple different sampling frequencies, and an extensive
list of both reference-signal based and reference-free evaluation metrics.

Speech LMs can be categorized into three major frameworks: non-autoregressive modelling
(NAR), autoregressive modelling (AR), and masked generative modelling (MGM) [33]. NAR LMs
predict all tokens in parallel based on the input noisy speech. While inference with NAR LMs
is significantly faster than AR and MGM LMs, their performance often suffers from the lack of
temporal conditioning. AR speech LMs such as GenSE [34] instead predict the next clean-speech
token based on the previous predicted tokens. However, since decoding is a sequential process,
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1. Introduction

inference for AR LMs is significantly slower than for NAR LMs. MGM LMs such as MaskSR
[31] learn to predict masked tokens, thus alleviating the prediction order of an AR LM to a
randomized order during training. Inference is done iteratively through a mask-and-fill procedure,
thus inference is slower for MGM LMs than NAR LMs but it is usually faster than for AR LMs
[33].

Much recent work on speech LMs for speech enhancement focus on MGM LMs or AR LMs,
where complicated architectures and training paradigms have emerged [2, 31, 34]. Yet, much
remains unknown about the effect of the modelling framework (AR, NAR, MGM), the role of
different NACs, and the effect of different self-supervised representation models, which are used
to generate input features to the speech LM. While some recent works have explored different
modelling frameworks, they do not evaluate the effect of different NACs, self-supervised speech
representation models, and do not evaluate robustness and generalization performance of the
models [33, 35]. In addition, these works do not compare performance to much more complicated
state-of-the-art speech LMs for universal speech enhancement.

1.2 Problem Statement

Based on our introduction, we have identified several gaps in the literature, leading to the following
research questions:

• How does the modelling framework of speech language models (e.g. NAR, AR, MGM) affect
universal speech enhancement performance and the ability to generalize robustly to unseen
distortions and languages?

• How does the choice of self-supervised speech representation model and neural audio codec
in speech language models affect universal speech enhancement performance and the ability
to generalize robustly to unseen distortions and languages?

1.3 Problem Delimitations

In this thesis, we limit our focus to the single-microphone setting, which is commonly referred to
as single-channel speech enhancement. In addition, we limit the scope of this thesis to handle
inputs with a fixed sampling rate. Specifically, our proposed model can only handle inputs with a
sampling rate of 16 kHz. Moreover, we limit ourselves to 4 different speech enhancement subtasks:
denoising, dereverberation, declipping, and bandwidth extension. While very recent studies have
explored continuous AR modelling with LMs for speech enhancement, we limit ourselves to
discrete AR modelling. In addition, we do not fine-tune any self-supervised speech representation
models, any NAC, or already pre-trained LMs. Instead, we solely use pre-trained self-supervised
speech representation models and pre-trained NACs, while we train the LM-based architectures
from scratch. We also do not perform human evaluations, but evaluate model performance using
well-known reference-free quality metrics. Finally, we only comment on the general inference
speed of the different modelling frameworks without reporting any specific inference runtimes.

4



Preliminaries 2
Before explaining the details of our proposed methods, we briefly introduce the concepts of
self-supervised learning (SSL) and NACs in an effort to make this thesis self-contained.

2.1 Self-Supervised Learning

Note that this subsection primarily focuses on SSL for speech and audio processing. Classical
machine learning models as well as most deep learning-based speech enhancement systems are
trained in a supervised manner. In a supervised training setup, it is assumed that we have access
to training labels. More formally in supervised learning for speech enhancement, given an unknown
function f : X → Y mapping noisy speech to its corresponding clean speech, we aim to find a
good approximation of f using a dataset D of N samples:

D = {(xi,yi)}Ni=1 with yi = f(xi), ∀i = 1, 2, . . . , N,

where xi,yi ∈ RL. In some fields like speech enhancement, the supervised training setup is a
fitting training paradigm, since we have access to several clean-speech corpora to be used as
labels {yi}Ni=1, while we can combine noise recordings with the clean-speech corpora to generate
noisy-speech training data {xi}Ni=1. However, in other fields such as medicine, gathering data may
be time-consuming and generating training labels from the data can be both labour-intensive,
require specialist knowledge, and in some cases even be obtrusive to the patients [36]. Moreover,
models trained in a supervised manner are often only trained to handle one single task such
as speech enhancement, audio captioning, or speech recognition [30]. To overcome the issue of
scarcity of labelled data, and to attempt to create general purpose models, the SSL paradigm
was introduced.

The idea of SSL is to utilize large corpora of unlabelled data to train a general purpose
representation model. By deriving supervisory signals from the unlabelled data itself, a neural
network is then pre-trained to solve the self-supervised pretext task [36]. The pretext task could
for example be predicting a randomly masked part of the unlabelled data either in an embedding
space or on the input space. We have illustrated this example in Figure 2.1. Importantly, the
purpose of the pretext task is to learn general-purpose representations from the structure of the
unlabelled data itself. Thus, we often do not care about the performance on the pretext task, since
the pretext task is followed by a supervised fine-tuning on a desired downstream task. During
fine-tuning of the pre-trained backbone neural network, either the entire backbone, part of the
backbone, or only a projection head is fine-tuned, thus leveraging the representations learnt by
the backbone during pre-training. This allows exploitation of large amounts of unlabelled data
during pre-training, while only requiring a small amount of labelled data during fine-tuning [37].
In Figure 2.1, we have illustrated an example of the SSL pipeline.

5



2. Preliminaries

SSL pretext tasks can roughly be categorized as either contrastive, predictive, or self-distillative.
Note that in the literature, there is often a distinction between predictive pretext tasks, where
the model learns to predict future inputs or embeddings, and generative pretext tasks, where the
model learns to predict some part of the input, which is not necessarily the future. However, for
simplicity, we unite predictive and generative pretext tasks under the term predictive methods. A
thorough description of all categories of pretext tasks is outside the scope of this thesis, and we
refer to [36] for a detailed breakdown. Nevertheless, as we utilize backbones pre-trained using
predictive and contrastive losses, we briefly outline their core ideas and applications in speech
representation learning.

Figure 2.1. An example of SSL applied to speech data. The unlabelled speech data xu undergoes data
augmentation, where parts of it are masked. This results in the masked data x′

u. A backbone neural
network is then pre-trained to solve the self-supervised pretext task, in this example, predicting the
masked regions. By learning to reconstruct xu from x′

u, the neural network learns the structure of the
data. When the self-supervised pretext task training is finished, the learned backbone parameters serve
as a pre-trained model and are transferred to the downstream task, while the pretext head is discarded.
Finally, the pre-trained neural network is fine-tuned on a labelled keyword spotting dataset xl,y.

2.1.1 Predictive Methods

Predictive pretext tasks learn representations by predicting some, often masked, parts of the
input, based on the unmasked parts of the input. These pretext tasks are often used for speech
representation learning due to the sequential nature of speech [36]. This allows the model to learn
the temporal and spectral dependencies of speech through masked prediction. For example, based

6



2.2. Neural Audio Codecs Aalborg University

on previously encoded speech frames, autoregressive predictive coding (APC) [38] teaches the
backbone to predict encoded future frames based on previously encoded representations. APC often
leverages RNN- or Transformer-based backbones, since they can capture long-range dependencies.
Instead of simply predicting encoded future frames, in audio masked autoencoders (AudioMAEs)
[39] a Transformer-based asymmetric encoder-decoder architecture is trained to reconstruct highly
masked spectrograms. Operating on the small percentage of unmasked spectrogram patches, the
encoder efficiently encodes the patches, which are fed to the decoder reconstructing the masked
spectrogram patches. For fine-tuning on downstream tasks, the representations learned from the
AudioMAE encoder are used, and the decoder is simply discarded.

2.1.2 Contrastive Methods

Contrastive pretext tasks learn representations by learning a latent space where similar
representations (e.g. speech signals with the same signal quality) are mapped close to each
other while dissimilar representations are pushed apart [37]. In wav2vec 2.0 [40], the speech input
is masked in a learnt latent space while a contrastive task defined over a quantization of latent
representations is learned jointly. Specifically, in the wav2vec 2.0 framework, a feature encoder
encodes the raw input audio to latent speech representations for each time-step that are then fed
to a Transformer, which jointly learns contextualized speech representations and an inventory
of discretized speech units. The outputs of the feature encoder are also discretized to represent
the targets for the SSL pretext task. To pre-train the model, certain time-steps in the latent
feature encoder space are masked and the pretext task consists of solving a contrastive task, which
requires identifying the true quantized latent audio representation in a set of distractors for each
masked time-step [40]. The distractors are quantized latent representations uniformly sampled
from other masked time-steps of the same utterance. Another approach, contrastive predictive
coding (CPC) [41] combines predictive and contrastive methods by predicting future frames in
the latent space by using AR models. However, instead of directly predicting future latent frames
like APC, CPC instead uses a contrastive loss to learn representations that discriminate between
the target future frame and a set of randomly sampled negative examples from past time-steps
[41].

2.2 Neural Audio Codecs

Note that in this thesis, we do not distinguish between NAC and neural speech codecs. NACs
learn to reconstruct speech by encoding it into a latent sequence and then decoding the speech
via a learnable encoder-decoder structure and a quantization module between them. In early
research on NACs, the encoder and decoder architectures were purely CNNs; however, since
CNNs cannot capture long-range dependencies, modern NACs utilize a combination of CNNs and
RNNs or Transformers [42]. In the following, note the distinction between the learnable encoder
and decoder, and the encoder and decoder in the quantization module. Figure 2.2 illustrates the
architecture of a standard NAC.

More formally, the learnable encoder converts the input waveform x ∈ RL into a sequence of frame-
wise continuous embeddings Z = {zt}Tt=1, where zt ∈ RD. Then the encoder of the quantization
module Eq : RD → {1, 2, . . . , V }M quantizes the continuous embeddings to a set of discrete

indices (tokens) qt =
[
q1,t, . . . , qM,t

]
in one or more codebooks M , where each qm,t = {1, 2, ..., V }

7
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Figure 2.2. Overall architecture of a NAC. The quantization function Q(·) contains both an encoder
and a decoder. The image is adapted from [42].

corresponds to a codebook m ∈ {1, 2, . . . ,M}. The tokens correspond to entries in a set of M
codebooks, where each codebook with codebook size (commonly referred to as number of codes or
vocabulary) V ∈ N contains V learnable D-dimensional vectors. Then the decoder of the quantizer
Dq : {1, . . . , V }M → RD reconstructs the quantized embeddings Ẑ = {ẑt}Tt=1, where ẑt ∈ RD by
retrieving the selected codes from the codebooks and combining them [42]. In Figure 2.2, the
entire quantization process is denoted Q(zt) = (ẑt, qt). Usually, quantization is done via residual
vector quantization (VQ) [43] or k-means clustering. Finally, the learnable decoder reconstructs
the waveform based on the quantized embeddings.

NACs are often characterized by their fidelity, bit-rate, complexity, and robustness [42]. Fidelity,
which is often referred to as reconstruction performance, is a term used to describe how well the
reconstructed audio replicates the input audio. Often, fidelity is measured via reference-signal
based metrics for quality, intelligibility, and speaker similarity. In many cases, the fidelity of a
NAC is also evaluated based on the perceived quality of the reconstructed audio, which can
be measured through human listening tests. The bit-rate of NACs refers to the number of bits
required to represent one second of audio after compression. The bit-rate depends on the amount
of tokens produced per second by the NAC, and the amount of bits per token that are needed to
represent each token. For example for BigCodec [44], which produces 80 tokens per second and
uses a single codebook Nq = 1 with a codebook size of 8192, the bit-rate becomes:

Bit-rate = Tokens per second ·Nq · Bits per token = 80 · log2(8192) = 1.04 kbps.

The amount of tokens produced per second by the NAC is computed by dividing the sampling rate
fs with the temporal downsampling rate R of the learnable encoder in the NAC. For BigCodec,
this becomes:

Tokens per second =
fs
R

=
16 kHz

200
= 80.

Finally, the complexity of the NAC refers to the computational requirement of the encoding and
decoding process, while the robustness of a NAC is measured by computing its performance under
domain shifts in the input speech, such as languages different from the ones seen in the training
dataset.

The main purpose of designing NACs is to maximize fidelity, resulting in superior signal
reconstruction. In most cases, higher fidelity results in increased bit-rate and computational
complexity. Unfortunately increased bit-rate and computational complexity often conflict with
the objective of designing efficient NACs. Moreover, designing NACs that are robust across varied
acoustic scenarios often demands adding additional computational complexity and using bigger
as well as more varied training datasets [42].
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2.2.1 Neural Audio Codecs for Speech Generation

LM-based speech enhancement systems are trained to predict clean-speech tokens from NACs.
The reasoning behind predicting tokens from NACs stems from the fact that NACs provide very
compressed representations of the data after encoding and quantization. Training on compressed
representations or using them as labels during training can potentially reduce memory usage and
reduce computational costs. Even more importantly, the discrete-token representation allows for
straightforward integration of modelling techniques from natural language processing [35].

However, predicting clean-speech tokens from NACs for speech enhancement comes with an
inherent limitation: assuming the model predicts the clean-speech tokens perfectly, the speech
enhancement performance is limited by the fidelity of the NAC. Hence, it is tempting to simply
choose or design a NAC with the best fidelity, which usually requires a large codebook size and
multiple codebooks. However, increasing the codebook size increases the output dimensionality for
the prediction head in the LM, while increasing the number of codebooks significantly increases
the modelling complexity for the LM. Thus, choosing the NAC purely based on fidelity does not
guarantee better downstream task performance on speech enhancement [42]. This has pushed the
development of high-fidelity low-bit-rate NACs such as BigCodec [44]. In addition, the NAC is
unaware of the downstream task (speech enhancement), since it is trained independently of the LM.
Thus, the learned compressed representations may not be optimal for downstream tasks such as
speech enhancement. This has driven the development of codecs such as LLM-Codec [45], which is
optimized for AR token prediction (downstream task performance) instead of fidelity. Interestingly,
LLM-Codec demonstrated that token predictability is a bottleneck for speech language modelling
[45].
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Enhancement 3
In general, we define speech LMs as LM-based architectures operating on and/or generating
speech by predicting speech tokens. Hence, the LM part of LM-based speech enhancement systems
is simply a LM-based architecture doing clean-speech token prediction. The idea of using LMs
to predict speech tokens originates from speech generation, where LMs demonstrated superior
performance in several speech generation tasks [29]. In essence, using LMs for speech enhancement
contain three stages: 1) encoding, 2) modelling and 3) decoding. Unlike many speech generation
paradigms, the encoding process of noisy speech inputs and clean speech targets does not need
use the same encoder in LM-based speech enhancement. The core idea of using LMs for speech
enhancement is relatively simple: generate tokens from a NAC encoder based on the clean
speech, and then train a LM to predict these clean-speech tokens based on a representation
of corresponding the noisy speech. During inference, the predicted clean-speech tokens are fed
to the NAC decoder. Consequently, using LMs as clean-speech token predictors turns speech
enhancement into a classification problem. Hence, in the framework of speech enhancement, speech
LMs can simply be viewed as clean-speech token predictors. We have illustrated this in Figure 3.1.

In practice, it is not straightforward to design LM-based speech enhancement systems, since the
NAC, LM, speech SSL model, and modelling framework (NAR, AR, MGM) all impact performance,
and differ significantly implementation wise. In addition, several recent works have explored
separate acoustic and semantic modelling using hierarchical LMs [34] or using NAC that explicitly
model acoustic and semantic features [46]. In the following subsections, we explain the general
NAR, AR, and MGM frameworks for LM-based speech enhancement.

3.1 Non-Autoregressive Modelling

The NAR approach for LMs in speech enhancement is, in comparison to AR and MGM approaches,
the only framework that predicts all tokens in one single iteration during inference. Consequently,
by predicting all tokens in parallel, NAR LMs inherently achieve faster inference speed than AR
and MGM approaches. However, NAR models often struggle with tasks that require capturing
complicated temporal dependencies or maintaining sequence consistency [34]. As we shall see
in Chapter 6, this hurts speech enhancement performance. Figure 3.1 illustrates the general
framework for NAR speech LMs for speech enhancement.
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Figure 3.1. The general framework for NAR speech LMs for universal speech enhancement. During
training, the LM predicts clean-speech tokens based on representations from a pre-trained speech SSL
model. During inference, predicted tokens are fed to the frozen NAC decoder to generate the enhanced
speech. The fire and snowflake symbols refer to trainable and frozen modules, respectively.

In general, given a noisy-speech input ynoisy ∈ RL, the forward pass of NAR LMs including
decoding for speech enhancement is:

yenc = Encoder(ynoisy),

yadapt = Adapter(yenc),

c = LM(yadapt),

yenhanced = Decoder(c),

where Encoder : RL → RT×denc is the speech SSL model, Adapter : RT×denc → RT×dmodel is a
linear adapter, LM : RT×dmodel → {1, . . . , V }T is the LM predicting tokens c ∈ {1, . . . , V }T , and
the Decoder : {1, . . . , V }T → RL is the NAC decoder, which decodes the enhanced speech. In
addition, denc and dmodel are the hidden dimensions of the speech SSL model and LM, respectively,
T is the number of tokens to predict, and V is the number of codes in the codebook of the NAC.

The NAR model is trained for speech enhancement by optimizing the parameters θ of the linear
adapter and the decoder-only LM by minimizing the negative log-likelihood of the predicted
tokens ct ∈ {1, . . . , V }, t = 1, 2 . . . , T from the model:

LNAR = −
T∑
t=1

log pθ(ct|ynoisy), (3.1)

In practice, (3.1), and the loss functions outlined in Section 3.2 and Section 3.3 are implemented
as a cross-entropy loss between the LM logits (outputs from the final layer in the LM before
applying Softmax) and the target clean-speech tokens kt ∈ {1, . . . , V }, t = 1, 2 . . . , T from the
NAC encoder.
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3.2 Autoregressive Modelling

The AR LM framework is very similar to the NAR framework in LM-based speech enhancement,
but differs on two main points: 1) we add a learnable embedding before the AR LM to include
a beginning of sequence (BOS) token, and to inject the model with knowledge on previously
predicted tokens, and 2) inference is done iteratively, predicting one single token at a time,
conditioned on the previously predicted tokens. Conditioning on previously predicted tokens
allows the model to predict tokens in a step-by-step manner, which allows for more consistent
speech generation due to the AR LMs maintaining sequence consistency [34]. In addition, the
sequential nature of tokens fits nicely with AR modelling. Finally, conditioning on previous tokens
allows the model to capture complex temporal dependencies in the token sequence that NAR
LMs may struggle with. While next-token prediction is a main advantage of AR LMs, it is also
a main drawback of the AR framework, since the need for multiple prediction steps through
iterative decoding hurts inference speed significantly [35]. In Figure 3.2, we have portrayed a
general framework for using AR LMs for speech enhancement.

Predicted Next Token

Decoder-only
Language Model

⊕

Linear Adapter

Speech SSL Model

Learnable Embedding

Previously Predicted Tokens /
Previous Clean-Speech Tokens

Noisy
Speech

Representations

Neural Audio Codec
Encoder

Clean-Speech Tokens

Neural Audio Codec
Decoder

Clean
Speech

Cross-Entropy
Loss

Clean/Enhanced Speech

Figure 3.2. The general framework for AR speech LMs for universal speech enhancement. A learnable
embedding layer is used to inject the model with the BOS token. During training, the LM iteratively
predicts the next clean-speech token based on representations from a pre-trained speech SSL model and
the previously predicted tokens. During inference, predicted tokens are fed to the frozen NAC decoder to
generate the enhanced speech. During training, we use the previous ground-truth clean-speech tokens
instead of the previously predicted tokens. The fire and snowflake symbols refer to trainable and frozen
modules, respectively.

As seen in Figure 3.2, AR LMs predict the next token conditioned on previously predicted tokens.
Unlike NAR LMs, AR LMs prepend a special BOS token to the input token sequence. All input
tokens, including the BOS token, are represented using a learnable embedding layer. The learnable
embedding works as a learnable lookup-table, which contains V + 1 different dmodel-dimensional
embeddings, where V is the codebook size of the NAC and the additional vector corresponds to
the BOS token. The embedding layer is parameterized by a learnable matrix W ∈ R(V+1)×dm .
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Given a token (index), the corresponding dmodel-dimensional embedding is obtained by:

Embedding(i) = x⊤
i W ∈ Rdmodel , (3.2)

where xi ∈ RV+1 is the one-hot encoding of token i. During training, the learnable embedding
receives a clean-speech token sequence of length T , and returns embeddings for these tokens
concatenated into a matrix. Note that in practice, the one-hot vector is never explicitly constructed.
Instead, the embedding layer performs a direct lookup of the ith row of W , which is significantly
more efficient.

During training, the complete ground-truth clean-speech token sequence is available, hence we
use teacher forcing [47]. Teacher forcing is a training technique in which the model is conditioned
on the ground-truth tokens from previous time steps during training, rather than on its own
predictions. This helps the model learn faster during training by always conditioning on correct
context [47]. Suppose the ground-truth clean-speech token sequence is (c1, c2, . . . , cT ), we prepend
the BOS token and feed (BOS, c1, . . . , cT−1) to the learnable embedding layer. The learnable
token embeddings are then added to the SSL representations for all T time frames, and are fed
to the decoder-only LM, which predicts (c1, c2, . . . , cT ). A causal attention mask ensures that the
query at position t attends only to the current and previous positions, preventing information
from future ground-truth clean-speech tokens from being used.

The following only applies to Transformer-based LMs employing self-attention. During inference,
the AR LM does not process all noisy-speech SSL features and previously predicted tokens
in every token-prediction iteration. Instead, at iteration t, only the speech SSL representation
corresponding to the current noisy time frame and the embedding from the predicted token
corresponding to the prior time frame is provided to the LM. Note that in the first inference step,
when no clean-speech tokens have been predicted yet, the embedding of the BOS token is used in
place of the previous token. Hence, in the first iteration, the input z1 ∈ Rdmodel to the LM is:

z1 = Embedding(BOS) + a1,

where Embedding(·) is defined in (3.2), and a1 is the projected speech SSL representation of the
first time frame. Then in iteration t, the input becomes:

zt = Embedding(ĉt−1) + at, t ∈ {2, 3, . . . , T},

where ĉt−1 ∈ {1, 2, . . . , V + 1} is the previously predicted clean-speech token.

Despite the model only being explicitly provided with the embedding of the last predicted clean-
speech token and the speech SSL representation from the current time frame t during inference,
the model is conditioned on the entire history of previously predicted tokens. This is enabled
by storing the key and value representations computed for all previous prediction steps (the KV
cache). Consequently, at prediction step t, only the query, key, and value corresponding to the
current input are computed. Thus, for each head in multi-head attention (MHA) at time frame t,
the computation becomes:

Attention(qt,K1:t,V1:t) = Softmax
Ç
qtK

⊤
1:t√

dh

å
V1:t ∈ R1×dh ,
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where dh = dmodel
h ,h is the number of attention heads, qt,kt,vt ∈ R1×dh ,K1:t =

K1:t−1

kt

 ∈ Rt×dh ,

V1:t =

V1:t−1

vt

 ∈ Rt×dh . Note that qt is the query computed from the current input, and

K1:t−1,V1:t−1 ∈ R(t−1)×dh denote the cached keys and values from the previous inference steps.
Thus, the LM computes a query, key, and value only for the current input position. Although
only one new token is processed, the query corresponding to the current input attends to both
the newly computed key and all previously cached keys and values. Hence, although only the
current input is processed by the Transformer at each decoding step, the prediction remains
conditioned on all previously predicted clean-speech tokens. Alternatively, the entire sequence of
previously predicted tokens could be provided to the LM at every prediction step. This would
require recomputing the hidden states, queries, keys, and values for all previous steps at every
iteration, making AR decoding significantly less computationally efficient.

AR LMs are trained for speech enhancement by optimizing the parameters θ of the linear adapter,
the decoder-only LM, and the embedding by minimizing the negative log-likelihood of the predicted
tokens ct ∈ {1, . . . , V } from the model, conditioned on previously predicted tokens:

LAR = −
T∑
t=1

log pθ(ct|c<t,ynoisy),

where c<t denotes the previously predicted tokens.

3.3 Masked Generative Modelling

The MGM framework can be viewed as a middle ground between the AR and NAR frameworks,
with some significant differences as well. During training, the model learns to predict randomly
masked tokens extracted from the target clean speech, conditioned on the input noisy speech.
Similar to the AR framework, the clean-speech tokens are reconstructed iteratively during inference.
The masking schedules and the decoding strategies vary between models [2], and the number of
decoding steps is a tunable hyperparameter, which introduces a trade-off between fast inference
speed (few decoding steps) and superior enhancement quality (many decoding steps). Thus, MGM
LMs offer significantly improved inference speed compared to AR LMs. Similar to AR LMs,
MGM LMs require a learnable embedding layer for learning MASK tokens, which indicates which
positions are masked. Arguably, the MGM framework is more complicated than the NAR and
AR frameworks, as it introduces more variables (number of decoding steps and masking schedule).
However, as opposed to both NAR and AR LMs, MGM LMs potentially have access to more
temporal information during training and inference, since the model can be injected with both
prior and future context.
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Figure 3.3. The general framework for MGM speech LMs for universal speech enhancement. A learnable
embedding layer is used to inject the model with the MASK token. During training, the LM predicts
masked clean-speech tokens based on representations from a pre-trained speech SSL model and unmasked
clean-speech tokens. During inference, predicted tokens are fed to the frozen NAC decoder to generate the
enhanced speech. The fire and snowflake symbols refer to trainable and frozen modules, respectively.

In Figure 3.3, we have illustrated the general framework for MGM speech LMs for speech
enhancement. Similarly to NAR LMs, we feed the entire input to the model at once both during
training and inference. Hence, as opposed to the AR model, we use the speech SSL representation
for the entire noisy-speech input. Additionally, we feed all clean-speech tokens, masked and
unmasked, to the learnable embedding. Hence, instead of returning a single embedding at a time,
the learnable embedding layer returns embeddings for all tokens concatenated into a matrix.

During inference, starting from a fully masked input, the MGM LM performs iterative decoding to
gradually generate the clean-speech tokens. In each decoding step, the LM predicts a probability
distribution (from a Softmax layer) in all the masked positions in parallel, conditioned on the
noisy input and tokens predicted in previous iterations. For each position, the token with the
highest probability is selected as the prediction for that position, and its probability value is used
as a confidence score for that position. Finally, based on the number of decoding steps and the
masking strategy, only the top-k positions with the most confident predictions are selected as
predictions. Thus, as more positions are filled with high-probability tokens, the context improves
and later decoding steps can make more informed predictions for the remaining masked positions.
Hence, in some sense, the NAR framework can be seen as a special case of the MGM framework,
where we only use a single decoding step to predict a fully masked input.

Fundamentally, the forward pass of MGM LMs is similar to that of NAR and AR LMs. The
main differences are the random masking function, and a learnable embedding for injecting the
model with a MASK token. MGM LMs are trained for speech enhancement by optimizing the
parameters θ of the linear adapter, the decoder-only LM, and the embedding by minimizing the
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negative log-likelihood of the masked tokens, conditioned on the unmasked clean-speech tokens
and the noisy input. During inference, the model gradually predicts masked position through N

iteration steps, which results in different masking ratios. To simulate this during training, for
each batch, tokens are masked according to a binary mask mt,i ∈ {0, 1}, which is often sampled
independently and identically distributed from a Bernoulli distribution, where the probability of a
token being masked follows a cosine schedule γ(i) = cos

(
π·i
2N

)
, and the step i ∈ {0, 1, . . . , N − 1}

is varied between each batch. γ(i) is denoted a mask schedule function in this case. The masked
clean-speech token sequence k̃t,i is obtained by filling the MASK token into the positions selected
for masking, while the remaining tokens remain unchanged. Thus, the loss becomes:

LMGM = −
T∑
t=1

mt,i · log pθ(ct,i|k̃t,i,ynoisy).

Thus in practice, the cross-entropy loss in the MGM framework is only computed between the
predicted masked token and the target clean-speech token.

Essentially, the differences between NAR, AR, and MGM LMs are the assumptions on the
relationship between the NAC tokens. Thus, while the building blocks of the NAR, AR, and
MGM LMs are similar, it is primarily the prediction strategy and the loss function that differs
between the frameworks.
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Proposed Models 4
In this thesis, we propose three different LM-based universal speech enhancement systems, each
following either the NAR, AR, or the MGM framework. Our proposed NAR, AR, and MGM LM-
based systems follow the same architectures as Figure 3.1, Figure 3.2, and Figure 3.3, respectively.
For each model, we use the same decoder-only LM (LLaMA), speech SSL model (WavLM), and
the same NAC (BigCodec). We have illustrated our models in Appendix A.

In the following sections, we introduce the LLaMA-style decoder, the pre-trained WavLM
representation model, and the pre-trained BigCodec NAC, which we use in our speech enhancement
systems. Note that in this chapter, we use the notation from the original papers, for which reason
notation may differ slightly from previous chapters and between sections.

4.1 LLaMA

In our LM-based speech enhancement systems, we use a LLaMA-style decoder architecture
[48], which means that there is no cross-attention in our model. We have chosen the LLaMA
architecture, as it is widely adopted for LM-based speech enhancement [32, 46]. Compared to
the standard Transformer decoder proposed in [49], the LLaMA decoder employs grouped-query
attention [50], a SwiGLU activation function in the feed-forward network (FFN) layer [51],
rotary positional encodings (RoPE) [52], and pre-normalization using root mean square layer
normalization (RMSNorm) [53] instead of layer normalization (LayerNorm) [54].

4.1.1 Architecture

In our LLaMA-style decoder, we employ all of these changes to the default Transformer decoder
except grouped-query attention. In standard multi-head attention (MHA), every query head has
its own key and value heads. However, it requires a lot of memory to store keys and values (the
KV cache). Instead, in grouped-query attention, query heads are divided into groups, where each
share a single key and value head. For instance, if a model has 8 query heads and is split into
2 groups, it uses only 2 key heads and 2 value heads. Then each group of 4 query heads shares
one key-value pair [50]. Naturally, this improves decoding speed and decreases KV cache at a
performance trade-off. However, since our models will be used offline, and the input speech files
will not be excessively long, as can be the case with text input, we simply use MHA.

As seen in Figure 4.1, our LLaMA-style decoder employs pre-normalization with RMSNorm
instead of post-normalization with LayerNorm. Pre-normalization has been shown to improve
performance in Transformer-based models [48]. For simplicity, assume an input x ∈ Rm is fed to
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Figure 4.1. Our proposed LLaMA-style decoder for universal speech enhancement. The prediction head
is a linear layer, projecting its input to the codebook size of the NAC.

a FFN resulting in the output y ∈ Rn. Then

yi = f(ai + bi), ai =

m∑
j=1

wijxj , i ∈ {1, 2, . . . , n},

where wi is the weight vector for the ith neuron, bi is a bias scalar, f is an element-wise non-linear
function, and ai is the ith value of a ∈ Rn, which is the summed input to the neuron. Then,
LayerNorm rescales the summed inputs in the following way:

yi = f(āi + bi), āi =
ai − µ

σ
gi, where µ =

1

n

n∑
i=1

ai, and σ =

Ã
1

n

n∑
i=1

(ai − µ)2,

where gi is a learnable gain scaling the normalized summed inputs, allowing the model to learn
the optimal scale for each feature, and āi is the ith value of ā ∈ Rn, which is the normalized
summed input to the neuron. While RMSNorm is very similar to LayerNorm, RMSNorm foregoes
mean normalization:

yi = f(āi + bi), āi =
ai

RMS(a)
gi, where RMS(a) =

Ã
1

n

n∑
i=1

a2i .

Interestingly, [53] found that mean normalization was not important for LayerNorm, which is
why RMSNorm has become widely-used.

In addition, our LLaMA-style decoder uses a SwiGLU activation function in the FFN layer. Let
σ(x) = 1

1+e−x be the sigmoid function, then the gated linear unit (GLU) and Swish function are
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defined as [55]:

GLU(x) = σ(xW + b)⊙ (xV + c), Swishβ(x) = x⊙ σ(βx), (4.1)

where V ,W and b, c are learnable weight matrices and biases, respectively, and ⊙ is element-wise
multiplication. As seen in (4.1), the GLU function is an element-wise product of two learned
linear projections of the input, with a sigmoid activation applied to one of the projections [56].
SwiGLU then combines GLU and Swish by simply switching the sigmoid activation in GLU with
a Swish activation [51]:

SwiGLU(x) = Swishβ(xW + b)⊙ (xV + c). (4.2)

In the FFN layer of our LLaMA-style decoder, SwiGLU is implemented without biases in the
following way [51]:

FFNSwiGLU(x) = (Swish1(xW )⊙ xV )W2, (4.3)

where W2 is a learnable weight matrix. The second dimension of W and V and the first dimension
of W2 is the number of hidden units dff = 2dmodel in our model, where dmodel is the hidden
dimension of the MHA blocks. Note that we have not specified the dimensions of the vectors and
matrices in (4.1), (4.2), and (4.3) to avoid introducing unnecessary variables. We use the SwiGLU
activation function, since has demonstrated superior performance in speech-related tasks [56].

4.1.2 Fundamentals of Positional Encoding

Since there is no convolution or recurrence in the standard Transformer and self-attention is
permutation invariant, it is necessary to infuse positional information into the model. In the
standard Transformer model [49], the authors claim that positional encoding must satisfy three
requirements. First, the same position should always correspond to the same encoding regardless
of sequence length or input type. Second, each position must have a unique encoding. Third, the
encoding values must remain bounded, since they are added to the input embeddings, which
can potentially destroy semantic information. Hence, excessively large positional encodings can
dominate the embedding space, reducing semantic information and possibly assigning greater
importance to later positions in a sequence. Therefore, positions cannot simply be represented
as a number scaled by the position index. Such an approach would also require the model to
encounter every possible sequence length during training. The standard Transformer uses absolute
positional encodings, where distant positions are de-emphasized.

More formally, let {xi}Ni=1 be the input embeddings to the self-attention computation, where
xi ∈ Rd. Then positional information is infused into the embeddings (in our case, it is embeddings
from the WavLM model), after which they are transformed into queries, keys, and values:

qm = fq(xm,m),

kn = fk(xn, n), (4.4)

vn = fv(xn, n),

where m denotes mth position of the input embedding being compared to the nth position of the
input embedding to compute the weights for the attention. The attention weight and output of
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the self-attention computation is given by:

am,n =
exp

(
q⊤
mkn√
dmodel

)
∑N

j=1 exp
(

q⊤
mkj√
dmodel

) , (4.5)

om =

N∑
n=1

am,nvn.

The main focus of designing positional encodings for Transformers is to design a suitable function
to form equations (4.4) [52]. In the standard Transformer, equations (4.4) are defined as:

ft∈{q,k,v} = Wt∈{q,k,v}(xi + pi).

Hence, the query, key, and value vectors are learnt projections of the input with positional
encodings pi ∈ Rd added to the input embeddings. In the standard Transformer, pi is generated
using sinusoidal functions:

pi,2t = sin

Ç
i

10000
2t

dmodel

å
, pi,2t+1 = cos

Ç
i

10000
2t

dmodel

å
, t ∈

ß
1, 2, . . . ,

dmodel

2

™
,(4.6)

where pi,2t is the 2t-th element of pi. This absolute positional encoding de-emphasizes distant
positions and emphasizes close positions in the attention computation, since sines and cosines are
orthogonal, meaning their dot-product is maximal when compared to itself and decreases with
positional distance. This positional encoding ensures that increasing the sequence length does not
change the previous positional encodings, each position has a unique encoding, and the values
of the encodings are bounded between -1 and 1. Note that the maximum sequence length of
Transformers using the positional encoding in (4.6) is dmodel. In addition, this positional encoding
does not explicitly infuse the model with relative position information between the queries and
keys.

4.1.3 Rotary Positional Encoding

Instead of using relative positional encodings, our LLaMA-style decoder employs RoPE. RoPE
encodes absolute position with a rotation matrix while incorporating explicit relative position
dependency in self-attention [52]. If we interpret q⊤mkn in (4.5) as facilitating information exchange
between input embeddings at different positions, relative positional information can be incorporated
by requiring q⊤mkn to be formulated as a function g, taking only the input embeddings xm, xn, and
their relative position m− n as input variables [52]. Given (4.4), RoPE aims to find a positional
encoding to solve for the functions fq(xm,m) and fk(xn, n) in the following expression:

q⊤mkn = ⟨fq(xm,m),fk(xn, n)⟩ = g(xm,xn,m− n), (4.7)

where g is a function of relative positional information only. In the case of d = 2 dimensions, the
solution to (4.7) is [52]:

fq(xm,m) = (Wqxm)eimθ,

fk(xn, n) = (Wkxn)e
inθ,

g(xm,xn,m− n) = Re
î
(Wqxm)(Wkxn)

∗ei(m−n)θ
ó
,
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where i2 = −1, Re[·] returns the real part of a complex number, (·)∗ is complex conjugation, θ is
a non-zero constant, and Wq,Wk are learnable weight matrices. For a detailed derivation, we
refer to [52]. Then we can combine fq and fk into ft∈{q,k} in matrix form:

ft∈{q,k}(xm,m) =

Ñ
cos(mθ) − sin(mθ)

sin(mθ) cos(mθ)

éÑ
W

(1,1)
t∈{q,k} W

(1,2)
t∈{q,k}

W
(2,1)
t∈{q,k} W

(2,2)
t∈{q,k}

éÑ
x
(1)
m

x
(2)
m

é
. (4.8)

Importantly, the first matrix in (4.8) is a rotation matrix, rotating points in the plane
counterclockwise through an angle mθ about the origin [52]. Hence, in 2D, we interpret relative
positional encodings in RoPE as rotating the transformed input embedding by an angle scaled by
its position index.

Finally, [52] demonstrates that these results generalize to xi ∈ Rd in the following way [52]:

ft∈{q,k}(xm,m) = Rd
Θ,mWt∈{q,k}xm,

where

Rd
Θ,m =



cos(mθ1) − sin(mθ1) 0 0 . . . 0 0

sin(mθ1) cos(mθ1) 0 0 . . . 0 0

0 0 cos(mθ2) − sin(mθ2) . . . 0 0

0 0 sin(mθ2) cos(mθ2) . . . 0 0
...

...
...

...
. . .

...
...

0 0 0 0 . . . cos(mθdmodel/2) − sin(mθdmodel/2)

0 0 0 0 . . . sin(mθdmodel/2) cos(mθdmodel/2).



Here, Rd
Θ,m ∈ Rdmodel×dmodel is a rotation matrix with Θ = {θi = 10000−2(i−1)/dmodel , i ∈

[1, 2, . . . , dmodel
2 ]}. Then, applying RoPE to self-attention in (4.5) yields:

q⊤mkn = (Rd
Θ,mWqxm)⊤(Rd

Θ,nWkxn) = x⊤
mWqR

d
Θ,m−nWkxn, (4.9)

where Rd
Θ,m−n = (Rd

Θ,m)⊤Rd
Θ,n. Note that Rd

Θ,m is orthogonal and thus Rd
Θ,m−n is exactly the

identity matrix, if m = n, meaning no relative positional information is encoded. Finally, the
choice of Θ = {θi = 10000−2(i−1)/dmodel , i ∈ [1, 2, . . . , dmodel

2 ]} ensures that an upper bound of (4.9)
decays with relative distance m− n. We refer to [52] for this derivation.

4.2 WavLM

We use the pre-trained WavLM Large model [57] as our speech SSL model, as it has demonstrated
state-of-the-art performance on several speech related downstream tasks, and because it is widely-
adopted in several LM-based speech enhancement systems [32, 57]. In addition, WavLM supports
16 kHz speech, which is a requirement for our proposed model.

Speech signals contain much information such as speaker identity, paralinguistics, spoken content,
etc., and thus learning universal representations for all speech tasks is a big challenge. Compared
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to supervised methods, many self-supervised speech representation models like HuBERT [58] do
not demonstrate superior performance on multi-speaker tasks such as speaker separation. This is
because the pretext objective in several speech representation models does not sufficiently enforce
speaker discrimination, while also only containing single-speaker audio inputs in the training
dataset. To solve this, WavLM jointly learns both masked speech prediction and denoising during
pre-training, where some inputs are simulated noisy/overlapped speech with masks, and the target
is to predict the original speech on the masked region [57]. Thus, WavLM does not only keep
the speech content modelling capability through masked speech prediction, but also potentially
improves performance to multi-speaker tasks via speech denoising, which supports its usefulness
for using its learned representations in speech enhancement tasks.

Figure 4.2. The WavLM framework. Picture is taken from [57].

4.2.1 Architecture

As illustrated in Figure 4.2, WavLM contains a convolutional feature encoder and a Transformer
encoder with gated relative position bias. The convolutional feature encoder comprises seven
blocks, which consist of a temporal convolution followed by a LayerNorm [54] and a Gaussian
error linear units activation [55]. WavLM Large contains 24 Transformer encoder layers, 1024-
dimensional hidden states, and 12 attention heads, which results in 316.62M parameters. As
portrayed in Figure 4.2, part of the output of the convolutional feature encoder X = {xi}Ti=1 is
masked before being processed by the Transformer.

Many self-supervised speech representation models like HuBERT [58] and wav2vec 2.0 [40] use
a convolutional layer, which acts as relative positional encoding by infusing the model with
positional information. This is known as convolutional relative positional encoding. The reasoning
behind using positional encodings stems from the fact the Transformer is order-independent, since
self-attention is permutation invariant. And as opposed to absolute positional encoding, relative
positional encodings produce a different learned embedding dependent on the distance between
the key and query being compared within the self-attention computation [59]. Thus, the model
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learns relative position patterns rather than absolute positions, which can improve generalization
to longer sequences. Often, the relative positional encoding is simply a scalar, which is added to
the corresponding logit used for computing the attention weights in the self-attention computation,
just as in (4.10) [59]. Note that logits refer to the raw, unnormalized scores generated by the final
layer of a model, before the application of a sigmoid or Softmax function. As opposed to using
convolutional positional encodings, which is utilized in models such as HuBERT [58] and wav2vec
2.0 [40], WavLM adds gated relative position bias to the self-attention in the Transformer. This
allows the relative position bias to be adaptively adjusted by conditioning on the current speech
content [60].

4.2.2 Gated Relative Position Bias

Given encoded inputs X = {xi}Ti=1 to the Transformer, let {hi}Ti=1 denote their input hidden
states for the self-attention module in the Transformer, then each input hidden state is linearly
projected to a triplet containing the query, key, and value vector qi,ki, and vi:

qi = hiW
Q ∈ Rdk ,

ki = hiW
K ∈ Rdk ,

vi = hiW
V ∈ Rdk ,

where WQ,WK ,W V ∈ Rdh×dk is the learnable query, key, and value weight matrix, respectively,
and dh = dmodel

#attention heads is the hidden dimension of a single attention head. Then the self-attention
outputs {h̃i}Ti=1 can be computed via:

ai,j ∝ exp

Å
qi · ki√

dk
+ ri−j

ã
, (4.10)

h̃i =
T∑

j=1

aijvj ,

where aij is the ijth entry of the self-attention matrix, and ri−j is the gated relative position
bias. The gated relative position bias ri−j is computed in the following way [60]:

g
(update)
i = σ(qi · u),

g
(reset)
i = σ(qi · w),

r̃i−j = wg(reset)di−j ,

ri−j = di−j + g
(update)
i di−j + (1− g

(update)
i )r̃i−j ,

where di−j ∈ R is a relative position bias, u,w ∈ Rdk are learnable vectors, σ is the sigmoid
function, and w ∈ R is a learnable scalar weight. In WavLM, di−j is a bucket relative positional
encoding [59], with encoding parameters shared across all layers. However, within each layer, every
attention head uses a different learned positional encoding. Bucket relative positional encodings
encode different key-query distances into groups (buckets). Thus, instead of computing unique
positional encodings for every possible pair of positions in a sequence, a fixed number of encodings
are learned, each corresponding to a range of possible key-query offsets. di−j is defined as:
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d|i−j| =


|i− j|, |i− j| < n

4 ,õ
n
4

Å
log(|i−j|)−log(n

4 )
log(m)−log(n

4 )
+ 1

ãû
, n

4 ≤ |i− j| < m

n
2 − 1, |i− j| ≥ m,

(4.11)

where ⌊x⌋ = max{m ∈ Z|m ≤ x} is floor function for x ∈ R. WavLM uses n = 320 encodings, each
corresponding to a range of possible (i− j) query-key distances. This range of distances increases
logarithmically up to a maximum query-key distance of m = 800. As shown in (4.11), all relative
distances above m = 800 are assigned to the same embedding. Compared to relative positional
encoding, the gates in gated relative positional encodings take the content into consideration, and
adaptively adjusts the relative position bias depending on the speech content [57]. The intuition
behind using the gates is that the same distance between two frames may have different roles if
for example one frame is silence while the other belongs to a speech segment, compared to two
frames with speech from the same speaker. This scenario is exactly what the gates capture and
use to adaptively adjust the relative position bias.

4.2.3 Loss Function

As illustrated in Figure 4.2, WavLM employs a mask prediction loss. Given an utterance u,
u′ is the simulated noisy/overlapped speech, which is simulated by randomly selecting some
utterances from each batch during training and mixing them with randomly selected noise or
another utterance at a random region. The noise and secondary utterance are randomly selected
from within the same training batch, and is randomly cropped and scaled by a signal-to-noise
ratio (SNR) drawn from a uniform distribution with possible SNRs between −5 dB and 20 dB

for additive noise or between −5 dB and 5 dB for a secondary utterance. During simulation, it is
ensured that the overlap region is less than 50% and the speaker from the first utterance is used
as the main speaker.

WavLM large is pre-trained in two iterations. During the first iteration of pre-training, the pretext
task training labels z are generated by feeding the utterance u to the 2nd-iteration HuBERT
Base model [58] and applying k-means clustering on the output from the 9th Transformer layer.
Based on the clustering centers, each time-step is assigned to a cluster ID zt. Then, the k-means
clustering centers are used as labels. To create targets of different granularity, an ensemble of
k-means models with different codebook sizes is used [58]. Then, we denote by z

(l)
t the target

cluster ID generated by the lth k-means clustering model at time-step t. By feeding the simulated
noisy/overlapped speech u′ to the WavLM model, we obtain the hidden state hN

t of the N -layer
Transformer output for time-step t, and then training is done by optimizing the following loss
function [57]:

LWavLM = −
∑
l∈L

∑
t∈M

log p(z
(l)
t |hN

t ),

where L is the amount of k-means clustering models, and M denotes the set of masked time-steps.
During pre-training of the second iteration WavLM Large model, the training targets are instead
created by clustering the latent representations generated by the first iteration WavLM model
instead of the second iteration HuBERT Base model [57]. In sum, WavLM is pre-trained for 700 k
steps on a large-scale English-only speech dataset with approximately 94 k hours of audio.
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4.3 BigCodec

Our LM-based speech enhancement systems are trained to predict clean-speech tokens produced
by the pre-trained BigCodec NAC [44]. We choose BigCodec, as it has a reasonably small codebook
size, which is suitable for prediction, it uses only a single codebook with 8192 codes, and it achieves
high fidelity compared to other low-bitrate NACs while being comparable to state-of-the-art
high-bitrate NACs in this regard. Furthermore, BigCodec is trained on 16 kHz English speech,
which is a requirement for our model. Finally, BigCodec has demonstrated impressive robustness
when evaluated on unseen languages [44].

While the fidelity of low-bitrate codecs has progressed significantly, their performance degrades
considerably at lower bit-rates (around 1 kbps) [44]. Generally, limiting the bit-rate inherently
limits fidelity, while other factors like model capacity can be another performance obstacle. Noting
that recent low-bitrate codecs also have modest parameter counts (around 10M), BigCodec
outperforms existing low-bitrate NACs and matches high-bitrate NACs by significantly increasing
the model size to 159M learnable parameters. In addition, BigCodec limits the scope of the model
to speech, adopts sequential and recurrent modules into the learnable encoder and decoder, and
uses low-dimensional VQ to ensure a high code utilization [44].

4.3.1 Architecture

Figure 4.3. The architecture of BigCodec. Picture is taken from [44].

As seen in Figure 4.3, BigCodec is a vector quantized-variational autoencoder (VQ-VAE) [61], which
means the encoder outputs discrete codes. Note that the learnable encoder and decoder structures
in BigCodec are mirrored, meaning their computational flows are reversed. The learnable encoder
fe : RTx → RTh ,x 7→ h in BigCodec comprises N residual CNN blocks, each downsampling the
waveform x ∈ RTx by a factor ri, i ∈ {1, 2, . . . , N} resulting in a downsampling factor R =

∏N
i=1 ri,

where Tx = R · Th. Each CNN block contains multiple convolutions with varying dilation rates for
recognizing patterns in the input waveform. In the learnable encoder, the N residual CNN blocks
are followed by a two-layer unidirectional LSTM, for modelling long-distance dependencies.

The output of the encoder h = fe(x) is then quantized by a VQ module. To limit the bit-rate
of BigCodec, the VQ module employs a single codebook with V = 8192 codes, meaning that
each frame is represented by a single code [44]. To ensure high fidelity while maintaining a
low bit-rate and a small codebook size, it is essential to ensure a high codebook utilization.
To ensure this, BigCodec linearly projects h to a low-dimensional latent space before the VQ
module. Then the quantization is performed by finding the code embedding vector in the
codebook E = {e1, e2, . . . ,e8192} ∈ RTh with the smallest distance to the latent variable h

[44]. Downprojecting h before quantization can be seen as decoupling the code lookup and
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the code embedding, while avoiding VQ in a sparse high-dimensional space RTh . Note that
BigCodec also applies ℓ2 normalization to the downprojected h and the j-th codebook embedding
vector ej in the codebook E . Define ℓ2(x) =

x
∥x∥2

, then this makes the squared euclidean distance

∥(ℓ2(Wdownh)− ℓ2(ej))∥22 proportional to the cosine similarity of the two vectors, while improving
both training stability and fidelity [62]. Here, Wdown is a projection matrix. Thus, for BigCodec,
the quantized embeddings are determined by:

zd = Wupeq ∈ RTh , where q = argmin
j

∥(ℓ2(Wdownh)− ℓ2(ej))∥22, (4.12)

where q is the token. Finally, the learnable decoder, fd : RTh → RTx maps zd to the reconstructed
waveform x̂ ∈ RTx . Like the learnable encoder, the learnable decoder consists of a two-layer
LSTM, and N residual CNN blocks that upsample the input with the same rates as the learnable
encoder via transposed convolutions. In BigCodec, the number of residual CNN blocks is N = 5,
the downsampling factor is R = 200, the codebook size is V = 8192, and the channel size of the
input starts at 48 and is doubled with each CNN block in the encoder, resulting in 1536 after
N = 5 blocks. This results in 159M parameters.

4.3.2 Loss Function and Training

BigCodec is trained using adversarial training using multiple discriminators, where the BigCodec
architecture portrayed in Figure 4.3 is the generator. In adversarial training, the discriminators
D are trained to differentiate between real and generated data from the generator G, while
the generator is trained to fake the discriminator. Note that we only briefly comment on the
discriminators, as a detailed review is outside the scope of this thesis. Instead we focus on the
loss functions, and otherwise refer to the respective papers.

Discriminators

BigCodec employs a multi-period discriminator, which consists of several sub-discriminators each
capturing multiple periodic patterns in waveforms by looking at different parts of the input audio
[44]. Each sub-discriminator only accepts equally spaced samples of an input, with periods set to
prime numbers to avoid overlap between sub-discriminators. We refer to [63] for more details. In
addition, BigCodec uses a multi-scale short-time Fourier transform (MS-STFT) discriminator,
which learns spectral structures in spectrograms at multiple resolutions. The MS-STFT consists
of multiple identical sub-discriminators operating on multi-scaled complex-valued STFTs. This
discriminator is used to capture artifacts produced by the generator [64]. For more details, we
refer to [64]. This combination of discriminators was found to yield superior fidelity compared to
other discriminators used in the literature [44].

Loss Functions

Note that to simplify notation, for each individual loss function except the final generator and
discriminator loss, we do not average the loss functions explicitly over all sub-discriminators.
BigCodec is trained adversarially following the least squares generative adversarial network loss
function [65]. Least squares generative adversarial networks adopt the least squares loss function
for the discriminator, which results in improved stability during training and higher-quality
generated samples compared to standard generative adversarial networks. For a detailed review,
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we refer to [65]. The loss functions for the discriminator and generator are then defined as:

LAdv(D;G) = Ex

[
(D(x)− 1)2 +D(G(x))2

]
, (4.13)

LAdv(G;D) = Ex

[
(D(G(x))− 1)2

]
, (4.14)

where x is the ground truth audio. In (4.13) and (4.14), the discriminator is trained to classify
the ground truth samples to 1, and to classify the samples generated from the generator to 0.
The generator is trained to fake the discriminator by generating samples as real as possible, so
they are classified to a value almost equal to 1. In addition, BigCodec utilizes a feature matching
loss as an auxiliary generator loss, which is defined as:

LFM(G;D) = Ex

[
T∑
i=1

1

Ni

∥∥Di(x)−Di(G(x))
∥∥
1

]
, (4.15)

where T is the amount of layers in the discriminator, and Di, Ni are the features from and the
number of features in the ith layer of the discriminator, respectively. We interpret (4.15) as a
similarity metric measuring the difference between a ground truth sample and a generated sample,
which is computed as their distance in the latent space of the discriminator.

Furthermore, Bigcodec also employs a reconstruction loss to improve the fidelity of the model. It
is a multi-scale mel-spectogram reconstruction loss defined as:

LMel(G) = Ex

[∑
i∈I

1

|I|
∥ϕi(x)− ϕi(G(x))∥1

]
, (4.16)

where ϕ transforms the input x into its corresponding mel-spectrogram with mel bin-sizes
I = {5, 10, 20, 40, 80, 160, 320}. The hop length is set to a quarter of the window length, with
window lengths 32, 64, 128, 256, 512, 1024, 2048. Besides fidelity, the multi-scale mel-spectogram
reconstruction loss in (4.16) also increases training convergence and improves stability [66].

Importantly, the codebook is learned using a VQ loss defined as:

LVQ(x) = ∥sg(ℓ2(Wdownh))− ℓ2(eq)∥22 + β∥ℓ2(Wdownh)− sg(ℓ2(eq))∥22, (4.17)

where q is determined through (4.12) and β is a hyperparameter balancing the two terms. In
BigCodec β = 0.25. Moreover, sg is the stop-gradient function defined as an identity mapping
x 7→ x with zero gradients. The second term in (4.17) prevents the output of encoder from
growing excessively [44], and forces the encoder to commit to a code embedding, which is why
it is known as a commitment loss. Note that the encoder is only learnt via the second term in
(4.17), while the code embeddings are optimised by the first term.

In sum, the final generator and discriminator loss functions, which are jointly minimized, can be
written as:

LG =
K∑
k=1

[LAdv(G;Dk) + LFM(G;Dk)] +
L∑
l=1

[LAdv(G;Dl) + LFM(G;Dl)] + 15LMel(G) + LVQ(x),

LD =
K∑
k=1

LAdv(Dk;G) +
L∑
l=1

LAdv(Dl;G),

where Dk is the kth sub-discriminator in the multi-period discriminator, and Dl denotes the lth
sub-discriminator in the MS-STFT discriminator.
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Experimental Setup 5
5.1 Dataset Composition

In this chapter, we outline the training, validation, and test set used in this thesis.
Recent works [6, 67] have found that data curation matters a lot in speech enhancement. Many
open-source clean-speech datasets are not recorded in an anechoic chamber using professional
hardware. Consequently, this results in some clean-speech samples that actually contain noise or
reverberation. Since these ’noisy’ clean-speech samples are used as targets for deep learning-based
speech enhancement systems, this naturally hurts performance.

The same works [6, 67] have proposed a filtering-based approach, using several reference-free
quality evaluation metrics to filter out ’noisy’ clean-speech samples. The issue with this approach
is that these metrics were also used to evaluate the models in order to verify that data curation
improved speech enhancement performance. We argue that it is unsurprising that for example only
training on clean-speech with higher DNSMOS [68] scores will increase the DNSMOS values of
the model on test sets, as the model naturally learns to reconstruct speech with higher DNSMOS
values.

While this may not inherently seem to be an issue, many reference-free quality metrics such as
DNSMOS [68] are based on neural networks, and they are often trained on a subset of a single
dataset to correlate with human mean opinion scores (MOS). As an example, using DNSMOS on
any other dataset than LibriVox [69], which it was trained on, results in the metric performing
out-of-domain, which can potentially result in unreliable scores. Such a data curation method is
used in [67], resulting in approximately 84% of the EARS clean-speech dataset [70] being filtered
out, while it is one of the only datasets recorded in an anechoic chamber. For this reason, we have
chosen a slightly different approach in this thesis. We limit ourselves to training datasets, where
the clean speech is either recorded in an anechoic chamber (EARS) or a semi-anechoic chamber
(VoiceBank [71]). To increase the amount of clean-speech training data, we apply threshold-based
filtering of clean speech from the DNS 2020 training set [69] using DNSMOS. We do this, as
DNSMOS is trained on the DNS 2020 clean speech, which is a subset of LibriVox [69].

Empirically, we found that filtering clean speech from the DNS 2020 dataset based on a DNSMOS
OVRL threshold of 3.2 yields a resonable compromise between removing possible ’noisy’ clean-
speech files and still keeping a large portion of the dataset. Specifically, we remove 3,573 possibly
noisy clean-speech samples from the dataset, resulting in 61,456 clean speech files. Together, the
VoiceBank, EARS, and filtered DNS 2020 clean-speech datasets comprise clean-speech recordings
of several accents, age groups, speaker styles, speaker emotions, and recording conditions.

In Table 5.1, we have outlined the clean-speech corpora, noise databases, and room impulse response
(RIR) databases that we use to generate our dataset. As seen in Table 5.1, we collect a large

28



5.1. Dataset Composition Aalborg University

Table 5.1. Statistics of the speech, noise and room impulse response datasets used. DNS 2020 clean
speech is filtered with DNSMOS OVRL > 3.2.

Category Datasets Size

Clean Speech VoiceBank [71], EARS [70], DNS 2020 [69] (Filtered subset) 709.57 hours (183,711 files)

Noise DEMAND [72], DNS 2020 noise [69], WHAM! [73],
Babble & SSN from LibriLight [74, 75] 295.47 hours (105,302 files)

RIRs SLR26 [76], SLR28 [76], Arni [77], DetmoldSRIR [78] 108.10 hours (193,299 files)

selection of widely-used noise datasets, comprising a large variety of noise types. The DEMAND
[72] and WHAM! [73] databases consists of noise recordings from coffee shops, restaurants, bars,
office buildings, parks, and public transportation. We use the babble and speech-shaped noise
(SSN) proposed in [74, 75], which is generated from LibriLight [79]. The noise database from the
DNS 2020 Challenge primarily consists of YouTube videos from AudioSet [80] and recordings
from Freesound [81].

Finally, we collect a variety of real and simulated RIRs covering a large range of room setups and
locations. SLR26 contains simulated RIRs while SLR28 contains a smaller amount of real RIRs
[76]. Arni [77] comprises impulse responses collected in the Arni variable acoustics room at the
Acoustics Lab of Aalto University. This dataset comprises 5312 panel combinations, and the total
number of recorded IRs for each panel configuration was 25 (5 sweeps and 5 microphones). The
DetmoldSRIR dataset [78] contains real RIRs from one medium sized concert hall, one chamber
music room, and one theater.

5.1.1 Dataset Generation

In this subsection, we outline the train, validation, test split of our dataset, and the hyperparameters
used for generating the noisy speech. Note that all audio clips are resampled to 16 kHz. As detailed
in Subsection 1.1.1, we consider noise, reverberation, clipping, and bandwidth limitation in this
thesis. In [2], the authors examined the order of applying distortions to clean-speech to create the
noisy data. It was argued that to better approximate practical situations during data generation,
noise should be applied before reverberation, and bandwidth and clipping effects should be added
last. This results in the following degradation chain:

Dnew(x) = (dbw(dclip(dreverb(dnoise(x))))). (5.1)

However, [2] did not find the distortion chain in (5.1) to significantly improve performance over
existing distortion chains. Hence, we follow the default distortion chain Ddefault(·), which is used
in most work [2] including the latest URGENT Challenge [6]:

Ddefault(x) = (dnoise(dbw(dclip(dreverb(x))))).

When generating the noisy audio files for the training, validation, and test sets, for each clean-
speech audio file, we apply each distortion outlined in Table 5.2 with the given probability and
hyperparameters. All probabilities and hyperparameters are the same for our generated training,
validation, and test set. The SNR of the additive noise is drawn uniformly in the interval given in
Table 5.2. In practice, when computing the SNR of the noisy audio files for additive noise, we
only consider the active speech regions by applying power-based voice activity detection [6]. For
bandwidth limitation, different interpolation methods are used during resampling, which differ in
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Table 5.2. Distortions and hyperparameters used to generate datasets.

Distortion Probability Hyperparameters

Additive Noise 0.9 SNR ∈ [−7.5, 15] dB

Reverberation 0.5 -

Clipping 0.25 Clipping Threshold ∈ [0.06, 0.9]

Bandwidth Limitation 0.4 Bandwidth ∈ {2, 4} kHz

speed and quality. Higher quality methods often suppress resampling artifacts better, while lower
quality methods may introduce more artifacts. For a detailed explanation, we refer to [2, 5, 6].

Clean Speech

All clean speech data is split into training, validation, and test splits. For the EARS clean-speech,
we follow the original EARS-WHAM! dataset [70] and use speakers p001 to p099 for training,
p100 and p101 for validation, and p102 to p107 for testing. For the VoiceBank dataset, we follow
the VB-DemandEx and VoiceBank+Demand datasets [1, 24] and set aside 1 female and 1 male
speaker for validation (p282 and p287 ) and testing (p232 and p257 ), while using the rest of the
speakers for training. For the DNS 2020 clean speech, we set aside female speakers reader_01326,
reader_06709, reader_08788 and male speakers reader_01105, reader_05375, reader_11980 for
validation. For testing, we set aside female speakers reader_01595, reader_05590, reader_11446
and male speakers reader_02829, reader_05654, reader_06220, and reader_08897.

These splits result in a uniform distribution of male and female audio clips in the training,
validation, and test sets, while avoiding any speaker overlaps between the training, validation,
and test sets.

Noise and RIRs

The DEMAND noise database [72] contains 6 noise categories: Domestic, Office, Public,
Transportation, Street, and Nature. For each category, there are 3 subcategories of noise recordings.
Each subcategory contains 16 audio recordings that are 15 minutes long, enumerated from 1 to
16. We follow [1, 75] and segment the 16 recordings from each subcategory into 1–12 for training,
13–14 for validation, and 15–16 for testing. We then concatenate segments from all subcategories
to form the final splits for the 6 noise categories. For the Babble and SSN, we use the training,
validation, and test splits proposed in [75]. For the DNS 2020 noise, we set aside a suitable amount
of noise audio clips for validation and for testing (approximately 400 files for validation and 400
files for testing, matching the number of clean-speech audio clips we have set aside from the DNS
2020 clean speech dataset). For the WHAM! noise database we use the official training, validation,
and test splits proposed in the original paper [73]. Finally, we set aside a suitable amount of RIRs
from each dataset for both validation and testing.

These splits ensures no shared realizations of noise types and RIRs between the training, validation,
and test sets.
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5.1.2 Additional Test Sets

Note that the clean-speech and noise database splits defined in Subsection 5.1.1 ensures no overlap
between our training dataset and the other test sets presented in this subsection.

DNS 2020 Test Sets

In addition to evaluating universal speech enhancement performance on our own test set, we
evaluate single-distortion performance on the DNS 2020 test sets with and without reverberation,
and enhancement performance on the real recordings test set [69]. The DNS 2020 test sets with and
without reverberation each contain 150 noisy-clean audio pairs generated from 20 speakers. The
test set without reverberation only contains additive noise, while the test set with reverberation
only contains reverberation. The real recordings test set contains 300 audio clips without clean
references. The real recordings audio clips consist of noisy-speech recordings in various open office
and conference rooms, and thus contains both additive noise and reverberation [69].

2025 & 2026 URGENT Challenge Blind Test Sets

While we have trained our models to perform denoising, dereverberation, declipping, and bandwidth
limitation, several other speech enhancement subtasks exist. Thus, to test the generalization
performance and robustness to other distortions and to other noise types, speakers, and languages,
we evaluate our models on the 2025 and 2026 URGENT Challenge blind test sets [5, 6]. Both
test sets contain additive noise, reverberation, clipping, bandwidth limitation, codec distortion,
packet loss, and wind noise. Note that the test sets are downsampled to 16 kHz for compatibility
with our models.

The blind test set from the 2025 URGENT Challenge contains 50% simulated data and 50%

real recordings, which are both sourced from publicly available datasets different from those
used to generate our training dataset [5]. As it is hard to find corpora of real recordings with a
wide amount of distortions, the creators of the challenge artificially added clipping, packet loss,
bandwidth limitations, and codec distortions from NACs such as EnCodec [64] and DAC [66], in
addition to MP3, to the real recordings. As opposed to our generated training set, which only
contains English speech, the 2025 URGENT Challenge blind test set contains multilingual speech.
Specifically, it comprises 150 noisy samples of each of the following languages: English, German,
French, Spanish, Chinese, and Japanese, resulting in 900 samples. [5]

The 2026 URGENT Challenge blind test set is similar to the 2025 blind test set, as it contains
the same types of distortions. The blind test set contains 360 simulated samples and 480 real
recordings collected from public sources [6]. The 2026 blind set contains more diverse speech
sources including: children, singing voices, emotional speech, and whispering. It also includes
several languages: English, Chinese, German, French, Spanish, Hindi, Korean, Arabic, Japanese,
Italian. [6]

5.2 Experimental Settings

During training, we handle variable input sizes by padding every audio clip in each batch to the
longest audio clip in the batch. During loss calculation, we ignore padded positions. In Table 5.3,
we outline training hyperparameters for all our models.
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Table 5.3. Model and training hyperparameters for our proposed models. Attention-based hyperparameters
refer to the hyperparameters in the LLaMA LM.

Hyperparameter Value

Epochs 30

# LLamA Blocks 12

dmodel 1024

dff 2048

# Attention Heads 8

Optimizer AdamW [82]

Base Learning Rate 0.0001

Warmup steps 5000

Global Batch Size 32

Gradient Accumulation Steps 5

Weight Decay 0.0001

β1 0.9

β2 0.999

All models are trained on four NVIDIA L40S GPUs for approximately 60 hours. During training,
we evaluate on the validation set every 500 steps, and pick the checkpoint with the lowest
validation loss as the final model. We use a linear warmup schedule with a starting learning rate
of 0.0001 · 0.001 and an end learning rate of 0.0001, after 5000 steps. Then we apply a linear decay
schedule, which decays the learning rate to 0. These training hyperparameters, including the
AdamW hyperparameters outlined in Table 5.3, match existing LM-based speech enhancement
systems [2]. In our proposed models, we fix all hyperparameters to the values presented in Table 5.3.
While we recognize that a full sweep of all hyperparameters is better practice, due to limited
computational resources and the training time required, it is not feasible to conduct a proper
hyperparameter sweep.

Unless explicitly stated, all models and baselines trained by us are trained with 5 different seeds,
and we report the mean and standard deviation across all seeds.

For the MGM model we mask the tokens during training randomly following the cosine schedule
presented in Section 3.3. During inference, we decode masked tokens over 40 decoding steps,
using a linear decoding schedule, meaning in each decoding step, the same number of tokens are
decoded. While other works have proposed more advanced decoding strategies [2], as we show in
Section 6.2, our proposed MGM model matches their performance.

By default, we follow LLaSE-G1 [32] and use representations from the 6th layer of the pre-trained
WavLM Large1 model, since it has been found to contain sufficient acoustic information for speech
reconstruction [32].

1https://huggingface.co/microsoft/wavlm-large
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5.3 Evaluation Metrics

It is well known that reference-signal based metrics such as perceptual evaluation of speech
quality (PESQ) [83], extended short-time objective intelligibility (ESTOI) [84], and scale-invariant
signal-to-distortion ratio (SI-SDR) [85] may be less suited for assessing the speech enhancement
performance of generative models [1, 29]. This is because the generated enhanced speech may
not be strictly aligned sample-wise with the clean-speech targets. This lack of waveform-level
alignment may therefore degrade performance on most reference-signal based metrics. Due to
this, we instead utilize reference-free based metrics to evaluate our models. All reference-free
metrics used in this thesis are MOS predictors, which output at least one continuous value on a
pre-defined scale (1=Bad, 2=Poor, 3=Fair, 4=Good, 5=Excellent). Thus, for all measures used
in this thesis, higher values indicate better performance.

We have decided to use the following metrics: DNSMOS [68], UTMOS [86], and SCOREQ [87],
as they are commonly used to evaluate generative speech enhancement systems. Moreover, we
remark that several of the test sets we use do not have clean-speech references, as they contain
real-world recordings. This naturally prevents the use of reference-signal based metrics. While
we acknowledge that is is not necessarily optimal only to evaluate our models using DNSMOS,
UTMOS, and SCOREQ, as none of them predict intelligibility, it does facilitate direct comparisons
to existing baselines. For completeness, we report PESQ [83] and ESTOI [84] on some datasets in
Appendix B.

5.3.1 DNSMOS

To evaluate the quality of the enhanced speech of our LMs, we employ the DNSMOS (Deep
Noise Suppression Mean Opinion Score) predictor, which is a reference-free perceptual quality
estimator [68], which outputs three scores between 1 and 5 for the signal quality (SIG), the
background noise (BAK), and the overall quality (OVRL). DNSMOS was created for the DNS
2021 Challenge [68], and provides an estimate of the ITU-T P.835 [88] subjective evaluation
methodology. The DNSMOS prediction model is a CNN trained using a mean-squared error
(MSE) loss on labelled data, which was created by crowdsourcing MOS values for the speech
quality, background noise quality, and overall quality on the DNS 2021 Challenge [68], which
uses a subset of the LibriVox dataset. Note that background noise quality refers to how well
background noise is suppressed. Interestingly, [68] remarks that humans tend to give lower ratings
to clips with lower loudness. Hence, DNSMOS does not employ any type of feature normalization,
allowing the model to capture variations in the loudness levels of the speech. We refer to [68] for
in-depth training and architectural details for DNSMOS.

5.3.2 UTMOS

In addition to DNSMOS, we also use the UTMOS (UTokyo-SaruLab Mean Opinion Score)
predictor, which was developed for the VoiceMOS 2022 Challenge [86]. As opposed to the CNN
architecture used in DNSMOS, UTMOS employs ensemble learning, which comprises fine-tuned
audio SSL models as strong learners and classical machine-learning methods as weak learners.
The UTMOS predictor is trained on large-scale listening tests on mainly synthetic data, which is
derived from multiple VoiceMOS Challenges [86]. UTMOS is trained using both an MSE and a
contrastive loss. Given ground truth MOS values s1, s2 for utterances x1,x2 and predicted scores
ŝ1, ŝ2, it is assumed that the predicted difference d̂x1,x2 = ŝ1 − ŝ2 is close to the ground truth
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difference dx1,x2 = s1 − s2. The contrastive loss is then defined as [86]:

Lcon
x1,x2

= max(0, |dx1,x2 − d̂x1,x2 | − α). (5.2)

Note that the small margin α > 0 is introduced in (5.2), so that small errors between the ground
truth MOS differences and the predicted MOS differences between samples are ignored by the
contrastive loss. This is necessary, since MOS values are continuous and not categorical variables.
Importantly, (5.2) penalizes the model, if it predicts x1 better or worse than x2, when the reverse
is true, because then the signs of d̂x1,x2 and dx1,x2 are opposite. For each batch during training,
the contrastive loss for all possible pairs then becomes [86]:

Lcon =
∑
i̸=j

Lcon
xi,xj

.

As opposed to DNSMOS, UTMOS only outputs a single MOS prediction between 1 and 5. The
method is claimed to be robust to domain shifts due to its ensemble architecture. For detailed
neural architectural details and training details, we refer to [86].

5.3.3 SCOREQ

Finally, we also use SCOREQ [87] to evaluate our proposed models. In [87], it was found that
many state-of-the-art reference-free metrics display severe domain generalization issues, both to
unseen languages, distortions, and noise types. The paper showed that fine-tuning SSL models
using an MSE loss on MOS labels fails to capture the continuous nature of the scale. To solve this,
SCOREQ (Speech COntrastive REgression for Quality) was proposed. SCOREQ utilizes a triplet
loss function for contrastive regression, which significantly improves generalization performance.
Given 3 random speech files defined as anchor, positive sample, and negative sample, the idea
behind this loss is to maximise similarity between the positive sample and the anchor, while
minimising the similarity between the negative sample and the anchor. We refer to this as the
similarity criteria. Similar to UTMOS, SCOREQ training adapts the contrastive loss to regression
by utilizing the concept of "closeness" in regression problems, which means that if the MOS of
the anchor is 2.0, this should be closer to MOS 1.5 (positive) than to MOS 3.0 (negative) in the
learnable embedding space. In addition, SCOREQ introduces an adaptive margin. Hence, the
SCOREQ model is trained to learn a representation space, in which the perceptual relationships
between audio files are preserved with respect to their MOS values.

More formally, let D = {xi, si} be a training dataset, where xi ∈ X is the waveform of the ith
speech sample and si ∈ S is the corresponding MOS label. Then we define the distance between
any two samples in the training dataset as r(xj ,xk) = |sj − sk|. Define by g : X → H an encoder
that maps raw waveforms to a representation space H, and let f : H → Z be a projection head
reducing the representations to a low-dimensional embedding space Z. Then given 3 random
speech files: the anchor xa ∈ X, the positive sample xp ∈ X, and the negative sample xn ∈ X, the
idea behind contrastive regression for MOS prediction in SCOREQ is to learn a continuous-aware
representation space, where the distance D(·, ·) between embeddings is ordered based on the
similarity criteria in the following way [87]:

r(xa,xp) < r(xa,xn) ⇒ D(f(g(xa)), f(g(xp))) < D(f(g(xa)), f(g(xn))),

and since r(·, ·) is the absolute difference between MOS values, this becomes:

|sa − sp| < |sa − sn| ⇒ D(f(g(xa)), f(g(xp))) < D(f(g(xa)), f(g(xn))).
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By defining a mask M(·, ·, ·) as:

M(i, j, k) =

{
1, (|si − sj | < |si − sk|) ∧ (i ̸= j ̸= k),

0, otherwise,

it can be ensured that the model only considers triplets where the MOS distance between the
anchor and the positive sample is smaller than the MOS distance between the anchor and the
negative sample. For classification, a constant margin m is often used in the contrastive loss, such
that training stops when the distance between the anchor and the negative sample exceeds m

in the embedding space. However, SCOREQ [87] instead proposed an adaptive margin based
on the normalized MOS distance ensuring that training only stops when the distance between
the negative sample and the anchor exceeds the normalised MOS distance. This results in the
following loss function [87]:

L =

N∑
i=1

N∑
j=1

N∑
k=1

M(i, j, k) · (∥f(g(xi))− f(g(xj))∥2 − ∥f(g(xi))− f(g(xk))∥2)+

(|si − sj | − |si − sk|)/(N − 1), (5.3)

where N is the batch size. After pre-training the encoder g and projection head f with the
SCOREQ loss defined in (5.3), the projection head is discarded, and a linear layer is fine-tuned
on top of the frozen encoder to predict a MOS value.

Similarly to UTMOS, SCOREQ is trained on large-scale listening tests including data from the
VoiceMOS Challenges, and it also returns a single prediction for the MOS. For a more detailed
review of the SCOREQ method, we refer to [87]. In this thesis, we apply two versions of the
SCOREQ MOS predictor, one which is trained on synthetic speech (SCOREQ Syn) and one
which is trained on natural speech (SCOREQ Nat).
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Framework 6
In this chapter, we evaluate our proposed LM-based speech enhancement systems following the
AR, NAR, and MGM frameworks. We denote our default models NAR-BigCodec-WavLM, MGM-
BigCodec-WavLM, and AR-BigCodec-WavLM. Note that while SCOREQ Syn is specifically
trained to predict MOS values for synthetic speech, we also report SCOREQ Nat on all benchmarks,
since it is used in the 2026 URGENT Challenge [6].

6.1 Universal Speech Enhancement

In this section, we report performance on our own universal speech enhancement test set. The
test set contains the following distortions: additive noise, reverberation, clipping, and bandwidth
limitation. In Section 5.1, we have detailed how the test set is generated. Naturally, for our models,
all speakers and realizations of distortions are unseen in the test set.

Table 6.1. Universal speech enhancement performance on our own proposed test set. Distortions include
additive noise, reverberation, clipping, and bandwidth limitation. SIG, BAK, and OVRL are the DNSMOS
scores. Results are across the entire test set. Noisy is the unprocessed noisy test set.

Model Params SIG↑ BAK↑ OVRL↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 2.26 1.96 1.75 1.66 1.41 1.86

NAR-BigCodec-WavLM 160.47M 3.16±0.02 3.92±0.01 2.89±0.03 2.74±0.09 2.61±0.09 3.44±0.06

MGM-BigCodec-WavLM 160.47M 3.22±0.05 3.97±0.01 2.96±0.04 3.13±0.09 3.06±0.05 3.79±0.07

AR-BigCodec-WavLM 160.47M 3.28±0.01 3.97±0.02 2.99±0.01 3.51±0.02 3.34±0.02 4.01±0.03

As seen in Table 6.1, overall on our universal speech enhancement test set, the AR model performs
the best. In general, the NAR model performs the worst, while the MGM model improves
performance on all metrics compared to the NAR model. Finally, the AR model yields the highest
scores on all metrics across the test set, except DNSMOS BAK. We remark that we observe the
largest performance differences between models on the UTMOS and SCOREQ metrics.

6.2 Denoising, Dereverberation, and Real Recordings

In addition to universal speech enhancement performance, we test performance on the single-
distortion test sets from the DNS 2020 Challenge. Specifically, we evaluate our models on additive
noise and reverberation using the DNS 2020 test sets with and without reverberation, respectively.
Moreover, to reflect real-world performance, we evaluate our proposed models on the DNS 2020
real recordings test set, which contain both additive noise and reverberation. As the DNS 2020 test
sets are commonly used benchmarks, we also compare our proposed models to several baselines.
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However, as most baselines only report DNSMOS scores, we split the results into two tables: 1)
Table 6.2, where we report UTMOS, SCOREQ Syn, and SCOREQ Nat, and 2) Table 6.3, where
we report DNSMOS scores and compare our models to existing baselines.

Table 6.2. Single-distortion enhancement performance on the DNS 2020 test sets with and without
reverberation and the real recordings test set. Results are across each entire test set. Noisy is the
unprocessed noisy test set.

Model Params

Without Reverberation With Reverberation Real Recordings

UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 2.37 2.22 2.79 1.30 0.75 2.10 1.87 1.54 2.38

NAR-BigCodec-WavLM 160.47M 3.47±0.22 3.40±0.24 4.26±0.13 2.44±0.04 2.25±0.05 3.29±0.04 2.72±0.13 2.74±0.13 3.68±0.10

MGM-BigCodec-WavLM 160.47M 3.90±0.16 3.84±0.16 4.51±0.08 3.08±0.21 2.81±0.36 3.76±0.29 3.12±0.15 3.12±0.14 3.98±0.11

AR-BigCodec-WavLM 160.47M 4.22±0.01 4.10±0.03 4.60±0.02 3.64±0.01 3.50±0.02 4.18±0.03 3.56±0.01 3.45±0.01 4.18±0.02

As seen in Table 6.2, the AR model outperforms both the NAR and MGM model on all metrics
across the DNS 2020 test sets with and without reverberation, as well as the real recordings test
set. We observe the biggest performance differences on the test set without reverberation and the
real recordings test set. We attribute this to the fact that reverberation is more challenging to
remove compared to additive noise [69].

In Table 6.3, we report DNSMOS scores and compare our proposed models to generative and
discriminative baselines. We compare our models to the state-of-the-art MambAttention model
[1], which is only trained for denoising, and to its successor RWSA-MambaUNet [89]. For a
more direct comparison to a state-of-the-art discriminative model, we substitute the magnitude
mask prediction in RWSA-MambaUNet for direct magnitude mask prediction, and train it on
our universal speech enhancement dataset following the originally provided code. This model is
renamed RWSA-MambaUNet-M (Universal). Training RWSA-MambaUNet-M (Universal) takes
6 days, hence we only train one seed. To the best of our knowledge, RWSA-MambaUNet is
the best performing discriminative model on this benchmark. We also compare our models to
widely-adopted diffusion models [14, 27, 28]. Finally, we compare our models to state-of-the-art
LM-based speech enhancement systems, of which SELM [29], MaskSR [31], and AnyEnhance [2]
are based on the MGM framework, while GenSE [34] and LLaSE-G1 [32] are based on the AR
framework.

Note that all results of baselines in Table 6.3 are taken from their respective papers, from [29], or
are generated using originally provided checkpoints. Furthermore, note that the regression-based
MambAttention baseline in Table 6.2 is only trained for denoising, while all diffusion model
baselines are trained for denoising and dereverberation. Many of the LM-based baselines and
RWSA-MambaUNet-M (Universal) are trained to handle even more distortions just like our
proposed models.
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Table 6.3. DNSMOS scores on the DNS 2020 test sets with and without reverberation and the real
recordings test set. Results are across the entire test set. “-” denotes that the result is not provided in the
original paper. Noisy is the unprocessed noisy test set.

Model Type Params

Without Reverberation With Reverberation Real Recordings

SIG↑ BAK↑ OVRL↑ SIG↑ BAK↑ OVRL↑ SIG↑ BAK↑ OVRL↑

Noisy - - 3.39 2.62 2.48 1.76 1.50 1.39 3.05 2.51 2.26

MambAttention [1] Regression 2.33M 3.62±0.00 4.19±0.00 3.40±0.00 2.88±0.02 3.41±0.02 2.37±0.01 3.46±0.00 4.06±0.01 3.17±0.00

RWSA-MambaUNet-M (Universal) [25] Regression 3.91M 3.60 4.17 3.37 3.47 4.12 3.18 3.47 4.08 3.20

CDiffuse [14] Diffusion 2.64M 3.29 3.64 3.05 2.54 2.30 2.19 3.20 3.10 2.78

SGMSE [27] Diffusion 3.56M 3.50 3.71 3.14 2.73 2.74 2.43 3.30 2.89 2.79

StoRM [28] Diffusion 27.8M 3.51 3.94 3.21 2.95 3.14 2.52 3.41 3.38 2.94

SELM [29] LM - 3.51 4.10 3.26 3.16 3.58 2.70 3.59 3.44 3.12

MaskSR [31] LM 145M 3.59 4.12 3.34 3.53 4.07 3.25 3.43 4.03 3.14

AnyEnhance [2] LM 363.54M 3.64 4.18 3.42 3.50 4.04 3.20 3.49 3.98 3.16

GenSE [34] LM - 3.65 4.18 3.43 3.49 3.73 3.19 - - -

LLaSE-G1 [32] LM 1.07B 3.66 4.17 3.42 3.59 4.10 3.33 3.41 3.91 3.08

NAR-BigCodec-WavLM (ours) LM 160.47M 3.58±0.06 4.11±0.03 3.36±0.04 3.43±0.02 3.98±0.00 3.13±0.02 3.41±0.03 4.03±0.01 3.14±0.03

MGM-BigCodec-WavLM (ours) LM 160.47M 3.63±0.01 4.15±0.00 3.40±0.01 3.54±0.02 4.09±0.01 3.28±0.03 3.45±0.02 4.07±0.01 3.19±0.03

AR-BigCodec-WavLM (ours) LM 160.47M 3.66±0.02 4.16±0.02 3.43±0.01 3.60±0.01 4.13±0.01 3.33±0.03 3.49±0.00 4.08±0.00 3.23±0.00

Table 6.3 shows the same performance trend between modelling frameworks as Table 6.2. The
NAR model achieves similar performance to StoRM, while the discriminative RWSA-MambaUNet-
M (Universal) outperforms it slightly across all test sets. Interestingly, we observe that our
MGM model achieves similar performance to AnyEnhance across all test sets, despite having less
than half the amount of trainable parameters and while using a much simpler architecture and
decoding strategy. Finally, Table 6.3 shows that our AR model demonstrates the overall best
speech enhancement performance, as it matches or outperforms most baselines on all metrics
across all test sets. We note that, except for the NAC, our AR model and the LLaSE-G1 baseline
have almost the same architecture, while LLaSE-G1 is trained on a much larger dataset and has
more than six times the amount of trainable parameters. Despite this, our AR model matches or
outperforms LLaSE-G1 on almost all metrics across all test sets.

6.3 Generalization and Robustness

In order to evaluate the generalization performance and robustness of our proposed universal
speech enhancement models, we test on the 2025 and 2026 URGENT Challenge blind test sets,
which contain unseen distortions, speakers, and languages. In the URGENT Challenges, models
are expected to handle multiple sampling frequencies. Since our models only operate on a single
sampling frequency, we have resampled the test sets to 16 kHz. However, it should be noted that
the outputs of the models participating in the challenges need to be resampled to 16 kHz to be
compatible with DNSMOS, UTMOS, and SCOREQ. Note that the rankings in the URGENT
Challenges are based on performance on all reported metrics in the challenge, hence the first place
ranking does not necessarily have the highest DNSMOS, UTMOS, or SCOREQ scores among the
participating models.

6.3.1 2025 URGENT Challenge

In Table 6.4, we report universal speech enhancement performance on the 2025 URGENT Challenge
blind test set, and compare our proposed models to the first, second, and third place rankings in
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the blind testing phase of the challenge.

Table 6.4. Universal speech enhancement performance the 2025 URGENT Challenge blind test set. SIG,
BAK, and OVRL are the DNSMOS scores. Results are across the entire test set. The baselines 1), 2),
and 3) refer to the first, second, and third place rankings in the blind testing phase of the challenge,
respectively. “-” denotes that the result is not provided in the challenge. Noisy is the unprocessed noisy
test set.

Model Params SIG↑ BAK↑ OVRL↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 2.44 2.24 1.89 1.55 1.25 1.69

1) - - - 2.88 2.09 - -

2) - - - 2.83 2.03 - -

3) - - - 2.92 2.16 - -

NAR-BigCodec-WavLM (ours) 160.47M 3.18±0.03 3.84±0.01 2.86±0.03 2.22±0.07 2.32±0.07 2.94±0.07

MGM-BigCodec-WavLM (ours) 160.47M 3.25±0.07 3.93±0.04 2.94±0.09 2.61±0.15 2.75±0.17 3.34±0.12

AR-BigCodec-WavLM (ours) 160.47M 3.34±0.01 3.98±0.01 3.03±0.01 3.13±0.03 3.18±0.04 3.72±0.02

As seen in Table 6.4, our MGM and AR models slightly outperform the first, second, and third
place on DNSMOS OVRL, while significantly outperforming them on UTMOS. On all metrics,
our AR model performs the best. Once again, we observe the biggest differences between UTMOS,
and SCOREQ values. These metrics have also been shown to generalize better than DNSMOS to
languages beyond English [86, 87], which are present in the 2025 URGENT Challenge blind test
set [5].

6.3.2 2026 URGENT Challenge

In Table 6.5, we report universal speech enhancement performance on the 2026 URGENT Challenge
blind test set, and compare our proposed models to the first, second, and third place rankings in
the blind testing phase of the challenge.

Table 6.5. Universal speech enhancement performance the 2026 URGENT Challenge blind test set. SIG,
BAK, and OVRL are the DNSMOS scores. Results are across the entire test set. The baselines 1), 2),
and 3) refer to the first, second, and third place rankings in the blind testing phase of the challenge,
respectively. “-” denotes that the result is not provided in the challenge. Noisy is the unprocessed noisy
test set.

Model Params SIG↑ BAK↑ OVRL↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 1.85 1.59 1.43 1.35 0.91 1.75

1) - - - 2.87 2.48 - 3.52

2) - - - 2.76 2.46 - 3.41

3) - - - 2.71 2.14 - 3.16

NAR-BigCodec-WavLM (ours) 160.47M 3.04±0.02 3.60±0.14 2.70±0.03 2.26±0.06 2.29±0.07 3.03±0.04

MGM-BigCodec-WavLM (ours) 160.47M 3.09±0.08 3.73±0.05 2.75±0.09 2.64±0.16 2.69±0.19 3.43±0.16

AR-BigCodec-WavLM (ours) 160.47M 3.18±0.01 3.79±0.03 2.84±0.01 3.07±0.04 3.07±0.03 3.75±0.03

Similar to Table 6.4, we once again observe that the AR model outperforms the MGM model,
which outperforms the NAR model on all metrics. Moreover, our AR model achieves higher
UTMOS and SCOREQ Nat scores than the first, second, and third place rankings, despite not
being trained on all distortions and languages. Our MGM model also achieves a higher UTMOS

39



6. Effect of Modelling Framework

score than the first, second, and third place ranking, while almost matching the second place on
DNSMOS OVRL. Since both our MGM and AR models perform similar to or outperform the
top three rankings in both the 2025 and 2026 URGENT Challenges on the blind test set, we
believe this indicates robustness to unseen distortions and languages. We do acknowledge that
evaluating on even more metrics, including reference-signal based metrics, would ensure a more
robust evaluation of our models. However, as the test sets are blind and contain a substantial
amount of real-world recordings, it is impossible for us to use reference-signal based metrics on
these test sets.
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In this chapter, we explore how the choice of the speech SSL model influences enhancement
performance in LM-based speech enhancement systems. In our baseline models, we use
representations from the 6th layer of WavLM Large, as these representations have been shown to
contain sufficient acoustic information for speech reconstruction [32]. Instead, we propose to extract
representations from all 24 layers of WavLM Large, by computing the mean across outputs from all
layers to get the final feature representation, thus aggregating information from all WavLM Large
layers. We choose our best performing model, AR-BigCodec-WavLM, and train on aggregated
representations from all layers. We name the new model AR-BigCodec-WavLM-avg. In addition,
we replace WavLM with the wav2vec 2.0-based XLSR-53 Large model, which is pre-trained on
53 different languages, as opposed to only English. We also aggregate representations from all
layers as with AR-BigCodec-WavLM-avg and name this model AR-BigCodec-XLSR-avg. For
more information on XLSR-53, we refer to [90], and for an introduction to wav2vec 2.0, we refer
to Subsection 2.1.2 and [40]. We choose to XLSR-53, since it was pre-trained on a multilingual
dataset and since it is based on wav2vec 2.0 instead of WavLM.

7.1 Universal Speech Enhancement

In this section, we investigate the effect of different speech SSL models on universal speech
enhancement models. We use the default NAR, MGM, and AR models as baselines, which use
representations from the 6th layer of WavLM Large.

Table 7.1. Universal speech enhancement performance on our own proposed test set. Distortions include
additive noise, reverberation, clipping, and bandwidth limitation. SIG, BAK, and OVRL are the DNSMOS
scores. Results are across the entire test set. Noisy is the unprocessed noisy test set.

Model Params SIG↑ BAK↑ OVRL↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 2.26 1.96 1.75 1.66 1.41 1.86

NAR-BigCodec-WavLM 160.47M 3.16±0.02 3.92±0.01 2.89±0.03 2.74±0.09 2.61±0.09 3.44±0.06

MGM-BigCodec-WavLM 160.47M 3.22±0.05 3.97±0.01 2.96±0.04 3.13±0.09 3.06±0.05 3.79±0.07

AR-BigCodec-WavLM 160.47M 3.28±0.01 3.97±0.02 2.99±0.01 3.51±0.02 3.34±0.02 4.01±0.03

AR-BigCodec-WavLM-avg 160.47M 3.28±0.01 3.96±0.01 2.99±0.01 3.54±0.01 3.38±0.01 4.04±0.02

AR-BigCodec-XLSR-avg 160.47M 3.27±0.01 3.99±0.02 2.97±0.02 3.47±0.06 3.28±0.05 3.99±0.05
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In Table 7.1, we observe only minor performance differences between the AR-BigCodec-WavLM
baseline and the AR-BigCodec-WavLM-avg and AR-BigCodec-XLSR-avg models on all metrics.
Except for DNSMOS BAK, BigCodec-WavLM-avg performs similarly or slightly better on all
metrics across the test set, while BigCodec-XLSR-avg performs slightly worse on all metrics
except DNSMOS BAK.

7.2 Denoising, Dereverberation, and Real Recordings

We report single-distortion performance on the DNS 2020 test sets with and without reverberation
as well as the enhancement performance on the real recordings dataset in Table 7.2.

Table 7.2. Single-distortion enhancement performance on the DNS 2020 test sets with and without
reverberation and the real recordings test set. Results are across the entire test set. Noisy is the unprocessed
noisy test set.

Model Params

Without Reverberation With Reverberation Real Recordings

UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 2.37 2.22 2.79 1.30 0.75 2.10 1.87 1.54 2.38

NAR-BigCodec-WavLM 160.47M 3.47±0.22 3.40±0.24 4.26±0.13 2.44±0.04 2.25±0.05 3.29±0.04 2.72±0.13 2.74±0.13 3.68±0.10

MGM-BigCodec-WavLM 160.47M 3.90±0.16 3.84±0.16 4.51±0.08 3.08±0.21 2.81±0.36 3.76±0.29 3.12±0.15 3.12±0.14 3.98±0.11

AR-BigCodec-WavLM 160.47M 4.22±0.01 4.10±0.03 4.60±0.02 3.64±0.01 3.50±0.02 4.18±0.03 3.56±0.01 3.45±0.01 4.18±0.02

AR-BigCodec-WavLM-avg 160.47M 4.29±0.01 4.21±0.01 4.66±0.02 3.86±0.06 3.78±0.04 4.36±0.03 3.70±0.01 3.57±0.02 4.27±0.02

AR-BigCodec-XLSR-avg 160.47M 4.24±0.02 4.07±0.01 4.57±0.05 3.66±0.04 3.47±0.02 4.15±0.03 3.54±0.03 3.30±0.05 4.12±0.04

As opposed to Table 7.1, we observe that AR-BigCodec-WavLM-avg consistently outperforms all
baselines on UTMOS, SCOREQ Syn, and SCOREQ Nat across all test sets in Table 7.2. Note
that we once again observe the largest performance differences on the test set with reverberation
and the real recordings test set. On the other hand, AR-BigCodec-XLSR-avg performs similarly
to AR-BigCodec-WavLM on all metrics across all test sets except for SCOREQ Syn on the real
recordings test set.

We report DNSMOS scores and compare our proposed models to widely adopted state-of-the-art
generative and discriminative baselines in Table 7.3.

In general, Table 7.3 demonstrates that compared to AR-BigCodec-WavLM, the AR-BigCodec-
XLSR-avg model performs slightly worse on all metrics across all test sets, while AR-BigCodec-
WavLM-avg performs slighty better. The AR-BigCodec-XLSR-avg model does still match or
outperform the MGM-BigCodec-WavLM baseline in most cases, while AR-BigCodec-WavLM-avg
achieves the highest DNSMOS OVRL score on all test sets compared to all baselines. Interestingly,
AR-BigCodec-XLSR-avg matches or slightly outperforms all our models on DNSMOS BAK across
all test sets just as in Table 7.1, despite underperforming on all other metrics.
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Table 7.3. DNSMOS scores on the DNS 2020 test sets with and without reverberation and the real
recordings test set. Results are across each entire test set. “-” denotes that the result is not provided in
the original paper. Noisy is the unprocessed noisy test set.

Model Type Params

Without Reverberation With Reverberation Real Recordings

SIG↑ BAK↑ OVRL↑ SIG↑ BAK↑ OVRL↑ SIG↑ BAK↑ OVRL↑

Noisy - - 3.39 2.62 2.48 1.76 1.50 1.39 3.05 2.51 2.26

MambAttention [1] Regression 2.33M 3.62±0.00 4.19±0.00 3.40±0.00 2.88±0.02 3.41±0.02 2.37±0.01 3.46±0.00 4.06±0.01 3.17±0.00

RWSA-MambaUNet-M (Universal) [25] Regression 3.91M 3.60 4.17 3.37 3.47 4.12 3.18 3.47 4.08 3.20

CDiffuse [14] Diffusion 2.64M 3.29 3.64 3.05 2.54 2.30 2.19 3.20 3.10 2.78

SGMSE [27] Diffusion 3.56M 3.50 3.71 3.14 2.73 2.74 2.43 3.30 2.89 2.79

StoRM [28] Diffusion 27.8M 3.51 3.94 3.21 2.95 3.14 2.52 3.41 3.38 2.94

SELM [29] LM - 3.51 4.10 3.26 3.16 3.58 2.70 3.59 3.44 3.12

MaskSR [31] LM 145M 3.59 4.12 3.34 3.53 4.07 3.25 3.43 4.03 3.14

AnyEnhance [2] LM 363.54M 3.64 4.18 3.42 3.50 4.04 3.20 3.49 3.98 3.16

GenSE [34] LM - 3.65 4.18 3.43 3.49 3.73 3.19 - - -

LLaSE-G1 [32] LM 1.07B 3.66 4.17 3.42 3.59 4.10 3.33 3.41 3.91 3.08

NAR-BigCodec-WavLM (ours) LM 160.47M 3.58±0.06 4.11±0.03 3.36±0.04 3.43±0.02 3.98±0.00 3.13±0.02 3.41±0.03 4.03±0.01 3.14±0.03

MGM-BigCodec-WavLM (ours) LM 160.47M 3.63±0.01 4.15±0.00 3.40±0.01 3.54±0.02 4.09±0.01 3.28±0.03 3.45±0.02 4.07±0.01 3.19±0.03

AR-BigCodec-WavLM (ours) LM 160.47M 3.66±0.02 4.16±0.02 3.43±0.01 3.60±0.01 4.13±0.01 3.33±0.03 3.49±0.00 4.08±0.00 3.23±0.00

AR-BigCodec-WavLM-avg (ours) LM 160.47M 3.66±0.00 4.16±0.01 3.44±0.00 3.60±0.01 4.14±0.02 3.36±0.02 3.52±0.01 4.08±0.01 3.25±0.01

AR-BigCodec-XLSR-avg (ours) LM 160.47M 3.63±0.02 4.17±0.01 3.38±0.03 3.58±0.01 4.14±0.00 3.31±0.02 3.47±0.02 4.12±0.01 3.18±0.02

7.3 Generalization and Robustness

In this section, we report generalization performance and robustness to unseen languages and
distortions. We remark that the AR-BigCodec-XLSR-avg model is trained on representations
from XLSR-53, which is pre-trained on multiple languages as opposed to the WavLM, which
is only trained on English speech. However, note that the BigCodec NAC is only trained to
reconstruct English speech.

7.3.1 2025 URGENT Challenge

In Table 7.4, we report universal speech enhancement performance on the blind test set from the
2025 URGENT Challenge.

Table 7.4. Universal speech enhancement performance the 2025 URGENT Challenge blind test set. SIG,
BAK, and OVRL are the DNSMOS scores. Results are across the entire test set. The baselines 1), 2),
and 3) refer to the first, second, and third place rankings in the blind testing phase of the challenge,
respectively. “-” denotes that the result is not provided in the challenge. Noisy is the unprocessed noisy
test set.

Model Params SIG↑ BAK↑ OVRL↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 2.44 2.24 1.89 1.55 1.25 1.69

1) - - - 2.88 2.09 - -

2) - - - 2.83 2.03 - -

3) - - - 2.92 2.16 - -

NAR-BigCodec-WavLM (ours) 160.47M 3.18±0.03 3.84±0.01 2.86±0.03 2.22±0.07 2.32±0.07 2.94±0.07

MGM-BigCodec-WavLM (ours) 160.47M 3.25±0.07 3.93±0.04 2.94±0.09 2.61±0.15 2.75±0.17 3.34±0.12

AR-BigCodec-WavLM (ours) 160.47M 3.34±0.01 3.98±0.01 3.03±0.01 3.13±0.03 3.18±0.04 3.72±0.02

AR-BigCodec-WavLM-avg (ours) 160.47M 3.36±0.01 3.99±0.00 3.07±0.01 3.21±0.02 3.26±0.02 3.80±0.03

AR-BigCodec-XLSR-avg (ours) 160.47M 3.37±0.02 4.05±0.02 3.06±0.03 3.19±0.06 3.16±0.05 3.80±0.06
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In Table 7.4, we observe that the AR-BigCodec-XLSR-avg model outperforms the AR-BigCodec-
WavLM baseline on all metrics except SCOREQ Syn. In fact, on most metrics, AR-BigCodec-XLSR-
avg almost matches AR-BigCodec-WavLM-avg. Moreover, AR-BigCodec-XLSR-avg achieves the
highest DNSMOS SIG and BAK scores of all models, while matching the best-performing model
on SCOREQ Nat. This is in stark contrast to results on our own universal speech enhancement
test set and the DNS 2020 test sets, where AR-BigCodec-XLSR-avg underperforms compared to
the WavLM baselines and AR-BigCodec-WavLM-avg. Hence, the XLSR-based model displays
improved robustness and generalization performance compared to the AR-BigCodec-WavLM
model.

7.3.2 2026 URGENT Challenge

Finally, we report universal speech enhancement performance on the blind test set from the 2026
URGENT Challenge. Like the blind test set from the 2025 URGENT Challenge, it contains
speech in multiple languages.

Table 7.5. Universal speech enhancement performance the 2026 URGENT Challenge blind test set. SIG,
BAK, and OVRL are the DNSMOS scores. Results are across the entire test set. The baselines 1), 2),
and 3) refer to the first, second, and third place rankings in the blind testing phase of the challenge,
respectively. “-” denotes that the result is not provided in the challenge. Noisy is the unprocessed noisy
test set.

Model Params SIG↑ BAK↑ OVRL↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 1.85 1.59 1.43 1.35 0.91 1.75

1) - - - 2.87 2.48 - 3.52

2) - - - 2.76 2.46 - 3.41

3) - - - 2.71 2.14 - 3.16

NAR-BigCodec-WavLM (ours) 160.47M 3.04±0.02 3.60±0.14 2.70±0.03 2.26±0.06 2.29±0.07 3.03±0.04

MGM-BigCodec-WavLM (ours) 160.47M 3.09±0.08 3.73±0.05 2.75±0.09 2.64±0.16 2.69±0.19 3.43±0.16

AR-BigCodec-WavLM (ours) 160.47M 3.18±0.01 3.79±0.03 2.84±0.01 3.07±0.04 3.07±0.03 3.75±0.03

AR-BigCodec-WavLM-avg (ours) 160.47M 3.18±0.02 3.79±0.01 2.84±0.01 3.10±0.03 3.08±0.04 3.75±0.03

AR-BigCodec-XLSR-avg (ours) 160.47M 3.22±0.02 3.91±0.03 2.85±0.03 3.10±0.04 3.05±0.04 3.82±0.04

In Table 7.5, we see that the AR-BigCodec-XLSR-avg model matches or ourperforms all our own
models on all metrics except SCOREQ Syn across the test set. We attribute the slightly superior
robustness and generalization displayed by the AR-BigCodec-XLSR-avg model to the multilingual
pre-training of the XLSR-53 Large speech SSL model. In fact, AR-BigCodec-XLSR-avg achieves
the highest DNSMOS SIG, BAK, and SCOREQ Nat of all models. Interestingly, as opposed to
our previous experiments, we observe almost no performance differences on all metrics between
the AR-BigCodec-WavLM and the AR-BigCodec-WavLM-avg models on the 2026 URGENT
Challenge blind test set.
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In this chapter, we explore how the choice of the NAC influences speech enhancement performance.
Specifically, we choose to replace BigCodec with X-codec2 [91], as it achieves fidelity comparable
to BigCodec, uses a single codebook, but has a significantly larger codebook size of 65536

compared to 8192 in BigCodec. In addition, X-codec2 is also trained on multilingual data. For
more details on X-codec2, we refer to [91]. Once again, we choose our best performing model,
AR-BigCodec-WavLM, and simply replace BigCodec with X-codec2, while naming this model
AR-X-codec2-WavLM. Note that due to the much larger codebook size, the prediction head in
the LLaMA-style decoder becomes significantly larger, which increases the amount of learnable
parameters in this model.

8.1 Universal Speech Enhancement

We report universal speech enhancement performance on our own proposed test set in Table 8.1.
The NAR, MGM, and AR BigCodec-based models are used as baselines.

Table 8.1. Universal speech enhancement performance on our own proposed test set. Distortions include
additive noise, reverberation, clipping, and bandwidth limitation. SIG, BAK, and OVRL are the DNSMOS
scores. Results are across the entire test set. Noisy is the unprocessed noisy test set.

Model Params SIG↑ BAK↑ OVRL↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 2.26 1.96 1.75 1.66 1.41 1.86

NAR-BigCodec-WavLM 160.47M 3.16±0.02 3.92±0.01 2.89±0.03 2.74±0.09 2.61±0.09 3.44±0.06

MGM-BigCodec-WavLM 160.47M 3.22±0.05 3.97±0.01 2.96±0.04 3.13±0.09 3.06±0.05 3.79±0.07

AR-BigCodec-WavLM 160.47M 3.28±0.01 3.97±0.02 2.99±0.01 3.51±0.02 3.34±0.02 4.01±0.03

AR-X-codec2-WavLM 326.72M 3.33±0.01 3.88±0.03 2.99±0.01 3.10±0.02 2.88±0.03 3.79±0.03

As seen in Table 8.1, AR-X-codec2-WavLM performs substantially worse on UTMOS and SCOREQ
Syn and Nat, compared to the AR-BigCodec-WavLM model. In fact, on UTMOS, SCOREQ Syn
and SCOREQ Nat, the MGM-BigCodec-WavLM model is no worse that AR-X-codec2-WavLM,
despite the findings in Chapter 6 suggesting that the AR framework generally outperforms the
MGM framework. Hence, these results suggest that the larger codebook size of X-codec2 increases
the difficulty of token prediction relative to BigCodec, despite the two codecs exhibiting nearly
identical fidelity.
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8.2 Denoising, Dereverberation, and Real Recordings

In Table 8.2, we report single-distortion speech enhancement performance using UTMOS, SCOREQ
Syn, and SCOREQ Nat across the DNS 2020 test sets with and without reverberation and across
the real recordings test set. This allows us to isolate the effect of using a different NAC on speech
enhancement performance in both the single-distortion setting and on real-world recordings.

Table 8.2. Single-distortion enhancement performance on the DNS 2020 test sets with and without
reverberation and the real recordings test set. Results are across each entire test set. Noisy is the
unprocessed noisy test set.

Model Params

Without Reverberation With Reverberation Real Recordings

UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 2.37 2.22 2.79 1.30 0.75 2.10 1.87 1.54 2.38

NAR-BigCodec-WavLM 160.47M 3.47±0.22 3.40±0.24 4.26±0.13 2.44±0.04 2.25±0.05 3.29±0.04 2.72±0.13 2.74±0.13 3.68±0.10

MGM-BigCodec-WavLM 160.47M 3.90±0.16 3.84±0.16 4.51±0.08 3.08±0.21 2.81±0.36 3.76±0.29 3.12±0.15 3.12±0.14 3.98±0.11

AR-BigCodec-WavLM 160.47M 4.22±0.01 4.10±0.03 4.60±0.02 3.64±0.01 3.50±0.02 4.18±0.03 3.56±0.01 3.45±0.01 4.18±0.02

AR-X-codec2-WavLM 326.72M 3.74±0.02 3.45±0.02 4.38±0.02 2.69±0.13 2.50±0.12 3.77±0.09 3.13±0.03 2.89±0.03 3.93±0.02

While Chapter 6 demonstrated that AR modelling performs significantly better than NAR
modelling for LM-based speech enhancement, Table 8.2 demonstrates that the performance
of the autoregressive AR-X-codec2-WavLM model performs closer to the non-autoregressive
NAR-BigCodec-WavLM model than to AR-BigCodec-WavLM on all metrics across the DNS test
sets with and without reverberation. Across the real recordings test set, AR-X-codec2-WavLM
performs closer to MGM-BigCodec-WavLM on all metrics. This further cements the claim that we
cannot simply choose the NAC with the highest fidelity if we want the best speech enhancement
performance [42], since the AR X-codec2 model performs substantially worse than the AR Bigcodec
model.

We report DNSMOS scores and compare our proposed models to widely adopted state-of-the-art
generative and discriminative baselines in Table 8.3.

Table 8.3. DNSMOS scores on the DNS 2020 test sets with and without reverberation and the real
recordings test set. Results are across the entire test set. “-” denotes that the result is not provided in the
original paper. Noisy is the unprocessed noisy test set.

Model Type Params

Without Reverberation With Reverberation Real Recordings

SIG↑ BAK↑ OVRL↑ SIG↑ BAK↑ OVRL↑ SIG↑ BAK↑ OVRL↑

Noisy - - 3.39 2.62 2.48 1.76 1.50 1.39 3.05 2.51 2.26

MambAttention [1] Regression 2.33M 3.62±0.00 4.19±0.00 3.40±0.00 2.88±0.02 3.41±0.02 2.37±0.01 3.46±0.00 4.06±0.01 3.17±0.00

RWSA-MambaUNet-M (Universal) [25] Regression 3.91M 3.60 4.17 3.37 3.47 4.12 3.18 3.47 4.08 3.20

CDiffuse [14] Diffusion 2.64M 3.29 3.64 3.05 2.54 2.30 2.19 3.20 3.10 2.78

SGMSE [27] Diffusion 3.56M 3.50 3.71 3.14 2.73 2.74 2.43 3.30 2.89 2.79

StoRM [28] Diffusion 27.8M 3.51 3.94 3.21 2.95 3.14 2.52 3.41 3.38 2.94

SELM [29] LM - 3.51 4.10 3.26 3.16 3.58 2.70 3.59 3.44 3.12

MaskSR [31] LM 145M 3.59 4.12 3.34 3.53 4.07 3.25 3.43 4.03 3.14

AnyEnhance [2] LM 363.54M 3.64 4.18 3.42 3.50 4.04 3.20 3.49 3.98 3.16

GenSE [34] LM - 3.65 4.18 3.43 3.49 3.73 3.19 - - -

LLaSE-G1 [32] LM 1.07B 3.66 4.17 3.42 3.59 4.10 3.33 3.41 3.91 3.08

NAR-BigCodec-WavLM (ours) LM 160.47M 3.58±0.06 4.11±0.03 3.36±0.04 3.43±0.02 3.98±0.00 3.13±0.02 3.41±0.03 4.03±0.01 3.14±0.03

MGM-BigCodec-WavLM (ours) LM 160.47M 3.63±0.01 4.15±0.00 3.40±0.01 3.54±0.02 4.09±0.01 3.28±0.03 3.45±0.02 4.07±0.01 3.19±0.03

AR-BigCodec-WavLM (ours) LM 160.47M 3.66±0.02 4.16±0.02 3.43±0.01 3.60±0.01 4.13±0.01 3.33±0.03 3.49±0.00 4.08±0.00 3.23±0.00

AR-X-codec2-WavLM (ours) LM 326.72M 3.61±0.00 4.12±0.01 3.37±0.00 3.53±0.03 4.07±0.02 3.26±0.04 3.47±0.01 4.04±0.01 3.19±0.01
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Once again, Table 8.3 shows that the AR-X-codec2-WavLM model yields DNSMOS scores closest
to the NAR-BigCodec-WavLM model or the MGM-BigCodec-WavLM model on most metrics
across all test sets. Moreover, despite having less than half the amount of trainable parameters,
MaskSR performs similarly to AR-X-codec2-WavLM on the DNS 2020 test sets with and without
reverberation. Finally, we observe that the comparably smaller discriminative MambAttention
and RWSA-MambaUNet-M (Universal) models rival the performance of AR-X-codec2-WavLM
on the test set without reverberation and the real recordings test set.

8.3 Generalization and Robustness

In order to examine the effect a different NAC has on robustness and generalization performance,
we evaluate our AR-X-codec2-WavLM model on the 2025 and 2026 URGENT Challenge blind
test sets. Once again, we use our BigCodec-based models as baselines.

8.3.1 2025 URGENT Challenge

We report universal speech enhancement performance on the blind test set from the 2025 URGENT
Challenge in Table 8.4.

Table 8.4. Universal speech enhancement performance the 2025 URGENT Challenge blind test set. SIG,
BAK, and OVRL are the DNSMOS scores. Results are across the entire test set. The baselines 1), 2),
and 3) refer to the first, second, and third place rankings in the blind testing phase of the challenge,
respectively. “-” denotes that the result is not provided in the challenge. Noisy is the unprocessed noisy
test set.

Model Params SIG↑ BAK↑ OVRL↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 2.44 2.24 1.89 1.55 1.25 1.69

1) - - - 2.88 2.09 - -

2) - - - 2.83 2.03 - -

3) - - - 2.92 2.16 - -

NAR-BigCodec-WavLM (ours) 160.47M 3.18±0.03 3.84±0.01 2.86±0.03 2.22±0.07 2.32±0.07 2.94±0.07

MGM-BigCodec-WavLM (ours) 160.47M 3.25±0.07 3.93±0.04 2.94±0.09 2.61±0.15 2.75±0.17 3.34±0.12

AR-BigCodec-WavLM (ours) 160.47M 3.34±0.01 3.98±0.01 3.03±0.01 3.13±0.03 3.18±0.04 3.72±0.02

AR-X-codec2-WavLM (ours) 326.72M 3.29±0.02 3.91±0.02 2.96±0.03 2.54±0.05 2.49±0.06 3.32±0.05

Table 8.4 shows that replacing BigCodec with X-codec2 results in a minor performance
deterioration on DNSMOS across the 2025 URGENT Challenge blind test set. Once more,
performance is affected negatively much more significantly on UTMOS, SCOREQ Nat, and
SCOREQ Syn, where AR-X-codec2-WavLM performs slightly worse than MGM-BigCodec-WavLM,
which already performed worse than the AR-BigCodec-WavLM model.

8.3.2 2026 URGENT Challenge

Finally, we also report universal speech enhancement performance on the blind test set from the
2026 URGENT Challenge in Table 8.5.
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Table 8.5. Universal speech enhancement performance the 2025 URGENT Challenge blind test set. SIG,
BAK, and OVRL are the DNSMOS scores. Results are across the entire test set. The baselines 1), 2),
and 3) refer to the first, second, and third place rankings in the blind testing phase of the challenge,
respectively. “-” denotes that the result is not provided in the challenge. Noisy is the unprocessed noisy
test set.

Model Params SIG↑ BAK↑ OVRL↑ UTMOS↑ SCOREQ Syn↑ SCOREQ Nat↑

Noisy - 1.85 1.59 1.43 1.35 0.91 1.75

1) - - - 2.87 2.48 - 3.52

2) - - - 2.76 2.46 - 3.41

3) - - - 2.71 2.14 - 3.16

NAR-BigCodec-WavLM (ours) 160.47M 3.04±0.02 3.60±0.14 2.70±0.03 2.26±0.06 2.29±0.07 3.03±0.04

MGM-BigCodec-WavLM (ours) 160.47M 3.09±0.08 3.73±0.05 2.75±0.09 2.64±0.16 2.69±0.19 3.43±0.16

AR-BigCodec-WavLM (ours) 160.47M 3.18±0.01 3.79±0.03 2.84±0.01 3.07±0.04 3.07±0.03 3.75±0.03

AR-X-codec2-WavLM (ours) 326.72M 3.15±0.02 3.74±0.02 2.79±0.03 2.63±0.03 2.54±0.03 3.36±0.04

Once more, Table 8.5 shows the same trend as Table 8.1, Table 8.2, Table 8.3, and Table 8.4. Hence,
all results in this chapter indicate that increasing the codebook size of the NAC significantly
increases modelling complexity for the LM, which in turn results in a decrease in speech
enhancement performance. We find these results to be interesting, since X-codec2 is actually
trained on multilingual speech, as opposed to BigCodec. Thus, as opposed to the speech SSL model,
multilingual pre-training for the NAC seems to have no positive effect on speech enhancement
generalization performance.
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Discussion 9
In this chapter, we discuss and reflect upon the results for using speech LMs for speech enhancement,
and how we evaluate speech enhancement performance.

9.1 Effects and Implications of Model Design Choices

In Chapter 6, we evaluated our LM-based universal speech enhancement systems, each following
either the NAR, AR, or MGM framework. Across in-domain universal speech enhancement, single-
distortion enhancement, real recordings, and on unseen languages and distortions, we observed
that the AR model performed best. The MGM model performed slightly worse on all metrics
across all test sets, while the NAR model performed the worst of all our models.

In essence, the difference between the modelling frameworks is the assumptions on the data, which
is reflected in the loss function and token-prediction strategy. In the NAR framework, it is assumed
that the target token sequence can be predicted in parallel, rather than one token at a time. Hence,
each position is conditioned on the noisy input, with no explicit dependence on earlier generated
tokens. We find that this makes inference faster at the cost of performance. On the other hand, the
AR framework assumes that each token depends on the previously generated tokens in addition to
the noisy input. During training we use teacher forcing with shifted targets, while inference is done
iteratively by decoding a single token at a time. While we find that this substantially improves
enhancement performance compared to the NAR model, it is significantly slower during inference.
Arguably, the assumption that tokens depend on previous context is reasonable, as temporal
structure and local acoustic information is better modelled and maintained. Finally, in MGM
models, masked tokens are predicted based on surrounding unmasked tokens and the noisy-speech
input. This allows the model to capture bidirectional dependencies; however, as we observed,
this performed slightly worse than AR modelling. Nevertheless, inference time is significantly
faster for the MGM framework compared to the AR framework. Hence, as supported by existing
works [2, 31, 32], it serves as a good compromise between speech enhancement performance and
inference speed.

We note that our MGM model matches or outperforms MaskSR [31] and AnyEnhance [2] on
the DNS 2020 test set with and without reverberation, and the real recordings test set. This is
especially interesting, as MaskSR and our MGM model have almost identical architectures, but
MaskSR used DAC [66] instead of BigCodec. On the other hand, AnyEnhance also uses DAC
instead of BigCodec but has more than two times the number of trainable parameters compared
to our MGM model, while also having a dedicated self-critic mechanic for predicting tokens with
low-confidence scores. Hence, we believe that this difference in performance gap can either be
explained by a difference in the training data or the NAC. It has been shown that it is difficult to
predict tokens from DAC [42], yet MaskSR performs close to our MGM-based model. In the case
of AnyEnhance, which is a much more complicated model than our MGM model, it is trained
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on a much larger and more diverse training dataset, while our models are trained on a smaller
curated dataset. Recent work [6] have demonstrated that curated clean speech is important for
speech enhancement, which is a possible explanation for why our model performs no worse than
AnyEnhance, despite the simpler framework and smaller model size of our MGM model.

In Chapter 7 and Chapter 8 we investigated the effect of different speech SSL methods and NACs
for AR LM-based speech enhancement. Interestingly, we found the AR model to be robust with
respect to a change in SSL method. In fact, simply taking an average of representations from
each layer in the WavLM Large model was shown to be no worse that using representations
from the 6th layer, which is often used in LM-based speech enhancement systems [32]. Using
the wav2vec 2.0-based XLSR-53 instead of WavLM Large, which opposed to WavLM Large,
is trained on multilingual speech, we found that for English speech, its speech enhancement
performance was slightly worse. On the other hand, we found its performance to be slightly better
in several cases on the 2025 and 2026 URGENT Challenge blind test sets, which contain multiple
languages. While this may not seem surprising, it is worth noting that despite using a speech SSL
model trained on multilingual speech, the model is still predicting tokens from a NAC, which is
only trained to reconstruct English speech. In addition, during training of our LM-based speech
enhancement systems, we only train on English speech. To disentangle the factors contributing
to improved performance on multilingual data, we argue it would be necessary to pre-train the
same speech SSL model on only English speech and then on a multilingual dataset of the same
quality and quantity, and then compare the speech enhancement performance in such a case.
Finally, we found that the choice of NAC can have a substantial effect on speech enhancement
performance, as our AR X-codec2-based model underperformed significantly on all metrics across
all datasets compared to the BigCodec-based AR model. Since one of the biggest difference
between BigCodec and X-codec2 is the codebook size (8192 vs. 65536), we believe choosing a
NAC with a smaller codebook size is beneficial for speech enhancement, as a larger codebook
increases modelling complexity for the LM. This is also supported by existing work [42]. Arguably,
to further strengthen this argument, it would be necessary to train the same NAC on the same
dataset, but with different codebook sizes and similar fidelity, and then compare their performance.
However, as codebook size directly affect fidelity, a direct comparison may not be feasible.

9.2 Challenges in Evaluating Language Model-based Speech
Enhancement

In the literature, it has been shown that that generative models like LM-based speech enhancement
systems perform poorly on reference-signal based metrics [30] like PESQ [83], SI-SDR [85], and
ESTOI [84]. This is due to the lack of waveform- and frame-level alignment, which naturally affects
correlation- and energy-based reference-signal based metrics. Fortunately, studies have shown
that in many cases, poor performance on reference-signal based metrics does not correlate with
perceived quality for many generative models [30]. In addition, many widely-used test sets like
the DNS 2020 real recordings test set, and the blind test sets from the 2025 and 2026 URGENT
Challenges have no clean-speech references. For this reason, we can only evaluate the quality of
our LM-based speech enhancement systems via listening tests and reference-free metrics. However,
while listening tests are the golden-standard for evaluating speech enhancement systems [92], they
become increasingly difficult to perform when evaluating multilingual datasets. In addition, many
generative models are known to hallucinate. Specifically, LM-based speech enhancement systems
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hallucinate, since the same sentence could be mapped to different token sequences under changes
in pitch, speaking rate, or even background noise [45]. Acoustically, the token sequences sound
different, but they contain the same semantic information. Unfortunately, some reference-free
quality metrics have been shown to be insensitive to hallucinations [92]. Hence, reporting some sort
of intelligibility measure, speaker similarity, or phone similarity on the test sets with clean-speech
references could indicate whether models are prone to hallucinations. For this reason, we also
report ESTOI in Appendix B.

As briefly discussed in Chapter 5, many MOS predictors like DNSMOS are only trained on specific
datasets and only on English speech. SCOREQ has also shown that several MOS predictors
generalize poorly to unseen speakers and distortions [87]. We find it especially notable that
compared to DNSMOS, we saw the biggest performance differences between models on UTMOS
and SCOREQ, which have been shown to demonstrate good generalization performance compared
to other MOS predictors [86, 87]. Hence, we argue that some MOS predictors like DNSMOS may
not be optimal for assessing multilingual speech enhancement performance. Furthermore, in our
LM-based speech enhancement systems, WavLM Large and BigCodec were also only trained on
English speech, and replacing WavLM Large with XLSR-53, which is pre-trained on multilingual
data, showed a slight performance improvement on datasets with unseen languages. Hence, for
universal speech enhancement, where the model may be expected to operate across multiple
languages, it may be optimal to utilize speech SSL models, NACs, and MOS predictors that are
trained on multilingual speech.
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In this thesis, the primary objective was to explore using LMs for universal speech enhancement,
while investigating the effect of different modelling frameworks, speech SSL models, and NACs.
To this end, we designed three different LM-based universal speech enhancement systems, each
following either the AR, NAR, or MGM framework. All models employ a LLaMA-syle decoder,
while our default models use WavLM Large as the speech SSL model and BigCodec as the NAC.
To train our models, we collected several clean-speech datasets, noise datasets, and RIR datasets
and generated our own training, validation, and test set for universal speech enhancement.

Across our own test set, the DNS 2020 test sets with and without reverberation, the DNS 2020
real recordings test set, and the blind test sets from the 2025 and 2026 URGENT Challenges, our
AR LM-based systems outperforms both the NAR and MGM model on all evaluation metrics.
Hence, based on our results, we conclude that AR modelling is slightly superior to MGM, which
is significantly better than NAR modelling for token prediction in LM-based speech enhancement
systems with respect to enhancement performance. We note that these results hold for in-domain
universal speech enhancement, single-distortion speech enhancement, and speech enhancement
on datasets with unseen distortions and languages. However, the superior performance of AR
modelling comes at the cost of slower inference compared to NAR and MGM frameworks.

In order to investigate the performance impact of different speech SSL models on speech
enhancement performance, we explored using an average of the output from all layers from WavLM
Large, instead of only the 6th layer. Furthermore, we also explored replacing WavLM Large with
the wav2vec 2.0-based XLSR-53 speech SSL model, which is pre-trained on multiple languages
as opposed to only English. Interestingly, our results demonstrate that in many cases, using the
average of outputs from all layers in WavLM Large is better than only using representations from
the 6th layer on all metrics across all test sets, despite the 6th layer having been shown to contain
sufficient acoustic information for speech reconstruction. Moreover, we find that replacing WavLM
Large with XLSR-53 results in a minor performance degradation across all test sets except the
blind test sets from the 2025 and 2026 URGENT Challenges, which contain multiple languages
unseen during speech enhancement training. These findings indicate that multilingual pre-training
of the speech SSL model can improve the robustness of LM-based speech enhancement systems
to languages unseen during downstream speech enhancement training.

Finally, we investigated the effect of different NACs by replacing BigCodec with X-codec2, which
by comparison has a much larger codebook size. Our results demonstrate that across all test
sets, the X-codec2-based model performed significantly worse than the BigCodec-based model
on all metrics. Based on these results, we conclude that despite having similar fidelity and
using multilingual training data, the large codebook size increased modelling complexity of the
LLaMA-style decoder, which results in a decline in performance.

Overall, this thesis demonstrates that speech LMs constitute a highly effective framework for

52



Aalborg University

universal speech enhancement. Our proposed models achieve competitive and, in many cases,
state-of-the-art performance across a wide range of test sets while exhibiting strong robustness to
unseen distortions and languages. Furthermore, this thesis highlights that, although the modelling
framework plays a critical role in speech enhancement performance, the choice of speech SSL
model and NAC also has an impact on the performance of LM-based speech enhancement systems.
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As we have demonstrated, the choice of the NAC has a substantial effect on speech enhancement
performance in LM-based speech enhancement systems. Moreover, we note that the NAC is
trained for speech reconstruction, and thus the NAC is not aligned with the speech enhancement
task. Future work could explore jointly training the NAC and the LM-based architecture in
LM-based speech enhancement systems. Another direction is to explore using NAC that are made
specifically for token prediction like the recently proposed LLM-Codec [45].

Many generative speech enhancement systems including LM-based systems experience
hallucinations, which are sometimes not captured in reference-free quality metrics. Naturally, a
simple solution is to perform listening tests, report word error rate on enhanced speech, or use
intelligibility metrics. However, performing listening test on multilingual speech data is challenging,
and reporting word error rate requires available transcriptions. Moreover, intelligibility metrics
like ESTOI require clean-speech references, which are not available for blind test sets. Hence,
future work could consist of designing new methods of evaluating generative models for speech
enhancement, for example by designing new reference-free intelligibility metrics.

Finally, a general concern for LM-based universal speech enhancement systems is the large amount
of trainable parameters required to achieve state-of-the-art performance. While LM-based systems
outperform discriminative systems, the discriminative speech enhancement systems are often up
to 50× smaller with respect to the amount of trainable parameters. Future work could explore
scaling down the model or designing more efficient LM-based speech enhancement systems.
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Appendix A
A.1 Proposed Models

This appendix contains illustrations of our LM-based universal speech enhancement systems.
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Figure A.1. Our proposed NAR LM-based universal speech enhancement system. The fire and snowflake
symbols refer to trainable and frozen modules, respectively.
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Figure A.2. Our proposed AR LM-based universal speech enhancement system. The fire and snowflake
symbols refer to trainable and frozen modules, respectively.
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Figure A.3. Our proposed MGM LM-based universal speech enhancement system. The fire and snowflake
symbols refer to trainable and frozen modules, respectively.
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Appendix B
B.1 Results with Reference-Signal based Metrics

For completeness, we report PESQ [83] and ESTOI [84] on the DNS 2020 test set with and
without reverberation in Table B.1.

Table B.1. reference-signal based metric performance on the DNS 2020 test set with and without
reverberation. Noisy is the unprocessed noisy test set.

Model Params

Without Reverberation With Reverberation

PESQ↑ ESTOI↑ PESQ↑ ESTOI↑

Noisy - 1.58 0.81 1.82 0.78

NAR-BigCodec-WavLM 160.47M 1.55±0.13 0.76±0.05 1.07±0.00 0.36±0.01

MGM-BigCodec-WavLM 160.47M 1.77±0.10 0.82±0.02 1.12±0.01 0.43±0.01

AR-BigCodec-WavLM 160.47M 1.88±0.02 0.84±0.02 1.13±0.01 0.44±0.01

AR-BigCodec-WavLM-avg 160.47M 1.45±0.02 0.80±0.00 1.11±0.00 0.44±0.00

AR-BigCodec-XLSR-avg 160.47M 1.93±0.01 0.82±0.00 1.14±0.01 0.43±0.01

AR-X-codec2-WavLM 326.72M 1.59±0.01 0.79±0.00 1.09±0.01 0.41±0.01
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