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Nomenclature
Acronym Meaning

API Application programming interface

AR(1) First-order autoregressive model

DFH Data Fusion Hub

EM Expectation–maximization

EM-RTS Expectation–maximization combined with Rauch–Tung–Striebel
smoothing

KCL Kirchhoff’s current law

KF Kalman filter

KVL Kirchhoff’s voltage law

LGSSM Linear Gaussian state-space model

ML Maximum likelihood

MMSE Minimum mean-square error

MV Medium voltage

LV Low voltage

OGM Observability Grid Monitoring

PW-ML Pointwise maximum-likelihood estimator

RMSE Root-mean-square error

RTS Rauch–Tung–Striebel smoother

Throughout this work, scalars are written in lowercase letters, vectors as bold lowercase
letters, and matrices as uppercase letters. The same convention is used for real- and complex-
valued quantities.

A hat denotes an estimate. The subscript t denotes time, while t|s denotes conditioning
on measurements up to time s. The superscripts (·)T , (·)H , (·)∗, and (·)† denote transpose,
conjugate transpose, complex conjugation, and the Moore–Penrose pseudoinverse, respec-
tively.
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Nomenclature

Notation Description

R Real numbers

C Complex numbers

0 Zero vector

I Identity matrix

i Imaginary unit, i =
√
−1

| · | Absolute value or complex magnitude

∥ · ∥ Vector norm

rank(A) Rank of A

N (A) Nullspace of A

E[·] Expected value

Cov(·) Covariance

N (µ, Q) Real Gaussian distribution

CN (µ, Q) Proper complex Gaussian distribution

L(θ) Likelihood function

logL(θ) Log-likelihood function

∝ Proportional to

∼ Distributed as

The principal variables used in the physically constrained stochastic model are listed in
Table 1. Their precise definitions are given where they are introduced in the main text.

Table 1: Principal variables used in the physically constrained stochastic model.

Variable Description

t Time index

n Full-state dimension

d Reduced-state dimension

k Number of observed state components

q Number of physical constraint equations

Continued on next page
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Nomenclature

Table 1: Principal variables used in the physically constrained stochastic model. Continued.

Variable Description

T Number of time steps

xt ∈ Cn Full voltage-current state

vt Node-voltage vector

it Cable-current vector

yt ∈ Ck Measurement vector

wt ∈ Cd Reduced state

C ∈ Cq×n Generic physical constraint matrix

Cs ∈ Cq×n Standard homogeneous constraint matrix

Ca ∈ Cq×n Affine known-input constraint matrix

bt ∈ Cq Known right-hand side of the affine constraint model

B ∈ Cn×d Nullspace basis

xref ∈ Cn Fixed reference state

xp,t ∈ Cn Particular solution of the affine constraint model

D ∈ {0, 1}k×n Measurement-selection matrix, written Dobs for a stated obser-
vation scenario

G ∈ Ck×d Reduced observation matrix

A ∈ Cd×d Reduced transition matrix

µ ∈ Cd Transition offset

νt ∈ Cd Driven process

Q ∈ Cd×d Driven-process covariance

ϵt ∈ Ck Measurement noise

R ∈ Ck×k Measurement-noise covariance

Rfull ∈ Cn×n Full-state phasor covariance

Rfull,λ ∈ Cn×n Scaled full-state phasor covariance

Rλ,obs ∈ Ck×k Selected scaled observation covariance

ŵt|t−1 Predicted reduced-state estimate

ŵt|t Filtered reduced-state estimate

ŵt|T Smoothed reduced-state estimate

Continued on next page
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Nomenclature

Table 1: Principal variables used in the physically constrained stochastic model. Continued.

Variable Description

x̂t Estimated full state

Pt|t−1 Predicted state-error covariance

Pt|t Filtered state-error covariance

Pt|T Smoothed state-error covariance

Pt,t−1|T Lag-one smoothed cross-covariance

Kt Kalman gain

rt Innovation

St Innovation covariance

Jt RTS smoothing gain

NMC Number of Monte Carlo runs

MEM Number of completed EM parameter updates

θ State-space parameter vector
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1 Introduction
1.1 Motivation

Electric distribution grids are increasingly operated with higher measurement density, more
distributed generation, and more variable consumption patterns. Distribution system opera-
tors therefore need methods that can infer the electrical state of the grid from measurements
that are incomplete, noisy, and unevenly placed [2, 12]. In this thesis, the electrical state
means complex voltage and line-current phasors in a medium-voltage feeder. Knowledge of
this state is important because voltage and current information is needed to monitor how the
feeder is operating and can provide input to subsequent grid applications.

The thesis is developed alongside the ReDistXAI project, where reliable grid information is
important for a range of use cases. Relevant use cases include input-data quality applications,
such as handling temporarily missing measurement data and detecting anomalies, as well as
grid-fault detection and localisation and forecasting or prediction tasks [8, pp. 84–85]. More
generally, grid applications may have to operate when measurements are missing or have not
yet become available, for example when the grid must be assessed for possible congestion.
The estimator developed in this thesis does not perform these application-level tasks directly.
Instead, it addresses the underlying reconstruction of a physically consistent voltage-current
state from the measurements that are available.

A complete phasor measurement system is rarely available in distribution grids, and
distribution-level sensing often differs from transmission-level synchrophasor assumptions [9,
7]. Transmission systems carry power across larger geographical areas and at higher voltage
and power levels, meaning that disturbances can have broader consequences and therefore mo-
tivate extensive system-wide monitoring. Distribution-grid disturbances are generally more
local, while the large number of local stations and possible measurement locations makes
complete phasor coverage difficult and costly to establish. Some stations are measured,
some are unmeasured, and the available measurements are affected by measurement noise
and aggregation. State estimation is therefore needed to reconstruct unmeasured quantities
while respecting the physical constraints imposed by the grid topology and cable parame-
ters [2].

The thesis uses a voltage-current state representation in which a linear constraint matrix
encodes the grid equations. The representation follows the pointwise constrained-estimation
formulation in [9] and the measurement-selection formulation in [12]. The contribution is a
temporal extension that uses consecutive measurements jointly rather than reconstructing
each time step independently.
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1.2. Research Gap and Objective

1.2 Research Gap and Objective

Distribution system state estimation is the reconstruction of the electrical state of a distri-
bution grid from incomplete or noisy measurements [2]. A pointwise estimator reconstructs
the state independently at each time step. Such an estimator can enforce physical grid con-
straints, but it does not exploit the fact that consecutive grid states are related through
slowly varying consumption, generation, and feeder loading. Consequently, measurements
from neighbouring time steps cannot contribute to the reconstruction at the current time
step.

Temporal state estimation is not new as a general idea. Kalman filtering, Rauch–Tung–
Striebel smoothing, and expectation-maximisation are established methods for linear Gaus-
sian state-space models [14, pp. 51–54, 134–139, 15, pp. 253–260]. The gap addressed here
is more specific: the thesis derives and evaluates a temporal extension of the same physi-
cally constrained voltage-current representation used by the pointwise reference model in [9],
adapted to a lower-dimensional representation. The adapted pointwise and temporal estima-
tors therefore use the same physical state representation and observation model. The main
difference is whether each time step is reconstructed independently or whether measurements
across the complete time sequence are used jointly through a temporal model. Using the same
physical representation makes the comparison more direct because the principal difference is
the use of temporal information. Other differences between the estimators are discussed in
the comparison framework.

At an application level, the broader problem is how to obtain sufficiently complete and reliable
grid information when the available measurements are noisy or incomplete. In this thesis,
this problem is narrowed to the following state-estimation question:

How can unmeasured voltage and current phasors in a distribution grid be re-
constructed from partial and noisy measurements using physical constraints and
temporal information?

The objective is to derive a physically constrained temporal state tracker, implement it using a
lower-dimensional representation of the grid state, and evaluate whether temporal information
improves reconstruction compared with a corresponding pointwise estimator.

1.3 Hypothesis and Research Questions

The thesis evaluates the following hypothesis:

Under partial observability and measurement noise, a physically constrained tem-
poral state tracker reduces the RMSE of unmeasured distribution-grid states com-
pared with a corresponding pointwise estimator.

The hypothesis is evaluated through four research questions:

1. How can physical grid constraints be used to obtain a lower-dimensional representation
of voltage and current phasors in a distribution grid?
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1.4. Scope and Delimitations

2. How can pointwise and temporal estimators be formulated for reconstruction using the
same physically constrained state representation?

3. When does temporal state tracking improve reconstruction compared with pointwise
estimation?

4. Are the estimator results consistent between the synthetic and measured-data studies?

1.4 Scope and Delimitations

The thesis assumes that the feeder topology and cable parameters are available. Topology
identification, topology-error detection, and cable-parameter estimation are relevant practical
problems, but they are outside the scope of the estimator derived here.

The feeder is represented by a single-phase equivalent using line-to-line quantities. The state
contains one complex line-to-line voltage phasor per node, one complex line-current phasor
per cable, and an incoming root-current phasor. Separate state variables for phases a, b, and
c are not included, and phase-specific quantities and phase unbalance are therefore outside
the scope of the thesis.

The model used in this thesis is linear in the voltage and current state variables. A non-
linear power-flow estimator is not derived, because the goal is to study a linear physically
constrained state representation and its temporal extension.

The estimation task is reconstruction under partial observability. Measurement placement is
therefore treated as fixed in the experiments, although measurement placement is important
for practical state estimation and is discussed in related work.

The driven process and measurement noise are modelled as proper complex Gaussian vari-
ables. Properness means that their pseudo-covariances are assumed to be zero, so their
second-order properties are described by the covariance matrices used in the estimator. The
thesis does not test whether real measurement errors satisfy this assumption. Non-zero
pseudo-covariances would require an augmented complex representation, which is added to
future work.

The measured-data study uses the Landau feeder, a 28-node medium-voltage feeder rep-
resented in GridData’s Observability Grid Monitoring (OGM) pipeline. As described in
Chapter 5, the OGM pipeline combines available measurements with the feeder model to
construct voltage and current phasor trajectories used as evaluation references. The OGM-
derived trajectories are constructed evaluation references rather than exact physical truth.
The synthetic benchmark instead provides known generated states for a controlled recon-
struction experiment.

1.5 Thesis Structure

Chapter 2 defines the physically constrained state representation and derives its lower-
dimensional coordinate system. Chapter 3 derives the pointwise and temporal estimators.

3



1.5. Thesis Structure

Chapter 4 evaluates the implementation on controlled synthetic data. Chapter 5 constructs
the measured Landau feeder state and analyses physical consistency. Chapter 6 applies the
estimators to OGM-derived measured data. Chapter 7 summarises the conclusions, limita-
tions, and future work.
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2 System Model and Estimation
Problem
The system model represents the electrical grid as a physically constrained dynamical system
and defines the state-estimation problem used throughout the thesis.

The formulation begins with a graph-based representation of the feeder in terms of nodes,
cables, voltages, currents, and impedances. The voltage and current phasors are collected in
a full grid-state vector, and the physical grid equations are expressed as linear constraints. A
nullspace basis then defines the reduced coordinates used by the observation model, temporal
transition model, noise assumptions, and final estimation problem.

Most of the notation and mathematical convention is based on [12].

2.1 From Electrical Grid to Mathematical Model

The electrical grid is represented as an interconnected network of components using the graph
formulation in [10, p. 15].

Any general grid topology is represented as a graph, defined as

G = (V, E), (2.1)

where V is the set of nodes and E is the set of edges. A node represents an electrical
connection point, and an edge represents a physical connection between two nodes. In the
medium-voltage feeder considered here, the root node represents the primary HV:MV substa-
tion, the remaining nodes represent secondary MV:LV substations, and the edges represent
cables.

Let the grid contain nv nodes and ne cables. Let ni denote the number of current states. The
current-state count includes the represented cable currents and, when present, the incoming
root-current state, so ni can differ from ne. The node set is written as

V = {1, 2, . . . , nv},

and the cable set is written as
E = {1, 2, . . . , ne}.

Each node j ∈ V is associated with a complex voltage phasor

vj ∈ C.

The complex number vj represents both the magnitude and phase angle of the voltage at
node j, following the usual steady-state phasor representation. The voltage phasor can be
written as

vj = |vj |eiθj ,
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2.1. From Electrical Grid to Mathematical Model

where |vj | is the voltage magnitude, θj is the phase angle, and i is the imaginary unit.

Each cable ℓ ∈ E is associated with a complex current phasor

iℓ ∈ C.

The current phasor iℓ represents both the magnitude and phase angle of the current through
cable ℓ. Each cable also has a complex impedance

zℓ ∈ C.

The impedance zℓ describes the relation between the voltage difference across the cable and
the current through the cable. In this thesis, impedance refers to cable series impedance
rather than load impedance.

The voltage and current phasors are linked through physical equations defined by the feeder
topology and electrical parameters. These grid constraints include Kirchhoff’s Current Law,
which requires the currents connected to each node to balance. Let E in(j) denote the set of
cables entering node j, and let Eout(j) denote the set of cables leaving node j. The KCL
equation at node j is written as ∑

ℓ∈E in(j)

iℓ,t −
∑

ℓ∈Eout(j)

iℓ,t = 0. (2.2)

The equation enforces current balance under the chosen sign convention. Together with the
line equations, these constraints can be collected in the matrix equation

Cxt = 0,

following the voltage-current formulation in [9].

Another grid constraint is the line equation describing the voltage drop across each cable.
The line equation follows Ohm’s law.

For a cable from parent node i to child node j, with impedance zi,j and current ii,j,t, the line
equation is written as

(vi,t − vj,t)− zi,jii,j,t = 0. (2.3)

The line equation couples the voltage phasors at the two endpoints of the cable with the
current phasor through the cable. The sign convention follows the chosen cable orientation:
the current ii,j,t is positive in the direction from node i to node j.

Throughout this thesis, a cable current associated with a non-root node refers by default
to the current in the cable entering that node from its parent. Outgoing cables are stated
explicitly when they are considered. The same incoming-current convention is used when
current states are associated with stations and selected for the observation scenarios.

Equations (2.3) and (2.2) define the two types of rows in the constraint matrix. The voltage
and current quantities on which these constraints act are collected in the grid state next.
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2.1. From Electrical Grid to Mathematical Model

2.1.1 Definition of the Grid State and Observation Model

The voltage-current state follows the formulation in [9] and contains the voltage phasors at
all nodes and the represented current phasors at time t.

Define the voltage vector

vt =


v1,t

v2,t
...

vnv ,t

 ∈ Cnv ,

where vj,t is the complex voltage phasor at node j and time t.

Define the current vector

it =


i1,t

i2,t
...

ini,t

 ∈ Cni ,

where iℓ,t is the complex current phasor in cable ℓ at time t.

The full grid state is then defined as the stacked vector

xt =

vt

it

 ∈ Cn, n = nv + ni.

Thus, xt contains all voltage and current phasors required to describe the grid state at time
t.

In practice, the complete state xt is not directly known. Instead, the grid is observed
through a limited set of measured node voltages or cable currents, which is a central issue in
distribution-system state estimation [2, 12]. The measurement vector is denoted by

yt ∈ Ck,

where k is the number of observed quantities at each time step. For a fully observed grid,
k = n, but in practice not all entries of xt are directly observed.

The observed components of the full state are specified by the measurement-selection ma-
trix

D ∈ {0, 1}k×n.

Each row of D contains exactly one entry equal to one and otherwise contains zeros. Thus,
each row selects one component of the full state vector. The selected components are distinct,
so each column of D contains at most one nonzero entry.

7



2.1. From Electrical Grid to Mathematical Model

In the absence of measurement noise, the observation vector is

yt = Dxt.

Including measurement noise gives the stochastic observation model

yt = Dxt + ϵt,

where
ϵt ∈ Ck

is the measurement noise at time t.

Under Full observation, all components of xt are observed, so k = n and D = In. Under
Partial observation, k < n, and D selects only the measured voltage and current phasors.
The unobserved state components are inferred from the selected measurements together with
the grid constraints and, for the temporal estimators, the transition model [12].

2.1.2 Definition of the Constraint Matrix

The line equation in Equation (2.3) and the KCL equation in Equation (2.2) are linear in the
voltage and current phasors. Following the voltage-current constrained-state formulation in
[9], these equations can therefore be collected in a constraint matrix C.

The matrix C encodes the physical equations that the voltage-current state must satisfy.
The condition xt ∈ Cn specifies the dimension of the state, but does not by itself en-
sure that its voltage and current entries are consistent with the feeder topology and cable
impedances.

Using the partition

xt =

vt

it

 ,

the constraint matrix has the block structure

C =

Cline,v Cline,i

0 CKCL,i

 ∈ Cq×n.

The blocks Cline,v and Cline,i contain the voltage-difference and impedance-weighted current
coefficients of the line equations. The block CKCL,i contains the signed coefficients of the
current-balance equations. The zero block appears because the KCL equations in this con-
straint model contain no voltage terms. The number of rows q is the total number of line
and KCL constraint equations included for the feeder topology.

The rows of C are constructed such that Cxt contains the residuals of all line equations and
KCL equations. For example, the row associated with a cable from node i to node j gives
the line-equation residual

(vi,t − vj,t)− zi,jii,j,t,
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2.1. From Electrical Grid to Mathematical Model

while a KCL row associated with node i gives the current-balance residual

iparent(i),i,t −
∑

j∈children(i)

ii,j,t.

Collecting all such rows gives
Cxt = 0.

A state is physically admissible under this constraint model when all of these residuals are
zero.

The set of states that satisfy the physical constraint model is therefore the nullspace of C,
defined as

N (C) = {x ∈ Cn : Cx = 0} .

Thus, the physically admissible state space is the subspace N (C) ⊆ Cn, rather than the
complete state space Cn.

Let
d = dimN (C).

A basis for the nullspace is collected in the matrix

B ∈ Cn×d.

The columns of B span N (C), which means that

CB = 0.

Any physically admissible state xt ∈ N (C) can be represented as

xt = Bwt, (2.4)

where
wt ∈ Cd

is the lower-dimensional coordinate vector of the physical state. Substituting Equation (2.4)
into the constraint system gives

Cxt = CBwt = 0.

Therefore, every state of the form xt = Bwt is physically consistent with the constraint
matrix.

The reduced state vector wt contains the degrees of freedom that remain after enforcing the
physical constraints. Instead of estimating the full state xt ∈ Cn directly, the estimation
problem can be formulated in terms of the lower-dimensional reduced state wt ∈ Cd.

9



2.1. From Electrical Grid to Mathematical Model

2.1.3 Observation Model in the Nullspace

Beginning with the full observation model

yt = Dxt + ϵt,

the nullspace representation
xt = Bwt

gives
yt = DBwt + ϵt.

Define the reduced observation matrix as

G = DB ∈ Ck×d.

The observation model can then be written compactly as

yt = Gwt + ϵt. (2.5)

The matrix G = DB combines the physical state representation through B with the selected
measurements through D.

Equation (2.5) is the observation equation used by the estimators developed in Chapter 3.
PW-ML applies it independently at each time step, while the temporal estimators combine
it with the transition model introduced next.

2.1.4 Dynamic Transition Model

The grid state changes over time because voltage and current phasors vary with consumption,
production, and operating conditions. The temporal changes are modelled in the reduced
state space using a first-order vector autoregressive transition model [14, pp. 51–54].

The simplest linear transition model is

wt = Awt−1 + νt,

where
A ∈ Cd×d

is the reduced state transition matrix, and

νt ∈ Cd

is the driven process, which represents temporal variation not explained by the deterministic
transition.

The matrix A describes the deterministic relationship between consecutive reduced states.
Defining the transition directly in reduced coordinates ensures that the reconstructed full
state remains within the state space represented by the basis B. The driven process represents
temporal variation that is not explained by the deterministic transition.
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2.1. From Electrical Grid to Mathematical Model

Since the grid, and especially its voltage states, operates around a non-zero level, a more
general affine transition model includes a constant offset

wt = Awt−1 + µ+ νt,

where
µ ∈ Cd

is the affine transition offset. Combining the transition and observation equations gives the
reduced state-space model

wt = Awt−1 + µ+ νt,

yt = Gwt + ϵt.

The stochastic assumptions for the driven process and measurement noise are specified
next.

2.1.5 Noise Modelling

The state-space model contains two stochastic terms: the driven process νt and the mea-
surement noise ϵt. Both are modelled as proper complex Gaussian variables [11, pp. 2637–
2640].

The driven process is assumed to satisfy

νt ∼ CN (0, Q),

where the zero mean separates the random variation from the constant offset µ. The ma-
trix

Q ∈ Cd×d

is the driven-process covariance matrix. The covariance describes how much the reduced
state is expected to vary from one time step to the next beyond what is explained by the
deterministic transition A and the offset µ.

The measurement noise is assumed to satisfy

ϵt ∼ CN (0, R),

where
R ∈ Ck×k

is the measurement-noise covariance matrix. The matrix R describes the uncertainty associ-
ated with the observed measurements.

The driven-process sequence {νt}Tt=1 and the measurement-noise sequence {ϵt}Tt=1 are as-
sumed to be temporally independent and mutually independent. Together with the proper
complex Gaussian assumptions, this gives

E
[
νtϵ

H
s

]
= 0 for all t, s,

11



2.1. From Electrical Grid to Mathematical Model

and

E
[
νtν

H
s

]
=

{
Q, t = s,

0, t ̸= s,

while

E
[
ϵtϵ

H
s

]
=

{
R, t = s,

0, t ̸= s.

Because the noise variables are jointly Gaussian, the zero cross-covariances are consistent
with the stated independence assumptions.

Since the matrices Q and R are complex covariance matrices, they are Hermitian positive
semidefinite, meaning

Q = QH , Q ⪰ 0,

and
R = RH , R ⪰ 0.

Finally, the full mathematical setup is collected in the complete model formulation.

2.1.6 Complete Model Formulation

For time steps t = 1, 2, . . . , T , the reduced linear Gaussian state-space model is

wt = Awt−1 + µ+ νt, νt ∼ CN (0, Q), (2.6)

yt = Gwt + ϵt, ϵt ∼ CN (0, R), (2.7)

where
G = DB, xt = Bwt.

The transition model follows the standard linear Gaussian state-space formulation [14, pp. 51–
54].

The latent reduced-state trajectory and the available measurement sequence are denoted
by

w0:T = {w0,w1, . . . ,wT }, y1:T = {y1,y2, . . . ,yT }.

The parameter set of the transition and observation equations is

θfull = {A,µ, Q,R} .

In this thesis, the measurement-noise covariance R is treated as a known and fixed input to the
estimators. For each experiment, R is constructed from the specified phasor measurement-
noise assumptions and is supplied consistently to all estimators. The parameter set estimated
by EM is therefore

θ = {A,µ, Q} .

Keeping R fixed isolates the estimation of the temporal parameters and prevents the estimator
comparison from also becoming a comparison between different measurement-noise models.
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2.1. From Electrical Grid to Mathematical Model

Thus, R is treated as known in the experiments, although it would generally have to be
estimated or approximated in a deployment setting.

Figure 2.1 shows the dependency structure of the reduced state-space model. The reduced
states form a first-order Markov sequence, where each state depends on the preceding state
through A, µ, and Q. Each measurement depends on the corresponding reduced state through
G and R. The figure also shows the initial-state distribution through its mean and covari-
ance.

w0 w1 w2 wt

y1 y2 yt· · · · · ·

A,µ A,µ · · ·

G G G

Q

ν
1

Q

ν
2

Q

ν
t

R

ϵ 1

R

ϵ 2

R

ϵ t

m0, P0

Figure 2.1: Linear state-space model in reduced coordinates using the latent state wt. The state evolves
through A, µ, and the driven process νt, while observations are generated through Gwt with measurement
noise ϵt.

2.1.7 Reference-State Reconstruction

The reference-state formulation is used for voltage centring before reduced-coordinate esti-
mation in the synthetic experiments, although the same formulation allows a general fixed
reference state. Voltage centring is a numerical transformation of the estimation problem
and does not change the underlying physical feeder model.

Let
xref ∈ Cn

denote a fixed physically admissible reference state satisfying

Cxref = 0.

The centred physical state is defined as

xc,t = xt − xref .

Since both the physical state and the reference state satisfy the homogeneous grid con-
straints,

Cxc,t = Cxt − Cxref = 0.
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The centred state can therefore be represented in reduced coordinates as

xc,t = Bwt.

The measurements must be centred using the same reference state. Define

yc,t = yt −Dxref .

Substituting xt = xref +Bwt into the full observation model gives

yc,t = Gwt + ϵt.

The reduced observation matrix G = DB is therefore unchanged when the state and mea-
surements are centred consistently.

After estimation, the physical state is reconstructed by adding the reference state:

xt = xref +Bwt.

Voltage centring in Chapter 4 removes the large nominal voltage offset before estimation and
reduces the scale difference between voltage and current variations. When centring is not
used, xref = 0, and the reconstruction reduces to

xt = Bwt.

2.2 Estimation Problem

Given the complete reduced system model in Equations (2.6)–(2.7), the state estimation
problem is to infer the latent reduced-state trajectory w0:T from the observed measurement
sequence y1:T . The reduced state represents the degrees of freedom of the physical grid state
after enforcing the linear network constraints.

In probabilistic form, the smoothing problem is to compute or approximate the posterior
distribution [14, pp. 134–139]

p(w0:T | y1:T , θ),

where θ denotes the parameters of the state-space model.

The corresponding physical-state estimate is obtained using the reconstruction defined in
Section 2.1.7. When reference-state centring is not applied, this is equivalent to setting
xref = 0.

The estimation question is whether using the complete measurement sequence y1:T improves
the reconstruction of x1:T compared with a pointwise estimator that uses only yt at each
time step. Chapter 3 formulates both estimator types for this model.
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3 Development of the Estimators
The estimators reconstruct the reduced-state trajectory defined in Chapter 2 from the avail-
able measurements. PW-ML provides the pointwise baseline. The Kalman filter and RTS
smoother then treat the case with known transition parameters, while EM estimates un-
known temporal parameters before a final smoothing pass. The final section defines the error
measures used in the numerical chapters.

3.1 Estimation Objective and Inference Problems

The reduced grid state is
wt ∈ Cd,

and the reduced observation model is

yt = Gwt + ϵt.

The physical voltage-current state is reconstructed through

xt = xref +Bwt. (3.1)

The basis matrix B spans the physically admissible state space. Consequently, the recon-
struction in Equation (3.1) satisfies the electrical constraints defined in Chapter 2 by con-
struction.

The comparison in this thesis asks how much the temporal estimator gains by using a sequence
of measurements instead of reconstructing each time step separately. Both approaches use
the same reduced state and observation model, so the difference is the additional temporal
information rather than a change in the physical representation.

The pointwise estimator uses only the current measurement yt and reconstructs each time
step separately. The Kalman filter processes the measurements in chronological order, so
the estimate at time t uses y1:t. After the complete sequence has been processed, the
RTS smoother uses y1:T to revise the estimates from the forward pass [14, pp. 56–58, 134–
139].

When the transition parameters are unknown, they must first be estimated from the mea-
surement sequence. The estimated parameters are then used in a final Kalman-filter and
RTS-smoother pass. Table 3.1 summarizes the four related tasks.
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3.1. Estimation Objective and Inference Problems

Table 3.1: Inference problems considered in this thesis.

Problem Information used Estimation target Role in this thesis

Pointwise
estimation

yt ŵpoint
t Non-temporal

snapshot baseline

Filtering y1:t and the
transition model

p(wt | y1:t, θ) Forward recursion and
online estimate

Smoothing y1:T and the
transition model

p(wt | y1:T , θ) Offline trajectory
reconstruction

Parameter
estimation

y1:T and the
state-space model

θ̂ Calibration of the
temporal model

The pointwise baseline is formulated as a frequentist maximum-likelihood problem. At each
time step, wt is treated as a fixed but unknown quantity [6, Ch. 7]. The pointwise formulation
isolates the reconstruction capability of the current measurement and the physical grid con-
straints without introducing temporal information. PW-ML provides a fair snapshot baseline
because the pointwise estimator and the temporal tracker operate in the same reduced state
space and use the same observation model.

The temporal estimator treats the latent state as a random quantity. The transition model
provides information about the current state before the current measurement is incorporated.
When the transition parameters

θ = {A,µ, Q} ,

are treated as known, the trajectory is reconstructed from the posterior

p (w0:T | y1:T , θ) . (3.2)

The initial state is included because the temporal model starts from p(w0).

The posterior in Equation (3.2) contains a distribution over possible trajectories. A single
trajectory estimate is obtained by choosing a loss function.

Squared-error loss is used because reconstruction performance is evaluated primarily using
RMSE. Both criteria give more weight to large errors than to small errors. Squared-error
loss also gives the conditional expectation as the corresponding minimum mean-square error
estimate. Since the physical state is obtained through a linear mapping of the reduced state,
a fixed quadratic error measure in the physical state leads to the same conditional mean.
The loss is

L (ŵ0:T ,w0:T ) =

T∑
t=0

∥ŵt −wt∥22 .

Other loss functions would lead to different interpretations of the estimate. A fixed positive-
definite weighting of the squared error can give different importance to errors in different
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3.2. Probabilistic Interpretation of the Temporal Model

directions, while the conditional mean remains the corresponding estimate. Absolute-error
loss instead gives a median-type estimate. A posterior-mode estimate selects the trajectory
with the highest posterior density. Under the Gaussian smoothing posterior used in this the-
sis, the posterior mean and posterior mode are the same point, so a posterior-mode estimate
would not change the reconstructed trajectory [14, pp. 20–21].

The estimator that minimizes the expected squared-error loss is the conditional expecta-
tion [14, pp. 20–21]. The smoothed reduced-state estimate is therefore

ŵt|T = E [wt | y1:T , θ] .

The conditional mean is the minimum mean-square error estimate for the trajectory
reconstruction problem. The corresponding physical-state estimate follows from Equa-
tion (3.1).

3.2 Probabilistic Interpretation of the Temporal Model

The temporal model defined in Chapter 2 is

wt = Awt−1 + µ+ νt,

yt = Gwt + ϵt.

The dimensions are
A ∈ Cd×d, µ ∈ Cd, G ∈ Ck×d.

The driven process and measurement noise are modelled as proper complex Gaussian vari-
ables [11, pp. 2637–2640]:

νt ∼ CN (0, Q) , ϵt ∼ CN (0, R) ,

where
Q ∈ Cd×d, R ∈ Ck×k.

The covariance Q describes the variation introduced by the driven process, while R describes
the uncertainty associated with the measurements.

Properness means that the pseudo-covariances vanish:

E
[
νtν

T
t

]
= 0, E

[
ϵtϵ

T
t

]
= 0.

The proper-complex assumption allows the Kalman filter, RTS smoother, and EM algorithm
to be written directly with complex-valued covariance matrices. If the complex variables are
improper, both covariance and pseudo-covariance terms must be included, typically through
an augmented representation [11, pp. 2637–2640]. An augmented formulation for the related
measurement-selection problem is described in [12].

The initial reduced state is represented by

p(w0),
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3.2. Probabilistic Interpretation of the Temporal Model

and, when stated explicitly,
w0 ∼ CN (m0, P0) , (3.3)

where
m0 ∈ Cd, P0 ∈ Cd×d.

The selected numerical values of m0 and P0 are implementation choices and must be stated
for each experiment.

The transition model satisfies the first-order Markov property used in linear Gaussian state-
space models [14, pp. 51–52]:

p (wt | w0:t−1, θ) = p (wt | wt−1, θ) .

Once wt−1 is known, the earlier states do not provide additional information about wt. The
observation model satisfies the corresponding conditional-independence property:

p
(
yt | w0:T ,y1:t−1

)
= p (yt | wt) .

The measurement at time t depends directly on the state at time t, rather than on the
complete trajectory.

The local conditional distributions are

p (wt | wt−1, θ) = CN (Awt−1 + µ, Q) ,

p (yt | wt) = CN (Gwt, R) .

The complete probabilistic model factorises as

p (w0:T ,y1:T | θ) = p(w0)
T∏
t=1

p (wt | wt−1, θ)

·
T∏
t=1

p (yt | wt) .

(3.4)

Equation (3.4) is the probabilistic form of the complete state-space model [14, pp. 51–54]. The
factorisation shows that the trajectory is assembled from one initial-state distribution, local
transitions between consecutive states, and local observation terms. The local dependency
structure allows the temporal inference problem to be solved recursively.

At each time step, the filter first predicts the state using the transition model. The new mea-
surement is then used to update this prediction. Before the measurement yt is incorporated,
the available information is represented by

p
(
wt | y1:t−1, θ

)
= CN

(
ŵt|t−1, Pt|t−1

)
.

After yt has been incorporated, the available information is represented by

p (wt | y1:t, θ) = CN
(
ŵt|t, Pt|t

)
.
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The mean vectors are the state estimates before and after the measurement is used. The
covariance matrices describe the corresponding uncertainty.

One possible approach would be to stack the complete trajectory into one large variable

w0:T ∈ Cd(T+1).

A dense covariance matrix for this variable contains O(d2T 2) entries, and a generic dense
inversion scales as O(d3T 3). The stated dense costs describe an approach that ignores the
local dependency structure in Equation (3.4). The Kalman filter and RTS smoother use the
Markov structure instead. They process the trajectory recursively with state-space matrices
whose dimensions do not grow with the number of time steps.

3.3 Pointwise Maximum-Likelihood Baseline

The pointwise estimator reconstructs each time step independently. PW-ML uses the current
measurement and the physical constraints, but does not exploit temporal dependencies or
measurements from other time steps. Under the proper complex Gaussian measurement
model, the pointwise maximum-likelihood estimate is the weighted least-squares solution [6,
Ch. 7]

ŵpoint
t =

(
GHR−1G

)†
GHR−1yt. (3.5)

The Moore–Penrose pseudoinverse is used because partial observability may imply

rank(G) < d.

In that case, the snapshot observation model does not uniquely identify the complete reduced
state from a single time step. Equation (3.5) still provides a representative weighted least-
squares solution, but it does not establish unique recovery of the true reduced state. The
temporal model may improve reconstruction because it couples the states across time and
permits measurements from multiple time steps to contribute. Using measurements from
multiple time steps is an estimation advantage, not a general identifiability guarantee. A full
observability analysis is outside the scope of this thesis.

The corresponding physical snapshot estimate is

x̂point
t = xref +Bŵpoint

t .

The complete likelihood and weighted least-squares derivation is provided in Ap-
pendix A.

3.4 Trajectory Reconstruction with Known Dynamic Parame-
ters

Assume that
θ = {A,µ, Q}
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is known. The objective is then to infer the smoothing posterior in Equation (3.2). The
trajectory is reconstructed in two passes. The Kalman filter processes the measurements
forward in time. The RTS smoother then moves backwards and uses later measurements to
revise the earlier estimates [14, pp. 56–58, 134–139].

3.4.1 Forward Recursion: Kalman Filter

The forward recursion is the Kalman filter (KF) for the reduced linear Gaussian state-space
model [14, pp. 56–58].

Assume that the measurements y1:t−1 have already been incorporated through the preceding
KF updates. The resulting filtered distribution of the preceding state is

p
(
wt−1 | y1:t−1, θ

)
= CN

(
ŵt−1|t−1, Pt−1|t−1

)
.

For t = 1, this is the initial-state distribution defined in Equation (3.3). For t > 1, it is
the output of the preceding KF update. The temporal model then predicts the current state
before the measurement yt is incorporated:

ŵt|t−1 = Aŵt−1|t−1 + µ, (3.6)

Pt|t−1 = APt−1|t−1A
H +Q. (3.7)

Equation (3.6) predicts the current reduced state. Equation (3.7) predicts the associated
uncertainty. The term APt−1|t−1A

H propagates the uncertainty from the preceding estimate,
while Q adds the uncertainty introduced by the driven process.

The new measurement is incorporated through

rt = yt −Gŵt|t−1,

St = GPt|t−1G
H +R,

Kt = Pt|t−1G
HS−1

t ,

ŵt|t = ŵt|t−1 +Ktrt,

Pt|t = (I −KtG)Pt|t−1.

The innovation rt is the part of the current measurement that is not explained by the tem-
poral prediction. Its covariance St contains uncertainty caused by the predicted state and
uncertainty caused by the measurement model. The Kalman gain Kt maps the innovation
from measurement space into reduced-state space and determines how strongly the prediction
should be corrected. The covariance Pt|t represents the uncertainty that remains after yt has
been incorporated.

Applying the recursion for t = 1, . . . , T gives the filtered marginal distributions

p (wt | y1:t, θ) = CN
(
ŵt|t, Pt|t

)
.

The KF prediction and measurement-update equations are derived in Appendix B. The de-
tailed prediction, correction, conditional Gaussian update, gain interpretation, and combined
recursion are given in Appendices B.1, B.2, B.3, B.4, and B.5.
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3.4.2 Backward Recursion: RTS Smoother

The Rauch–Tung–Striebel (RTS) smoother uses the results from the KF forward pass. The
KF estimate at time t < T only uses measurements up to time t. After the complete sequence
has been processed, the RTS smoother works backwards and adjusts the earlier estimates
using information from later measurements [14, pp. 134–139].

Starting from the final KF estimate

ŵT |T , PT |T ,

the RTS smoother is evaluated for t = T − 1, . . . , 0:

Jt = Pt|tA
HP−1

t+1|t,

ŵt|T = ŵt|t + Jt
(
ŵt+1|T − ŵt+1|t

)
, (3.8)

Pt|T = Pt|t + Jt
(
Pt+1|T − Pt+1|t

)
JH
t .

The smoothing gain Jt determines how strongly information about the next state should
revise the current state. The difference ŵt+1|T − ŵt+1|t measures how much the estimate of
the next state changes after later measurements have been used. Equation (3.8) propagates
that correction back to time t. The covariance Pt|T represents the uncertainty that remains
after the complete sequence has been incorporated.

The lag-one covariance required for parameter learning is

Pt,t−1|T = Pt|TJ
H
t−1, t = 1, . . . , T.

The lag-one covariance describes the remaining statistical relationship between consecutive
states after smoothing. The quantity is required for parameter learning because the dynamic
parameters describe how wt−1 and wt are related.

The known-parameter physical-state estimate is

x̂t|T = xref +Bŵt|T .

The RTS backward recursion is derived in Appendix C.

3.5 Trajectory Reconstruction with Unknown Dynamic Pa-
rameters

The Kalman filter and RTS smoother condition on

θ = {A,µ, Q} .

In measured data, these dynamic parameters are not observed directly. They must therefore
be estimated from the available measurement sequence.

The state trajectory and the transition parameters are handled differently. The trajectory
is described by the posterior distribution in Equation (3.2). The parameters A, µ, and Q
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3.5. Trajectory Reconstruction with Unknown Dynamic Parameters

are treated as fixed but unknown and are estimated by maximum likelihood [3, pp. 1–4, 15,
pp. 253–260].

Maximum-likelihood parameter learning selects

θ̂ = argmax
θ

p (y1:T | θ) .

Maximum-likelihood estimation is suitable because the estimator requires one calibrated dy-
namic model for offline reconstruction. A maximum a posteriori formulation would addition-
ally introduce a prior p(θ). A fully Bayesian treatment would infer a posterior distribution
over both the trajectory and the parameters. The alternative formulations are relevant when
parameter priors or parameter uncertainty are central to the objective, but they are not
required for the estimator developed in this thesis.

If the latent trajectory were observed directly, the factorisation in Equation (3.4) would give
a complete-data log-likelihood containing local transition terms:

T∑
t=1

log p (wt | wt−1, θ) .

Each term depends on two consecutive states. The dynamic parameters could then be esti-
mated by comparing wt−1 and wt across the observed trajectory.

The reduced states are latent. Only the measurement sequence is observed. The likelihood
must therefore account for all possible latent trajectories:

p (y1:T | θ) =
∫

p (w0:T ,y1:T | θ) dw0:T .

The corresponding log-likelihood is

ℓ(θ) = log

∫
p (w0:T ,y1:T | θ) dw0:T .

The difficulty is not that the integral is merely large. The integral combines the contributions
from all possible latent trajectories before the logarithm is applied. In general,

log

∫
f(w) dw ̸=

∫
log f(w) dw.

Consequently, the observed-data log-likelihood does not decompose into the same simple sum
of local transition terms as the complete-data expression.

To obtain an iterative optimization procedure, introduce a temporary probability den-
sity

q(w0:T )

over the latent trajectory. The temporary density is not an additional component of the
state-space model. The density allows the marginal likelihood to be rewritten as an expec-
tation:

ℓ(θ) = logEq

[
p(w0:T ,y1:T | θ)

q(w0:T )

]
.
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3.5. Trajectory Reconstruction with Unknown Dynamic Parameters

Applying Jensen’s inequality gives a lower bound on the observed-data log-likelihood. At
EM iteration i, the auxiliary density is chosen as the smoothing posterior under the current
parameter estimate,

q(i)(w0:T ) = p
(
w0:T | y1:T , θ

(i)
)
.

With the current smoothing posterior as the auxiliary density, the lower bound is tight at
the current parameter value. Its parameter-dependent part is the expected complete-data
log-likelihood

QEM

(
θ, θ(i)

)
= Ep(w0:T |y1:T ,θ(i)) [log p(w0:T ,y1:T | θ)] .

The complete lower-bound derivation, including its relation to the Kullback–Leibler diver-
gence, is provided in Appendix D.1. The closed-form M-step updates are derived in Ap-
pendix D.2.

The EM construction alternates between two calculations. The expectation step computes
the trajectory posterior using the current parameters. The maximization step updates the
parameters by solving

θ(i+1) = argmax
θ

QEM

(
θ, θ(i)

)
.

Together, these calculations define the expectation–maximization algorithm in the linear
state-space setting [3, pp. 1–4, 15, pp. 253–260].

Figure 3.1 shows how the KF, RTS smoother, and parameter updates are connected within
EM. The E-step uses the current parameter values to reconstruct the trajectory and calculate
the required covariance quantities. The M-step uses these quantities to update A, µ, and Q.
The updated parameters are then used in the next E-step.

E-step

KF RTS
F (i)

y1:T , G, R

p(w0), θ
(0)

M-step

θ(i+1) = argmax
θ

Q
(
θ, θ(i)

)

S(i)

θ(i+1)

Outputs

θ̂

ŵ0:T |T

converged

Figure 3.1: Detailed view of the expectation–maximization loop. The Kalman filter passes the filtered and
predicted quantities F (i) to the RTS smoother. The smoother passes the smoothed quantities S(i) to the
M-step, where S(i) contains {ŵ(i)

t|T , P
(i)

t|T }
T
t=0 and {P (i)

t,t−1|T }
T
t=1. The updated parameters are inserted into the

next E-step until convergence.

At EM iteration i, the E-step provides

ŵ
(i)
t|T , P

(i)
t|T , P

(i)
t,t−1|T .
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3.5. Trajectory Reconstruction with Unknown Dynamic Parameters

The smoothed means describe the reconstructed states under the current parameter estimate.
The smoothed covariances describe the remaining uncertainty about each state. The lag-one
covariances describe the remaining statistical relationships between consecutive states. The
smoothed moments contain the information required to update the transition model.

To express the maximization step compactly, define

Aaff =
[
A µ

]
, waff

t−1 =

wt−1

1

 .

The affine transition model becomes

wt = Aaffw
aff
t−1 + νt.

The transition update is

A
(i+1)
aff =

(
T∑
t=1

E
[
wt

(
waff

t−1

)H
| y1:T , θ

(i)

])

·

(
T∑
t=1

E
[
waff

t−1

(
waff

t−1

)H
| y1:T , θ

(i)

])†

.

The driven-process covariance update is

Q(i+1) =
1

T

T∑
t=1

E

[(
wt −A

(i+1)
aff waff

t−1

)
·
(
wt −A

(i+1)
aff waff

t−1

)H ∣∣∣∣∣y1:T , θ
(i)

]
.

The update of Aaff estimates A and µ at the same time. The update of Q represents
the driven-process variation that is not explained by the estimated transition model. The
EM lower bound and parameter updates are derived in Appendix D. The use of smoothed
quantities in the updates follows the state-space EM formulation in [15, pp. 253–260].

The affine model is retained throughout the theory. Each experiment must state whether
µ is fixed, estimated, or removed implicitly through centering. The choices for A, Q, and
µ define different experimental variants and must not be conflated. A practical EM imple-
mentation may stop when the stabilized relative change in the observed-data log-likelihood
satisfies ∣∣ℓ(θ(i+1)

)
− ℓ
(
θ(i)
)∣∣

1 +
∣∣ℓ(θ(i))∣∣ < ε.

Stopping criteria based on the relative change in the observed-data log-likelihood are com-
monly used in practical EM implementations [13, eq. 21]. The additional constant in the
denominator is used here as a numerical safeguard against division by zero and causes the
criterion to behave approximately as an absolute-change criterion when the log-likelihood
magnitude is small.
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3.6. Final Estimator Architecture

The criterion stops the numerical iterations when the observed-data log-likelihood changes
very little between two consecutive updates. The stopping criterion does not show that
EM has found the global maximum and does not imply that additional iterations cannot
change the reconstruction RMSE. General convergence results for EM are discussed in [17,
pp. 95–103].

3.6 Final Estimator Architecture

The final estimator receives

y1:T , G, R, p(w0), θ(0).

The same measurement sequence y1:T is used for parameter learning and final reconstruction.
After the selected stopping criterion or iteration budget has been reached, a final KF and
RTS pass is performed using the resulting parameter estimate

θ̂ =
{
Â, µ̂, Q̂

}
.

The final KF and RTS pass is required because the intermediate smoother outputs were
computed using the parameter values available during the EM iterations. The final pass
reconstructs the trajectory using the resulting parameter estimate θ̂. The estimator is referred
to as EM-RTS in the numerical chapters because EM estimates the transition parameters,
while the final trajectory is obtained using RTS smoothing.

The final reduced-state trajectory is

ŵ0:T |T = E
[
w0:T | y1:T , θ̂

]
.

At each time step, the physical voltage-current state is reconstructed as

x̂t|T = xref +Bŵt|T , t = 0, . . . , T.

The resulting sequence is denoted by x̂0:T |T .
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3.7. Error Measures and Comparison Setup

Initial inputs
y1:T , G, R

p(w0), θ
(0)

E-step
Kalman filter +
RTS smoother

M-step
Update A,µ, Q

Final pass
Kalman filter +
RTS smoother

using θ̂

ŵ0:T |T

x̂0:T |T

y1:T , θ(0)

smoothed moments

final θ̂

smoothed trajectory

map to full space

θ(i+1)

Figure 3.2: Architecture of the estimator. The EM iterations estimate θ̂, after which a final Kalman-filter
and RTS-smoother pass produces the reduced-state trajectory, which is then mapped to the physical voltage-
current trajectory.

Figure 3.2 separates the iterative EM procedure from the final reconstruction pass. The
arrow labels indicate the quantities passed between the E-step, the M-step, and the final
smoother.

The transition parameters are estimated from the same measurement sequence that is recon-
structed by the final smoother. The thesis does not evaluate how the estimated parameters
perform when they are applied to a separate measurement sequence.

3.7 Error Measures and Comparison Setup

The estimators are compared after their reduced-state estimates have been mapped back to
the physical voltage-current state. PW-ML and EM-RTS use the same physical representa-
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3.7. Error Measures and Comparison Setup

tion, observation scenario, reference trajectory, and error definitions. Their differences can
therefore be evaluated directly in the physical state space.

The two reduced-state estimates are denoted by ŵt,PW and ŵt,EM. Their corresponding
physical-state estimates are

x̂t,PW = xref +Bŵt,PW, x̂t,EM = xref +Bŵt,EM.

For either estimator, the physical-state estimate is written as x̂t. The complex phasor error
for physical-state component j at time t is

et,j = x̂t,j − xt,j .

The magnitude |et,j | is the absolute complex error used in the squared-error and RMSE
calculations. The empirical mean error ēj in Equation (3.9) is the average of the complex
errors over the evaluated time interval.

Calculating the error requires a reference trajectory. In the synthetic experiments, the gener-
ated physical state is known and is used directly. In the measured-data study, the complete
voltage-current state is not measured independently. The estimators are therefore compared
with the trajectory constructed by GridData’s OGM pipeline, as described in Chapter 5.
The resulting trajectory is an OGM-derived evaluation reference rather than exact physical
truth.

For a fixed state component j, the empirical mean error is

ēj =
1

T

T∑
t=1

et,j . (3.9)

The empirical mean error measures the systematic component of the error over the evaluated
time window.

The empirical mean-square error for component j is

MSEj =
1

T

T∑
t=1

|et,j |2 .

Using ēj , the empirical MSE can be written as

MSEj = |ēj |2 +
1

T

T∑
t=1

|et,j − ēj |2 .

The first term is the squared empirical mean error. The second term is the empirical spread
of the error around that mean. Thus, a lower MSE can be caused by a smaller mean error,
a smaller error spread, or both.

The corresponding component-wise root-mean-square error is

RMSEj =
√

MSEj .
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3.8. Pointwise Efficiency and Temporal Variance Reduction

For a specified group of physical-state indices J , the group RMSE is

RMSEJ =

√√√√ 1

T |J |

T∑
t=1

∑
j∈J

|et,j |2.

The index set J contains physical-state components of the same quantity type. Voltage and
current components are not combined in one RMSE because they have different physical
units. Separate index sets are therefore used for voltage states and current states.

Within each quantity type, the states are further divided according to the observation sce-
nario. An observed state is a physical-state component selected directly by the observation
matrix D, whereas a hidden state is not selected and must be reconstructed from the available
measurements and the model. The numerical chapters therefore report RMSE separately for
observed, hidden, and all voltage states, and separately for observed, hidden, and all current
states. The same definitions are evaluated for both x̂t,PW and x̂t,EM.

Together, these definitions specify the comparison used in the numerical chapters. Both
estimators are evaluated against the same reference trajectory. Voltage and current errors
are kept separate because they have different units. Within each quantity type, the results
are reported for observed, hidden, and all states.

3.8 Pointwise Efficiency and Temporal Variance Reduc-
tion

Section 3.7 defined how the estimators are compared numerically. Section 3.8 explains
what can be said theoretically about the pointwise estimator and the known-parameter RTS
smoother. The two statements concern different estimation problems because PW-ML uses
only yt, while the RTS smoother uses the complete sequence y1:T and the transition model
[6, Ch. 7, 14, pp. 20–21, 134–139].

For the pointwise estimator, the reduced observation model at a fixed time step is

yt = Gwt + ϵt, ϵt ∼ CN (0, R) .

If wt is treated as a fixed but unknown parameter, and if G has full column rank, the
pointwise maximum-likelihood estimator is [6, Ch. 7]

ŵpoint
t =

(
GHR−1G

)−1
GHR−1yt.

Under the assumed full-rank pointwise linear-Gaussian model, PW-ML is unbiased [6,
Ch. 3]:

E
[
ŵpoint

t | wt

]
= wt.

Its conditional covariance is

Cov
(
ŵpoint

t | wt

)
=
(
GHR−1G

)−1
.
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3.8. Pointwise Efficiency and Temporal Variance Reduction

The matrix GHR−1G is the Fisher-information matrix for the pointwise observation problem
under the adopted linear-Gaussian model [6, Ch. 3]. Its inverse gives the corresponding
Cramér–Rao lower bound for an unbiased estimator. Since the covariance of PW-ML equals
this inverse when G has full column rank, PW-ML reaches the bound for the pointwise
problem. The efficiency result only concerns reconstruction from yt and does not imply
optimality when measurements from other time steps are also used.

The temporal reconstruction problem uses the larger information set y1:T and the dynamic
model. When the transition parameters θ = {A,µ, Q} are treated as known, the RTS
smoother computes the posterior mean

ŵt|T = E [wt | y1:T , θ] .

The conditional mean minimizes expected squared error and is therefore the MMSE estimate.
MMSE optimality under squared-error loss does not require a Gaussian distribution. An
LMMSE estimator can also be defined for non-Gaussian variables when the required first-
and second-order moments exist. The LMMSE estimator has the lowest mean-square error
within the class of affine estimators [16]. Under the jointly Gaussian model used in this
thesis, the conditional mean is an affine function of the measurement sequence. The MMSE
and LMMSE estimators therefore give the same state estimate. The Gaussian assumption
also allows the smoothing posterior to be described completely by its mean and covariance
[14, pp. 20–21, 134–139].

The temporal model can reduce estimation variance because it introduces information be-
yond the current measurement. At a fixed time step, the measurement-only estimator uses
yt, whereas the smoother uses y1:T and the transition model. Under a correctly specified
known-parameter linear Gaussian model, the smoothing covariance represents the remaining
posterior uncertainty after the complete sequence has been used. Thus, variance reduction is
the correct theoretical interpretation of why temporal smoothing can improve RMSE. In the
numerical chapters, this appears as reduced empirical error spread and lower RMSE.

The final EM-RTS estimator differs from the known-parameter RTS smoother. The dynamic
parameters are first estimated as

θ̂ =
{
Â, µ̂, Q̂

}
,

and the final smoothed trajectory is then computed as

ŵ0:T |T = E
[
w0:T | y1:T , θ̂

]
.

The final reconstruction is referred to as a plug-in smoother because the parameter estimate
θ̂ is substituted for the unknown transition parameters in the final KF and RTS pass. In
particular, Â, µ̂, and Q̂ are used in place of A, µ, and Q in the transition model. The arrow
labelled “final θ̂” in Figure 3.2 shows the substitution.

During the final smoothing pass, θ̂ is treated as fixed. The resulting smoothing distribution
describes state uncertainty conditional on θ̂, but it does not include the uncertainty caused
by estimating A, µ, and Q [14, p. 179, 17, pp. 95–103]. No Cramér–Rao efficiency claim
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3.9. Chapter Summary

is made for EM-RTS because the transition parameters are estimated and their uncertainty
is not included in the final smoothing distribution. PW-ML is efficient for the pointwise
linear-Gaussian problem when G has full column rank. The known-parameter RTS smoother
is MMSE-optimal under the assumed model. EM-RTS is evaluated empirically as a temporal
smoother with estimated parameters.

3.9 Chapter Summary

The chapter developed the pointwise and temporal estimators used in the numerical studies.
PW-ML reconstructs each time step separately from the current measurement and provides
the non-temporal baseline.

When the transition parameters are known, the KF processes the measurements forward
in time and the RTS smoother uses the complete sequence to revise the filtered estimates.
When the parameters are unknown, EM estimates A, µ, and Q. A final KF and RTS pass
then produces the reconstructed trajectory. The resulting procedure is referred to as EM-
RTS.

The estimators are compared after mapping the reduced estimates back to the physical
voltage-current state. Complex phasor error and RMSE are reported separately for voltage
and current states. Under Partial observation, the results are also divided into observed, hid-
den, and all state groups. The error measures and comparison groups are used in the synthetic
evaluation in Chapter 4 and the OGM-derived measured-data study in Chapter 6.
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4 Implementation and Evaluation on
Synthetic Data
The synthetic study in this chapter evaluates the estimators from Chapter 3 in a synthetic
setting based on the physical model from Chapter 2. The primary comparison is between
the pointwise maximum-likelihood estimator, denoted PW-ML, and the learned EM-RTS
estimator. An RTS smoother supplied with the target transition parameters is included as
an additional synthetic reference.

The synthetic study uses the topology and cable parameters of the Landau feeder, a 28-node
medium-voltage feeder that is also used in the measured-data study. The physical state
sequence is generated synthetically, so the complete voltage-current state is known at every
time step.

The synthetic generator is first checked against the constraint model from Chapter 2. Because
the complete generated state is known, reconstruction errors can then be measured directly.
The controlled setting also isolates when temporal information improves reconstruction before
the estimators are applied to the OGM-derived reference trajectories in Chapter 6.

The synthetic and measured-data studies use the same Landau topology, cable impedances,
physical-state ordering, and Full and Partial observation scenarios. Keeping these parts
unchanged makes it possible to compare the estimator behaviour without also changing the
feeder layout.

The source of the physical state is different in the two studies. The synthetic study in this
chapter generates a known voltage-current trajectory from the homogeneous constraint model
defined in Chapter 2. Chapter 5 shows that the OGM-derived measured-data trajectory
instead requires an affine known-input model. That model is then used for the estimator
evaluation in Chapter 6. The later comparison therefore examines whether the voltage and
current patterns found with generated data remain visible when both the state source and
the constraint formulation are changed.

4.1 Synthetic Evaluation Pipeline

Figure 4.1 summarizes the conceptual dataflow of the synthetic study. Each box represents
a logical stage of the experiment rather than a single equation or Python function. The bold
text names the stage, while the following text summarizes the operation performed. The
arrow labels identify the quantities passed between the stages.
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4.1. Synthetic Evaluation Pipeline

Feeder specification
Specify the Landau topology, root node,

cable lengths, and cable impedances.

Constraint-model construction
Construct the standard constraint ma-

trix Cs and its nullspace basis B.

Synthetic state generation
Generate complex AR(1) leaf-current variations

and compute branch currents and node volt-
ages using KCL and the cable line equations.

Observation generation
Select Full or Partial measurements using D

and add complex phasor measurement noise.

Estimator application
Apply PW-ML, RTS with target A,Q, and EM-

RTS to the same noisy observation sequence.

Physical-state reconstruction
Map the reduced-state estimates back to volt-

age and current states using xref + Bŵt.

RMSE evaluation
Compare the reconstructed states with the known

generated state and report voltage and current
errors separately for the relevant state groups.

topology and
cable data

Cs, B

x1:T

y1:T , G,R

reduced-state
estimates

x̂1:T

known generated state
for evaluation only

Figure 4.1: Conceptual dataflow of the synthetic benchmark. Arrow labels identify the quantities passed
between stages. The generated state is retained as evaluation truth but is not provided to the estimators.

The synthetic physical-state sequence is generated using the procedure described in Sec-
tion 4.3. Complex AR(1) leaf-current variations are generated first, after which branch cur-
rents are accumulated using KCL and node voltages are propagated using the cable line
equations. The resulting sequence is used to construct the noisy observations and is retained
separately as known truth for the RMSE evaluation.

The estimators receive only the selected noisy measurements and the model quantities re-
quired for estimation. They do not receive the generated physical-state sequence. The sep-
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4.2. Feeder Setup and Reduced Coordinates

aration allows the reconstruction error to be evaluated directly without making the known
synthetic state available during estimation.

4.2 Feeder Setup and Reduced Coordinates

The synthetic experiments use the Landau feeder as the underlying grid topology. The feeder
is represented using the graph notation introduced in Section 2.1, where the grid is written as
G = (V, E) in (2.1). In this case, the topology contains V = 28 nodes and E = 27 cables, with
node ID 25 used as the root node. A topology plot of the feeder is shown in Figure 4.2.

Figure 4.2: Landau feeder topology used in the synthetic experiments. The nodes represent transformer
stations and the edges represent medium voltage cables. Node 25 is used as the root node. Node ids are black
and cable ids are light blue.

Each cable ℓ ∈ E is assigned a complex series impedance zℓ based on the cable data from
the real feeder topology. The available cable parameters are given per kilometre, and the
impedance of cable ℓ is therefore computed as

zℓ = (r1,ℓ + ix1,ℓ)lℓ,

where r1,ℓ is the resistance in Ω/km, x1,ℓ is the reactance in Ω/km, and lℓ is the cable length
in km. Hence, zℓ is the total complex cable impedance in Ω for cable ℓ. The cable impedances
determine the Ohm’s law constraints, while the current balance at the nodes follows the KCL
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4.2. Feeder Setup and Reduced Coordinates

constraint in (2.2). Together, the topology and cable parameters define the constraint matrix
C used to construct the reduced state space for the synthetic experiments. Appendix E
lists the exact Partial observation states, while Appendix E.1 records the supporting cable-
impedance and KCL checks.

The state contains node voltage phasors and cable current phasors. For this topology, the
state is

xt =

 vt

ilinet

 ∈ C56.

The first 28 entries are node voltage phasors. The remaining entries contain one line-current
phasor for each of the 27 cables and the incoming root-current phasor. The feeder is repre-
sented as a single-phase equivalent, with one line-to-line voltage phasor per node rather than
separate phasors for the three individual phases. The nominal line-to-line source voltage is
represented by

Vsource = 20800 + 0i V = 20800ei0 V. (4.1)

The magnitude is therefore 20800V, while the zero imaginary part defines the zero-radian
phase reference.

The root-node voltage is not fixed to the source voltage. At each time step it is calculated
as

Vroot,t = Vsource − ZsourceIroot,t, Zsource = 0.60 + 0.15i Ω. (4.2)

The root-node voltage therefore changes with the generated root current.

The voltage magnitudes and angles at the remaining nodes are not assigned indepen-
dently. Their complex phasors are calculated recursively from the root-node voltage, cable
impedances, and branch currents. For a cable from parent node i to child node j,

vj,t = vi,t − zi,jii,j,t.

Since both the cable impedance and current are complex, the calculated node voltages gen-
erally contain both a voltage-magnitude change and a phase-angle change.

The implemented line-only constraint matrix satisfies

C ∈ C51×56, rank(C) = 51.

Therefore, the reduced dimension is

d = 56− 51 = 5, B ∈ C56×5.

The synthetic generator and the estimators use the same internal feeder constraints. The
additional node-current and shunt-current terms needed for the OGM-derived trajectory
are introduced in Chapter 5, not in the synthetic generator. The generated state and the
estimator are therefore based on the same homogeneous constraint model.
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4.3. Synthetic State Generation

4.3 Synthetic State Generation

The synthetic state sequence is generated by simulating time-varying load-current variations
at the leaf nodes, excluding the root node. Branch currents are accumulated toward the root
using KCL, and node voltages are propagated away from the root using the cable line equa-
tions. The generator therefore uses the physical constraints introduced in Chapter 2, namely
the KCL constraint in Equation (2.2) and the cable line equation in Equation (2.3).

The source-voltage reference and source impedance are defined in Equations (4.1) and (4.2).
The root-node voltage is calculated from the source voltage and the total current entering
the feeder at each time step.

Each driven leaf-node current process starts from

Ileaf,0 = 50 + 0i A. (4.3)

The root node is excluded from the set of driven leaf nodes. The value in Equation (4.3)
defines the initial state of each leaf-node AR(1) process. All later samples follow from the
AR(1) recursion rather than from adding a constant 50A offset.

Before defining the synthetic benchmark, the leaf-node current magnitudes in the available
OGM-derived Landau reference trajectories were inspected. They were generally found to lie
between approximately 0A and 50A. Starting the generated processes at 50A, rather than
at zero, gives the synthetic feeder non-negligible branch currents and cable voltage drops
from the beginning of the trajectory. The same initial current is used at every driven leaf
node to keep the setup controlled. The synthetic generator represents a common starting
scale rather than the individual loading of each station or a complete load-flow model.

For each synthetically driven leaf node n, the current variation follows the scalar complex
AR(1) model

ℓn,t+1 = aℓn,t + ηn,t, (4.4)

where a controls the temporal persistence and ηn,t is the physical node-current innovation.
The AR(1) process is used as a controlled time-series generator. Its first-order structure is
consistent with the first-order temporal state model assumed by the temporal estimators,
while its parameters can be varied directly in the synthetic sensitivity study.

Three stochastic quantities have distinct roles in the synthetic study. The physical node-
current innovation ηn,t generates the synthetic feeder state. The reduced driven process νt

belongs to the temporal estimator model. The measurement noise ϵt corrupts the selected
observations.

The physical node-current innovation is generated as a proper complex Gaussian variable [11,
pp. 2637–2640]:

ηn,t =

√
qη
2
un,t + i

√
qη
2
vn,t, un,t, vn,t ∼ N (0, 1),

where un,t and vn,t are independent. The parameter qη is the total variance of the complex
current innovation:

E{|ηn,t|2} = qη.
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4.3. Synthetic State Generation

The real and imaginary components each have variance qη/2, and the pseudo-covariance is
zero.

In Equation (4.4), persistence describes how strongly the current variation at one time step
depends on its previous value. When a is close to zero, consecutive samples are weakly
related. When a is close to one, previous variations are carried forward, and neighbouring
samples become strongly related.

Temporal persistence is central to the synthetic comparison. PW-ML reconstructs each
time step independently, whereas the RTS-based temporal estimators use measurements from
the complete sequence. Strong temporal persistence therefore creates information across
neighbouring time steps that can potentially be exploited by the temporal estimators.

The persistence sensitivity study is designed to vary this temporal dependence without simul-
taneously changing the marginal scale of the current variation. For the scalar AR(1) model,
the stationary variance is

Var(ℓn,t) =
qη

1− a2
,

provided |a| < 1. For a fixed target stationary variance σ2
ℓ , the innovation variance is therefore

selected as
qη = (1− a2)σ2

ℓ . (4.5)

Equation (4.5) reduces qη as a increases. A highly persistent process retains more of its
previous variation, so less new variation is required at each time step to maintain the same
stationary variance. Keeping the stationary variance fixed separates the effect of temporal
persistence from a simultaneous change in signal amplitude.

The stationary variance is fixed at
σ2
ℓ = 1000A2,

corresponding to the stationary standard-deviation scale

σℓ =
√
1000A ≈ 31.6A.

The variance 1000A2 was selected during the design of the synthetic benchmark by inspecting
generated trajectories. Smaller variation scales produced only limited current and voltage
changes around the initial state. The selected scale gives visible variation in both the low-
and high-persistence examples in Figure 4.3. The stationary variance remains an experiment-
design choice informed by the available Landau reference trajectories rather than a variance
estimated statistically from those data.

The standard-deviation scale σℓ ≈ 31.6A describes the stationary spread of the complex leaf-
current process. The smaller innovation scale controls the new random variation introduced
at each 15-minute step. The main synthetic Monte Carlo benchmark uses the high-persistence
parameter

a = 0.99.

The value a = 1 is not used because it gives a random walk without a finite stationary
variance. Choosing a = 0.99 retains most of the preceding sample while still satisfying
|a| < 1, which is required by the stationary variance relation.
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With a = 0.99 and σ2
ℓ = 1000A2, the innovation variance is

qη = (1− 0.992) · 1000 = 19.9A2.

The value 19.9A2 is the variance of the newly drawn complex innovation, not the variance
of the complete leaf-current process. Its RMS magnitude is √qη ≈ 4.46A, while the real and
imaginary components each have standard deviation

√
qη/2 ≈ 3.15A. The actual change

between two consecutive current samples also contains the term (a− 1)ℓn,t.

The generated trajectory contains T = 1000 samples at 15-minute intervals, spanning ap-
proximately 10.4 days.
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Figure 4.3: Example synthetic current-variation trajectories for low and high temporal persistence. The
stationary variance is kept fixed, while the persistence parameter changes the dependence between consecutive
samples.

Figure 4.3 compares generated trajectories for a = 0 and a = 0.99. For a = 0, consecutive
current variations are independent and the trajectory changes rapidly between samples. For
a = 0.99, previous variations are retained, resulting in a smoother trajectory with strong
dependence between neighbouring samples. The main synthetic Monte Carlo benchmark uses
the high-persistence case. The sensitivity study then examines how the estimator comparison
changes as the persistence is reduced.
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4.4 Observation Scenarios and Measurement Model

4.4.1 Observation Scenarios

Two observation scenarios are used. In the Full scenario, all 56 physical state components
are observed, although the measurements remain affected by noise. In the Partial scenario,
only states associated with the physical smart-meter station locations are observed. The
Partial scenario is therefore a physically motivated measurement configuration rather than
an arbitrary row selection, and it is the scenario in which hidden-state reconstruction becomes
important.

Figure 4.4: Landau topology with the Partial observation scenario. The root node, observed smart-meter
stations, and hidden stations are marked separately. Node IDs identify voltage states, while cable IDs identify
current states. Each observed non-root station contributes its voltage phasor and the current phasor in the
cable entering the station from its parent node. The root station contributes its voltage phasor and the
incoming root-current phasor.

Figure 4.4 shows the station-level observation geometry used in the Partial scenario. The
observed station nodes are

{25, 26, 27, 28, 29, 32, 34, 35, 36, 37, 41, 43, 44}.

For each observed non-root station, the selected current is the current in the cable entering
the station from its parent node. The root station instead uses the incoming root-current
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state. Each observed station therefore contributes one voltage state and one current state.
The selection follows the rooted feeder topology and does not depend on how the graph is
drawn.

The Partial scenario observes 26 state components and withholds 30 state components. A
state-level list of the selected voltage and current components is provided in Appendix E.
The corresponding reduced observation matrix is severely ill-conditioned. Its numerical rank
and singular-value checks are summarized in Table 4.3.

4.4.2 Phasor Measurement Noise

The synthetic observations use the phasor measurement-noise parametrization described in [9,
p. 14]. The parametrization represents uncertainty in voltage magnitude, current magnitude,
voltage angle, and the local phase angle between the voltage and current phasors. The result-
ing measurement covariance therefore depends on the physical phasor magnitudes and angles
rather than applying the same scalar noise variance to every state component. The noise
is constructed in phasor magnitude-angle terms, while the estimators operate on complex
phasors in rectangular form.

For voltage measurements, the magnitude uncertainty is controlled by the relative voltage
error ρU , and the angle uncertainty is controlled by the voltage-angle standard deviation σθ.
For current measurements, the magnitude uncertainty is controlled by the relative current
error ρI , while the angle contribution depends on both σθ and the standard deviation σϕ of
the local phase angle between voltage and current.

Using the base measurement-error setting in [9, p. 14], the main synthetic test uses

ρU = 0.01, ρI = 0.03, β = 0.99, σθ = 0.003, σϕ = 0.01.

The angle standard deviations are expressed in radians. The parameter β specifies the proba-
bility assigned to the relative magnitude-error interval and is converted to the corresponding
Gaussian standard-deviation scale using

r0 = Φ−1

(
1 + β

2

)
,

where Φ−1 is the inverse standard normal distribution function.

The general complex phasor measurement model in [9, p. 14] includes both a covariance and
a pseudo-covariance. The estimator used in this thesis instead assumes proper complex mea-
surement noise and therefore sets the pseudo-covariance to zero. The parameter values and
phasor-based covariance construction follow the cited formulation, while the implementation
in this thesis retains only the covariance matrix R.

The resulting measurement noise is modelled as

ϵt ∼ CN (0, R),
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and the physical observation model is

yt = Dxt + ϵt.

The covariance R is computed from the physical, uncentered phasors before voltage centering
is applied. The noise model is therefore tied to the physical voltage and current scales rather
than to the centered reduced coordinates. The matrix R is treated as known by all estimators.
The learned EM estimator therefore estimates the temporal parameters A, µ, and Q, but
does not estimate R.

4.4.3 Voltage Centering

All synthetic experiments in this chapter apply fixed voltage centering before reduced-
coordinate estimation. Voltage centering is applied when the reduced estimation problem
is constructed rather than during the physical feeder simulation.

The reference state xref contains the fixed source-voltage reference 20800+0iV in all voltage
entries and zero in all current entries. The reference vector contains the fixed source-voltage
level rather than the time-varying root-node voltage. The centered physical state is

xc,t = xt − xref .

The corresponding centered measurement vector is

yc,t = yt −Dxref .

The reduced observation model is therefore

yc,t = Gwt + ϵt.

The centering step is numerical. Without centering, the voltage entries are close to 20800V,
while the current entries are measured in amperes. Subtracting the common source-
voltage reference leaves the complex voltage deviations around 20800V. The root entry
becomes

Vroot,t − Vsource = −ZsourceIroot,t,

while the downstream entries also contain the cable voltage drops. The voltage states are
therefore not made identically zero. Centering removes the large common voltage level and
reduces the scale difference between voltage and current components.

After estimation, the physical state is reconstructed as

x̂t = xref +Bŵt.

The centering transformation is described generally in Section 2.1.7. Its numerical effect and
runtime consequences are reported in Appendix F.7.
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4.5 Estimators, Metrics, and Monte Carlo Setup

Section 4.5 defines the estimators, error measures, Monte Carlo summaries, and sensitivity
settings used in Section 4.6. The three estimators are introduced first, followed by the RMSE
groups and the main and sensitivity configurations. Table 4.1 summarizes the estimator
roles.

PW-ML is the pointwise baseline and reconstructs the reduced state independently at each
time step. PW-ML does not use the temporal parameters A, µ, or Q.

The second estimator is an RTS smoother supplied with the target temporal parameters

θtarget = {Atarget,µtarget, Qtarget}

from the synthetic generator. The term target means that the parameters used to generate
the temporal trajectory are supplied directly to the RTS smoother rather than estimated
from the noisy observations. RTS with target parameters therefore shows how temporal
smoothing performs when the generating temporal parameters are known.

The third estimator is EM-RTS, which estimates A, µ, and Q from the noisy observation
sequence. The selected configuration uses full-matrix structures for A and Q. In this de-
scription, full-matrix means that the matrices are not restricted to being diagonal. The
term describes the temporal parameter structure and is unrelated to the Full observation
scenario. After 5 iterations, a final RTS-smoother pass is performed using the estimated
parameters.

The 5-iteration choice is treated as a fixed algorithmic setting and not as evidence that a
maximum-likelihood estimate has converged [17, pp. 95–103]. The same number of iterations
is used for all Monte Carlo seeds, observation scenarios, state groups, and reported metrics.
The iteration count is therefore not selected separately for an individual result.

The reason for not continuing EM to a later endpoint is shown in Appendix F.5. The
continuation check shows that the observed-data objective can continue to improve while the
hidden-state RMSE becomes substantially worse in the ill-conditioned Partial observation
scenario. The two quantities can move in different directions because the EM objective is the
observed-data likelihood, whereas hidden-state RMSE is an external reconstruction metric
evaluated using the known synthetic state. Improving one quantity does not necessarily
improve the other.

The 5-iteration estimator is therefore reported as the selected finite-iteration EM-RTS variant
rather than as a converged maximum-likelihood estimator. Chapter 6 retains this variant as
the direct comparison with the synthetic setup and additionally evaluates a 10-iteration
variant in the measured-data study.
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Table 4.1: Estimator definitions used in the synthetic comparison. Target parameters are supplied from
the synthetic model, whereas learned parameters are estimated from the observation sequence using EM.
Full-matrix describes the structure of A and Q, not the observation scenario.

Estimator Temporal parameter
treatment

Role

PW-ML No temporal parameters are used. Pointwise reduced-state baseline. Each
time step is reconstructed
independently from the corresponding
measurements.

RTS with target
parameters

Atarget, µtarget, and Qtarget are
supplied from the synthetic model.

Known-parameter temporal reference
used to isolate the effect of temporal
smoothing without
temporal-parameter estimation error.

EM-RTS, 5
iterations

Full-matrix A, learned µ, and
full-matrix Q are estimated from
y1:T using EM.

Finite-iteration learned temporal
estimator followed by a final
RTS-smoother pass using the
estimated parameters.

The primary error metric is complex phasor RMSE. For a physical state index set J , it is
defined as

RMSEJ =

√√√√ 1

T |J |

T∑
t=1

∑
j∈J

|xt,j − x̂t,j |2.

The index set J denotes the group of physical state indices being evaluated. Voltage and
current states are reported separately because they have different physical units. Observed,
hidden, and total state groups are also reported separately because hidden-state reconstruc-
tion is the central task in the Partial observation scenario. The groups are defined in Ta-
ble 4.2.
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Table 4.2: RMSE reporting groups used in the synthetic experiments. Voltage and current errors are
reported separately because they have different physical units.

Quantity State group Interpretation

Voltage RMSE [V] observed Error on voltage states selected by the observation
scenario.

Voltage RMSE [V] hidden Error on voltage states withheld from the
observation scenario.

Voltage RMSE [V] all states Error over all voltage states.

Current RMSE [A] observed Error on current states selected by the observation
scenario.

Current RMSE [A] hidden Error on current states withheld from the
observation scenario.

Current RMSE [A] all states Error over all current states.

The single-state examples use additional diagnostics to distinguish a persistent mean error
from variation around that mean. For a selected complex state, the reconstruction error
is

et = x̂t − xt.

Its empirical mean over the displayed trajectory is

ē =
1

T

T∑
t=1

et,

and the empirical spread around this mean is

1

T

T∑
t=1

|et − ē|2.

The empirical mean-squared error satisfies

1

T

T∑
t=1

|et|2 = |ē|2 + 1

T

T∑
t=1

|et − ē|2.

The decomposition is used as an empirical mean-error and spread check. A formal statistical
bias and variance decomposition would require an expectation over repeated data generated
from a fully specified probabilistic model.

The selected hidden-current example also includes a relative error scale. A pointwise per-
centage error is not used because the true current magnitude can approach zero. Instead, the
absolute error is normalized by the RMS magnitude of the true current trajectory:

I81,RMS =

√√√√ 1

T

T∑
t=1

|I81,t|2.
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The corresponding normalized absolute error is

enorm81,t = 100
|Î81,t − I81,t|

I81,RMS
%.

The normalization expresses the reconstruction error relative to the typical magnitude of the
selected current trajectory while remaining well defined when individual current samples are
close to zero.

The main synthetic test is evaluated as a Monte Carlo experiment with NMC = 50 indepen-
dent synthetic runs. For a fixed seed and state group, the RMSE first averages the squared
complex error over the T = 1000 time samples and over the states in the group. The seed-
level RMSE values are then summarized across the Monte Carlo runs. Medians are used in
the main comparison because a small number of runs can produce considerably larger RMSE
values in the severely ill-conditioned Partial scenario. The interquartile ranges are reported
in Appendix F.1.

The main comparison uses
a = 0.99, qη = 19.9A2,

the phasor measurement-noise covariance R, and EM-RTS with full A, full Q, learned µ,
and 5 iterations. The same 5-iteration setting is used for every main-study seed, observation
scenario, state group, and metric.

The persistence sensitivity run uses

a ∈ {0, 0.5, 0.9, 0.99}, qη = (1− a2) · 1000A2. (4.6)

The stationary leaf-current variance is therefore unchanged while the temporal dependence
is varied.

The measurement-noise sensitivity run uses

Rλ = λ2R, λ ∈ {0.5, 1, 2, 4}. (4.7)

The covariance Rλ is used both to generate the noisy observations and as the known covari-
ance supplied to PW-ML, RTS with target parameters, and EM-RTS. The sensitivity run
therefore changes the measurement-noise scale without also introducing a mismatch between
the generated noise and the covariance used by the estimators.

Both sensitivity runs use 10 independent seeds. The selected single-state examples use one
Monte Carlo seed and the complete T = 1000-sample trajectory. The examples show the tem-
poral structure of individual errors, while the Monte Carlo results remain the main estimator
comparison.

Table 4.3 collects the main trajectory, observation, and Monte Carlo settings. The supporting
synthetic material is collected in Appendix F, including the configuration, continuation, and
numerical validation sections in Appendices F.4, F.5, and F.8.
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Table 4.3: Synthetic Landau setup used in the Chapter 4 Monte Carlo study.

Quantity Value

Physical state dimension n = 56

Constraint rows 51

Reduced dimension d = 5

Full observed states 56

Partial observed states 26

Partial hidden states 30

Default numerical rank of DFullB 5

Default numerical rank of DPartialB 4

Rank of DPartialB at tolerance 10−16 5

Smallest singular value of DPartialB 5.49 · 10−16

Condition number of DPartialB 1.80 · 1015

Monte Carlo runs NMC = 50

Trajectory length per run T = 1000

Sampling interval 15 minutes

Main persistence parameter a = 0.99

Target current variation variance 1000A2

Physical current innovation variance qη = 19.9A2

Measurement noise model known phasor measurement noise covariance R

Learned EM estimator EM-RTS with 5 iterations

4.6 Results

The main results use the configuration defined in Section 4.5: a = 0.99, qη = 19.9A2,
NMC = 50, and EM-RTS with 5 iterations. The group-level Full and Partial results are
presented first. The persistence and measurement-noise runs then show how the estimator
ordering changes when one part of the setup is varied. State-wise RMSE and pooled error
distributions show whether the group result is spread across the feeder and time samples,
while the final examples show two individual hidden-state trajectories.

4.6.1 Full and Partial Observation: Group-Level RMSE

Table 4.4 reports the median group-level RMSE across the 50 Monte Carlo runs. The in-
terquartile ranges in Appendix F.1 show how the seed-level RMSE values vary around these
medians.
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Table 4.4: Group-level RMSE summary for the main synthetic test. Values are medians across the Monte
Carlo seeds.

Observation State group Quantity PW-ML
RTS with target

parameters
EM-RTS

5 iterations EM/PW

Full total voltage [V] 19.3 13.5 6.0 0.31

Full total current [A] 0.19 0.25 0.25 1.27

Partial observed voltage [V] 28.3 17.5 8.2 0.29

Partial observed current [A] 0.33 0.44 0.43 1.30

Partial hidden voltage [V] 29.9 21.7 14.7 0.49

Partial hidden current [A] 19.4 23.8 23.7 1.22

Partial total voltage [V] 29.2 19.8 12.2 0.42

Partial total current [A] 14.2 17.4 17.4 1.22

EM-RTS with 5 iterations has the lowest voltage RMSE for every state group in Table 4.4.
For Partial hidden voltage, the median RMSE decreases from 29.9V for PW-ML to 21.7V for
RTS with target parameters and 14.7V for EM-RTS with 5 iterations. The target-parameter
result shows that temporal smoothing already improves hidden-voltage reconstruction when
the generating temporal parameters are known. Learning the parameters with the selected
EM configuration reduces the voltage RMSE further.

PW-ML has the lowest current RMSE for every current group. In the Partial hidden case,
the median increases from 19.4A for PW-ML to 23.8A for RTS with target parameters and
23.7A for EM-RTS with 5 iterations. The known-parameter and learned temporal results are
close for hidden current, so the current difference cannot be explained only by EM parameter
estimation.

The central Partial hidden state comparison is also shown in Figure 4.5.
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Figure 4.5: Partial observation hidden-state RMSE for the main synthetic setup. Voltage values are reported
in volts and current values in amperes. The bar heights should therefore be compared between estimators
within each quantity, not directly between voltage and current. EM-RTS with 5 iterations has the lowest
hidden-voltage RMSE, while PW-ML has the lowest hidden-current RMSE.

The group-level values establish the main voltage-current difference, but they do not show
why it occurs. The persistence run first tests whether the ordering depends on temporal
dependence. The measurement-noise run then tests whether it remains when the observation
uncertainty is changed. The later state-wise and distribution views show whether the group
differences are broad or are caused by only a few states or errors.

4.6.2 Sensitivity to Temporal Persistence

The group-level result is obtained from the high-persistence case a = 0.99. Figure 4.6 shows
the Partial hidden-state RMSE when the persistence is reduced using the settings in Equa-
tion (4.6). Each plotted value is the median over the 10 sensitivity-run seeds.
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Figure 4.6: Partial observation hidden state RMSE as a function of the synthetic persistence parameter a.
The stationary leaf current variance is fixed through qη = (1− a2) · 1000. Voltage RMSE is reported in volts
and current RMSE in amperes. Values summarize the 10-seed sensitivity run.

Figure 4.6 shows that EM-RTS with 5 iterations has the lowest hidden-voltage RMSE at
every tested value of a. The target-parameter RTS result changes more strongly with per-
sistence. RTS with target parameters is worse than PW-ML at a = 0 and a = 0.5, becomes
similar at a = 0.9, and is clearly lower at a = 0.99. The progression is consistent with the
target-parameter smoother gaining more information as the known trajectory becomes more
persistent.

The hidden-current RMSE of both temporal estimators also decreases as persistence increases,
but PW-ML remains lowest throughout the tested range. Stronger temporal dependence
therefore improves the temporal current results without reversing the current ordering seen
in the main comparison. The exact median values are reported in Appendix F.2.

4.6.3 Sensitivity to Phasor Measurement-Noise Scale

The persistence run keeps the measurement-noise model fixed. Figure 4.7 next shows the
Partial hidden-state RMSE when the phasor measurement-noise scale is changed using Equa-
tion (4.7). Each plotted value is the median over the 10 sensitivity-run seeds.
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Figure 4.7: Partial observation hidden state RMSE as a function of the phasor measurement-noise scale λ.
Observations and all estimators use Rλ = λ2R. Voltage RMSE is reported in volts and current RMSE in
amperes. Values summarize the 10-seed sensitivity run.

Figure 4.7 shows that all three hidden-voltage RMSE values increase with λ, but EM-RTS
with 5 iterations remains lowest at every tested noise scale. The absolute voltage difference
between EM-RTS and PW-ML becomes larger as the measurement noise increases. Tem-
poral information therefore reduces part of the voltage uncertainty introduced by noisier
observations.

Figure 4.7 also shows a different current response. The PW-ML hidden-current RMSE
changes only slightly from λ = 0.5 to λ = 4, while the current RMSE of both temporal
estimators increases more strongly, especially at λ = 4. The noise run therefore preserves
the same estimator ordering as the main comparison but makes the hidden-current difference
more visible. The exact median values are reported in Appendix F.3.

The persistence and noise results show that the voltage-current difference is not limited to
one parameter setting. The state-wise results in Section 4.6.4 examine whether the same
difference is spread across many physical states.

4.6.4 State-Wise RMSE

The group-level RMSE values in Table 4.4 average over several physical states. Figures 4.8
and 4.9 show the RMSE for each state separately. Observed states are selected by the Partial
observation matrix D, while hidden states are reconstructed without a direct measurement.
The voltage panels use node IDs on the horizontal axis, and the current panels use cable IDs.
The observed and hidden panels therefore contain different ID sets.
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(a) Observed voltage states.
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Figure 4.8: State-wise voltage RMSE under Partial observation. Panel (a) contains the voltage states
selected by the observation matrix, while Panel (b) contains the voltage states that are withheld from the
measurements and reconstructed by the estimators. The horizontal axis shows node IDs, and all RMSE values
are reported in volts.

Figure 4.8 shows lower EM-RTS voltage RMSE across several observed and hidden nodes.
The group-level voltage result is therefore not produced by one isolated state. The broad
reduction is consistent with the temporal model improving reduced-state directions that
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contribute to several node voltages.
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(a) Observed current states.
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Figure 4.9: State-wise current RMSE under Partial observation. Panel (a) contains the current states
selected by the observation matrix, while Panel (b) contains the current states that are withheld from the
measurements and reconstructed by the estimators. The horizontal axis shows cable IDs, and all RMSE
values are reported in amperes.

Figure 4.9 shows that PW-ML is at least as good as the temporal estimators for many current
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states and is clearly lower for several hidden cables. The same current ordering is therefore
visible at both group and state level.

The topology views in Appendix F.6 place these state-wise errors at their feeder locations.
The topology views show the same broad voltage and current patterns, while the ordered
plots in the main text make the estimator magnitudes easier to compare. State-wise RMSE
still averages over time and Monte Carlo runs, so the next section examines the individual
absolute errors that form these averages.

4.6.5 Error Distributions and Tails

The RMSE values in the previous sections summarize squared errors, but they do not show
whether the estimator differences arise across most samples or from a smaller number of
large deviations. Figure 4.10 shows empirical CDFs of the absolute complex errors. The
voltage panel pools 15 hidden voltage states, and the current panel pools 15 hidden current
states. With T = 1000 and NMC = 50, each curve contains 15 · 1000 · 50 = 750000 absolute-
error values. The horizontal axes therefore show absolute voltage error in volts and absolute
current error in amperes, not RMSE.
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(a) Hidden voltage states.
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(b) Hidden current states.

Figure 4.10: Empirical CDFs of the absolute hidden-state errors under Partial observation. The errors are
pooled over hidden states, time samples, and Monte Carlo seeds. For a fixed error threshold, a higher CDF
value means that a larger proportion of the errors falls below that threshold.

Figure 4.10(a) shows the EM-RTS voltage curve above the other curves across almost the
complete displayed range. At a fixed absolute-error threshold, a higher CDF value means
that a larger share of the pooled errors falls below that threshold. The EM-RTS improvement
therefore extends across much of the pooled voltage-error distribution and is not caused only
by a small number of extreme PW-ML errors. The CDF comparison does not mean that
EM-RTS has the smallest error for every node, time sample, and seed. The pooled CDFs
show how often each estimator produces an error below a given threshold after all values are
combined. They do not compare the estimators sample by sample.

Figure 4.10(b) shows a different current-error distribution. All three curves rise rapidly
close to zero, so many pooled current errors are small. At moderate and larger thresholds,
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the PW-ML curve is generally higher than the two temporal curves. PW-ML therefore has a
larger share of hidden-current errors below these thresholds. RTS with target parameters and
EM-RTS remain close, which agrees with their similar hidden-current RMSE values.
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(a) Hidden voltage states.
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Figure 4.11: Selected quantiles of the absolute hidden-state errors under Partial observation. Panel (a)
reports voltage errors in volts, while Panel (b) reports current errors in amperes. The panels use separate
physical units and axis scales and should not be compared by their numerical bar heights. The median
represents the typical pooled absolute error, while the 95% and 99% quantiles describe the upper tail.

Figure 4.11(a) reports voltage errors in volts, while Figure 4.11(b) reports current errors
in amperes. The numerical bar heights across the two panels are not directly comparable.
Voltage errors of several tens of volts are small relative to the fixed 20.8 kV source-voltage
reference. No single nominal current applies to every cable because the current level depends
on feeder location and accumulated downstream current. Voltage and current errors are
therefore kept in their physical units and interpreted separately.

Figure 4.11 makes the differences between the typical errors and the upper tails more explicit.
For hidden voltage states, EM-RTS has the lowest median, 95% quantile, and 99% quantile.
RTS with target parameters is intermediate between EM-RTS and PW-ML for all three
quantiles. Temporal smoothing therefore reduces both the typical hidden-voltage error and
the occurrence of larger voltage errors.

For hidden current states, the median absolute errors are similar for the three estimators,
whereas the upper-tail quantiles differ more clearly. PW-ML has lower 95% and 99% quantiles
than both temporal estimators. The higher hidden-current RMSE of the temporal estimators
is therefore associated mainly with their moderate and large errors rather than with a uniform
increase in every current error.

The similar hidden-current distributions obtained by RTS with target parameters and EM-
RTS show that EM parameter estimation is not the only source of the current result. Two
plausible explanations are a poorer temporal-model match for the hidden-current compo-
nents and an unfavourable interaction between smoothing, the reduced representation, and
the Partial observation geometry. Distinguishing between these explanations would require
separate changes to the temporal current model and the observation geometry.

Because the distributions are pooled over states, time samples, and Monte Carlo seeds, they
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do not show whether the tail errors originate from particular physical states or specific time
periods. The state-wise results in Section 4.6.4 and the following single-state examples provide
the complementary component-level and temporal views.

4.6.6 Single-State Examples

The preceding results summarize errors across multiple physical states, Monte Carlo seeds, or
time samples. The subsection instead examines two individual hidden states from one Monte
Carlo seed: the voltage state V42 and the current state I81. The two examples supplement
the aggregate metrics and provide a temporal view of how the reconstruction errors develop
within one synthetic trajectory.

Figure 4.12 shows the centred voltage-state magnitude and absolute reconstruction error for
the hidden voltage state V42. The upper panel shows how closely each estimator follows the
known synthetic trajectory. The lower panel shows when the corresponding voltage errors
occur.
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(a) True and estimated centred voltage-state magnitude.
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(b) Absolute voltage reconstruction error over time.

Figure 4.12: Time-series comparison for the hidden voltage state V42 under Partial observation. Panel (a)
shows the magnitude of the centred voltage state before the fixed 20.8 kV source-voltage reference is restored.
The centred trajectory therefore shows the scale of the voltage variation rather than the physical bus-voltage
magnitude. Panel (b) shows the corresponding absolute reconstruction error in volts. The state is hidden
from the estimators, while its generated trajectory is retained as known truth for evaluation.

The displayed voltage trajectory is generated by the simplified synthetic model described in
Section 4.3. The example illustrates the synthetic reconstruction problem and is not a cali-
brated voltage trajectory for the measured Landau feeder. The voltage variation results from
the generated leaf-current variations and their propagation through the cable line equations.
The example is therefore used to illustrate estimator behaviour under the selected synthetic
operating point and temporal dynamics.

Figure 4.13 summarizes the same V42 absolute-error samples as an empirical CDF over the
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complete time window. The time-series plot shows when the errors occur, whereas the CDF
shows how often the different absolute-error levels occur during the selected run.
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Figure 4.13: Empirical CDF of the absolute voltage error for the hidden voltage state V42 under Partial
observation. The CDF is formed from the T = 1000 time samples of one synthetic run.

Figure 4.14 presents the corresponding comparison for the hidden current state I81. The
example is included because the aggregate results show a different estimator pattern for
hidden currents than for hidden voltages.

The lower panel reports the absolute current error in amperes. The RMS-normalized scale
defined in Section 4.5 remains useful when interpreting current errors with different operating
levels, but it is not shown as a second axis in the exported figure.
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(a) True and estimated physical current magnitude.
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(b) Absolute current reconstruction error in amperes.

Figure 4.14: Time-series comparison for the hidden current state I81 under Partial observation. Panel (a)
shows the true and estimated current magnitudes. Panel (b) shows the absolute current error in amperes. The
state is hidden from the estimators, while its generated trajectory is retained as known truth for evaluation.

The selected current trajectory shows that several reconstruction errors are large relative to
the typical magnitude of the true current. The estimator differences also vary over time.
During some intervals, the temporal estimators follow the true trajectory more closely than
PW-ML, while the differences are smaller during other intervals.

The selected I81 trajectory represents one hidden current state and one Monte Carlo seed.
The aggregate hidden-current result remains the broader comparison, with PW-ML giving
the lowest group-level RMSE. The example instead shows that the estimator ordering can
vary across individual current states and time intervals.
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Figure 4.15 summarizes the same I81 absolute-error samples as an empirical CDF. The CDF
provides the distribution of the errors over the complete time window, while the preceding
time-series figure shows where the errors occur.
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Figure 4.15: Empirical CDF of the absolute current error for the hidden current state I81 under Partial
observation. The CDF is formed from the T = 1000 time samples of one synthetic run.

The time-series plots show when the reconstruction errors occur, but they do not distinguish
a persistent mean error from variation around that mean. Table 4.5 therefore reports the
empirical mean-error and spread diagnostics defined in Section 4.5. The reported quantities
are descriptive summaries of the selected trajectories and are not interpreted as a formal
statistical bias and variance decomposition.

Table 4.5: Empirical mean error and spread for the selected single state examples. RMSE and |ē| use volts
for V42 and amperes for I81. The spread term is in the corresponding squared unit.

State Estimator RMSE |ē| Spread Mean share

V42 PW-ML 37.4 16.3 1.13 · 103 0.19

V42 RTS target A,Q 22.7 6.9 469 0.09

V42 EM-RTS, 5 iterations 18.4 6.9 290 0.14

I81 PW-ML 33.8 24.9 523 0.54

I81 RTS target A,Q 27.8 10.2 668 0.14

I81 EM-RTS, 5 iterations 27.6 10.2 657 0.14

For the selected V42 trajectory, EM-RTS has the lowest RMSE and the lowest spread term.
For the selected I81 trajectory, the two temporal smoothers have lower RMSE than PW-ML,
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even though PW-ML remains the best-performing estimator in the aggregate hidden-current
comparison.

The difference between the selected-state and aggregate results is the reason the estimator
comparison is examined at several levels: group-level RMSE, state-wise RMSE, pooled error
distributions, and individual state trajectories. The single-state examples show local tem-
poral behaviour, while the Monte Carlo results remain the primary basis for comparing the
estimators.

4.7 Discussion

The main synthetic result is different for voltage and current. EM-RTS with 5 iterations
reduces the Partial hidden-voltage RMSE from 29.9V for PW-ML to 14.7V. RTS with
target parameters gives 21.7V, showing that temporal smoothing already helps when the
generating temporal parameters are supplied directly. For Partial hidden current, PW-ML
remains lowest at 19.4A, compared with 23.8A for RTS with target parameters and 23.7A

for EM-RTS with 5 iterations.

The persistence, noise, state-wise, and error-distribution results support the hidden-voltage
conclusion at several levels. The target-parameter RTS result improves as the generated
trajectory becomes more persistent, which is the behaviour expected when later measure-
ments contain more information about nearby states. EM-RTS with 5 iterations remains the
lowest hidden-voltage estimator across all tested persistence and measurement-noise values.
The state-wise plots show lower voltage RMSE across several nodes, and the CDF and tail
plots show that the improvement extends across much of the pooled absolute-error distribu-
tion. The lower group RMSE is therefore not produced only by one node or a few extreme
errors.

The hidden-current result is also consistent across the different views, but in the opposite
direction. PW-ML is lower for many hidden cable currents and has the better moderate and
upper-tail errors. RTS with target parameters and EM-RTS are close in both group RMSE
and the pooled current-error distribution. The similarity shows that temporal-parameter
learning is not enough to explain the current result. A working explanation is that the
reduced coordinates and Partial observation geometry allow temporal smoothing to improve
the voltage components while increasing error in some current components. A separate
experiment would be needed to distinguish this explanation from a mismatch between the
AR(1) current generator and the temporal model used by the estimators.

The voltage errors should also be read in relation to the synthetic voltage scale. The PW-ML
and EM-RTS hidden-voltage RMSE values correspond to approximately 0.14% and 0.07% of
the fixed 20.8 kV source-voltage magnitude. The percentages describe reconstruction error
relative to the synthetic source reference. They do not establish whether the difference has
practical importance for voltage limits or grid operation. Current errors are not divided
by one nominal current because the current magnitude changes with feeder location and
downstream loading.
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EM-RTS with 5 iterations is a fixed estimator configuration rather than a converged
maximum-likelihood endpoint. The continuation check in Appendix F.5 follows the same
EM path to later checkpoints. The observed-data objective improves between checkpoints 5
and 50, while the Partial hidden-state RMSE becomes much worse. The 5-iteration choice
therefore limits how far the parameters move along the tested EM path. The continuation
result does not provide a general stopping rule or show that 5 iterations will be preferable
for another dataset or model.

Chapter 6 keeps the Landau topology, state ordering, and observation scenarios, but replaces
the generated homogeneous state with an OGM-derived reference trajectory represented by
the affine known-input model from Chapter 5. PW-ML remains an important baseline be-
cause it gives the best synthetic current result. The measured-data study tests whether the
synthetic hidden-voltage advantage and the mixed current behaviour remain visible after
changing the state source and constraint formulation. The measured-data study uses EM-
RTS with 5 iterations as the direct transfer from the synthetic study and also evaluates a
10-iteration measured-data variant.
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5 Measured Data Construction and
Physical Consistency
Chapter 2 defined the physical voltage-current state representation, and Chapter 4 evaluated
the estimators using synthetic trajectories with known states. The measured-data study
instead uses the Landau feeder, a 28-node medium-voltage feeder represented in GridData’s
Observability Grid Monitoring (OGM) pipeline.

The available meters do not directly provide every voltage and line-current phasor in the
state vector. GridData’s OGM pipeline combines the available measurements with the feeder
model and exports a complete voltage-current trajectory. The thesis uses these exported
phasors as the measured-data evaluation reference. The reference is a constructed trajectory
rather than an independently measured physical truth.

GridData’s internal OGM calculations are proprietary and are not reproduced in this thesis.
The measured-data construction starts from the available OGM outputs and arranges them
in the state and observation layouts used by the estimators. The residual analysis then tests
whether the resulting trajectory is compatible with the homogeneous constraint model from
the synthetic study. Where the homogeneous current balance is insufficient, the formulation
is extended with the available node-power and cable-shunt terms.

5.1 GridData OGM Data and Selected Window

The measured-data study uses exports obtained through GridData’s Data Fusion Hub (DFH).
For an authorised user, the DFH provides the available topology information, cable parame-
ters, meter-derived quantities, and OGM time series for a selected feeder.

At measured stations, the available quantities include active power, reactive power, and volt-
age magnitude. GridData’s OGM pipeline combines these inputs with the feeder topology and
cable parameters to construct voltage and current phasors for the feeder model. The exported
OGM phasors form the reference trajectory used in the measured-data evaluation.

The exported magnitude-angle pairs are converted to the complex phasor representation
introduced in Chapter 2 [5, Ch. 8]:

Vn,t = |Vn,t| exp
(
iθVn,t

)
, Iℓ,t = |Iℓ,t| exp

(
iθIℓ,t

)
.

A Python extraction tool was developed to retrieve the relevant Landau topology, cable-
parameter, and OGM time-series exports from the DFH through REST API calls. The
tool retrieves and arranges the available outputs in the state-vector and observation layouts
required by the estimators. The extraction tool does not reproduce GridData’s internal OGM
calculations.
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5.2. Measured State and Observation Layout

Multiple years of Landau data were available. Following discussions with GridData, the first
half of 2025 was selected as the most reliable candidate period for the measured-data study.
GridData experts based the selection on visual regularity and operating behaviour. The
author did not independently validate that assessment.

5.2 Measured State and Observation Layout

The OGM-derived reference trajectory uses the physical-state ordering from Section 2.1.1 and
the Landau implementation from Section 4.2. Reusing the same ordering and observation
scenarios keeps the synthetic and measured-data estimator comparisons aligned. The source
of the reference trajectory and the required constraint model are the parts that change.

The Landau feeder state is arranged as

xt =

 vt

ilinet

 ∈ C56,

where the first 28 entries are node-voltage phasors. The final 28 entries contain one incoming
root-current phasor and one current phasor for each of the 27 physical cables. The root node
is node 25.

Table 5.1 summarizes the resulting physical and reduced-state dimensions.

Table 5.1: Landau feeder state-vector and constraint-model dimensions used in the measured-data study.

Quantity Value

Voltage nodes 28

Physical cables 27

Root incoming-current states 1

Physical cable-current states 27

Physical-state dimension 56

Root node 25

Constraint rows 51

Reduced-state dimension d = 5

The measured-data study reuses the Full and Partial observation scenarios from Section 4.4.1.
The same 13 station locations are selected again, as shown in Figure 4.4. Full observation
contains all 56 physical state components. Partial observation contains 26 observed and
30 hidden components. The measurement-selection matrix D implements the state-level
selection.
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Table 5.2 summarizes the two observation scenarios used in the measured-data evalua-
tion.

Table 5.2: Observation scenarios used in the measured-data study. Hidden states are physical state compo-
nents that are not selected by the corresponding measurement-selection matrix.

Scenario Total states Observed states Hidden states

Full 56 56 0

Partial 56 26 30

The physical-state ordering and observation scenarios are unchanged from Chapter 4. The
following sections examine whether the OGM-derived trajectory requires a different physical
constraint formulation.

5.3 Testing the Standard Constraint Model on OGM Data

The homogeneous constraint model from the synthetic study is first tested on the OGM-
derived reference trajectory. If the reference does not satisfy these constraints, the same
nullspace representation cannot be used unchanged. The estimators would otherwise restrict
the reconstruction to states that follow a physical model which the reference trajectory itself
does not follow.

The residual analysis separates the cable line-equation rows from the KCL rows and evaluates
the compatibility between the reference trajectory and the constraint model. PW-ML and
EM-RTS are not part of this model-consistency comparison.

The constraint matrix constructed in Chapter 2 is denoted by Cs, where the subscript s

identifies the standard homogeneous constraint model:

Csxt = 0.

Throughout this chapter, xt denotes the OGM-derived reference state unless stated other-
wise.

The compatibility residual is defined as

r
(s)
t = Csxt.

If the OGM-derived state satisfied the standard constraint model exactly, r
(s)
t would be

zero.

A single norm of r(s)t is not sufficient for interpreting the result because the constraint rows
represent different physical equations and use different physical units. The residuals are
therefore examined separately for the cable line-equation rows and the KCL rows.
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For row m at time t, the displayed residual is

r̃
(s)
m,t =

r
(s)
m,t

sm
.

The numerator r
(s)
m,t is row m of r(s)t . The positive value sm is the fixed scale used for that

row.

For the cable line-equation rows, the scale is the root-voltage magnitude,

sm = 20800V,

so the displayed residual is relative to the medium-voltage reference. For the KCL rows, no
additional current normalization is applied, and the residuals are retained in amperes. The
numerical values from the two row groups are therefore interpreted separately and are not
treated as one common dimensionless residual measure.

Figure 5.1 shows the mean absolute residual for each constraint row over the selected time
window.
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Figure 5.1: Row-wise mean absolute residuals obtained when the OGM-derived reference trajectory is
evaluated with the standard constraint model Cs. Cable line-equation residuals are shown relative to the
20.8 kV voltage reference, whereas KCL residuals are shown in amperes. The two row groups should therefore
be interpreted separately rather than compared as quantities with a common unit.

Figure 5.1 shows a narrow range for the cable line-equation rows and greater variation among
the KCL rows. The cable rows are approximately consistent with the series-impedance re-
lations. The KCL variation indicates that the homogeneous current balance omits current
contributions present in the OGM-derived trajectory.

Figure 5.2 places the same row-wise residuals on the corresponding cables and nodes.
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(a) Cable line-equation residuals.

C_s KCL residual by feeder node
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(b) KCL residuals.

Figure 5.2: Mean absolute residuals when the OGM-derived reference trajectory is evaluated with the stan-
dard constraint model Cs. Panel (a) maps the normalized cable line-equation residuals to the corresponding
cables. Panel (b) maps the KCL residuals in amperes to the corresponding internal nodes.

The topology panels support the row-wise comparison by showing where the residuals occur
physically. Their main information is carried by the colour scale, so the panels are kept
compact. Panel (a) places each cable line-equation residual on its feeder branch. Panel (b)
places the KCL residuals at the internal nodes represented by the standard constraint matrix.
Nodes 35 and 41 have the largest mean absolute KCL residuals among these nodes.

Table 5.3 summarizes the two row groups. For each row, the absolute residual is first averaged
over time. The table then reports the mean and maximum of these row-wise values.

Table 5.3: Summary of the row-wise mean absolute residuals shown in Figures 5.1 and 5.2. Cable line-
equation residuals are normalized by 20.8 kV, while KCL residuals are retained in amperes.

Row group Rows Mean row residual Maximum row residual

Cable line-equation rows 27 7.6× 10−4 8.1× 10−4

KCL rows 24 1.6A 7.6A

The standard model gives different outcomes for the two row groups. The cable line equations
remain close to the OGM-derived trajectory, while the homogeneous KCL rows leave struc-
tured residuals at the internal nodes. The KCL residuals reflect a current-balance model that
includes only the represented line currents and omits the available node demand or generation
currents and cable-shunt currents.

The cable line-equation rows are retained in the extended model. The KCL rows are expanded
with the known node-current and shunt-current contributions. Section 5.4.1 evaluates the
resulting affine residuals.
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5.4. Expanding the KCL Constraint Model

5.4 Expanding the KCL Constraint Model

The standard KCL rows used in the synthetic benchmark only balance the represented incom-
ing and outgoing line currents. The residual analysis in Section 5.3 showed that the OGM-
derived reference trajectory approximately satisfies the cable line equations, while larger
residuals remain in the KCL rows.

The measured-data construction also contains information about nodal demand or generation
and cable charging. The additional contributions are represented by a node-current term and
a shunt-current term. Only the KCL rows are changed. The cable line-equation rows are
retained.

The available active- and reactive-power fields are first written as net demand-positive com-
plex power:

Snode,n,t = 1000 [(Pcon,n,t − Pgen,n,t) + i (Qind,n,t −Qcap,n,t)] .

A positive real part represents net active-power consumption, while a negative real part
represents net generation. A positive imaginary part represents a net inductive reactive-
power contribution, while a negative imaginary part represents a net capacitive contribution.
The factor 1000 converts kW to W and kVAr to VAr.

The voltage-current model is a single-phase equivalent using line-to-line voltage quantities,
while the available power fields represent aggregate three-phase power. Under the balanced
three-phase assumption, the complex power relation is [5, Ch. 11]

Snode,n,t =
√
3Vn,tI

∗
node,n,t. (5.1)

The corresponding node current is

Inode,n,t =

(
Snode,n,t√

3Vn,t

)∗

=
S∗
node,n,t√
3V ∗

n,t

.

Inserting the available power fields gives

Inode,n,t =
1000 [(Pcon,n,t − Pgen,n,t)− i (Qind,n,t −Qcap,n,t)]√

3V ∗
n,t

. (5.2)

Complex conjugation acts on both the numerator and denominator. The factor
√
3 is real

and is therefore unchanged. Conjugating the complex power changes the sign of its reactive
component, which gives the minus sign in Equation (5.2).

The current Inode,n,t is positive when it is withdrawn from the feeder at node n. Net generation
gives a contribution with the opposite sign.

Equation (5.1) relies on the balanced three-phase assumption used for the single-phase equiv-
alent and does not describe separate or unbalanced phase quantities.
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5.4. Expanding the KCL Constraint Model

The OGM voltage angles use the common reference of the single-phase-equivalent model.
The state voltage Vn,t therefore retains the OGM line-to-line magnitude and angle. The
corresponding phase-voltage quantity used in the shunt model is Vph,n,t = Vn,t/

√
3, where

the subscript ph identifies the phase-voltage representation. No additional ±30◦ rotation is
applied.

The second contribution is the cable capacitance, represented by the nominal π-model in
Figure 5.3. A cable π-model with series and shunt components is standard in distribution-
line modelling [4, 1, Sec. II]. The series impedance remains in the cable line equation. At
50Hz, the charging capacitance is represented by a shunt admittance, and the associated
current follows from Ish = YshVph.

Zℓ

Iℓ,t

Ycable,ℓ

2

Ycable,ℓ

2

Vph,p,t Vph,c,t

parent node p child node c

neutral reference

Figure 5.3: Nominal π-model for cable ℓ, oriented from parent node p to child node c. The series-current
phasor follows the parent-to-child direction, while the cable charging admittance is divided equally between
the two endpoints.

The terms parent and child refer to the rooted feeder topology and do not depend on the
graphical placement of the cable or the instantaneous power-flow direction.

For cable ℓ, the total capacitive admittance is

Ycable,ℓ = iωC1,ℓlℓ10
−6, ω = 2πf, f = 50Hz,

where C1,ℓ is expressed in µF/km, lℓ is the cable length in kilometres, and the factor 10−6

converts microfarads to farads.

The shunt admittance connected at each cable endpoint is

Y
(p)
end,ℓ = Y

(c)
end,ℓ =

1

2
Ycable,ℓ,

where p and c identify the parent and child endpoints. The total shunt admittance at node
n is

Ysh,n =
∑

ℓ∈E(n)

Y
(n)
end,ℓ,

where E(n) is the set of cables incident to node n.

The phase-voltage quantity is

Vph,n,t =
Vn,t√
3
.
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5.4. Expanding the KCL Constraint Model

The resulting shunt-current contribution is

Ish,n,t = Ysh,nVph,n,t =
1√
3
Ysh,nVn,t.

For a non-root node n, let Ein(n) contain the cable connecting its parent node to n, and let
Eout(n) contain the cables connecting n to its child nodes. The cable-current directions follow
the parent-to-child orientation shown in Figure 5.3.

The corrected current balance is∑
ℓ∈Ein(n)

Iℓ,t −
∑

ℓ∈Eout(n)

Iℓ,t − Inode,n,t −
1√
3
Ysh,nVn,t = 0. (5.3)

The first two terms are the incoming and outgoing line currents. The third term is the
current associated with net nodal demand or generation, and the fourth term is the cable-
shunt current.

Equation (5.3) replaces the corresponding homogeneous KCL equation when Ca is con-
structed. Table 5.4 tests which of the additional terms reduces the KCL residual. The
table is a separate KCL validation and is not a subtotal of the row-wise constraint-matrix
residuals.

Table 5.4: KCL residuals for different physical-term variants of Equation (5.3). All values are reported in
amperes.

KCL variant Mean |r| [A] Max |r| [A] RMSE [A]

Without node-current or shunt-current terms 2.5 32 4.9
Node-current term only 0.58 2.8 0.78
Shunt-current term only 2.4 32 4.9
Node-current and shunt-current terms 0.43 2.1 0.57

The standard KCL balance has a mean residual of 2.5A, a maximum residual of 32A, and
an RMSE of 4.9A. Adding only the shunt-current term gives almost no improvement, with
a mean residual of 2.4A, a maximum residual of 32A, and an RMSE of 4.9A.

Adding the node-current term reduces the mean residual to 0.58A, the maximum residual
to 2.8A, and the RMSE to 0.78A. The lowest residual is obtained when both terms are
included, giving a mean residual of 0.43A, a maximum residual of 2.1A, and an RMSE of
0.57A.

The node-current term therefore accounts for most of the reduction, while the shunt-current
term gives a smaller additional improvement. The result supports the corrected current
balance in Equation (5.3).
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5.4.1 From Cs to Ca

The corrected KCL equation separates the quantities already contained in the voltage-current
state from the node currents constructed from the available power fields. The standard model
is homogeneous:

Csxt = 0.

Rearranging Equation (5.3) gives∑
ℓ∈Ein(n)

Iℓ,t −
∑

ℓ∈Eout(n)

Iℓ,t −
1√
3
Ysh,nVn,t = Inode,n,t.

The line-current and shunt-current terms are linear in the voltage-current state and are
included in Ca. The node-current term is not a component of xt. The node current is
calculated from the available power and voltage series and supplied as the time-varying
known input bt:

Caxt = bt.

The cable line-equation entries of bt are zero, while the KCL entries contain the corresponding
node currents.

Writing Caxt = 0 would set these known node-current contributions to zero. A homogeneous
formulation would instead require an augmented state that also contains the node currents
as unknown variables. The measured-data model keeps the voltage-current state unchanged
and uses the available node-current series on the right-hand side.

The shunt-current term is handled differently because it remains proportional to the unknown
node voltage. Its coefficient Ysh,n/

√
3 is therefore included in the voltage columns of Ca. The

resulting residual is
r
(a)
t = Caxt − bt.

The nonzero right-hand side makes the constraint set affine. If bt = 0, the relation reduces
to a homogeneous constraint.

To retain the reduced-state representation, let xp,t be a particular solution satisfying

Caxp,t = bt,

and let B span the nullspace of Ca:
CaB = 0.

Every state that satisfies the affine constraints can then be written as

xt = xp,t +Bwt.

The construction satisfies the affine relation because

Caxt = Caxp,t + CaBwt = bt.
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5.4. Expanding the KCL Constraint Model

The corresponding reduced observation model is

yt −Dxp,t = Gwt + ϵt, G = DB.

The affine known-input model tests whether the omitted node-current and shunt terms ex-
plain the large KCL residuals of the standard model. The comparison reconstructs the
voltage-current state conditional on the supplied node-current series. Cases where these in-
puts are unknown, uncertain, or only partly available require a joint state-and-input model
and are outside the scope of the thesis.

Figure 5.4 shows the row-wise residuals after applying the affine known-input model.
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Figure 5.4: Row-wise mean absolute residuals for Caxt − bt. Cable line-equation and KCL rows are shown
separately after adding the node-current and shunt-current terms.

The effect of moving from the standard model to the affine model is summarized in Table 5.5.
The table uses the same row-group residual construction as Section 5.3. Table 5.4 instead
contains the separate KCL-only comparison of the added physical terms.

Table 5.5: Constraint-residual decomposition by model and row group. The all-row values summarize the
implemented row-scaled residuals and do not have one common physical unit.

Model Row group Mean |r| Max |r|

Standard Cs All rows 0.75 13
Standard Cs Cable line-equation rows 7.6 · 10−4 3.0 · 10−3

Standard Cs KCL rows 1.6 13
Affine Ca All rows 0.05 2.4
Affine Ca Cable line-equation rows 7.6 · 10−4 3.0 · 10−3

Affine Ca KCL rows 0.10 2.4
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5.4. Expanding the KCL Constraint Model

Within the KCL rows, adding the node-current and shunt-current terms decreases the mean
residual from 1.6A to 0.10A. The maximum decreases from 13A to 2.4A.

The cable line-equation residuals are unchanged because the affine extension does not modify
these rows. Their scaled mean remains 7.6 · 10−4, with a maximum of 3.0 · 10−3. The all-row
summary uses mixed row scaling and is retained only as an implementation-level check.

The two residual tables answer different questions. Table 5.5 compares the standard and
affine constraint matrices by row group. Table 5.4 isolates the individual KCL terms. Their
values differ because the two tables use different residual constructions.

The affine known-input model is tied to the OGM-derived measured-data construction. The
node-current entries in bt are calculated from the available power and voltage series, while
the shunt-current coefficients are calculated from the feeder cable parameters. In particular,
the voltage used to construct the node-current input is part of the OGM-derived reference
information.

The measured-data comparison reconstructs the voltage-current state conditional on node-
current inputs derived from the available OGM power fields. A deployment estimator would
require corresponding node-current information from measurements or forecasts, or it would
have to estimate these currents jointly with the voltage-current state.

Comparisons between PW-ML and EM-RTS under the same Ca and bt are estimator com-
parisons. The comparison between Cs and Ca is instead a model-specification comparison.
The Chapter 6 results are therefore conditional on the affine model and the OGM-derived
known-input series.
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6 Application to OGM-Derived Mea-
sured Data
The reduced-state estimators are applied to the OGM-derived Landau trajectory constructed
in Chapter 5. The voltage-current state, observation scenarios, and affine known-input model
Caxt = bt are kept fixed while PW-ML and EM-RTS are compared.

The one-week study follows the same evaluation flow as the synthetic benchmark: group-level
RMSE, measurement-noise sensitivity, state-wise RMSE, error distributions, selected time
series, and runtime. A half-year comparison then examines whether the one-week estimator
pattern remains visible over a longer interval.

All measured-data errors are deviations from the OGM-derived reference trajectory, not er-
rors relative to independently measured physical truth. Constructed reference trajectories
are commonly required in distribution-state estimation when measurements are limited and
heterogeneous [2].

6.1 Measured-Data Evaluation Setup

The measured-data state has the same physical layout as the synthetic state,

xref
t =

vref
t

ireft

 ∈ C56.

The first 28 entries are voltage phasors. The final 28 entries are the incoming root-current
state and the cable-current states. The affine reduced-state representation from Section 5.4.1
is

xt = xp,t +Bwt,

where
Caxp,t = bt,

and B spans the nullspace of Ca. The reduced dimension remains d = 5.

Two measured-data windows are considered. The one-week context covers 2025-05-01 to
2025-05-08 and contains 672 samples. The first 384 samples form the pre-evaluation interval,
while the final 288 samples are used for the reported one-week RMSE, state-wise, and dis-
tribution results. The half-year interval covers 2025-01-01 to 2025-07-01 and contains 17,376
samples.

The measured-data comparison uses the affine known-input model established in Chap-
ter 5,

Caxt = bt.
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6.2. Estimators, Metrics, and Practical EM Variants

Chapter 5 already compared the homogeneous line-only model Csxt = 0 with the affine
construction. Chapter 6 therefore keeps Ca fixed and compares estimators within the same
measured-data model.

The observation layouts are reused from Chapter 4. Table 6.1 summarizes the remaining
measured-data settings.

Table 6.1: Measured-data evaluation setup used in Chapter 6.

Quantity Value

Feeder data OGM-derived Landau phasor trajectory

One-week context 2025-05-01 ≤ t < 2025-05-08

One-week samples 672, with 288 evaluation samples

Half-year interval 2025-01-01 ≤ t < 2025-07-01

Half-year samples 17,376

Sampling interval 15 minutes

Physical state dimension 56

Reduced dimension d = 5

Measured-data model Caxt = bt

Full observed states 56

Partial observed states 26

Partial hidden states 30

Main noise setting λ = 1

Noise-scale check λ ∈ {0.5, 1, 2, 4}

Noise realizations 10 seeds

Estimators PW-ML, EM-RTS with 5 iterations, and EM-RTS with 10
iterations

Reference state OGM-derived reference state

6.2 Estimators, Metrics, and Practical EM Variants

PW-ML and EM-RTS retain the definitions from Chapter 4. PW-ML reconstructs each time
step independently. EM-RTS estimates temporal parameters in the reduced coordinates and
then performs a final RTS-smoother pass.

The measured-data study evaluates fixed budgets of 5 and 10 EM iterations. The 5-iteration
configuration is transferred from the synthetic benchmark. The 10-iteration configuration
continues the same measured-data estimation path for 5 additional updates. A one-week con-
tinuation check at 1, 2, 5, 10, 20, and 50 iterations is reported in Appendix G.2. The output
and result procedure are documented in Appendix G, including the output boundary in Ap-
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6.2. Estimators, Metrics, and Practical EM Variants

pendix G.5 and the reproducibility in Appendix G.6. Hidden-voltage RMSE decreases by only
0.040V from 10 to 20 iterations and changes negligibly from 20 to 50. Hidden-current RMSE
changes by approximately 1.2× 10−5A from 10 to 20 iterations. The 10-iteration configura-
tion is therefore close to the observed one-week RMSE plateau while requiring fewer updates
than the later checkpoints. The continuation result is specific to the one-week measured-
data case and does not define a universal EM stopping rule or establish convergence [17,
pp. 95–103].

The one-week interval was used to motivate the practical 10-iteration variant and is not an
independent validation interval. The half-year comparison checks whether the same estimator
difference remains visible over a longer period. The half-year RMSE is also recomputed
after excluding the one-week interval, although the half-year temporal parameters remain
estimated from the complete sequence.

Let Dobs select the observed physical state components. The clean observed phasor vector
is

yclean
t = Dobsx

ref
t .

A fixed full-state phasor covariance Rfull ∈ C56×56 is constructed from the voltage-magnitude,
current-magnitude, voltage-angle, and current-voltage phase uncertainties used in Chapter 4.
The scalar noise setting λ gives

Rfull,λ = λ2Rfull, (6.1)

and the selected covariance is

Rλ,obs = DobsRfull,λD
H
obs. (6.2)

The covariance is fixed over each evaluation window. The parameter λ therefore scales the
prescribed phasor uncertainty rather than defining a time-varying noise model.

The generated phasor noise is proper complex by construction. The real and imaginary
components are sampled independently with equal variance, and the pseudo-covariance is
zero. Section 6.5 returns to the implications of this modelling choice.

For reconstructed state component j, the deviation from the OGM-derived reference is

et,j = x̂t,j − xreft,j .

For a physical state set S, the group RMSE is

RMSE(S) =

√√√√ 1

T |S|

T∑
t=1

∑
j∈S

∣∣∣x̂t,j − xreft,j

∣∣∣2.
Voltage and current are reported separately because they have different units and physical
scales. Partial observed and hidden states are also kept separate.
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6.3. One-Week Measured-Data Case

6.3 One-Week Measured-Data Case

The one-week case begins with group-level RMSE and measurement-noise sensitivity. State-
wise and distributional views then show how the aggregate differences are distributed
across state components and time samples. Selected time series and runtime provide an
implementation-level view of the same comparison.

6.3.1 Full and Partial Observation: Group-Level RMSE

Table 6.2 reports the one-week result at λ = 1. Full total includes all 28 states of each
quantity when every physical component is observed. Under Partial observation, the 13
selected voltage states and 13 selected current states form the observed groups. The remaining
15 voltage states and 15 current states form the hidden groups. The total groups combine
the corresponding observed and hidden components.

Table 6.2: One-week group-level RMSE at λ = 1, calculated against the OGM-derived reference over the
288-sample evaluation interval and averaged over 10 noise seeds. Negative differences indicate lower RMSE
for EM-RTS with 10 iterations. Bold values mark the lowest unrounded RMSE in each row.

State group Quantity PW-ML
EM-RTS

5 iterations
EM-RTS

10 iterations ∆ EM10–PW EM10 vs. PW

Full total Voltage [V] 19.3 19.1 18.7 -0.56 -2.9%

Full total Current [A] 0.427 0.427 0.427 −1.7× 10−4 -0.04%

Partial observed Voltage [V] 28.5 39.2 27.1 -1.41 -4.9%

Partial observed Current [A] 0.620 0.618 0.618 -0.0024 -0.4%

Partial hidden Voltage [V] 28.5 39.2 27.1 -1.41 -5.0%

Partial hidden Current [A] 0.262 0.260 0.258 -0.0037 -1.4%

Partial total Voltage [V] 28.5 39.2 27.1 -1.41 -5.0%

Partial total Current [A] 0.464 0.462 0.462 -0.0026 -0.6%

Under Full observation, EM-RTS with 10 iterations lowers voltage RMSE from 19.3V to
18.7V, a reduction of 0.56V or 2.9%. The Full current values differ by only 1.7× 10−4A, or
0.04%, between PW-ML and EM-RTS with 10 iterations.

The Partial hidden rows are the central reconstruction result. EM-RTS with 10 iterations
reduces hidden-voltage RMSE from 28.5V to 27.1V. The absolute reduction is 1.41V, cor-
responding to 5.0% of the PW-ML RMSE. Hidden-current RMSE decreases from 0.262A

to 0.258A, a reduction of 0.0037A or 1.4%. EM-RTS with 5 iterations increases voltage
RMSE to approximately 39.2V, showing that the iteration budget has a much larger ef-
fect on measured-data voltage reconstruction than the difference between PW-ML and the
selected 10-iteration variant.

Figure 6.1 separates voltage and current so that each quantity is read on its own units.
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6.3. One-Week Measured-Data Case
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Figure 6.1: One-week group-level RMSE at λ = 1, calculated against the OGM-derived reference. The
voltage and current panels use separate axes and units.

The voltage panel shows the best performance in terms of RMSE when the states are ob-
served, and all estimators er close in voltage RMSE. When partially observed the EM-RTS 10
iterations generally performs better than the others, and given the reduce in RMSE from 5 to
10 iterations for the RMSE, it can be argued that those iterations improved both likelihood
and estimation.

In the current panel, all methods seem to estimate equally well, with barely visible difference,
favouring the EM RTS 10 iterations

6.3.2 Sensitivity to Phasor Measurement-Noise Scale

The measurement-noise sensitivity scales the fixed covariance according to Equation (6.1),
with λ ∈ {0.5, 1, 2, 4}. Table 6.3 and Figure 6.2 compare the three estimators for Partial
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6.3. One-Week Measured-Data Case

hidden voltage and current states.

Table 6.3: One-week Partial hidden-state sensitivity to the phasor measurement-noise scale. The covariance
is Rfull,λ = λ2Rfull. Negative differences indicate lower RMSE for EM-RTS with 10 iterations.

Quantity λ PW-ML
EM-RTS

5 iterations
EM-RTS

10 iterations ∆ EM10–PW EM10 vs. PW

Voltage [V] 0.5 14.3 14.1 14.1 -0.18 -1.3%

Current [A] 0.5 0.175 0.176 0.176 +0.0011 +0.6%

Voltage [V] 1 28.5 39.2 27.1 -1.4 -5.0%

Current [A] 1 0.262 0.260 0.258 -0.0037 -1.4%

Voltage [V] 2 57.1 120 72.4 +15.3 +26.8%

Current [A] 2 0.470 0.445 0.441 -0.029 -6.2%

Voltage [V] 4 114 209 190 +75.5 +66.2%

Current [A] 4 0.910 0.702 0.706 -0.204 -22.4%

Table 6.3 generally shows the best performance is for EM-RTS 10 iterations, however, the
difference in amps and voltages are numerically small at low noise scales and increases with
larger noise values.
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6.3. One-Week Measured-Data Case
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Figure 6.2: One-week Partial hidden-state RMSE as a function of the phasor measurement-noise scale λ.
Each estimator receives the selected covariance from Equation (6.2).

Figure 6.2 shows increasing RMSE as the prescribed observation noise grows. PW-ML voltage
RMSE rises from 14.3V at λ = 0.5 to 114V at λ = 4. EM-RTS with 10 iterations is lower
than PW-ML at λ = 0.5 and λ = 1, by 1.3% and 5.0%, respectively. At λ = 2, its voltage
RMSE is 15.3V, or 26.8%, above PW-ML. The difference grows to 75.5V, or 66.2%, at λ = 4.
Temporal smoothing therefore does not offset the larger voltage-observation uncertainty in
the two highest-noise settings.

The current ordering changes in the opposite direction. At λ = 0.5, PW-ML is lower by
approximately 0.0011A, or 0.6%. EM-RTS with 10 iterations becomes lower than PW-ML

78



6.3. One-Week Measured-Data Case

at λ = 1, 2, and 4. The reductions are 0.0037A, 0.029A, and 0.204A, corresponding to 1.4%,
6.2%, and 22.4%. At λ = 4, the 5-iteration variant is slightly lower than the 10-iteration
variant for current. The preferred fixed iteration budget therefore depends on the quantity
and the prescribed noise level.

The noise-scale comparison isolates sensitivity to the assumed covariance magnitude. The
sensitivity analysis does not test covariance mismatch, time-varying noise, outliers, or an
improper complex error process. Those alternatives could change the relative value of direct
observations and temporal information.

6.3.3 State-Wise RMSE and State Scale

The group result can arise from a broad change across states or from a small number of
components. Figure 6.3 reports absolute RMSE for every Partial hidden state. Voltage
x-axes use node IDs, while current x-axes use cable IDs.
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Figure 6.3: State-wise RMSE for Partial hidden states in the one-week case at λ = 1. Voltage and current
use separate axes and physical units.
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6.3. One-Week Measured-Data Case

Table 6.4 quantifies the breadth and relative scale of the state-wise differences.

Table 6.4: State-wise summary for the 15 Partial hidden states of each quantity. The ratios are calculated
from absolute RMSE. NRMSE is normalized by each reference state component’s RMS magnitude.

Quantity States
EM5 below

PW
EM10 below

PW
Median

EM10/PW
Median PW

NRMSE
Median EM10

NRMSE

Voltage 15 0 15 0.95 0.14% 0.13%

Current 15 12 15 0.98 0.93% 0.92%

EM-RTS with 10 iterations has lower absolute RMSE than PW-ML for all 15 hidden voltage
states and all 15 hidden current states. The hidden-voltage ratios are closely grouped around
0.95, with a median of 0.95. The voltage improvement is therefore distributed across the
hidden nodes rather than concentrated at one location. Hidden-current ratios range from
0.96 to 1.00, with a median of 0.98. The current benefit is also present across all hidden
cables, but its size depends more strongly on the individual state. EM-RTS with 5 iterations
is lower than PW-ML for 12 of the 15 hidden current states and for none of the hidden voltage
states.

A scale-aware comparison uses the reference RMS magnitude

sj =

√√√√ 1

T

T∑
t=1

∣∣∣xreft,j

∣∣∣2,
and the supplementary normalized measure

NRMSEj =
RMSEj

sj
.

The median hidden-voltage NRMSE decreases from 0.14% for PW-ML to 0.13% for EM-RTS
with 10 iterations. The hidden-current median changes from 0.93% to 0.92%. Several hidden
cables have reference RMS magnitudes below 2A. Their normalized errors are consequently
much larger than the group median, reaching approximately 71% for EM-RTS on cable
77. The current result therefore depends on both the absolute ampere error and the local
operating scale. Appendix G.3 contains the NRMSE figures and the observed/hidden group
summary.

6.3.4 Error Distributions and Tails

RMSE gives additional weight to large deviations. The pooled error analysis therefore exam-
ines whether the group-level difference extends through the central distribution and upper
tail. Each estimator and quantity contributes 15× 288× 10 = 43,200 absolute errors across
hidden states, evaluation samples, and noise seeds.

Table 6.5 reports the pooled distribution summaries used with the empirical CDFs.
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6.3. One-Week Measured-Data Case

Table 6.5: One-week Partial hidden-state absolute-error summary at λ = 1. Each estimator and quantity
pools 15× 288× 10 = 43,200 absolute errors across hidden states, evaluation samples, and noise seeds.

Quantity Estimator RMSE Median p90 p95 p99 Maximum

Voltage [V] PW-ML 28.6 23.7 43.7 49.8 60.5 81.8

Voltage [V] EM-RTS, 5 iterations 39.2 24.8 62.5 76.2 117 191

Voltage [V] EM-RTS, 10
iterations

27.1 22.0 41.3 48.3 61.9 96.0

Current [A] PW-ML 0.262 0.205 0.404 0.475 0.618 1.01

Current [A] EM-RTS, 5 iterations 0.260 0.206 0.404 0.466 0.593 0.925

Current [A] EM-RTS, 10
iterations

0.258 0.205 0.401 0.464 0.590 0.948

For hidden voltage, EM-RTS with 10 iterations has the lowest RMSE, median, p90, and p95
values. PW-ML has the lower p99 and maximum. The group-level voltage improvement
therefore reflects a broad reduction through the central and moderately high error range,
while PW-ML retains the smaller extreme tail in this one-week pool.

The hidden-current differences are smaller. EM-RTS with 10 iterations has the lowest RMSE,
p90, p95, and p99 values. PW-ML has the lowest median by less than 0.001A, while EM-RTS
with 5 iterations has the lowest maximum. No single current estimator is lowest for every
distribution summary.

Figure 6.4 shows the corresponding empirical CDFs. The rug bands at the base of each panel
contain all 43,200 samples per estimator. Their vertical separation prevents one estimator
from covering the other rug marks.
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Figure 6.4: Empirical CDFs of pooled absolute errors for Partial hidden states in the one-week case at
λ = 1. Each curve uses 15 hidden states, 288 evaluation samples, and 10 noise seeds.

In the voltage panel, the EM-RTS 10 curve lies to the left of PW-ML through most of the
distribution, which agrees with the lower median and p90 values. The curves approach and
cross in the extreme upper range, consistent with the lower PW-ML p99 and maximum. The
current curves are much closer. EM-RTS with 10 iterations has a modest advantage through
most of the upper quantiles, but the central distributions nearly overlap. Appendix G.4
shows the quantile values as separate voltage and current figures.
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6.3. One-Week Measured-Data Case

6.3.5 Single-State Time-Series Examples

Figures 6.5 and 6.6 provide selected observed and hidden examples. The first panel in each
figure is observed under Partial observation, while the second is hidden. A hidden-state panel
has no noisy observation curve because that state component is absent from the observation
vector.

Figure 6.5 shows observed voltage V25 and hidden voltage V42.

19750

20000

20250

20500

20750

21000

21250

Vo
lta

ge
 m

ag
ni

tu
de

 [V
]

V_node_25

Reference (OGM)
Noisy observation

PW-ML
EM-RTS, 5 iter.

EM-RTS, 10 iter.

400 450 500 550 600 650
Time index

20000

20200

20400

20600

20800

21000

21200

21400

Vo
lta

ge
 m

ag
ni

tu
de

 [V
]

V_node_42

Figure 6.5: Single-voltage examples under Partial observation at λ = 1. The upper panel shows observed
voltage V25, including the noisy observation. The lower panel shows hidden voltage V42, reconstructed from
the surrounding observations and the reduced affine model.

Both voltage examples follow the OGM-derived reference closely. The observed panel also
shows the measurement perturbation supplied to the estimators, while the hidden panel shows
the reconstruction without a direct observation of V42.

Figure 6.6 shows observed current I75 and hidden current I81.
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Figure 6.6: Single-current examples under Partial observation at λ = 1. The upper panel shows observed
current I75, including the noisy observation. The lower panel shows hidden current I81, reconstructed from
the surrounding observations and the reduced affine model.

The noisy observation of I75 is visually close to its reference, so all three estimators receive
a strong direct anchor for that state. The small observed-current perturbation leaves little
room for the estimators to separate in the observed panel. Hidden current I81 must instead
be inferred from other observations, the affine constraints, and the temporal model. Its local
reference RMS magnitude is only approximately 0.61A, which also explains why an absolute
error of roughly 0.35A becomes a large normalized error. The contrast illustrates both the
difficulty of hidden low-current states and the limited estimator performance provided by the
current observation-noise setting.

6.3.6 Runtime and Model Complexity

Table 6.6 and Figure 6.7 report empirical runtime. Half-year values are included because the
practical cost of 10 iterations is clearer on the longer sequence.
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6.3. One-Week Measured-Data Case

Table 6.6: Runtime and model-complexity summary for the Chapter 6 implementation. Runtimes are
empirical wall-clock values from the context-array runner on the machine used for the thesis experiments.

Estimator Temporal model Learned quantities EM
iterations

One week
[s]

Half-year
[s]

PW-ML none none 0 0.0030 0.10

EM-RTS, 5
iterations

learned reduced
LGSSM

A, µ, Q 5 1.8 47

EM-RTS, 10
iterations

learned reduced
LGSSM

A, µ, Q 10 3.0 78

PW-ML

EM-RTS, 5 iter.

EM-RTS, 10 iter.
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Figure 6.7: Empirical runtime for PW-ML, EM-RTS with 5 iterations, and EM-RTS with 10 iterations.

PW-ML is faster because it solves independent pointwise reconstruction problems. EM-RTS
repeats filtering and smoothing while the temporal parameters are updated. Over the half-
year sequence, the recorded runtime increases from approximately 47 s with 5 iterations to
78 s with 10 iterations. The additional 5 updates remain computationally feasible for the
studied feeder and sequence length.

Let T denote the number of samples and MEM the number of completed EM updates. When
the feeder dimensions n, d, and k are fixed, the relevant scaling is

PW-ML : O(T ), EM-RTS : O(MEMT ).

The larger EM-RTS constant comes from the dense innovation-covariance solves in each
forward pass and the subsequent RTS backward pass. For the Landau feeder, n = 56, d = 5,
and k ∈ {26, 56}. The current implementation also forms the affine observation offset through
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6.4. Half-Year Robustness Check

a dense multiplication, although Dobs could be applied by direct indexing. The complete
dimension-dependent operation counts and the current dense implementation details are given
in Appendix G.7. However, to briefly show the implementation level cost, we have the current
EM-RTS implementation performs a dense solve involving the k×k innovation covariance at
each time step. Its leading implementation-level cost is therefore

O
(
MEMT

(
k3 + k2d+ kd2 + d3

))
.

For the fixed Landau dimensions, this reduces to linear scaling in the sequence length and
the number of EM updates:

PW-ML : O(T ), EM-RTS : O(MEMT ).

6.4 Half-Year Robustness Check

The half-year interval examines whether the one-week estimator differences remain visible
beyond the interval used to motivate the practical 10-iteration setting.

6.4.1 Half-Year Group-Level RMSE

Table 6.7 reports the half-year result at λ = 1.

Table 6.7: Half-year group-level RMSE at λ = 1, calculated against the OGM-derived reference. Negative
differences indicate lower RMSE for EM-RTS with 10 iterations. Bold values mark the lowest unrounded
RMSE in each row.

State group Quantity PW-ML
EM-RTS

5 iterations
EM-RTS

10 iterations ∆ EM10–PW EM10 vs. PW

Full total Voltage [V] 19.4 23.3 18.7 -0.64 -3.3%

Full total Current [A] 0.421 0.421 0.421 −1.5× 10−4 -0.04%

Partial observed Voltage [V] 28.4 63.1 26.8 -1.5 -5.4%

Partial observed Current [A] 0.612 0.613 0.613 +0.0011 +0.2%

Partial hidden Voltage [V] 28.4 63.1 26.9 -1.5 -5.4%

Partial hidden Current [A] 0.244 0.249 0.249 +0.0051 +2.1%

Partial total Voltage [V] 28.4 63.1 26.8 -1.5 -5.4%

Partial total Current [A] 0.454 0.456 0.456 +0.0022 +0.5%

The detailed state-count and sample-count version is provided in Appendix G.1.

For Partial hidden voltage, EM-RTS with 10 iterations reduces RMSE from 28.4V to 26.9V.
The reduction is 1.52V, or 5.4% of the PW-ML RMSE. Relative to the 20.8 kV source-voltage
reference, the absolute difference is approximately 0.007%. The percentage relative to PW-
ML describes the estimator comparison, while the percentage relative to 20.8 kV places the
voltage error in physical scale.

For Partial hidden current, PW-ML has the lower half-year RMSE. EM-RTS with 10 itera-
tions increases the value from 0.244A to 0.249A, a difference of 0.0051A or 2.1%. The Full
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6.4. Half-Year Robustness Check

current estimators remain almost indistinguishable, while Partial observed current differs by
approximately 0.0011A, or 0.18%, between PW-ML and EM-RTS with 10 iterations.

EM-RTS with 5 iterations performs substantially worse for voltage over the half-year interval.
Its Partial hidden-voltage RMSE is 63.1V, more than twice the PW-ML value. The difference
between 5 and 10 iterations is therefore larger than the difference between PW-ML and EM-
RTS with 10 iterations.

Figure 6.8 separates voltage and current into panels with their own axes.
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(a) Voltage states.
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Figure 6.8: Half-year group-level RMSE at λ = 1, calculated against the OGM-derived reference. Voltage
and current use separate axes and units.
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6.4. Half-Year Robustness Check

6.4.2 Monthly Stability

The monthly comparison shows whether the half-year aggregate is distributed across the indi-
vidual months and whether the current ordering changes over the studied interval. Table 6.8
reports PW-ML and EM-RTS with 10 iterations together with their absolute and percentage
differences. Figure 6.9 also includes EM-RTS with 5 iterations.

Table 6.8: Monthly Partial hidden-state RMSE at λ = 1. Differences use EM-RTS with 10 iterations minus
PW-ML, so negative values indicate lower EM10 RMSE.

Month PW voltage [V] EM10 voltage [V] ∆ V [V] ∆ V [%] PW current [A] EM10 current [A] ∆ I [A] ∆ I [%]

2025-01 28.4 26.5 -1.9 -6.8 0.244 0.226 -0.018 -7.5

2025-02 28.4 26.7 -1.7 -6.0 0.244 0.224 -0.020 -8.2

2025-03 28.3 26.7 -1.6 -5.8 0.245 0.234 -0.011 -4.3

2025-04 28.4 27.0 -1.3 -4.7 0.244 0.246 +0.002 +0.8

2025-05 28.4 26.9 -1.4 -5.1 0.244 0.277 +0.033 +13.4

2025-06 28.3 27.2 -1.1 -4.0 0.244 0.281 +0.037 +15.2

EM-RTS with 10 iterations lowers hidden-voltage RMSE in every month. The absolute
reduction ranges from 1.1V in June to 1.9V in January, corresponding to 4.0% to 6.8%. The
half-year voltage difference is therefore not produced by one isolated month.

The current ordering changes during the interval. EM-RTS with 10 iterations is lower than
PW-ML by 0.018A, 0.020A, and 0.011A in January, February, and March. PW-ML is
lower by 0.002A, 0.033A, and 0.037A in April, May, and June. The largest relative current
advantages are 8.2% for EM-RTS in February and 15.2% for PW-ML in June. PW-ML varies
by only about 0.001A across the six monthly summaries. The current-RMSE ranges of the
5- and 10-iteration EM-RTS variants are approximately 0.055A and 0.057A, respectively.
EM-RTS with 5 iterations is marginally lower than the 10-iteration variant in May and
June.
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Figure 6.9: Monthly Partial hidden-state RMSE over the half-year interval at λ = 1. Voltage and current
use separate panels and units.

The monthly current change may be associated with changing branch-current magnitudes,
temporal persistence, load and generation behaviour, the affine known-input trajectory, or
a single half-year temporal model fitting some periods better than others. The retained
aggregate results do not distinguish between these possible explanations. Hence, a month-
wise parameter and persistence analysis is therefore left as future work rather than inferred
from the RMSE ordering.
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6.4.3 Excluding the One-Week Selection Interval

The half-year RMSE is also recomputed after removing

2025-05-01 ≤ t < 2025-05-08

from the evaluation summary. The half-year temporal parameters are still estimated from
the complete half-year sequence, so the check is not a held-out likelihood evaluation. The
calculation only tests whether the selected week carries the reported reconstruction differ-
ence.

Table 6.9 reports the recalculated hidden-state RMSE values.

Table 6.9: Partial hidden-state RMSE after excluding 2025-05-01 ≤ t < 2025-05-08 from the half-year RMSE
calculation. The temporal parameters are still estimated from the complete half-year sequence. Negative
differences indicate lower RMSE for EM-RTS with 10 iterations.

State group Quantity PW-ML
EM-RTS

5 iterations
EM-RTS

10 iterations ∆ EM10–PW EM10 vs. PW

Partial hidden Voltage
[V]

28.4 63.0 26.9 -1.5 -5.4%

Partial hidden Current
[A]

0.244 0.250 0.249 +0.0053 +2.2%

After removing the week, EM-RTS with 10 iterations remains lower than PW-ML for hidden
voltage by 1.52V, or 5.4%. Hidden-current RMSE is 0.0053A, or 2.2%, higher than PW-ML.
Both directions and magnitudes are close to the complete half-year comparison. The selected
week therefore does not carry the half-year voltage or current difference by itself.

6.5 Discussion

The measured-data voltage result depends strongly on the EM iteration budget. The 5-
iteration configuration selected for the synthetic benchmark performs poorly for one-week
and half-year voltage reconstruction, while 10 iterations moves the measured-data run close
to its one-week RMSE plateau. The comparison shows that a fixed iteration count cannot be
transferred from synthetic data without checking the measured-data trajectory, observation
noise, and fitted temporal model. Later checks add little in the one-week case, but the
available results do not identify an iteration budget that is optimal for all data windows,
state types, and noise settings.

The hidden-voltage advantage of EM-RTS with 10 iterations is spatially broad at λ = 1.
All 15 hidden voltage states have lower absolute RMSE than PW-ML, and their EM10/PW
ratios are nearly identical. The pooled distribution adds a temporal and seed-wise view. EM-
RTS with 10 iterations is lower through the central and moderately high voltage-error range,
while PW-ML has the lower p99 and maximum. Temporal estimation therefore improves the
typical hidden voltage deviation without improving every voltage sample.
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6.5. Discussion

Current reconstruction shows a different balance. EM-RTS with 10 iterations is lower for all
15 hidden current states in the one-week evaluation, but the median reduction is only about
1.6%. The half-year aggregate favours PW-ML by 2.1%, and the monthly ordering reverses
after March. Several hidden cables also operate at very small current magnitudes, making a
modest absolute ampere error large relative to the local state scale. A single current RMSE
average therefore combines branches with substantially different operating levels and relative
reconstruction difficulty.

The observed-current examples receive direct measurements with small visible perturbations.
Such measurements anchor the corresponding states closely to the OGM-derived reference and
leave little separation between estimators. Hidden currents receive no direct observation and
must be reconstructed from the remaining measurements, physical constraints, and temporal
structure. The current noise setting therefore provides a weak estimator comparison for
observed currents and a more demanding test for hidden currents. Device-specific noise,
covariance mismatch, missing observations, or outliers could alter that balance.

The noise-scale study also separates voltage and current behaviour. Larger noise increases
RMSE for both quantities, but EM-RTS does not dominate PW-ML for voltage at λ = 2 or
4. For current, temporal estimation produces a larger RMSE reduction relative to PW-ML
as λ grows. The opposite trends indicate that temporal smoothing interacts with the state
scale, the observation geometry, and the estimated dynamics rather than providing a fixed
response to increased noise.

The experiment assumes proper complex phasor noise, so its second-order structure is rep-
resented by covariance R with zero pseudo-covariance. An improper error process could
have unequal real and imaginary variances or additional dependence between them. An
augmented complex estimator would then weight directions in the complex plane differently.
Such weighting could change the voltage-current comparison, particularly because magnitude
and angle errors need not become circular after transformation to rectangular phasors. The
available outputs do not show whether improperness contributes to the observed estimator
differences.

PW-ML and EM-RTS offer different practical trade-offs. PW-ML is substantially faster, has
no temporal parameter fitting stage, and gives the lower half-year hidden-current RMSE. EM-
RTS with 10 iterations gives the lower hidden-voltage RMSE at the main one-week and half-
year settings, with an approximately 1.5V half-year reduction relative to PW-ML. A DSO
that values offline hidden-voltage reconstruction and can accept roughly one minute of half-
year runtime may prefer the temporal variant for this setup. A use case that prioritizes speed,
implementation simplicity, or the half-year current result may prefer PW-ML. Operational
measurements and decision-specific loss functions are required before either trade-off can be
converted into a deployment ready implementation for a DSO example.
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7 Conclusion
7.1 Assessment of the Hypothesis

The thesis evaluated whether a physically constrained temporal state tracker reduces the
RMSE of unmeasured distribution-grid states compared with a corresponding pointwise es-
timator.

The hypothesis is supported for hidden voltage states in the studied synthetic and measured-
data settings. In the synthetic benchmark, EM-RTS with 5 iterations reduced the median
Partial hidden-voltage RMSE from 29.9V for PW-ML to 14.7V. The known-parameter RTS
reference also improved the voltage result, showing that temporal smoothing can be useful
before parameter-learning effects are considered.

The hypothesis is not supported as a general statement for hidden current states. PW-
ML gave the lowest aggregate hidden-current RMSE in the synthetic benchmark. In the
measured-data study, the one-week current result slightly favoured EM-RTS, while the half-
year and monthly results were mixed.

The measured-data study gave a smaller hidden-voltage improvement. Over the half-year
interval, EM-RTS with 10 iterations reduced the Partial hidden-voltage RMSE from about
28.3V to 26.9V. The reduction is about 5% relative to the PW-ML RMSE, but only about
0.007% of the 20.8 kV voltage reference. The result is therefore a measurable improvement
relative to the OGM-derived reference trajectory, while its operational significance is not
established by the present study.

The final assessment is therefore conditional: temporal state tracking improves hidden-voltage
reconstruction in the studied settings, but it is not uniformly better across state types, noise
settings, or EM iteration choices.

7.2 Main Findings

Chapter 2 represented the feeder state in a reduced coordinate system defined by the physical
grid constraints. PW-ML and EM-RTS were derived in the same reduced space, making the
estimator comparison model-consistent.

Chapter 4 showed that temporal smoothing can improve hidden-voltage reconstruction under
Partial observation. The continuation analysis also showed that likelihood improvement and
hidden-state RMSE are not the same objective. Continuing EM beyond the selected finite
iteration count can worsen hidden-state reconstruction.

Chapter 5 showed that the standard homogeneous current-balance model was not sufficient
for the OGM-derived Landau trajectory. The cable line equations remained close under their
voltage scaling, while the KCL rows retained non-zero current residuals. Adding known
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7.3. Limitations

node-current and cable-shunt contributions produced the affine known-input model used in
the measured-data comparison.

Chapter 6 showed that EM-RTS with 10 iterations gave the lowest hidden-voltage RMSE at
the main measured-data setting, while PW-ML remained slightly better for hidden current
over the half-year interval. The measured-data evidence therefore supports the voltage part
of the hypothesis, but not a general temporal advantage for all state components.

7.3 Limitations

The measured-data RMSE values are computed relative to an OGM-derived reference trajec-
tory rather than independently known physical truth. The measured-data results therefore
quantify agreement with the constructed trajectory, while the synthetic benchmark remains
the controlled experiment with known generated states.

The measurement-noise study scales a fixed phasor covariance model and does not repre-
sent all uncertainty sources in voltage magnitudes, current magnitudes, angles, topology,
aggregation, and measurement processing.

The affine known-input model uses node-current inputs derived from the OGM construction
and cable-shunt coefficients derived from feeder parameters. The known-input formulation
therefore supports the retrospective comparison but cannot be applied using only the selected
noisy phasor measurement

The implemented single-phase equivalent retains the OGM line-to-line magnitude and sup-
plied phasor reference and applies no additional ±30◦ phase rotation. The single-phase con-
vention is internally consistent with the implementation, while a phase-resolved validation
remains outside the scope of the thesis.

7.4 Future Work

The present comparison should be repeated on feeders with different sizes, voltage levels, ca-
ble parameters, loading patterns, and observation layouts. Measurement locations could also
be selected using an explicit placement criterion rather than a fixed station configuration.
Extending the model to unbalanced three-phase and low-voltage grids would further show
whether the reduced-coordinate formulation remains effective under stronger phase asymme-
try and household-level variability.

The measurement model could be made more realistic by including missing data, sensor bias,
angle errors, outliers, and short anomalies. This would clarify whether temporal estimation
suppresses isolated errors or propagates them across time. The retrospectively constructed
known inputs could also be replaced by a joint state-and-input model in which uncertain
loads, generation, and node currents are estimated together with the state.

Further work is also needed on temporal-model selection. The parameters should be esti-
mated on one interval and evaluated on another, while forecasting performance should be
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assessed separately. Fixed EM iteration budgets could be compared with likelihood-based or
validation-based stopping, and additional temporal models and reference estimators could be
included. Uncertainty quantification through posterior intervals, calibration, and coverage
would provide information that is not captured by RMSE alone.

Finally, the sensitivity to feeder topology, cable parameters, and the proper-complex noise
assumption should be examined. Larger systems are also needed to evaluate runtime and
memory scaling and to compare the present dense implementation with structure-aware al-
ternatives. The practical relevance of the reconstruction improvements should then be tested
in applications such as voltage-limit monitoring, congestion detection, fault detection, fore-
casting, and hosting-capacity assessment.

This thesis extends physically constrained pointwise estimation to temporal state tracking
within the same reduced-coordinate framework. Temporal estimation reduced hidden-voltage
RMSE in the studied synthetic and OGM-derived measured-data cases, whereas the hidden-
current results were less consistent. PW-ML therefore remains a strong baseline, and the
benefit of EM-RTS depends on the reconstructed quantity, observation layout, noise model,
reference construction, and EM iteration count.
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A Derivation of the Pointwise
Maximum-Likelihood Estimator
This appendix derives the pointwise maximum likelihood estimator stated in Section 3.3. The
derivation follows the standard weighted least-squares interpretation of Gaussian maximum
likelihood for linear observation models [6, Ch. 7], with the proper complex Gaussian conven-
tion anchored by Picinbono [11, pp. 2637–2640]. At each time step, the reduced observation
model is

yt = Gwt + ϵt, (A.1)

where

yt ∈ Ck, G ∈ Ck×d, wt ∈ Cd.

The measurement noise is assumed to follow a proper complex Gaussian distribution:

ϵt ∼ CN (0, R) ,

where

R ∈ Ck×k, R = RH , R ≻ 0.

The reduced state wt is treated as a fixed but unknown quantity. The measurement yt is
random because it is affected by the measurement noise. From Equation (A.1),

yt | wt ∼ CN (Gwt, R) .

The corresponding likelihood is

p (yt | wt) =
1

πk det(R)

· exp
[
− (yt −Gwt)

H R−1 (yt −Gwt)
]
.

(A.2)

The pointwise maximum likelihood estimate is defined as

ŵpoint
t = argmax

wt

p (yt | wt) .
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Taking the logarithm does not change the maximising value because the logarithm is strictly
increasing. Therefore,

ŵpoint
t = argmax

wt

log p (yt | wt) .

Using Equation (A.2), the log-likelihood is

log p (yt | wt) = −k log(π)− log det(R)

− (yt −Gwt)
H R−1 (yt −Gwt) .

The terms

−k log(π)− log det(R)

do not depend on wt and therefore do not affect the maximising value. Maximising the
remaining negative quadratic term is equivalent to minimising the corresponding positive
quadratic term. Hence,

ŵpoint
t = argmin

wt

Jt (wt) ,

where

Jt (wt) = (yt −Gwt)
H R−1 (yt −Gwt) . (A.3)

The pointwise maximum likelihood problem is therefore equivalent to a weighted least-squares
problem. The weighting matrix is R−1. Measurements with larger noise variance receive less
weight, while measurements with smaller noise variance receive more weight. If

R = σ2I,

then the common scalar factor σ−2 does not affect the minimising value, and weighted least
squares reduces to ordinary least squares.

To minimise Equation (A.3), expand the quadratic form:

Jt (wt) = (yt −Gwt)
H R−1 (yt −Gwt)

=
(
yH
t −wH

t GH
)
R−1 (yt −Gwt)

= yH
t R−1yt − yH

t R−1Gwt

−wH
t GHR−1yt +wH

t GHR−1Gwt.
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The state is complex-valued. The objective is therefore differentiated with respect to w∗
t

using Wirtinger calculus. Term by term,

∂
(
yH
t R−1yt

)
∂w∗

t

= 0,

∂
(
−yH

t R−1Gwt

)
∂w∗

t

= 0,

∂
(
−wH

t GHR−1yt

)
∂w∗

t

= −GHR−1yt,

and

∂
(
wH

t GHR−1Gwt

)
∂w∗

t

= GHR−1Gwt.

Combining the four terms gives

∂Jt (wt)

∂w∗
t

= −GHR−1yt +GHR−1Gwt.

At a minimum, the derivative is zero:

−GHR−1yt +GHR−1Gŵpoint
t = 0.

Rearranging gives the weighted normal equations:

GHR−1Gŵpoint
t = GHR−1yt.

If

GHR−1G

is nonsingular, the estimate is uniquely determined:

ŵpoint
t =

(
GHR−1G

)−1
GHR−1yt .

Since R ≻ 0, the matrix GHR−1G is nonsingular if G has full column rank:

rank(G) = d.
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If G does not have full column rank, the weighted normal equations do not define a unique
estimate. A representative solution is obtained using the Moore–Penrose pseudoinverse:

ŵpoint
t =

(
GHR−1G

)†
GHR−1yt .

The corresponding physical voltage-current state is reconstructed as

x̂point
t = xref +Bŵpoint

t .

Since

Cxref = 0, CB = 0,

the reconstructed state satisfies

Cx̂point
t = C

(
xref +Bŵpoint

t

)
= Cxref + CBŵpoint

t

= 0.

The reduced-space pointwise maximum likelihood estimator is therefore equivalent to a
pointwise weighted least-squares estimator under the assumed proper complex Gaussian
measurement-noise model, while the corresponding full-state reconstruction satisfies the phys-
ical grid constraints by construction.
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B Derivation of the Forward Recur-
sion
This appendix derives the forward recursion used in Section 3.4.1. The resulting recursion
is the Kalman filter for the reduced linear Gaussian state-space model [14, pp. 56–58]. The
objective is to compute the filtering distribution

p (wt | y1:t, θ)

recursively from the filtering distribution at time t− 1.

The reduced-state model is

wt = Awt−1 + µ+ νt, νt ∼ CN (0, Q) ,

where νt denotes the driven process. The observation model is

yt = Gwt + ϵt, ϵt ∼ CN (0, R) .

The derivation assumes that the driven process and measurement noise are independent of
each other and independent across time. The complex random variables are assumed proper,
such that their distributions are characterised completely by their means and covariance
matrices [11, pp. 2637–2640]. An augmented complex formulation is required if non-zero
pseudo-covariances must be represented.

The recursion consists of two operations:

1. propagate the posterior distribution from time t− 1 through the transition model.

2. update the propagated distribution using the new measurement yt.

The first operation produces the prior distribution at time t. The second operation produces
the posterior distribution at time t.

B.1 Prediction Step

Assume that the filtering distribution at time t− 1 is

p
(
wt−1 | y1:t−1, θ

)
= CN

(
ŵt−1|t−1, Pt−1|t−1

)
.

Before observing yt, the current state is inferred by marginalising over the preceding
state:
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B.1. Prediction Step

p
(
wt | y1:t−1, θ

)
=

∫
p (wt | wt−1, θ) p

(
wt−1 | y1:t−1, θ

)
dwt−1.

The integral accounts for all plausible values of wt−1, weighted by their posterior probabilities
after the measurements y1:t−1 have been processed.

Since the transition model is affine and both wt−1 and νt are Gaussian, the propagated state
wt is also Gaussian. It remains to determine its mean and covariance.

B.1.1 Predicted Mean

The predicted mean is

ŵt|t−1 = E
[
wt | y1:t−1, θ

]
.

Substituting the transition model gives

ŵt|t−1 = E
[
Awt−1 + µ+ νt | y1:t−1, θ

]
= AE

[
wt−1 | y1:t−1, θ

]
+ µ+ E [νt] .

The driven process is modelled as zero mean:

E [νt] = 0.

Using

E
[
wt−1 | y1:t−1, θ

]
= ŵt−1|t−1,

the predicted mean becomes

ŵt|t−1 = Aŵt−1|t−1 + µ .

B.1.2 Predicted Covariance

The predicted covariance is

Pt|t−1 = Cov
(
wt | y1:t−1, θ

)
.

Substituting the transition model gives
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B.2. Correction Step

Pt|t−1 = Cov
(
Awt−1 + µ+ νt | y1:t−1, θ

)
.

The deterministic offset µ does not contribute to the covariance. The driven process is
assumed independent of the preceding state. Therefore,

Pt|t−1 = ACov
(
wt−1 | y1:t−1, θ

)
AH +Cov (νt)

= APt−1|t−1A
H +Q.

Hence,

Pt|t−1 = APt−1|t−1A
H +Q .

The propagated distribution is therefore

p
(
wt | y1:t−1, θ

)
= CN

(
ŵt|t−1, Pt|t−1

)
.

This is the prior distribution at time t. It summarises the information inherited from the
temporal model and the measurements observed before time t.

B.2 Correction Step

The prediction step does not use the new observation yt. The next objective is therefore to
compute the posterior distribution

p (wt | y1:t, θ)

after incorporating the measurement at time t.

B.2.1 Bayesian Update

By Bayes’ rule,

p (wt | y1:t, θ)

=
p (yt | wt) p

(
wt | y1:t−1, θ

)
p
(
yt | y1:t−1, θ

) .

The denominator is independent of wt and normalises the posterior distribution. The de-
pendence on the candidate state can therefore be written as
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B.2. Correction Step

p (wt | y1:t, θ) ∝ p (yt | wt) p
(
wt | y1:t−1, θ

)
.

The posterior is therefore obtained by multiplying:

1. the likelihood of the new measurement for a candidate state.

2. the prior probability of that candidate state before the new measurement is used.

The prior is

p
(
wt | y1:t−1, θ

)
= CN

(
ŵt|t−1, Pt|t−1

)
,

while the measurement likelihood is

p (yt | wt) = CN (Gwt, R) .

A candidate state receives a high posterior probability only if it is both plausible under the
temporal model and compatible with the new observation.

B.2.2 Innovation

The prior mean ŵt|t−1 implies the predicted measurement

ŷt|t−1 = Gŵt|t−1.

The difference between the observed and predicted measurements is

rt = yt − ŷt|t−1 = yt −Gŵt|t−1.

This residual is commonly referred to as the innovation. It represents the part of the mea-
surement that is not already explained by the temporal prediction.

The innovation cannot be added directly to the state estimate. The innovation belongs
to the measurement space, while the state correction belongs to the reduced-state space.
Furthermore, the strength of the correction must depend on the uncertainty associated with
the prior and the measurement.

The covariance of the innovation is

St = Cov
(
rt | y1:t−1, θ

)
= Cov

(
Gwt + ϵt −Gŵt|t−1 | y1:t−1, θ

)
.

The predicted mean is deterministic after conditioning on y1:t−1. Since the measurement
noise is independent of the predicted state,
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B.3. Conditional Gaussian Update

St = GCov
(
wt | y1:t−1, θ

)
GH +Cov (ϵt)

= GPt|t−1G
H +R.

Hence,

St = GPt|t−1G
H +R .

The first term represents uncertainty in the predicted measurement caused by uncertainty in
the predicted state. The second term represents measurement noise.

B.3 Conditional Gaussian Update

The posterior distribution can be derived by conditioning the predicted state on the observed
measurement.

Given the previous measurements y1:t−1, the predicted state and the current measurement
are jointly Gaussian:

wt

yt

 ∣∣∣∣∣y1:t−1, θ ∼ CN

 ŵt|t−1

Gŵt|t−1

 ,

 Pt|t−1 Pt|t−1G
H

GPt|t−1 GPt|t−1G
H +R

 . (B.1)

The off-diagonal covariance block is obtained as

Cov
(
wt,yt | y1:t−1, θ

)
= Cov

(
wt, Gwt + ϵt | y1:t−1, θ

)
= Pt|t−1G

H ,

where independence between wt and ϵt has been used.

For jointly Gaussian variables

a
b

 ∼ CN

ma

mb

 ,

Paa Pab

Pba Pbb

 ,

the conditional distribution is

a | b ∼ CN
(
ma + PabP

−1
bb (b−mb) , Paa − PabP

−1
bb Pba

)
. (B.2)

Applying Equation (B.2) to Equation (B.1) gives
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B.4. Interpretation of the Gain Matrix

ŵt|t = ŵt|t−1 + Pt|t−1G
H
(
GPt|t−1G

H +R
)−1

·
(
yt −Gŵt|t−1

)
,

Pt|t = Pt|t−1 − Pt|t−1G
H
(
GPt|t−1G

H +R
)−1

GPt|t−1.

Define the gain matrix

Kt = Pt|t−1G
HS−1

t .

The posterior mean becomes

ŵt|t = ŵt|t−1 +Ktrt .

The posterior covariance becomes

Pt|t = Pt|t−1 −KtGPt|t−1

= (I −KtG)Pt|t−1 .

The posterior distribution is therefore

p (wt | y1:t, θ) = CN
(
ŵt|t, Pt|t

)
.

B.4 Interpretation of the Gain Matrix

The gain matrix is

Kt = Pt|t−1G
H
(
GPt|t−1G

H +R
)−1

.

It performs two operations.

First,

Pt|t−1G
H

maps information from measurement space into reduced-state space. A state direction can
only be corrected through a measurement if the state direction is statistically related to the
measured quantities.

Second,
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B.5. Resulting Forward Recursion

(
GPt|t−1G

H +R
)−1

weights the innovation according to its uncertainty.

If the measurement-noise covariance R is large relative to the predicted uncertainty, the new
observation receives less weight. If the predicted covariance Pt|t−1 is large relative to R, the
prior prediction is less certain and the observation receives greater influence.

The posterior update can therefore be interpreted as

posterior mean = predicted mean + uncertainty-weighted innovation.

B.5 Resulting Forward Recursion

Combining the prediction and correction steps gives

ŵt|t−1 = Aŵt−1|t−1 + µ,

Pt|t−1 = APt−1|t−1A
H +Q,

rt = yt −Gŵt|t−1,

St = GPt|t−1G
H +R,

Kt = Pt|t−1G
HS−1

t ,

ŵt|t = ŵt|t−1 +Ktrt,

Pt|t = (I −KtG)Pt|t−1.

The equations have been derived by recursively propagating the posterior state distribution
through the affine transition model and conditioning the resulting prior distribution on each
new measurement. The resulting closed-form forward recursion is the Kalman filter.
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C Derivation of the Backward Recur-
sion
This appendix derives the backward recursion used in Section 3.4.2. The recursion is
the Rauch–Tung–Striebel smoother for the known-parameter linear Gaussian state-space
model [14, pp. 134–139]. The forward recursion has already produced the filtered distri-
butions

p (wt | y1:t, θ) = CN
(
ŵt|t, Pt|t

)
, t = 0, . . . , T.

The filtered distribution at time t uses the measurements observed up to and including time
t. For t < T , it does not use the later measurements

yt+1:T =
{
yt+1, . . . ,yT

}
.

The objective of the backward recursion is to use these later measurements to improve the
estimates of the earlier states. The required distribution is the smoothed distribution

p (wt | y1:T , θ) .

The derivation is based on the relationship between two consecutive states, wt and
wt+1.

The transition model is

wt+1 = Awt + µ+ νt+1, (C.1)

where

νt+1 ∼ CN (0, Q)

is the driven process. The driven process is assumed independent of wt and of the preceding
measurements.

From the forward recursion, the filtered state at time t is

wt | y1:t, θ ∼ CN
(
ŵt|t, Pt|t

)
.

Propagating this distribution through the transition model gives the predicted distribution
for the next state:
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wt+1 | y1:t, θ ∼ CN
(
ŵt+1|t, Pt+1|t

)
,

where

ŵt+1|t = Aŵt|t + µ,

Pt+1|t = APt|tA
H +Q.

The covariance between the current state and the predicted next state is also required. Using
Equation (C.1),

Cov (wt,wt+1 | y1:t, θ)

= Cov (wt, Awt + µ+ νt+1 | y1:t, θ) .

The deterministic offset µ does not contribute to the covariance. The driven process is
independent of wt and therefore does not contribute either. Hence,

Cov (wt,wt+1 | y1:t, θ)

= Pt|tA
H .

The two consecutive states consequently have the joint conditional distribution

 wt

wt+1

 ∣∣∣∣∣y1:t, θ

∼ CN

 ŵt|t

ŵt+1|t

 ,

 Pt|t Pt|tA
H

APt|t Pt+1|t

 .

(C.2)

This joint distribution describes how the estimate of wt is related to the estimate of wt+1

after the measurements y1:t have been processed.

For a joint Gaussian distribution, the conditional distribution of the first variable given the
second variable is also Gaussian. Applying the Gaussian conditioning formula to Equa-
tion (C.2) gives

p (wt | wt+1,y1:t, θ)

= CN
(
ŵt|t + Jt

(
wt+1 − ŵt+1|t

)
, Pt|t − JtPt+1|tJ

H
t

)
,

(C.3)

where
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Jt = Pt|tA
HP−1

t+1|t.

The matrix Jt is referred to as the smoothing gain. It describes how strongly additional
information about the next state should change the estimate of the current state.

The remaining step is to include the measurements observed after time t. The smoothed
distribution can be written as

p (wt | y1:T , θ)

=

∫
p (wt | wt+1,y1:T , θ) p (wt+1 | y1:T , θ) dwt+1.

(C.4)

Once wt+1 is known, the later measurements yt+1:T do not provide additional information
about wt directly. Their influence on wt is passed through wt+1. Therefore,

p (wt | wt+1,y1:T , θ)

= p (wt | wt+1,y1:t, θ) .
(C.5)

Substituting Equation (C.5) into Equation (C.4) gives

p (wt | y1:T , θ)

=

∫
p (wt | wt+1,y1:t, θ) p (wt+1 | y1:T , θ) dwt+1.

(C.6)

Equation (C.6) has a direct interpretation. The first distribution describes how a possible
value of wt+1 changes the estimate of wt. The second distribution describes which values of
wt+1 remain consistent with the complete measurement sequence. Combining them allows
the later measurements to improve the earlier estimate.

The smoothed mean follows from the law of total expectation:

ŵt|T = E [wt | y1:T , θ]

= E

[
E [wt | wt+1,y1:t, θ]

∣∣∣∣∣y1:T , θ

]
.

Using the conditional mean from Equation (C.3),

ŵt|T = E

[
ŵt|t + Jt

(
wt+1 − ŵt+1|t

) ∣∣∣∣∣y1:T , θ

]
= ŵt|t + Jt

(
E [wt+1 | y1:T , θ]− ŵt+1|t

)
= ŵt|t + Jt

(
ŵt+1|T − ŵt+1|t

)
.

108



Hence, the smoothed mean is

ŵt|T = ŵt|t + Jt
(
ŵt+1|T − ŵt+1|t

)
.

The difference

ŵt+1|T − ŵt+1|t

describes how much the estimate of the next state changes when later measurements are in-
cluded. The smoothing gain maps this change back to the estimate of the current state.

The smoothed covariance follows from the law of total covariance:

Cov (wt | y1:T , θ)

= E

[
Cov (wt | wt+1,y1:t, θ)

∣∣∣∣∣y1:T , θ

]

+Cov

(
E [wt | wt+1,y1:t, θ]

∣∣∣∣∣y1:T , θ

)
.

The first term is obtained directly from Equation (C.3):

E

[
Cov (wt | wt+1,y1:t, θ)

∣∣∣∣∣y1:T , θ

]
= Pt|t − JtPt+1|tJ

H
t .

The second term is

Cov

(
ŵt|t + Jt

(
wt+1 − ŵt+1|t

) ∣∣∣∣∣y1:T , θ

)
= JtPt+1|TJ

H
t .

Combining the two terms gives

Pt|T = Pt|t − JtPt+1|tJ
H
t + JtPt+1|TJ

H
t

= Pt|t + Jt
(
Pt+1|T − Pt+1|t

)
JH
t .

Hence, the smoothed covariance is

Pt|T = Pt|t + Jt
(
Pt+1|T − Pt+1|t

)
JH
t .
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The backward recursion starts from the final filtered estimate. At t = T , the filtered estimate
is also the smoothed estimate because no later measurements exist. The recursion is then
applied for

t = T − 1, . . . , 0.

The resulting equations are

Jt = Pt|tA
HP−1

t+1|t,

ŵt|T = ŵt|t + Jt
(
ŵt+1|T − ŵt+1|t

)
,

Pt|T = Pt|t + Jt
(
Pt+1|T − Pt+1|t

)
JH
t .

These equations define the Rauch–Tung–Striebel smoother.

For the later parameter-estimation step, the covariance between consecutive smoothed states
is also required. Using the conditional expectation in Equation (C.3),

Pt,t+1|T = JtPt+1|T .

This lag-one covariance describes the remaining statistical relationship between the states
at times t and t + 1 after the complete measurement sequence has been used. It becomes
relevant when estimating how the state evolves between consecutive time steps.
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D Derivation of the Expectation-
Maximization Algorithm
This appendix derives the expectation-maximization algorithm used in Section 3.5. The
general EM construction follows Dempster, Laird, and Rubin [3, pp. 1–4], while the state-
space-specific EM treatment follows Shumway and Stoffer [15, pp. 253–260]. The objective
is to estimate

θ = {A,µ, Q}

from the observed measurement sequence

y1:T = {y1, . . . ,yT } .

The latent trajectory is

w0:T = {w0, . . . ,wT } .

The measurement-noise covariance R and the initial-state distribution

w0 ∼ CN (0, Id)

are assumed known and remain fixed during parameter learning.

D.1 From the Marginal Likelihood to the EM Auxiliary Func-
tion

The maximum likelihood estimate is

θ̂ = argmax
θ

p (y1:T | θ) .

Taking the logarithm does not change the maximising parameter value because the logarithm
is strictly increasing. Therefore,

θ̂ = argmax
θ

log p (y1:T | θ) .
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D.1. From the Marginal Likelihood to the EM Auxiliary Function

The likelihood contains only the observed measurements. However, the state-space model
also contains the latent trajectory w0:T . The likelihood is therefore obtained by marginalising
over all possible latent trajectories:

p (y1:T | θ) =
∫

p (w0:T ,y1:T | θ) dw0:T .

The observed-data log-likelihood is consequently

ℓ(θ) = log p (y1:T | θ)

= log

∫
p (w0:T ,y1:T | θ) dw0:T .

(D.1)

The difficulty can be seen by comparing the complete-data log-likelihood with the observed-
data log-likelihood.

If the trajectory w0:T were observed, the joint distribution would factorise as

p (w0:T ,y1:T | θ)

= p (w0)

T∏
t=1

p (wt | wt−1, θ)

T∏
t=1

p (yt | wt) .

Taking the logarithm converts the products into sums:

log p (w0:T ,y1:T | θ)

= log p (w0) +
T∑
t=1

log p (wt | wt−1, θ)

+
T∑
t=1

log p (yt | wt) .

(D.2)

This expression decomposes into local terms. Each transition term depends only on two
consecutive states, while each observation term depends only on the state at the corresponding
time step.

The observed-data log-likelihood in Equation (D.1) does not have the same structure. The
logarithm is applied after integrating over all latent trajectories. In general,

log

∫
f (w) dw ̸=

∫
log f (w) dw.

The local terms in Equation (D.2) can therefore not be optimised independently through a
direct closed-form update.

To construct a tractable lower bound, introduce an arbitrary probability density
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D.1. From the Marginal Likelihood to the EM Auxiliary Function

q (w0:T ) .

Multiplying and dividing the integrand by this density gives

ℓ(θ) = log

∫
q (w0:T )

p (w0:T ,y1:T | θ)
q (w0:T )

dw0:T .

Using the definition of expectation,

ℓ(θ) = logEq

[
p (w0:T ,y1:T | θ)

q (w0:T )

]
.

The logarithm is concave. Jensen’s inequality therefore gives

ℓ(θ) ≥ Eq

[
log

p (w0:T ,y1:T | θ)
q (w0:T )

]
.

Applying the logarithm rule for a fraction gives

ℓ(θ) ≥ Eq [log p (w0:T ,y1:T | θ)]
− Eq [log q (w0:T )] .

Define the lower bound

L (q, θ) = Eq [log p (w0:T ,y1:T | θ)]
− Eq [log q (w0:T )] .

(D.3)

The relationship between the lower bound and the observed-data log-likelihood can be made
explicit using Bayes’ rule:

log p (w0:T ,y1:T | θ)
= log p (w0:T | y1:T , θ) + log p (y1:T | θ) .

(D.4)

Substituting Equation (D.4) into Equation (D.3) gives

L (q, θ) = log p (y1:T | θ)
−KL (q (w0:T ) ∥ p (w0:T | y1:T , θ)) .

Equivalently,

log p (y1:T | θ)
= L (q, θ) + KL (q (w0:T ) ∥ p (w0:T | y1:T , θ)) .

113



D.1. From the Marginal Likelihood to the EM Auxiliary Function

The Kullback–Leibler divergence is non-negative. Therefore,

L (q, θ) ≤ log p (y1:T | θ) .

The lower bound becomes tight if and only if

q (w0:T ) = p (w0:T | y1:T , θ) .

At iteration i, the auxiliary distribution is therefore chosen as

q(i) (w0:T ) = p
(
w0:T | y1:T , θ

(i)
)
.

This posterior is computed using the Kalman filter and RTS smoother.

Substituting this choice into the lower bound gives

L
(
q(i), θ

)
= E p(w0:T |y1:T ,θ(i))

[
log p (w0:T ,y1:T | θ)

]

− E p(w0:T |y1:T ,θ(i))

[
log p

(
w0:T | y1:T , θ

(i)
)]

.

The second expectation does not depend on the new candidate parameter value θ. It is
therefore constant during the M-step. Maximising the lower bound with respect to θ is
equivalent to maximising

QEM

(
θ, θ(i)

)
= E p(w0:T |y1:T ,θ(i))

[
log p (w0:T ,y1:T | θ)

]
.

The EM algorithm consequently alternates between:

E-step:

q(i) (w0:T ) = p
(
w0:T | y1:T , θ

(i)
)
,

and

M-step:

θ(i+1) = argmax
θ

QEM

(
θ, θ(i)

)
.
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D.2. Derivation of the Closed-Form M-Step Updates

The EM algorithm therefore replaces direct optimisation of the marginal log-likelihood
with an iterative procedure. The E-step computes the posterior distribution of the la-
tent trajectory. The M-step updates the parameters using the expected complete-data log-
likelihood.

D.2 Derivation of the Closed-Form M-Step Updates

The closed-form M-step updates use the smoothed sufficient statistics supplied by the
Kalman-filter and RTS-smoother E-step, as in the classical state-space EM construction [15,
pp. 253–260]. The initial-state distribution is fixed. The observation model is also fixed
because G and R are known. The terms involving

p (w0)

and

p (yt | wt)

therefore do not affect the maximisation with respect to

θ = {A,µ, Q} .

Only the transition terms remain relevant:

p (wt | wt−1, θ) = CN (Awt−1 + µ, Q) .

Define the affine transition matrix

Aaff =
[
A µ

]
∈ Cd×(d+1)

and the affine state vector

waff
t−1 =

wt−1

1

 ∈ Cd+1.

The transition model becomes

wt = Aaffw
aff
t−1 + νt.

The relevant part of the complete-data log-likelihood is
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D.2. Derivation of the Closed-Form M-Step Updates

T∑
t=1

log p (wt | wt−1, θ)

= −T log det (πQ)

−
T∑
t=1

(
wt −Aaffw

aff
t−1

)H
Q−1

(
wt −Aaffw

aff
t−1

)
.

The E-step provides the smoothed quantities

ŵt|T , Pt|T , Pt,t−1|T .

Define the second moments

Mt = E
[
wtw

H
t | y1:T , θ

(i)
]

= Pt|T + ŵt|T ŵ
H
t|T ,

Mt,t−1 = E
[
wtw

H
t−1 | y1:T , θ

(i)
]

= Pt,t−1|T + ŵt|T ŵ
H
t−1|T .

For the affine formulation, define

Maff
t−1 = E

[
waff

t−1

(
waff

t−1

)H
| y1:T , θ

(i)

]

=

 Mt−1 ŵt−1|T

ŵH
t−1|T 1

 ,

and

Maff
t,t−1 = E

[
wt

(
waff

t−1

)H
| y1:T , θ

(i)

]
=
[
Mt,t−1 ŵt|T

]
.

The expected transition residual is

EQ =

T∑
t=1

E

[(
wt −Aaffw

aff
t−1

)
·
(
wt −Aaffw

aff
t−1

)H ∣∣∣∣∣y1:T , θ
(i)

]
.
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D.2. Derivation of the Closed-Form M-Step Updates

Expanding the residual gives

EQ =
T∑
t=1

[
Mt −Aaff

(
Maff

t,t−1

)H
−Maff

t,t−1A
H
aff +AaffM

aff
t−1A

H
aff

]
.

Ignoring terms that are constant with respect to Aaff and Q, the auxiliary function is

QEM

(
θ, θ(i)

)
= −T log det (Q)

− tr
(
Q−1EQ

)
+ const.

(D.5)

For fixed Q, maximising Equation (D.5) with respect to Aaff gives

A
(i+1)
aff =

(
T∑
t=1

Maff
t,t−1

)(
T∑
t=1

Maff
t−1

)−1

.

Since

Aaff =
[
A µ

]
,

this estimates the transition matrix and the offset jointly.

For fixed Aaff , maximising Equation (D.5) with respect to Q gives

Q(i+1) =
1

T
EQ

(
A

(i+1)
aff

)
.

Equivalently,

Q(i+1) =
1

T

T∑
t=1

E

[(
wt −A

(i+1)
aff waff

t−1

)
·
(
wt −A

(i+1)
aff waff

t−1

)H ∣∣∣∣∣y1:T , θ
(i)

]
.

The update for Aaff identifies the affine relationship between consecutive reduced states. The
update for Q describes the remaining state variation that is not explained by this relation-
ship.

Figure D.1 shows how the forward recursion, backward recursion, and parameter updates are
combined during the iterative parameter-learning procedure.
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D.3. Optional Update for the Measurement-Noise Covariance

y1:T

G

R

Known quantities

θ(0)

p(w0)

Initial values

E-step

KF RTS
F (i)

M-step
θ(i+1) = argmax

θ
Q
(
θ, θ(i)

)

S(i)

θ(i+1)

Final pass

KF RTS
F(θ̂)θ̂

ŵ0:T |T x̂0:T |T
xref +B(·)

Figure D.1: Detailed architecture of the in-sample offline estimator. The known quantities and initial values
enter the EM loop. The E-step uses the Kalman filter and RTS smoother, and the M-step updates θ. After
convergence, a final forward and backward pass reconstructs ŵ0:T |T and maps it to the physical trajectory
x̂0:T |T . The compact symbols F (i) and S(i) are explained in Figure 3.1.

An optional update for the measurement-noise covariance R is stated in Section D.3. It is
not used in the primary estimator because R is assumed known.

D.3 Optional Update for the Measurement-Noise Covari-
ance

The primary estimator treats the measurement-noise covariance R as known. If this assump-
tion is relaxed while the reduced observation matrix G remains fixed, the maximisation step
also contains the observation-model terms. The corresponding update is

R(i+1) =
1

T

T∑
t=1

E

[
(yt −Gwt) (yt −Gwt)

H

∣∣∣∣∣y1:T , θ
(i)

]
.

This extension is not used in the thesis experiments because the measurement covariance is
specified by the measurement-noise model.
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E Synthetic Landau Partial-
Observability Configuration
The synthetic Landau partial-observation scenario uses the configuration mask_A. The
scenario named Partial maps to mask_A in observation_selection.py. The mask is
constructed in observation_masks.py as the direct station voltages together with one
incoming current for each measured station. The station-node catalogue is stored in
landau_mask_catalog_step_a.json.

The measured station nodes are{
25, 26, 27, 28, 29, 32, 34, 35, 36, 37, 41, 43, 44

}
.

Figure E.1 shows the topology used to identify the measured stations. Black stars indicate
stations included in the partial-observation mask.

Figure E.1: Landau-grid topology for the synthetic partial-observation configuration. Black stars indicate
the 13 measured stations included in mask_A. Each measured station contributes one voltage phasor and one
incoming-current phasor.

Table E.1 lists the voltage and incoming-current state selected at each measured sta-
tion.
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E.1. Cable-Impedance and KCL Residual Diagnostics

Table E.1: Physical states selected by the synthetic Landau partial-observation configuration mask_A.

Station node Voltage state Incoming-current state

25 V_node_25 I_cable_-1

26 V_node_26 I_cable_75

27 V_node_27 I_cable_76

28 V_node_28 I_cable_79

29 V_node_29 I_cable_82

32 V_node_32 I_cable_84

34 V_node_34 I_cable_86

35 V_node_35 I_cable_87

36 V_node_36 I_cable_89

37 V_node_37 I_cable_90

41 V_node_41 I_cable_92

43 V_node_43 I_cable_94

44 V_node_44 I_cable_97

The partial mask contains 13 voltage states and 13 incoming-current states, for a total of 26
observed physical states. The synthetic AR(1) load nodes are{

39, 43, 44, 47
}
.

The four nodes specify where the simulated load-driven variation originates. They are not
the Partial observation node set.

E.1 Cable-Impedance and KCL Residual Diagnostics

Cable-impedance consistency. A check was performed to test whether the cable-
impedance values used in the constraint matrix were responsible for the residuals observed
with the measured Landau data. The stored total cable-impedance columns IoL_ohm_real
and IoL_ohm_imag were compared with the recomputed expression

zij = (r1 + ix1)L,

where r1 and x1 are the per-unit-length resistance and reactance and L is the cable length.
The check showed exact agreement for all 27 cables in the tested Landau feeder topology.
Reconstructing the cable impedances from the formula therefore does not change the residuals
obtained with Cold.

The remaining residuals are dominated by the KCL rows rather than the Ohm-law/KVL
rows. The result indicates that the main mismatch is associated with missing current-balance
terms, such as injected-current and shunt-current contributions, rather than with the cable-
impedance formula.
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F Additional Chapter 4 Synthetic
Results
F.1 Detailed Group-Level RMSE Summary

Table F.1 reports the same main group-level RMSE values as Table 4.4, together with the
interquartile range across the 50 Monte Carlo runs. The intervals show the variation around
the medians used in the main comparison.

Table F.1: Group-level RMSE summary with median and interquartile range. Values are reported as median
[25%, 75%] across the Monte Carlo seeds.

Group PW-ML RTS target A,Q EM-RTS, 5 iterations

Full total voltage [V] 19.3 [19.1, 19.5] 13.5 [13.3, 13.6] 6.0 [5.9, 6.2]

Full total current [A] 0.19 [0.18, 0.20] 0.25 [0.22, 0.30] 0.25 [0.22, 0.30]

Partial observed voltage [V] 28.3 [28.2, 28.6] 17.5 [17.3, 17.7] 8.2 [8.0, 8.4]

Partial observed current [A] 0.33 [0.31, 0.36] 0.44 [0.39, 0.50] 0.43 [0.38, 0.50]

Partial hidden voltage [V] 29.9 [29.4, 30.4] 21.7 [20.6, 22.3] 14.7 [13.4, 16.1]

Partial hidden current [A] 19.4 [17.0, 21.5] 23.8 [20.6, 26.9] 23.7 [20.4, 26.7]

Partial total voltage [V] 29.2 [28.8, 29.5] 19.8 [19.2, 20.3] 12.2 [11.3, 13.0]

Partial total current [A] 14.2 [12.5, 15.8] 17.4 [15.1, 19.7] 17.4 [14.9, 19.5]

F.2 Persistence Sensitivity Values

Table F.2 reports the median values shown in Figure 4.6. The persistence parameter changes
while the stationary leaf-current variance is kept at 1000A2.
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F.3. Measurement-Noise Sensitivity Values

Table F.2: Persistence sensitivity for Partial hidden states. Values are median RMSE over the 10-seed
sensitivity run.

a Estimator Hidden voltage [V] Hidden current [A]

0 PW-ML 30.0 19.7

0 RTS target A,Q 34.0 28.5

0 EM-RTS, 5 iterations 17.6 27.8

0.5 PW-ML 30.0 19.6

0.5 RTS target A,Q 33.6 27.8

0.5 EM-RTS, 5 iterations 17.3 27.1

0.9 PW-ML 30.0 19.3

0.9 RTS target A,Q 29.5 24.8

0.9 EM-RTS, 5 iterations 15.9 24.5

0.99 PW-ML 29.8 19.9

0.99 RTS target A,Q 21.4 23.7

0.99 EM-RTS, 5 iterations 14.5 23.5

F.3 Measurement-Noise Sensitivity Values

Table F.3 reports the median values shown in Figure 4.7. The covariance used to generate
and estimate each case is Rλ = λ2R.
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F.4. EM Configuration Grid

Table F.3: Phasor measurement-noise scale sensitivity for Partial hidden states. Values are median RMSE
over the 10-seed sensitivity run.

λ Estimator Hidden voltage [V] Hidden current [A]

0.5 PW-ML 17.2 19.9

0.5 RTS target A,Q 15.8 21.7

0.5 EM-RTS, 5 iterations 12.0 21.7

1 PW-ML 29.8 19.9

1 RTS target A,Q 21.4 23.7

1 EM-RTS, 5 iterations 14.5 23.5

2 PW-ML 57.2 20.2

2 RTS target A,Q 34.4 28.0

2 EM-RTS, 5 iterations 21.2 27.3

4 PW-ML 113 21.2

4 RTS target A,Q 65.0 47.1

4 EM-RTS, 5 iterations 39.8 45.3

F.4 EM Configuration Grid

The main Chapter 4 comparison uses the selected EM-RTS configuration. The selection was
made from a predefined grid over full and diagonal structures of A, full and diagonal structures
of Q, and learned versus fixed µ. In the fixed case, µ is initialized at zero and held fixed at
zero throughout EM. Table F.4 reports the Partial hidden-state RMSE values used for the
selection. Figures F.1 and F.2 show the same configuration comparison graphically.
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F.4. EM Configuration Grid

Table F.4: Partial-observation hidden-state RMSE for the EM configuration grid. Values are medians over
the 50 Monte Carlo seeds. The selected main-text EM configuration is marked by ⋆.

Configuration Hidden voltage [V] Hidden current [A] Voltage/PW Current/PW

PW-ML 29.9 19.4 1.00 1.00

RTS target 21.7 23.8 0.73 1.23

EM full/full fixed µ 304 595 10.2 30.6

EM full/full learned µ ⋆ 14.8 23.7 0.49 1.22

EM full/diag fixed µ 105 202 3.52 10.4

EM full/diag learned µ 87.6 166 2.93 8.55

EM diag/full fixed µ 101 197 3.39 10.1

EM diag/full learned µ 45.0 82.3 1.51 4.24

EM diag/diag fixed µ 29.5 37.0 0.99 1.90

EM diag/diag learned µ 21.7 23.8 0.73 1.23
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Figure F.1: Hidden-voltage and hidden current RMSE tradeoff for the EM configuration grid. Lower values
are better on both axes.
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F.5. EM Continuation Check

PW-ML

RTS target A/Q

full A
/full Q

/fix
ed mu

full A
/full Q

/learn mu

full A
/diag Q/fix

ed mu

full A
/diag Q/learn mu

diag A/full Q
/fix

ed mu

diag A/full Q
/learn mu

diag A/diag Q/fix
ed mu

diag A/diag Q/learn mu
0

50

100

150

200

250

300

Pa
rti

al
 h

id
de

n 
vo

lta
ge

 R
M

SE
 [V

]

(a) Hidden-voltage RMSE.

PW-ML

RTS target A/Q

full A
/full Q

/fix
ed mu

full A
/full Q

/learn mu

full A
/diag Q/fix

ed mu

full A
/diag Q/learn mu

diag A/full Q
/fix

ed mu

diag A/full Q
/learn mu

diag A/diag Q/fix
ed mu

diag A/diag Q/learn mu
0

100

200

300

400

500

600

Pa
rti

al
 h

id
de

n 
cu

rre
nt

 R
M

SE
 [A

]

(b) Hidden-current RMSE.

Figure F.2: Partial observation hidden state RMSE for all EM configurations. PW-ML and fixed-parameter
RTS are included as references.

F.5 EM Continuation Check

The main Chapter 4 comparison uses EM-RTS with 5 iterations. The estimator is not
described as a converged maximum-likelihood estimate. The continuation check documents
why the later EM endpoint is not used as the main learned estimator.

Table F.5 reports the selected and continuation checkpoints.

Table F.5: EM continuation check for selected audited seeds. Checkpoint 5 is the 5-iteration EM estimator
used in the main comparison. Checkpoint 50 is included only to show the later continuation behaviour.

Seed Checkpoint Hidden voltage [V] Hidden current [A] Objective

1001 5 12.7 18.9 -187618.4

1001 50 461 904 -187562.0

1002 5 14.7 24.0 -186658.2

1002 50 503 986 -186590.9

1003 5 13.2 18.4 -190043.3

1003 50 574 1.13 · 103 -189990.6

Figures F.3, F.4, and F.5 separate the checkpoint comparison, hidden-state RMSE, and EM
objective.
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F.5. EM Continuation Check
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Figure F.3: EM checkpoint comparison of the selected 5-iteration checkpoint with the continuation check-
point. Checkpoint 50 is included only as a continuation check and is not used as the main learned estimator.
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Figure F.4: Hidden voltage and hidden current RMSE along the controlled EM continuation path. The
check shows that continuing EM beyond the selected 5-iteration checkpoint can degrade hidden state RMSE.

126



F.6. Additional State-Wise and Topology Views
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Figure F.5: EM objective along the controlled continuation path. The objective can improve while hidden
state RMSE degrades, showing that the observed-data objective and the hidden state RMSE metric are not
aligned in this Partial observation benchmark.

F.6 Additional State-Wise and Topology Views

Figures F.6 and F.7 place the state-wise RMSE values at their feeder locations. The or-
dered plots in the main chapter show the same estimator comparison without the topology
layout.
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Figure F.6: Topology comparison of voltage RMSE under Partial observation for PW-ML, RTS with target
parameters, and EM-RTS with 5 iterations.
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F.7. Voltage Centering Check
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Figure F.7: Topology comparison of current RMSE under Partial observation for PW-ML, RTS with target
parameters, and EM-RTS with 5 iterations.

F.7 Voltage Centering Check

All accepted Chapter 4 results use voltage centering before reduced-coordinate estima-
tion. Figure F.8 keeps the earlier centering check as supporting evidence for this numerical
choice.
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Figure F.8: Voltage-centering check for the synthetic benchmark. Centering subtracts the fixed source-
voltage reference before reduced-coordinate estimation.

F.8 Numerical Validation

Table F.6 records the numerical validation boundary used for the synthetic study.
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F.8. Numerical Validation

Table F.6: Numerical validation summary for the Chapter 4 synthetic study with phasor measurement noise.

Quantity Result

Monte Carlo seeds in final benchmark 50

Observation scenarios Full and Partial

EM configurations in selection grid 8

Stable runs in configuration grid all requested runs stable

Failed runs in configuration grid 0

Non-finite RMSE values in stable configurations 0

Measurement covariance R known and fixed during estimation

Private measured-data files inspected no

Estimator or noise formulas changed by diagnostics no

The final Chapter 4 evidence uses synthetic artifacts only. Raw measured-data files, pri-
vate processed NPZ files, and results_private outputs are outside this synthetic bench-
mark.
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G Additional Chapter 6 Material
G.1 Detailed Half-Year Group-Level RMSE

The main text reports the half-year group-level comparison in compact form. Table G.1
repeats the same values with the number of states, number of time samples, and EM/PW
ratios.

Table G.1: Detailed half-year group-level RMSE at λ = 1. Ratios use the unrounded PW-ML value for the
same state group and quantity.

State group Quantity States Samples PW-ML EM5 EM5/PW EM10 EM10/PW

Full total Voltage [V] 28 17376 19.4 23.3 1.20 18.7 0.967

Full total Current [A] 28 17376 0.421 0.421 1.00 0.421 1.00

Partial observed Voltage [V] 13 17376 28.4 63.1 2.22 26.8 0.946

Partial observed Current [A] 13 17376 0.612 0.613 1.00 0.613 1.00

Partial hidden Voltage [V] 15 17376 28.4 63.1 2.22 26.9 0.946

Partial hidden Current [A] 15 17376 0.244 0.249 1.02 0.249 1.02

Partial total Voltage [V] 28 17376 28.4 63.1 2.22 26.8 0.946

Partial total Current [A] 28 17376 0.454 0.456 1.01 0.456 1.01

G.2 One-Week EM Continuation

The measured-data continuation check uses the Partial observation scenario at λ = 1 and
compares 1, 2, 5, 10, 20, and 50 EM iterations. The check uses the same one-week evaluation
interval and noise seeds as the main one-week comparison.

Table G.2 reports the continuation values and their changes relative to 10 iterations.

Table G.2: One-week Partial hidden-state continuation at λ = 1. Changes are relative to the 10-iteration
checkpoint. Runtime was not retained in the aggregate continuation export.

Iterations Voltage RMSE [V] ∆ from EM10 [V] Current RMSE [A] ∆ from EM10 [A]

1 159 +132 0.270 +0.0118

2 106 +78.9 0.262 +0.00365

5 39.2 +12.1 0.260 +0.00143

10 27.1 0 0.258 0

20 27.1 -0.040 0.258 −1.2× 10−5

50 27.1 -0.040 0.258 −1.2× 10−5

Figures G.1 and G.2 show the same hidden-state values separately for voltage and cur-
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G.2. One-Week EM Continuation
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Figure G.1: One-week Partial hidden-voltage RMSE as the EM iteration budget increases.
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Figure G.2: One-week Partial hidden-current RMSE as the EM iteration budget increases.

The hidden-voltage RMSE decreases by 0.040V from 10 to 20 iterations and remains un-
changed at the shown precision at 50 iterations. The hidden-current RMSE decreases by
approximately 1.2× 10−5A over the same interval. The 10-iteration checkpoint is therefore
close to the observed one-week RMSE plateau without being the exact minimum among the
tested checkpoints. Likelihood histories and parameter-step diagnostics were not retained in
the ggregate continuation export.
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G.3. State-Wise Scale-Aware Summary

G.3 State-Wise Scale-Aware Summary

Table G.3 summarizes absolute RMSE ratios, reference RMS magnitudes, and normalized
RMSE for the observed and hidden state groups.

Table G.3: One-week state-wise RMSE and NRMSE group summary at λ = 1. Reference scales use the
same 288-sample evaluation interval as the RMSE calculation.

Group States EM5 below PW EM10 below PW Median EM5/PW Median EM10/PW Ref. RMS min Ref. RMS median Ref. RMS max Median EM10 NRMSE

Observed voltage 13 0 13 1.37 0.95 20.9 kV 21.0 kV 21.1 kV 0.13%

Observed current 13 8 12 1.00 1.00 13.1A 34.0A 58.8A 0.74%

Hidden voltage 15 0 15 1.37 0.95 21.0 kV 21.0 kV 21.1 kV 0.13%

Hidden current 15 12 15 0.99 0.98 0.387A 21.8A 39.3A 0.92%

Figures G.3 and G.4 show the corresponding hidden-state NRMSE values by node and cable
ID.
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Figure G.3: State-wise NRMSE for Partial hidden voltage states in the one-week case at λ = 1. The x-axis
uses node IDs.
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G.4. One-Week Tail-Quantile Figures
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Figure G.4: State-wise NRMSE for Partial hidden current states in the one-week case at λ = 1. The x-axis
uses cable IDs.

The voltage reference RMS magnitudes remain close to the feeder voltage level, so voltage
NRMSE varies little between nodes. Current reference magnitudes span less than 0.4A to
approximately 39A across the hidden cables. The same absolute current error can therefore
represent very different relative errors.

G.4 One-Week Tail-Quantile Figures

The main text reports the numerical tail summary and the complete empirical CDFs. Fig-
ures G.5 and G.6 provide a separate visual comparison of the reported quantiles.
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Figure G.5: Tail quantiles of pooled absolute errors for the Partial hidden voltage states at λ = 1.

133



G.5. Chapter 6 Outputs
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Figure G.6: Tail quantiles of pooled absolute errors for the Partial hidden current states at λ = 1.

G.5 Chapter 6 Outputs

The main text uses one-week and half-year aggregates with a common procedure chain for
PW-ML, EM-RTS with 5 iterations, and EM-RTS with 10 iterations. The included source
CSV files contain group-level RMSE, state-wise RMSE and NRMSE, measurement-noise
sensitivity, monthly summaries, continuation values, and anonymous pooled absolute-error
support. They contain no raw OGM rows or state-by-time trajectories.

G.6 Chapter 6 Reproducibility and Data Boundary

The revised Chapter 6 evidence uses derived context arrays and aggregate outputs. The
thesis source contains aggregate tables, exported figures, and supporting CSV files. The
source does not contain raw OGM rows, private measured-data files, private processed NPZ
files, or private interactive dashboards.

The one-week and half-year rerun contexts store the OGM-derived reference state, times-
tamps, state labels, observation masks, the reduced basis B, the affine known-input matrix
Ca, the affine right-hand-side series bt, and the fixed base phasor covariance R. Later robust-
ness runs use only the exported context arrays. The source paths used to create the context
are not required at runtime.

The measurement-noise convention uses a fixed full-state phasor covariance,

Rfull,λ = λ2Rfull,

followed by observation selection as defined in Equation (6.2). The revised Chapter 6 uses λ,
not the earlier η-notation, and treats the OGM-derived reference state as a measured-data
reference, not truth.
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G.7. Derivation of Runtime Complexity Expressions

G.7 Derivation of Runtime Complexity Expressions

The following derivation gives implementation-level operation counts for the runtime ex-
pressions in Section 6.3.6. Let T denote the number of time samples, n the physical-state
dimension, d the reduced-state dimension, k the number of observed components, and MEM

the number of completed EM parameter updates.

For the affine measured-data model, define the centred observation

ỹt = yt −Dobsxp,t = Gwt + ϵt, G = DobsB.

The physical reconstruction is
x̂t = xp,t +Bŵt.

The offset addition costs O(n) per sample and does not change the dominant reduced-to-full
mapping cost O(nd). In the current affine wrapper, the observation offset is formed by the
dense product between the particular-solution trajectory and the selection matrix, with cost
O(Tnk). Because Dobs selects state components, a structure-aware implementation could
replace this product by direct indexing with cost O(Tk).

G.7.1 Pointwise Maximum-Likelihood Estimator

The implementation forms

G = DobsB, R†, F = GHR†G,

and solves the d × d normal system for all T right-hand sides. It uses a dense solve against
the identity, or a pseudoinverse, to construct the inverse-equivalent of R. The corresponding
dense costs are

G = DobsB : O(knd),

R† : O(k3),

F : O(k2d+ kd2),

normal-system factorization : O(d3),

application to T samples : O
(
T (k2 + kd+ d2 + nd)

)
.

Thus, one PW-ML call has complexity

O
(
knd+ k3 + k2d+ kd2 + d3 + T (k2 + kd+ d2 + nd)

)
.

This differs from a structure-aware diagonal-covariance implementation because the current
code treats R as a dense matrix.

G.7.2 EM-RTS Estimator

At each Kalman update, the implementation explicitly forms

St = GPt|t−1G
H +R ∈ Ck×k
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G.7. Derivation of Runtime Complexity Expressions

and solves dense observation-space systems. The leading update cost is

O
(
k3 + k2d+ kd2 + dk2 + d3

)
.

The RTS backward recursion uses only d× d systems and contributes O(Td3) per pass. The
E-step therefore has the same leading order as the dense Kalman pass.

If MEM denotes completed parameter updates, the implementation evaluates the initial pa-
rameters before the update loop and performs a fresh E-step after each accepted update. The
runner also performs a final full-series Kalman and RTS pass after fitting. Suppressing these
constant extra passes, the compact end-to-end order is

O
(
MEMT

(
k3 + k2d+ kd2 + dk2 + d3

)
+ Tnk + Tnd

)
.

The experiments use n = 56, d = 5, and k ∈ {26, 56}. Although the reduced state is small,
the current implementation does not use a Woodbury or information-form update to avoid
the dense k × k innovation solve. Diagonal structure in the constructed covariance therefore
does not remove the k3 term from the implementation-level operation count.
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