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Preface
This report has been prepared as part of the 8th semester project in Geomatics at Aalborg University
Copenhagen. The project investigates how GeoAI and spatial data can support afforestation
planning in a Danish land-use context, using Viborg Municipality as a pilot study area.

The project is motivated by the need for transparent and spatially explicit decision-support tools
for land-use transition, afforestation, and the implementation of national green policy objectives.
The report presents a workflow that combines rule-based eligibility screening with machine learning
suitability modelling. The purpose is not to produce final land-use decisions, but to examine
how geospatial data, spatial validation, and interpretable model outputs can support early-stage
planning and prioritisation.

The project includes data collection, GIS processing, model development, spatial validation, and
interpretation of model outputs. The results should therefore be understood as a methodological and
analytical contribution to afforestation screening for planning support, rather than as a definitive
designation of future forest areas. All project materials, including the analytical notebooks,
processed outputs, suitability rasters, candidate area layers, and interactive map visualisations, are
available via the project repository on Google Drive.

A README file at the root of the folder describes the directory structure and the relationship
between the notebooks and the workflow steps described in this report.
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1 Introduction

A�orestation has become an important part of Denmark's green land-use transition, as it is

expected to contribute to several policy objectives, including climate mitigation, biodiversity

enhancement, groundwater protection, and landscape restoration (Gomes et al., 2023). Translating

these objectives into concrete land-use decisions is, however, challenging. Potential a�orestation

areas are located within an intensively used landscape shaped by agriculture, infrastructure,

environmental protection, ownership structures, and municipal planning priorities. Identifying

where new forest can be established is therefore not only a technical mapping task, but also a

spatial planning problem.

This challenge has previously been addressed in a Danish planning context through GIS-based

suitability screening. A previous AAU student project developed a Multi-Criteria Decision Analysis

(MCDA) framework for identifying potentially suitable a�orestation areas under the Green Tripartite

Agreement (Hvid et al., 2025). Such approaches are useful because they make planning criteria

explicit and provide a transparent basis for spatial decision support. However, their outputs depend

strongly on manually selected criteria, reclassi�cation schemes, and user-de�ned weights. The

resulting suitability maps are therefore sensitive to assumptions made before the analysis is carried

out.

The present project builds on this problem but investigates a di�erent methodological approach,

using Viborg Municipality as a pilot study area. Instead of combining criteria through manually

weighted overlay, the project develops a GeoAI-based screening work�ow that integrates rule-based

eligibility screening with machine learning suitability modelling. Spatial predictors such as terrain,

hydrology, soils, land cover, and landscape context are used to estimate a�orestation potential

within a de�ned eligible area. The purpose is not to replace planning judgement, but to examine

whether machine learning can provide a more data-driven and reproducible basis for screening

candidate areas.

A central methodological concern is that spatial prediction models can appear more accurate

than they are if validation is not spatially robust. Because nearby observations often share

similar environmental conditions, conventional random train�test splits may overestimate model

performance (Stock, 2025). The project therefore evaluates the model using spatially separated

validation, so that predictive performance is assessed in relation to geographic generalisation rather

than local similarity alone. In this way, the project addresses both a practical planning question and

a methodological question: how can GeoAI support a�orestation screening in Viborg Municipality

in a way that is interpretable, spatially credible, and relevant for Danish planning practice?
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2 Aim

The aim of this project is to investigate how a GeoAI-based screening work�ow can support the

identi�cation of potential a�orestation areas in a Danish planning context, using Viborg Municipality

as a pilot study area. The project builds on existing GIS-based suitability approaches, including

previous MCDA-based a�orestation screening, but moves beyond manually weighted overlay by

combining rule-based eligibility screening with machine learning suitability modelling (Hvid et al.,

2025).

The project treats machine learning as a tool for screening and prioritising candidate areas rather

than as a method for producing �nal planning decisions. The work�ow �rst applies an eligibility

mask to remove areas that are legally, physically, or planning-related unsuitable for a�orestation.

Within the remaining eligible landscape, LightGBM, Random Forest, and PU-LightGBM are

used to estimate relative a�orestation suitability based on spatial predictors representing terrain,

hydrology, soils, land cover, and landscape context.

A further aim is to evaluate whether the model outputs are spatially credible and interpretable.

Because geospatial observations are often spatially autocorrelated, conventional random train�

test splits may overestimate predictive performance when nearby observations are included in

both training and test data (Stock, 2025). The models are therefore evaluated using spatially

separated cross-validation to assess their ability to generalise across di�erent geographic parts of

the municipality.

Finally, the project aims to translate the model outputs into results that are relevant for planning

practice. This includes suitability maps, candidate area extraction, cross-model comparison,

markblok-level summaries, and interactive map visualisation. The purpose is not to replace

municipal planning judgement, landowner dialogue, or formal project assessment, but to examine

how GeoAI can provide a transparent and reproducible basis for early-stage a�orestation screening.
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3 Problem Statement

This project develops and evaluates a GeoAI-based screening work�ow for identifying potential

a�orestation areas in Viborg Municipality within a Danish land-use planning context. The work�ow

combines rule-based eligibility constraints, machine learning suitability modelling, spatial validation,

model interpretation, and planning-oriented output translation.

3.1 Research Questions

Based on the problem formulation, the project is guided by the following research questions:

1. RQ1 � Eligibility screening and suitability modelling: How can legal, environmental,

and planning-related constraints be translated into an eligibility mask, and how can machine

learning models be used to rank the remaining landscape according to relative a�orestation

suitability?

2. RQ2 � Spatial validation and model reliability: How do the selected models perform

under spatially separated cross-validation, and what does fold-level variation indicate about

the geographic transferability and reliability of the suitability predictions?

3. RQ3 � Model interpretation and identi�cation of suitable a�orestation areas:

Which spatial predictors contribute most strongly to the model outputs, and how can SHAP,

feature importance, suitability thresholds, and cross-model comparison be used to identify

robust suitable a�orestation candidates?

4. RQ4 � Planning relevance and decision support: How can the model outputs be

translated into planning-relevant results, such as markblok-level candidate areas and interactive

map visualisations, and what are the main limitations of using these outputs for a�orestation

planning?
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4 Literature Review

This chapter establishes the theoretical and methodological foundation for the project. It reviews

literature and planning-related material on a�orestation policy, GIS-based suitability modelling,

GeoAI, spatial validation, model explainability, and planning-oriented decision support. The

purpose is to position the project within both existing research and the current Danish land-use

planning context.

The review follows the logic of the project work�ow. It �rst introduces a�orestation as a

Danish planning challenge under the Green Tripartite framework. It then discusses how GIS-based

suitability models and synergy maps are used to support spatial prioritisation, before presenting

GeoAI as a possible extension of this planning logic. Finally, the chapter addresses spatial validation,

model interpretation, cross-model agreement, MARS, and the research gap addressed by the project.

Together, these themes provide the basis for the methodology developed in this report: a

GeoAI-based screening work�ow for identifying, ranking, and interpreting potential a�orestation

candidate areas in Viborg Municipality.

4.1 Danish A�orestation Planning Context

A�orestation has become a central element of Denmark's current land-use transition. Under the

Green Tripartite Agreement and the political agreement Aftale om et Grønt Danmark, a�orestation

is positioned alongside lowland soil conversion, wetland restoration, and extensi�cation as part of a

broader strategy to reduce environmental pressures from agriculture while strengthening climate,

biodiversity, and water-environment bene�ts (Regeringen, 2024a). The agreement sets explicit

quantitative targets, including the establishment of 250,000 ha of new forest by 2045 and the

conversion of 140,000 ha of carbon-rich lowland soils, including adjacent areas, by 2030 (Regeringen,

2024a).

The implementation of these national ambitions is strongly local. The Green Tripartite

framework is organised around 23 local green tripartites, which bring together municipalities,

agricultural organisations, nature organisations, and state actors to prepare local land-conversion

plans (Ministeriet for Grøn Trepart, 2024, 2025). These plans must coordinate several land-use

objectives at the same time, including nitrogen reduction, lowland soil conversion, a�orestation,

extensi�cation, and the creation of more coherent nature areas. A�orestation is therefore not only

an environmental measure, but also a spatial planning task.

This creates a need for methods that can support early-stage screening before speci�c projects

are assessed in detail. Municipalities and local tripartite actors need to identify which areas may be

worth investigating further, while still considering land ownership, existing land use, environmental

constraints, municipal priorities, and implementation feasibility. A GeoAI-based screening work�ow
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can therefore be understood as an upstream decision-support layer that helps narrow the search

space before project-level assessment, landowner dialogue, and formal administrative processing.

Municipal planning provides an important framework for this process. In Denmark, municipali-

ties maintain municipal plans that include spatial guidelines and designations for future land use

(Planstyrelsen, 2008). In relation to a�orestation, these plans commonly distinguish between areas

where a�orestation is desired and areas where a�orestation is considered undesirable (Planstyrelsen,

2024). Such designations are relevant because they express existing planning judgements about

where forest establishment is expected to support or con�ict with broader land-use objectives.

However, they do not necessarily provide a complete or data-driven ranking of candidate areas.

Digital planning infrastructure is also increasingly important. The MARS platform supports the

local green tripartites by allowing users to register projects, assess overlaps with relevant national

GIS layers, and relate planned measures to environmental objectives such as nitrogen reduction and

land-conversion targets (Styrelsen for Grøn Arealomlægning og Vandmiljø, 2025b,a, 2026). However,

MARS primarily functions as an administrative and screening platform for user-de�ned areas. It

does not independently search the landscape for new candidate areas or produce probabilistic

suitability rankings across a municipality. This distinction is discussed further in Section 4.6.1.

The need for integrated municipal land-use screening is also re�ected in current Danish planning

practice. KL's note on common maps for local land-use planning describes how the Green Tripartite

creates a need to coordinate multiple spatial interests, including a�orestation, renewable energy,

recreation, urban development, protected nature, agriculture, drinking water, lowland soils, and

forest (KL, 2025a). The note argues that municipalities need shared data and maps to make the

local arealkabale work, because individual areas increasingly have to support several functions at

the same time.

This is directly relevant to a�orestation screening. New forest areas cannot be identi�ed

only from a biophysical perspective; they must also be evaluated in relation to other land-use

interests, potential con�icts, and possible synergies. The Danish planning context therefore creates

a methodological opening for a GeoAI-based screening work�ow that can combine eligibility

constraints, spatial predictors, model-based ranking, and planning-oriented output translation.

Such a work�ow should not be understood as a replacement for municipal planning judgement,

but as a reproducible decision-support layer that helps identify, rank, and interpret potential

a�orestation candidate areas within a de�ned eligible landscape.

4.2 From Weighted Suitability Models to GeoAI-Based Prediction

GIS-based suitability modelling has long been used to support spatial prioritisation in planning. In

its conventional form, this involves selecting relevant criteria, reclassifying them into suitability

scores, assigning weights, and combining the weighted layers into a �nal suitability surface. The
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main strength of this approach is its transparency: planners and stakeholders can inspect which

criteria are included and how they in�uence the �nal output. This was also the logic of the previous

AAU a�orestation project, which used a Multi-Criteria Decision Analysis (MCDA) framework to

screen potentially suitable areas for a�orestation in a Danish planning context (Hvid et al., 2025).

Weighted suitability models also have important limitations. The �nal map depends directly on

the selected criteria, reclassi�cation rules, and assigned weights. The model therefore formalises

a prede�ned judgement structure rather than learning relationships from observed spatial data.

This does not make MCDA unsuitable for planning support, but it means that the analytical

result is sensitive to assumptions made before the analysis is carried out (Hvid et al., 2025).

Similar concerns are raised in the broader land suitability literature, where traditional suitability

approaches have been criticised for simplifying continuous environmental variation into �xed classes

and for being less able to capture complex, nonlinear relationships between environmental variables

(Taghizadeh-Mehrjardi et al., 2020).

The Danish municipal context also shows that weighted and thematic overlay approaches remain

practically important. KL describes synergy maps as a way of grouping public geodata into relevant

land-use themes and comparing or weighting di�erent spatial interests in order to support local

decision-making (KL, 2025a). This makes synergy mapping closely related to MCDA-based planning

logic, where di�erent criteria are combined to identify areas with potential con�icts, co-bene�ts, or

implementation relevance.

Figure 1 illustrates this synergy-map logic. The �gure is relevant because it shows that

municipalities are already working with data-driven map overlays and thematic prioritisation. The

present project builds on this planning logic, but extends it by adding machine-learning-based

suitability modelling, spatial validation, and markblok-level output.
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Figure 1: Illustration of the synergy-map work�ow used to support municipal land-use planning.
Relevant public datasets are �rst categorised, then grouped into land-use interest themes, and
�nally combined into synergy maps for local planning dialogue. Source: adapted from KL (KL,
2025a).

Machine-learning-based suitability modelling follows a di�erent analytical logic. Instead of

de�ning all relationships manually through weights, the model is trained on labelled examples and

learns how predictor variables relate to an observed target. For a�orestation screening, this means

that spatial predictors such as terrain, hydrology, soils, land cover, and landscape context can

be used to estimate relative a�orestation potential within a de�ned eligible landscape. Previous

land suitability and a�orestation studies show that machine learning can integrate heterogeneous

environmental predictors and identify spatial patterns that may di�er from those produced by

conventional suitability methods (Taghizadeh-Mehrjardi et al., 2020; Chen et al., 2019).

In this project, GeoAI is therefore understood as a methodological extension of GIS-based

screening. It retains the decision-support purpose of suitability modelling, but replaces �xed

weighting logic with data-driven prediction and spatial validation. The aim is not to replace

MCDA, synergy maps, or municipal planning judgement, but to test whether GeoAI can provide

an additional, reproducible ranking of a�orestation candidates within an eligibility-constrained

decision space. Figure 2 summarises the methodological shift from manually weighted suitability

modelling to GeoAI-based prediction.
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Figure 2: Conceptual di�erence between weighted MCDA suitability modelling and GeoAI-based
suitability prediction. MCDA combines selected criteria through reclassi�cation and manual
weighting, while the GeoAI work�ow uses training labels, spatial predictors, model learning, and
spatial validation to produce a ranked suitability output.

This distinction is important for how the model output should be interpreted in planning.

The output is not a �nal designation of a�orestation land. Instead, it is a screening layer that

can help identify, rank, and interpret candidate areas before they are assessed through municipal

planning, stakeholder dialogue, funding schemes, landowner willingness, and site-speci�c evaluation.

GeoAI is understood here as the use of arti�cial intelligence and machine-learning methods on

geographically structured data, where spatial context is part of the input data, validation strategy,

and output interpretation (Janowicz et al., 2020). In this project, the GeoAI component is therefore

not limited to applying a classi�er to tabular data. It also includes spatial feature engineering,

spatial cross-validation, raster-based suitability prediction, and translation of model outputs into

planning-relevant spatial units.

4.2.1 Model Families and Planning-Relevant Outputs

The choice of machine learning model depends on the structure of the input data and the purpose of

the analysis. In a�orestation suitability screening, the predictors are typically structured geospatial

covariates, including topographic derivatives, soil variables, hydrological indicators, land cover

information, spectral indices, and distance-based context measures. For this type of tabular

predictor stack, tree-based ensemble models are particularly relevant because they can handle

heterogeneous variables, nonlinear relationships, and interactions between predictors (Southworth

et al., 2024; Huang et al., 2025).

Random Forest is commonly used as a baseline in environmental and land suitability modelling

because it is robust, relatively easy to implement, and provides variable importance measures that

can support interpretation (Senagi et al., 2017; Buthelezi et al., 2024b). Gradient boosting methods
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such as XGBoost and LightGBM are also relevant because they often provide strong predictive

performance on structured data and can model complex interactions between predictors. Recent

forestry-related applications show that boosting approaches can perform competitively, and in some

cases outperform Random Forest, although they are generally more sensitive to hyperparameter

choices and less immediately transparent (Buthelezi et al., 2024a; Cipriano et al., 2025).

Table 1: General comparison of machine learning models relevant to a�orestation-related spatial
analysis.

Model Main strengths Main weaknesses Typical relevance

Random Forest Robust and stable base-
line; performs well with
heterogeneous predictors and
provides variable-importance
measures.

May be less accurate than
boosting models in some set-
tings and does not directly ex-
ploit image structure.

Well suited to a�orestation
suitability modelling based on
terrain, soil, hydrology, and
spectral indices.

XGBoost Strong predictive performance
and ability to capture non-
linear relationships and inter-
actions.

More tuning-dependent and
generally less interpretable
than simpler ensemble base-
lines.

Useful when the objective is
high predictive accuracy on
structured environmental pre-
dictor sets.

LightGBM Computationally e�cient and
often strong on large predic-
tor stacks and forestry-related
applications.

Sensitive to tuning choices
and less transparent than sim-
pler models.

Relevant for large-scale suit-
ability or biomass modelling
with many covariates.

CNN / U-Net Learns spatial context directly
from imagery and is strong
for classi�cation and seman-
tic segmentation.

Requires more labelled data,
more computation, and a
more complex work�ow.

Most relevant when vegeta-
tion patterns are derived di-
rectly from image content
rather than tabular predic-
tors.

By contrast, convolutional neural networks such as CNNs and U-Net architectures are most

relevant when models are trained directly on image patches and when local pixel arrangements,

texture, or object boundaries are central to the task. These methods are powerful for remote sensing

segmentation, but they usually require larger labelled datasets, more computational resources, and

a more complex training work�ow (Huang et al., 2025; Cipriano et al., 2025). Since the present

project is based primarily on engineered GIS and remote sensing predictors rather than raw image

segmentation, tree-based models provide a more direct and interpretable modelling strategy.

A further advantage of supervised classi�ers in planning-oriented screening is that they can

produce probability-based outputs. Instead of classifying land only as suitable or unsuitable, the

model can estimate relative a�orestation potential across the eligible landscape. This is useful for

planning because it supports ranking, extraction of suitable a�orestation areas, and comparison

between candidate areas. Probability surfaces should still be interpreted carefully, as they express

modelled likelihood under the assumptions of the training data, predictor selection, and validation
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design. Nevertheless, they provide a more �exible basis for decision support than a single binary

suitability map.

4.3 Spatial Validation as a Methodological Requirement

A central methodological issue in spatial machine learning is that model performance can appear

stronger than it actually is when spatial dependence is ignored. In geospatial data, nearby

observations are often more similar than observations located farther apart. If training and

validation samples are drawn from locations that are too close to each other, model evaluation

may therefore re�ect local similarity and spatial autocorrelation rather than genuine predictive

transferability.

Recent literature stresses that models intended for prediction in new geographic locations

should be validated with su�cient spatial separation between training and test data. Spatial

block cross-validation has become an important approach in this context, because it partitions the

data into geographically separated blocks that are held out in turn for validation (Stock, 2025;

Habibi et al., 2024). This form of validation is generally more realistic than random splitting when

the modelling objective involves extrapolation or geographic generalisation beyond the immediate

neighbourhood of the training data (Habibi et al., 2024).

Recent work also shows that the design of the spatial validation scheme itself in�uences the

resulting performance estimates. Stock (2025) shows that block size is the most consequential

choice, because it determines the degree of separation between training and validation data and

therefore how closely the validation setup re�ects the intended application of the model. The

results further suggest that block shape, number of folds, and assignment of blocks to folds often

have smaller e�ects than block size, although these choices may still matter depending on the data

structure and prediction objective (Stock, 2025).

More broadly, recent reviews of remote sensing classi�cation emphasise that uncertainty mod-

elling and robust accuracy assessment are essential parts of contemporary geospatial modelling

work�ows, especially in heterogeneous environments where poor generalisation remains a common

challenge (Huang et al., 2025). Taken together, this literature indicates that spatial validation

should not be treated as a minor technical adjustment, but as a methodological requirement when

model performance is expected to re�ect geographic transferability rather than local interpolation

alone.

4.3.1 K-fold Cross-Validation

K-fold cross-validation is one of the most widely used validation procedures in supervised machine

learning for estimating predictive performance. In its standard form, the available dataset is divided
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into k non-overlapping folds of approximately equal size. The model is then trainedk times, each

time using k � 1 folds for training and the remaining fold for validation. After each fold has been

used once as validation data, the resulting performance measures are aggregated, typically by

calculating their mean (Doll et al., 2025; Abedin et al., 2026).

The main rationale for k-fold cross-validation is that all observations contribute to both model

training and model evaluation, while avoiding reliance on a single train�test split. The estimated

performance therefore becomes less dependent on one arbitrary partition of the data. As illustrated

in Figure 3, k-fold cross-validation partitions the dataset intok mutually exclusive folds, where each

fold is used once for validation andk � 1 times for training. The procedure is therefore commonly

used for model comparison and for obtaining a more stable estimate of generalisation performance

than a single hold-out split would provide (Abedin et al., 2026; Naser, 2026).

Figure 3: Illustration of 5-fold cross-validation. The dataset is partitioned into �ve folds. In each
iteration, one fold is used for validation, while the remaining folds are used for training. Final model
performance is obtained by averaging the performance across all iterations. Source: reproduced
from Sangole (2024).
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A further methodological consideration concerns the choice ofk. Recent studies note that values

such ask = 5 and k = 10 remain common practical defaults, while also showing that the choice

of k a�ects the balance between bias, variance, training set size, and the stability of the resulting

error estimate (Abedin et al., 2026). Increasing the number of folds gives each model �t access

to a larger share of the data, but it may also increase computational cost and variability in the

estimated performance. Consequently, k-fold cross-validation should not be understood as a single

�xed procedure, but as a family of validation designs whose properties depend partly on howk is

speci�ed (Abedin et al., 2026; Naser, 2026).

Although standard k-fold cross-validation is widely used, recent methodological work makes

clear that its conventional random form is not always appropriate for structured data. When

observations are temporally or spatially dependent, folds may need to be constructed in a blocked

or grouped manner to preserve the dependency structure and avoid overly optimistic performance

estimates (Doll et al., 2025; Stock, 2025). For that reason, k-fold cross-validation is best understood

as a general validation framework that can be adapted to the structure of the data and the intended

prediction setting.

4.4 A�orestation Suitability as a Multidimensional Concept

Before a�orestation suitability can be modelled, it is necessary to clarify what suitability means in

Danish land-use planning. A suitable area is not simply an area where trees can physically grow.

Rather, suitability re�ects the intersection between biophysical conditions, environmental priorities,

economic opportunity costs, and planning constraints. This distinction is important because land

may be technically plantable while still being unsuitable for a�orestation from a policy or planning

perspective.

From a biophysical perspective, suitable a�orestation sites generally require soil and moisture

conditions that support long-term tree establishment and growth. Soil texture, nutrient availability,

drainage, and water availability in�uence rooting conditions and species suitability. Suitability is

therefore not universal, but depends on the ecological requirements of the intended forest type (Li

et al., 2021; Chen et al., 2019). Topography is also relevant, as slope, terrain form, and accessibility

in�uence both establishment conditions and practical management.

Danish a�orestation suitability is also shaped by policy priorities and competing land-use

objectives. The o�cial guidance for a�orestation support identi�es several land types that are

generally unsuitable for supported a�orestation, including existing forest, carbon-rich lowland

soils, areas with wetland restoration potential, and areas protected under Section 3 of the Nature

Protection Act (Styrelsen for Grøn Arealomstilling og Vandmiljø (SGAV), 2025). These exclusions

show that some areas may be more appropriate for other environmental purposes, such as wetland

restoration, nature protection, or lowland soil conversion, even where tree establishment would
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technically be possible.

A further consideration is the opportunity cost of converting agricultural land to forest. Highly

productive agricultural land is not necessarily unsuitable in a biological sense, but it may be

less suitable from a land-use perspective because conversion implies a higher loss of agricultural

production value. Economic analyses of a�orestation therefore emphasise that expected forest

productivity, agricultural land value, and foregone agricultural income all in�uence the practical

attractiveness of a�orestation (Jørgensen et al., 2025).

In this project, a�orestation suitability is therefore understood as a multidimensional planning

concept. More suitable areas are those where biophysical conditions support forest establishment,

where a�orestation does not con�ict with higher-priority environmental or legal constraints, and

where conversion is plausible within the broader land-use context. Less suitable areas are those

where site conditions constrain tree growth, where other restoration pathways are more appropriate,

or where planning and opportunity-cost considerations make a�orestation less feasible.

Table 2: Main dimensions of a�orestation suitability in a Danish planning context.

Dimension More suitable conditions Less suitable conditions

Soils and site con-
ditions

Soils and moisture regimes compatible
with tree establishment and long-term
growth.

Poor rooting conditions, unsuitable
moisture regimes, or mismatch with in-
tended forest type.

Hydrology and
restoration prior-
ity

Balanced water conditions where af-
forestation does not con�ict with hydro-
logical restoration.

Carbon-rich lowlands, wetland restora-
tion areas, or sites better suited for
rewetting.

Existing land use Open agricultural or semi-open land
without major physical con�icts.

Existing forest, water, built-up areas,
infrastructure, or strongly constrained
land uses.

Nature and legal
constraints

Areas where a�orestation is compatible
with environmental goals.

Protected nature, Natura 2000 areas,
Section 3 areas, or other legally sensitive
sites.

Agricultural op-
portunity cost

Lower-value agricultural land where con-
version costs are relatively limited.

Highly productive agricultural land with
high opportunity cost.

Planning context Areas aligned with municipal a�oresta-
tion priorities and wider land-conversion
objectives.

Areas where a�orestation is designated
as undesirable or con�icts with planning
priorities.

4.4.1 Environmental and Spatial Predictors of A�orestation Suitability

The selection of predictor variables is a central step in any supervised spatial modelling work�ow,

because it de�nes which dimensions of the landscape the model can learn from. Existing literature
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suggests that a�orestation and broader forest suitability are in�uenced by combinations of topo-

graphic, soil-related, hydrological, and land cover factors, as well as by the wider spatial context

of each site (Chen et al., 2019; Buthelezi et al., 2024b). In machine learning-based a�orestation

screening, these variables are relevant because they capture both environmental preconditions and

landscape patterns that may help distinguish more and less suitable areas.

Topography Soils Hydrology

Predictor Space for
A�orestation Modelling

Land Cover Spatial Context

Figure 4: Main predictor groups commonly used in GeoAI-based a�orestation suitability modelling.

Topography is important because slope, elevation, and terrain form in�uence drainage conditions,

accessibility, and the physical character of the land surface. Soil-related variables are similarly

relevant because they shape rooting conditions, moisture retention, and the broader ecological

suitability of land for forest establishment (Chen et al., 2019; Gomes et al., 2023). Hydrological

variables and wetness proxies are especially important in Denmark, where land conversion under the

Green Tripartite is closely linked to lowland soils, water-environment e�ects, and broader restoration

objectives (Regeringen, 2024b; Styrelsen for Grøn Arealomlægning og Vandmiljø, 2026). Land

cover information is also valuable because it re�ects current land use and can therefore indicate

both opportunity and constraint. In addition, contextual variables such as proximity to existing

forest, natural areas, or other landscape elements may help identify areas where a�orestation could

strengthen spatial coherence or support multiple environmental bene�ts (Danmarks Miljøportal,

2025; Buthelezi et al., 2024b).

From a modelling perspective, these predictor groups allow the supervised work�ow to move

beyond purely administrative screening and learn how combinations of environmental and spatial

characteristics are associated with a�orestation-related patterns. This is consistent with the broader

GeoAI perspective, where prediction is based on observed relationships among heterogeneous spatial

variables rather than manually �xed overlay logic (Taghizadeh-Mehrjardi et al., 2020; Senagi et al.,
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2017). At the same time, predictor choice remains theory-informed. Even in a data-driven work�ow,

the variables supplied to the model re�ect prior judgement about which dimensions of the landscape

are likely to matter. The selected predictors therefore provide the model with information about

the environmental and spatial conditions that are relevant to a�orestation screening.

4.4.2 From Eligibility Screening to Predictive Suitability

A useful distinction in this project is the di�erence between eligibility and suitability. Eligibility

refers to whether land can be considered for a�orestation at all, whereas suitability refers to the

relative potential of the remaining candidate areas. In Danish planning practice, spatial screening

often begins by excluding areas that are physically unavailable, legally constrained, or in direct

con�ict with a�orestation. These may include existing forest, water bodies, built-up areas, major

infrastructure, protected nature, and areas where municipal planning designates a�orestation as

undesirable (Planstyrelsen, 2008, 2024; Hvid et al., 2025).

This distinction is important because a supervised model should not be interpreted as deciding

whether clearly ineligible land ought to be a�orested. Instead, hard constraints should �rst be

removed through an eligibility mask. Only after this delimitation does it become meaningful

to estimate relative a�orestation potential within the remaining landscape. In this project, the

eligibility mask therefore de�nes the decision space, while the machine learning model ranks

variation within that space.

Methodologically, this separation improves both interpretability and validity. If clearly unsuitable

areas are left within the modelling domain, the model may learn trivial contrasts between non-

candidate land and candidate land instead of learning �ner di�erences among realistic a�orestation

sites. By combining a rule-based GIS exclusion step with a supervised prediction model, the work�ow

links conventional planning screening with GeoAI-based ranking. This makes the model output more

appropriate for decision support, because it is interpreted as a probability surface over plausible

candidate areas rather than as an unrestricted recommendation for the full landscape. Figure 5

summarises the analytical logic used in the project: exclusion is handled through deterministic GIS

rules, while prioritisation is handled through supervised prediction.

Full
Landscape

Hard Constraints /
Eligibility Screening

Eligible
Candidate Areas

Supervised
Prediction Model

Ranked Suitable
Candidate Areas

Figure 5: Illustration of the analytical distinction between eligibility screening and predictive
suitability modelling.
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4.4.3 Scale, Spatial Resolution, and Unit of Analysis in GeoAI-Based Land Screening

Another important methodological issue concerns the scale at which a�orestation potential is

analysed. In geospatial modelling, results are always in�uenced by the chosen spatial resolution

and the unit of analysis used to represent the landscape. This is particularly relevant in land-use

screening, where the technical resolution of raster predictors does not necessarily match the scale

at which planning decisions are made. High-resolution data may reveal local variation in terrain,

soils, or land cover, but planning and implementation often take place at the level of parcels, �elds,

projects, or designated planning areas rather than individual pixels (Hvid et al., 2025; Planstyrelsen,

2008).

This creates an important interpretive issue for the present project. A model may identify

�ne-grained areas with a�orestation potential, but these still need to be understood in relation

to broader planning geographies and implementation structures, including municipal planning

zones, tripartite coordination areas, and policy-oriented potential maps (Ministeriet for Grøn

Trepart, 2026a; Styrelsen for Grøn Arealomlægning og Vandmiljø, 2026; Danmarks Miljøportal,

2025). In other words, the spatial unit used for modelling a�ects both what the model can learn

and how its outputs can be applied. A prediction surface produced at one scale should therefore

not automatically be treated as directly transferable to another decision-making scale.

Pixel / Raster Cell Scale
�ne-grained predictor variation

Grid / Analysis Cell Scale
modelled prediction units

Parcel / Field Scale
land management and ownership relevance

Planning / Project Scale
municipal and implementation decision context

Figure 6: Schematic representation of how analytical scale moves from raster-level variation to
planning-relevant decision units.

The issue of scale also interacts with validation. As Stock (2025) show, the choice of spatial

separation and block size a�ects performance estimates because it changes the e�ective distance

between training and test samples. Scale is therefore not only a cartographic concern, but also a

methodological one: the resolution of predictors, the unit of analysis, and the validation design

together shape the extent to which the model can be said to generalise geographically. Addressing
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scale explicitly therefore strengthens both the scienti�c and planning relevance of the study.

4.5 Explainability, Uncertainty, and Planning Support

For a GeoAI-based a�orestation model to function as useful planning support, predictive performance

alone is not su�cient. Screening tools used in planning must also be interpretable enough to support

discussion of why certain areas are identi�ed as more relevant than others. This is particularly

important in land-use planning, where model outputs may inform prioritisation, stakeholder

dialogue, and further investigation rather than automated decision-making.

Explainability methods can help relate model predictions to recognisable landscape characteris-

tics. For tree-based models such as Random Forest, variable importance measures can indicate

which predictors contribute most strongly to the model's predictions (Senagi et al., 2017; Buthelezi

et al., 2024b). In the present project, this is useful for assessing whether predicted a�orestation

areas are associated with environmentally meaningful variables, such as soils, wetness, terrain, land

cover, or spatial context, rather than artefacts or unintended proxies. Explainability therefore

supports the interpretation of both model behaviour and planning relevance.

However, explainability should not be confused with causality. A predictor may be important in

the model because it is statistically associated with the training labels, but this does not necessarily

mean that the predictor causes an area to be suitable for a�orestation or likely to be implemented.

Model interpretation must therefore remain linked to domain knowledge, planning context, and the

assumptions used to construct the training data.

Uncertainty is also inherent in GeoAI-based planning support. Spatial prediction models

are shaped by data quality, temporal mismatch between datasets, predictor selection, target

construction, sampling strategy, and validation design. In addition, a�orestation implementation

depends on factors that are only partly represented in spatial data, including landowner willingness,

funding conditions, governance priorities, stakeholder coordination, and local political feasibility

(Ministeriet for Grøn Trepart, 2026b; KL, 2025b). Even a well-performing model should therefore

not be interpreted as a de�nitive prescription of where a�orestation ought to occur.

The model output is interpreted as a decision-support layer. Its purpose is to identify and

rank candidate areas within the eligible landscape, highlight spatial patterns, and support further

planning discussion. Communicating both model interpretation and uncertainty is essential for

ensuring that the �nal probability surface is used as a screening tool rather than as a �nal land-use

decision.
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4.5.1 Cross-Model Agreement and Spatial Output Comparison

When suitability modelling is used for planning support, it is useful to examine whether the

results are stable across di�erent modelling approaches. A single model may produce a convincing

suitability map, but this does not necessarily mean that the identi�ed suitable a�orestation areas

are robust. Comparing outputs from several models can therefore provide additional insight into

uncertainty, agreement, and model sensitivity.

Cross-model comparison is relevant because LightGBM, Random Forest, and PU-LightGBM

represent di�erent modelling assumptions. The two supervised models treat labelled positives

and negatives as �xed training classes, while the PU model treats unlabelled land as a mixture of

potential positives and true negatives. If several models identify similar areas as highly suitable,

these areas can be interpreted as more robust a�orestation candidates. If only one model identi�es

an area as highly suitable, the result should be treated with more caution.

Spatial output comparison can be carried out in di�erent ways depending on whether the model

output is treated as a continuous suitability surface or as a binary selection of top-ranked candidate

areas. Pearson correlation can be used to compare continuous suitability scores between model

outputs. Pearson's correlation coe�cient measures the strength and direction of a linear relationship

between two variables, but it should not be interpreted as proof of correctness or causality (Schober

et al., 2018).

Figure 7 summarises the cross-model comparison strategy used in the project. The comparison

was carried out in two steps. First, the continuous suitability scores from the di�erent model

outputs were compared at pixel level using correlation-based measures. This indicates whether the

models rank the eligible landscape in a similar way. Second, the continuous outputs were converted

into binary top-10% candidate masks, and the spatial overlap between these masks was assessed

using Jaccard similarity. This distinction is important because two models may produce highly

correlated suitability scores while still di�ering in the exact pixels selected above a �xed suitability

threshold.
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Model outputs
LightGBM, Random Forest, PU-LightGBM

Extract predicted suitability
for the same eligible pixels

Continuous suitability
score comparison

Pearson / Spearman
correlation

Top 10% threshold
applied to each model

Binary candidate
masks

Jaccard similarity
and three-model consensus

Figure 7: Conceptual work�ow for cross-model agreement analysis. Continuous suitability surfaces
from LightGBM, Random Forest, and PU-LightGBM are compared at pixel level using Pearson
and Spearman correlation, while top-10% candidate masks are compared using Jaccard similarity
and three-model consensus.

Jaccard similarity can be used to compare the spatial overlap between binary top-ranked

candidate masks. The Jaccard index measures the size of the intersection divided by the size of

the union of two sets, and ranges from 0 to 1 (ScienceDirect, 2022). In this project, it is relevant

for assessing whether di�erent models identify the same top-ranked suitable a�orestation areas.

While Pearson and Spearman correlation compare continuous suitability values, Jaccard similarity

compares the overlap between selected candidate areas.

These measures do not prove that the predicted suitable areas are correct. Instead, they help

assess whether the models produce similar spatial rankings and whether high-priority areas overlap

across model variants. This is important because the project does not aim to produce a single

�nal land-use decision. Instead, the model outputs are used as decision-support layers, where

cross-model agreement helps identify areas that are more consistently supported by the modelling

work�ow.
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4.6 The MARS Platform and Comparison with Machine Learning

Suitability Approaches

The previous subsections discussed machine learning approaches to land suitability and forest

suitability modelling in general terms. To situate these approaches in the Danish policy context, it

is useful to compare them with the o�cial planning and application platform that operationalises

the Green Tripartite Agreement, namely the MARS platform. This subsection �rst describes the

screening functionality of MARS as it relates to a�orestation, before identifying the methodological

gap that the present project addresses.

4.6.1 The MARS Platform

MARS is the planning and application platform of the Ministry for the Green Tripartite (Ministeriet

for Grøn Trepart) and consists of four modules: Screening, Planning, Application, and Status

(Styrelsen for Grøn Arealomlægning og Vandmiljø, 2025a). The Screening module allows users

to draw, upload, or otherwise de�ne an area of interest, after which the system performs overlap

analyses against a prede�ned set of national GIS layers. The Planning and Application modules

require authentication, whereas the Screening module is publicly accessible without login.

The overlap analyses in MARS take two main forms. The �rst consists of binary yes/no checks

against layers such as protected-area designations and statutory zones. The second consists of

score-based checks against thematic layers, such as the Biodiversity Prioritisation Map, with a

threshold of score< 7, and the Nitrogen Retention Map, with a threshold of score> 71 %. The

layers are organised into three categories: potentials, such as drinking water, biodiversity and

nature, carbon, and nutrients; con�icts, such as heritage and conservation designations, bu�er

zones, and raw-material designations; and demarcation, which covers existing projects with funding

commitments. For a user-de�ned area, MARS also computes derived planning quantities, including

nitrogen e�ect, the area available for set-aside, and the area available for a�orestation (Styrelsen

for Grøn Arealomlægning og Vandmiljø, 2025a). Since MARS is under active development, the

description in this subsection is anchored to version 2.4 of the technical guidance (Styrelsen for

Grøn Arealomlægning og Vandmiljø, 2025a).

Figure 8 illustrates the interface and screening logic of MARS. The main page provides access

to the platform modules, while the Screening module allows the user to de�ne a speci�c area and

inspect relevant layers, e�ects, and potential con�icts. This illustrates that MARS is designed

around user-de�ned areas rather than automated landscape-wide suitability prediction.
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(a) Main page showing the modules available in
the MARS platform.

(b) Screening interface showing a user-de�ned area
and relevant GIS layers.

Figure 8: Examples from the MARS platform. The platform provides access to modules for status,
screening, applications, planning, and declarations of intent. Source: own screenshots from Styrelsen
for Grøn Arealomlægning og Vandmiljø (2025b)

Two characteristics of the platform are particularly relevant for the present comparison. First,

MARS is reactive in its decision logic: the user de�nes a candidate area, and the system reports

overlaps and derived quantities for that area. The platform does not independently search the

landscape for new candidate areas, nor does it rank pixels or polygons by suitability across a

municipality. Second, the analytical core of MARS is deterministic overlap logic over administra-

tive GIS layers. The platform does not apply statistical modelling, incorporate remote sensing

features such as Sentinel-derived spectral indices, produce probabilistic outputs, or provide model

validation against an external reference (Styrelsen for Grøn Arealomlægning og Vandmiljø, 2025a).

MARS therefore functions as administrative planning infrastructure that integrates layered policy

information for a user-de�ned area, rather than as a predictive suitability model.

4.6.2 Research Gap

MARS ful�ls an important role as administrative planning infrastructure, but its reactive overlap

logic does not, by design, identify new candidate areas for a�orestation across the landscape. The

existing machine-learning suitability studies demonstrate proactive area identi�cation, but typically

rely on random train�test splits rather than spatial cross-validation, and none of them is designed

for the Danish planning context or integrates the regulatory and area-speci�c constraints that

follow from the Green Tripartite Agreement. There is therefore a methodological gap for a GeoAI

work�ow that combines proactive, probability-based identi�cation of candidate areas with spatial

validation and a transparent rule-based eligibility mask tailored to Danish conditions. It is this gap

that the present thesis seeks to address, framing the proposed work�ow as a complement to MARS

rather than a competitor to it.
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4.7 Synthesis and Project Positioning

The reviewed literature provides a clear methodological rationale for the project. First, a�orestation

in Denmark should be understood as a spatial planning problem that requires operational screening

tools grounded in detailed environmental data (Hvid et al., 2025; Gomes et al., 2023). Second,

GIS-based suitability models such as MCDA o�er transparency and structured decision support,

but their outputs depend strongly on manually de�ned weighting and reclassi�cation choices (Hvid

et al., 2025). Third, machine learning provides a data-driven alternative that can learn from spatial

patterns and is increasingly used in land suitability and forest suitability modelling (Taghizadeh-

Mehrjardi et al., 2020). Finally, the literature shows that the credibility of spatial prediction models

depends on validation strategies that account for spatial dependence and geographic transferability

(Stock, 2025).

On this basis, the present project positions itself as a methodological extension of earlier

GIS-based a�orestation screening. Rather than replacing the planning logic of previous suitability

studies, it seeks to strengthen the analytical work�ow by replacing manual weighting with supervised

machine learning and by evaluating model performance through spatial validation. In this way,

the project aims to provide a more reproducible and methodologically robust basis for identifying,

ranking, and interpreting potential a�orestation areas in a Danish planning context.
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5 Methodology

This chapter describes the geospatial and machine learning work�ow developed to identify potential

a�orestation areas in Viborg Municipality. The work�ow combines rule-based GIS screening with

machine learning suitability modelling within a cloud-�rst architecture. First, a common 10 m

spatial reference grid is established for the municipality in EPSG:25832 (ETRS89/UTM Zone 32N).

Second, physically unavailable, legally constrained, and subsidy-incompatible areas are removed

through an eligibility mask. Third, spatial predictors representing terrain, soils, hydrology, land

cover, and landscape context are harmonised to the same grid.

Within the remaining eligible landscape, LightGBM is used as the primary suitability model,

while Random Forest and PU-LightGBM are included as comparison models to assess robustness

and sensitivity to di�erent modelling assumptions. The models are trained on labels derived from

existing forest, evaluated using spatially separated cross-validation, and used to produce per-pixel

suitability surfaces across the eligible domain. Finally, the model outputs are post-processed into

planning-relevant candidate areas through thresholding, morphological �ltering, and parcel-level

attribution.

The methodology is designed as a reproducible screening work�ow rather than as a �nal land-use

allocation model. The output should therefore be understood as decision support: it identi�es

areas with high modelled a�orestation potential within the eligible landscape, but does not replace

municipal planning judgement, landowner decisions, or site-speci�c assessment (Termansen et al.,

2022).

5.1 Study Area

The work�ow is developed and evaluated in Viborg Municipality, located in central Jutland,

Denmark. Viborg covers approximately 1,408 km2 and is one of the largest Danish municipalities by

area. The municipality contains substantial internal landscape variation, including sandy outwash

plains in the western part and clay-rich moraine landscapes in the eastern part. This east�west

gradient creates variation in soils, hydrology, land use, and existing forest patterns, making Viborg

a suitable pilot area for testing a spatial prediction work�ow for a�orestation suitability (Sørensen,

2024).

Figure 9 shows the location and spatial extent of Viborg Municipality. The �gure provides a

geographical overview of the pilot area before the methodological work�ow and model outputs are

presented. Since the project focuses on a�orestation screening at municipal scale, the study area

map helps situate the later eligibility mask, suitability predictions, suitable a�orestation areas, and

markblok-level outputs within the same spatial frame.
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Figure 9: Study area showing Viborg Municipality in central Jutland, Denmark. Viborg is used as
the pilot municipality for testing the GeoAI-based a�orestation screening work�ow. Source: own
illustration based on project GIS data.
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Viborg is also relevant because a�orestation is an explicit municipal planning objective. The

municipal climate plan reports a 2018 forest cover of approximately 19 % and sets a target of

950 ha of new forest by 2030, followed by an additional 2,350 ha between 2030 and 2050 (Viborg

Kommune, 2022). At the same time, the national Green Tripartite Agreement sets a broader target

of 250,000 ha of new forest by 2045, making local a�orestation screening directly relevant to current

Danish land-use policy (Regeringen, 2024a).

A further reason for selecting Viborg is the availability of planning-based a�orestation designa-

tions. The municipal plan includes areas where a�orestation is desired (skov_pos) and areas where

it is considered undesirable (skov_neg), both of which are available through Plandata (Planstyrelsen,

2024). These designations provide a practical basis for constructing rule-based exclusion logic and

for interpreting model outputs in relation to existing planning priorities. However, they must be

interpreted with caution. According to correspondence with the municipal planning team, the

current desired-a�orestation zones in Viborg are largely inherited from regional plans prepared by

the former counties (amter) before the 2007 structural reform, and the municipality does not hold

documentation of the original designation criteria (Engerstrøm, 2026). This means that skov_pos

is useful as a planning-based reference, but should not be treated as a contemporary representation

of biophysical a�orestation suitability.

Viborg is therefore used as an operational pilot area rather than as a unique case. The munici-

pality combines landscape heterogeneity, existing planning designations, municipal a�orestation

ambitions, and an active Green Tripartite implementation context. These characteristics make it

suitable for testing whether a GeoAI-based work�ow can support a�orestation screening in a way

that is spatially explicit, interpretable, and potentially transferable to other Danish municipalities

with similar data availability.

5.2 Interviews

Two semi-structured interviews were conducted with Viborg Municipality during the project period.

The purpose was to inform the design of the eligibility mask, the choice of training labels, and the

framing of the candidate-area inventory as a planning-support output. The interviews were not

intended as a primary qualitative research method, but as a methodological grounding step. Each

conversation was used to test speci�c modelling assumptions against the municipality's operational

reality and to identify practical issues that could not be captured through spatial datasets alone.

Interview design. Both interviews were semi-structured, lasted between 36 and 82 minutes,

and were conducted online via Microsoft Teams. Each interview began with a short presentation

of the project and the preliminary work�ow, followed by open questions on the municipality's

existing a�orestation procedures, the origin and status of the municipal planning zones (skov_pos,
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skov_neg), the role of drinking-water protection in a�orestation prioritisation, and the constraints

under which real cases are processed. Each interview was recorded with the participant's consent

and transcribed automatically using the Teams AI transcription feature. The transcripts were

subsequently summarised into structured English meeting notes, which served as the working

reference for the thesis. Since direct quotation requires participant approval according to the agreed

citation policy, the interview material is paraphrased and cited as personal communication.

Participants. The two participants were selected to provide complementary perspectives on the

municipality's a�orestation work�ow:

ˆ Kara Kopp Christensen, Geologist, Drikkevandsteamet, Teknik & Miljø, Viborg Kommune.

Interviewed 24 April 2026 (Kopp Christensen, 2026). The drinking-water team contributes

to a�orestation prioritisation by actively seeking to direct new forest toward areas with

drinking-water interests, including OSD zones, abstraction areas, and the recently designated

grundvandsparker (groundwater parks).

ˆ Peter Sig Kristensen, Project Leader, Natur og Vand, Teknik & Miljø, Viborg Kommune.

Interviewed 4 May 2026 (Kristensen, 2026). Natur og Vand handles the practical implementa-

tion of a�orestation applications, including the GIS-based con�ict screening (kon�iktsøgning)

in which each proposed polygon is checked against 50�100 sectoral data layers.

A third contact, Kristin Engerstrøm from Byplan, Viborg Kommune, provided written input by

email on the origin of the municipal planning zones (Engerstrøm, 2026).

Role in the thesis. The interviews are used in two parts of the thesis. In the methodology, they

provide operational support for two design choices: the replacement of the municipal skov_pos

layer with existing forest as the positive training label (Section 5.5), and the treatment of OSD as

a soft scoring layer rather than a hard exclusion (Section 5.9). In the discussion, the interviews

are revisited to interpret the candidate-area inventory in relation to the municipality's reactive,

application-driven work�ow and to distinguish between outputs with direct planning relevance and

outputs that are primarily methodological.

Limitations. The interviews are not treated as statistical evidence. Two participants from one

municipality cannot characterise Danish a�orestation practice in general, and any reported views

re�ect the professional position of the individual participant rather than an o�cial municipal

stance. Where interview content informs a methodological choice, the choice is also supported by

independent grounds, such as legal text, peer-reviewed literature, or quantitative diagnostics in the

data. The interviews therefore function as corroborating rather than sole evidence. Where they
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provide the only available evidence, for instance regarding the unknown origin of the skov_pos

zones, this is stated explicitly.

5.3 Data Sources and Preliminary Spatial Preparation

The work�ow combines authoritative Danish vector and raster datasets covering Viborg Municipality.

Data were retrieved from Datafordeleren, MiljøGIS (Miljøstyrelsen), Plandata.dk, GeoDanmark,

GEUS, SCALGO Live, and the MARS portal (Styrelsen for Grøn Arealomstilling og Vandmiljø

(SGAV), 2025). To avoid dense vector retrieval at national scale, all layers were spatially �ltered to

the municipal boundary before download and stored locally in a structured GIS workspace, primarily

as GeoPackage �les. The municipal boundary was used as the common clip mask throughout the

pipeline.

Three raster sources de�ne the analytical grid: a 2 m SCALGO Live land cover layer, a 2 m

terrain model, and the GEUS Jordartskort 2024 soil-type raster for the 0�30 cm horizon. The

SCALGO land cover layer is an 8-bit categorical raster with an embedded raster attribute table,

while the soil-type symbology was preserved through the raster attribute table to support categorical

interpretation in the supervised learning step.

A critical technical consideration concerns coordinate reference systems. GeoJSON �les exported

from ArcGIS are stored in WGS84 (EPSG:4326), whereas the analytical workspace operates in

ETRS89/UTM Zone 32N (EPSG:25832). All vector inputs were therefore reprojected to EPSG:25832

immediately after loading to ensure that bu�er distances, area calculations, and rasterisation align

with the metric Danish national grid. Rasters were resampled to a common 10 m grid using bilinear

interpolation for continuous variables and nearest-neighbour resampling for categorical variables.

All raster layers were then clipped to the municipal boundary using a single reference mask.

Table 3 summarises the input data and their preprocessing roles.

Table 3: Authoritative Danish geospatial input data used in the work�ow and their preprocessing
role.

Dataset Source Type Role in work�ow

Raster sources

SCALGO land cover

(2 m)

SCALGO Live Raster Predictor; aggregated to 8 percentage bands

at 10 m

Terrain model (2 m

DTM)

SCALGO / Geo-

Danmark

Raster Predictor: elevation, slope, and aspect

Jordartskort 2024 (JB) GEUS Raster Predictor: soil type (categorical)

Continued on next page
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Table 3 continued from previous page

Dataset Source Type Role in work�ow

Training label

Digitalt Skovkort 2022 Miljøstyrelsen Vector Positive training label: existing forest

Legal and planning constraints

Kommuneplan skovre-

jsning

Plandata.dk Vector Hard constraint ( skov_neg); planning refer-

ence (skov_pos)

Ÿ 3 beskyttet natur MiljøGIS Vector Hard constraint; �lter: Statuskode = 3

Fredninger + forslag MiljøGIS Vector Hard constraint under BEK 1079 Ÿ 9

Natura 2000 habitat MiljøGIS Vector Hard constraint

BNBO drinking water MiljøGIS Vector Hard constraint

Kulstof2022 (lavbund) MARS portal Vector Hard constraint (B1: � 6 % C)

Infrastructure layers

Vejmidte GeoDanmark Vector Di�erentiated road bu�er and distance pre-

dictor

HøjspændingsledningerGeoDanmark Vector 15 m bu�er and distance predictor

Beskyttede vandløb MiljøGIS Vector 2 m bu�er and distance predictor

Diger (beskyttede) MiljøGIS Vector Distance predictor

Planning and contextual layers

OSD / NFI / SFI MiljøGIS / MARS Vector Soft planning layer

Kvælstofretention MARS portal Vector Predictor and planning-context layer

Biodiversitet Arealinformation Vector Predictor: 12-class categorical layer

Analytical reference

Kommunegrænse Vi-

borg

Datafordeleren Vector Municipal boundary and analytical mask

Figure 10 provides a visual overview of the main input layers used in the work�ow. The �gure

includes both predictive feature layers and constraint-related layers, such as agricultural cultivation

value, nitrogen retention, carbon-rich lowland soils, existing forest, terrain and slope, soil type,

groundwater and drinking water interests, protected areas, Natura 2000 and Ÿ 3 habitats, and

land cover. Together, these layers illustrate the spatial data basis from which the eligibility mask,

training labels, and model predictors were derived.

The �gure is included to clarify that the work�ow is based on several types of geospatial

information rather than on a single suitability indicator. Some layers are used mainly to de�ne

the eligible decision space, while others are used as predictors in the machine-learning models or

as supporting layers for interpretation. The distinction between these roles is important, because
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