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Abstract

Tracking mobile nodes without fixed infrastructure or absolute positioning is a practical problem in ad-hoc localization.
Earlier work on the IMU-Controlled Ultra-Wideband Mesh (I.U.M.) project studied event-triggered communication and
spring-relaxation localization in simulation. This work implements the same class of problem on five commercial Apple
smartphones, where the tracker must operate with asynchronous Nearby Interaction updates, limited control over Ultra-
Wideband scheduling, Bluetooth transport constraints, motion sensor drift, and stale peer evidence. The implementation
combines Core Bluetooth, Nearby Interaction, Core Motion, and relative barometric altitude in a decentralized relative mapping
system. Devices exchange Nearby Interaction discovery tokens and tracking evidence over a custom BLE protocol, build local
measurement graphs from direct and relayed evidence, and solve those graphs using scalar ranges, short movement sequences,
movement-derived range changes, and coarse altitude state. The main contributions are the physical iOS implementation,
the decentralized evidence-sharing and active-ranging design, and an empirical characterization of static layout accuracy,
recovery from movement and topology changes, communication overhead, and vertical displacement handling in a five-device
smartphone testbed.

I. INTRODUCTION

A. Background and Motivation

Mobile ad-hoc networks use cooperative localization to
estimate relative position when GPS or fixed anchors are
unavailable [1]. Emergency response, temporary industrial
tracking, and mobile robot coordination all contain cases
where deployed units need a shared local map before in-
frastructure exists [2]. Earlier work on the IMU-Controlled
Ultra-Wideband Mesh project studied event-triggered com-
munication and spring-relaxation localization in a discrete-
event simulator [2]. That simulator was useful for testing the
algorithmic idea, but it did not model the operating-system
and sensor constraints found on consumer mobile hardware.

B. Hardware Realities and Platform Constraints

Simulators often assume synchronous message delivery, com-
plete network connectivity, and direct control over radio
timing. Those assumptions do not hold on iOS devices.
Nearby Interaction exposes high-level ranging sessions rather
than raw UWB scheduling, and each session requires an
exchanged discovery token before distance measurements
can begin [3, 4]. Core Bluetooth can move application data
between nearby phones, but it also imposes packet-size limits,
connection churn, notification backpressure, and background
execution constraints [5, 6]. Core Motion provides mo-
tion and attitude signals, but magnetic heading can degrade
indoors and horizontal dead reckoning drifts quickly [7].

Distance-based tracking models represent devices as graph
vertices and pairwise ranges as edges [8]. This model is
underconstrained when the graph is sparse. Translation,
rotation, and reflection preserve every pairwise distance, and

missing edges make it easier for a solver to fold or mirror the
estimated layout. Physical tests add further difficulty: line-
of-sight can disappear, UWB samples arrive asynchronously,
and stale measurements may remain in the local graph after
a peer moves. Consequently, a physical deployment requires
transport control, measurement freshness checks, movement
handling, and conservative use of temporal evidence in
addition to the distance solver.

C. Proposed System Architecture

The central question is whether decentralized relative tracking
can run on ordinary smartphones despite these constraints.
Consumer phones are a useful testbed because they combine
UWB ranging, inertial sensing, Bluetooth communication,
barometric altitude, and a constrained operating system in
one device [9]. The implementation does not assume a fixed
anchor or an absolute geographic coordinate frame. Each
device maintains its own local evidence store and builds a
relative graph from the evidence it has accepted.

Four information sources are combined. UWB provides
metric pairwise distance through Nearby Interaction [10, 3].
Core Motion provides gravity, attitude, movement state,
and heading-quality metadata when calibration is reliable
[7]. Relative barometric pressure provides coarse vertical
state. Core Bluetooth transports discovery tokens, liveness
messages, range requests, and shared graph evidence. A
ranging planner uses peer state, movement state, stale-edge
checks, and token-refresh cooldowns to decide when a device
should open or refresh a UWB session.
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D. Research Questions and Scope

The evaluation focuses on physical behavior rather than ideal
geometric bounds. The work is guided by three research
questions:

RQ1 (Static Relative Geometry): In the line-of-sight iOS
testbed, how accurately can decentralized devices reconstruct
static relative layouts from scalar UWB ranges and exchanged
graph evidence?

RQ2 (Recovery and Communication Cost): In the same
testbed, when nodes move, join, or leave, how does the
active graph recover, and what temporary error and message
overhead do these changes introduce?

RQ3 (Vertical Displacement): In a line-of-sight layout
with vertical displacement, can quantized relative-altitude
evidence keep the horizontal layout stable when UWB ranges
include a vertical component, and what protocol traffic does
this add?

The scope is limited to relative tracking inside a physi-
cal smartphone testbed. The evaluation uses logs from
the iOS clients and an offline replay workflow to compare
reconstructed layouts with measured ground truth. The
experiments cover static layouts, node movement, liveness
changes, and vertical displacement. The study measures how
the implemented system behaves under the hardware and
operating-system constraints available in the testbed.

Several topics are outside the scope. Battery life, energy
profiles, large-scale mesh routing, and absolute geographic
positioning are not evaluated. The physical testbed is limited
to five devices, so claims about larger deployments are left
for future work.

E. System Contributions

The work contributes a smartphone-based relative mapping
system that combines UWB ranges, short movement ev-
idence, movement-derived range changes, and quantized
altitude in an East-North-Up frame. It also contributes the
supporting BLE transport and active ranging planner for
exchanging Nearby Interaction tokens and graph evidence
without centralizing localization. Finally, it contributes a
physical evaluation of the implemented system, measuring
static layout accuracy, recovery after movement and topology
changes, communication overhead, and vertical displacement
handling in a five-device smartphone testbed.

II. PRELIMINARIES

Table 1 lists recurring abbreviations used in this section and
later evaluation.

Table 1: Recurring abbreviations

Abbreviation Meaning

UWB Ultra-Wideband
BLE Bluetooth Low Energy
ENU East-North-Up coordinate frame
IMU Inertial Measurement Unit
RMSE Root Mean Square Error
LOS / NLOS Line-of-sight / non-line-of-sight radio

condition
API Application Programming Interface

A. Cooperative Localization and Relative Maps

Cooperative localization estimates node positions from mea-
surements between the nodes themselves. Unlike anchor-
based indoor positioning, it does not require a fixed beacon
layout or an absolute coordinate frame. This makes it useful
for temporary deployments, but it also means the solution
is only determined up to translation, rotation, and reflection
unless extra information is available [1].

UWB-based systems often treat devices as graph vertices and
pairwise ranges as graph edges. A solver then searches for
coordinates whose inter-node distances match the measured
ranges. Spring-relaxation methods model this as a physical
system: each range edge behaves like a spring with a target
length, and the layout is iteratively adjusted to reduce residual
error [8]. This approach is simple and well suited to relative
maps, but it depends heavily on graph density. A triangle
can constrain shape in two dimensions; a single edge or a
chain cannot. In sparse graphs, many layouts satisfy the same
distances.

Recent work shows that UWB meshes can localize mobile
robots without external infrastructure [1]. Other systems im-
prove relative localization by adding antenna-array direction
information or inertial data [11, 12]. These systems usually
assume hardware that exposes lower-level radio timing, di-
rection, or synchronization control. The work here instead
evaluates cooperative tracking on consumer smartphones,
where the application receives filtered measurements through
operating-system APIs and must build its own evidence-
sharing layer around those limits.

B. UWB Ranging on Smartphones

Ultra-Wideband estimates distance from radio time-of-flight.
In favorable line-of-sight conditions, UWB can provide
centimeter-to-decimeter ranging accuracy, which makes it
attractive for local positioning [10, 9]. Smartphone UWB,
however, is not the same as direct access to a UWB transceiver.
On iOS, applications use Nearby Interaction sessions. A
session starts only after both peers exchange discovery tokens,
and the application receives asynchronous nearby-object
updates rather than direct access to the ranging schedule
[3, 4].
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Indoor UWB measurements also suffer from non-line-of-
sight and multipath effects. Reflections from floors, walls,
metal objects, or blocked body paths can delay the detected
signal path. The measured distance then becomes longer than
the physical distance [9]. A graph solver cannot distinguish
a true longer edge from a distorted measurement unless
additional evidence or filtering is available. This is important
for the testbed because the same phone may provide accurate
line-of-sight ranges in one trial and biased ranges when
placed near reflective material.

Native UWB direction outputs are also not a complete so-
lution. Direction data depends on device capability, sensor
state, and framework behavior. The implementation evalu-
ated in this thesis therefore treats Nearby Interaction output
as scalar range evidence. It does not use raw UWB direc-
tion as a solver input; graph orientation is attempted only
when movement evidence and before-and-after range changes
provide enough support.

C. Motion, Heading, and Drift

Smartphones contain accelerometers, gyroscopes, magne-
tometers, and barometers. Core Motion fuses some of these
signals into device-motion samples and attitude estimates [7].
While gravity provides a reliable vertical reference across
most phone orientations, horizontal heading is less stable
because indoor magnetometer readings can be disturbed
by steel, electronics, and local magnetic fields. A tracker
that uses heading metadata must reject low-quality states
and avoid treating magnetic heading as a precise geometric
constraint.

Raw acceleration is also limited. Double integration of accel-
eration produces position drift quickly, even when the device
is nearly still. In this project, inertial data is not treated as
long-term dead reckoning. It is used for short movement
sequences, movement-state detection, and directional evi-
dence that helps choose between otherwise equivalent graph
orientations. The implementation applies a noise deadband,
separate movement-start and movement-stop thresholds, de-
bounce windows, and confidence weighting. These checks
keep small sensor noise from creating movement evidence
that the graph solver would later trust.

Barometric altitude provides another bounded signal. It is
not a reliable global height without calibration, but relative
pressure changes can detect local vertical movement. The
implementation uses each device’s local baseline and shares
quantized height slots rather than continuous pressure sam-
ples. This keeps altitude evidence coarse, but it is enough
to stop a 3D UWB range from being treated as a purely
horizontal distance when devices are at different heights.

D. Why Distance Graphs Fold

The primary geometric challenge in sparse range graphs is
not limited to measurement noise, because scalar distance

measurements do not encode direction. Translated, rotated,
or mirrored versions of the same layout preserve all pairwise
distances. In a dense graph this ambiguity can be handled
by choosing an arbitrary local frame and comparing only
relative shape. In a sparse or changing graph, the ambiguity
becomes operational. A missing edge can let part of the
graph rotate around another edge; stale ranges can pull moved
nodes toward old positions; and symmetric layouts can flip
between mirrored solutions.

The implemented solver handles this in two stages: a distance-
only layout is computed from current range evidence and
movement-derived shape hints, then a rotation and optional
mirror are searched against temporal movement and range-
delta evidence. The solver only promotes a layout to a
world-aligned estimate when the evidence passes quality
checks. This keeps weak orientation evidence from making
the map look more certain than it is.

E. Transport and Evidence Sharing Constraints

Nearby Interaction performs UWB ranging, but it does not
carry arbitrary application messages. The tracking system
needs a separate channel for discovery tokens, liveness, move-
ment state, altitude state, and shared graph evidence. Core
Bluetooth is available on the target devices and supports a
peer-to-peer style application protocol, but BLE performance
depends on stack behavior, packet sizing, scheduling, and
connection conditions [13, 5, 6, 14]. Payloads may exceed
practical packet sizes, notifications can be back-pressured,
peers can appear under transport identifiers before stable
node metadata is known, and messages can arrive late or out
of order.

These constraints shape the system design. The application
cannot rely on passive discovery alone. It uses a custom
BLE envelope, chunks large payloads, deduplicates messages,
treats stale or duplicate packets as liveness evidence only
when safe, and shares accepted evidence rather than final
coordinates. Each node decides what evidence to trust
and solves its own graph from that evidence, which keeps
localization decentralized.

III. SYSTEM DESIGN

A. Architecture Overview

The system is built around a native iOS client. Each phone
senses local motion and altitude, communicates with nearby
phones over Bluetooth Low Energy (BLE), starts Nearby
Interaction sessions for UWB ranging, stores accepted ev-
idence, and solves a local relative graph. A backend with
PostgreSQL stores telemetry for replay and analysis. A web
frontend renders logged graph snapshots and compares them
with ground truth. The backend is not part of the real-time
localization loop; it is used to inspect and evaluate what the
devices produced during a trial.
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Node A iOS client
Sensing

UWB, motion, altitude

BLE transport

Tracking orchestrator
policy + ranging

Evidence store
ranges, movement, liveness

Graph solver
layout + orientation

UI + telemetry logger

Node B
same local stack

Node C
same local stack

Backend + PostgreSQL
telemetry

Replay frontend
RMSE analysis

BLE messages

UWB ranges

peer messages

logs

live SSE
or replay

Figure 1: System architecture. Each phone performs localization locally by combining sensing, BLE transport, evidence storage, graph
construction, and graph solving. The backend receives telemetry and graph snapshots for replay and evaluation, but it is not part of the
real-time localization loop.

The iOS client is the main engineering artifact. It maintains
the BLE transport for Nearby Interaction tokens and tracking
messages, collects UWB range samples together with motion,
heading, and altitude state, schedules peer-edge refreshes,
and solves a local graph from direct and relayed evidence.

Figure 1 summarizes the system boundary. The peer-to-peer
localization loop runs on the phones, while the backend
and replay frontend are used for telemetry, analysis, and
reproducible evaluation.

Before solving, the client reduces raw observations into a
bounded graph snapshot containing live nodes, direct and
relayed range edges, movement evidence, liveness state, and
quantized altitude slots. This snapshot is the solver input and
is also the unit logged by the backend for replay.

B. BLE Transport and Ranging Orchestration

Nearby Interaction requires both devices to exchange dis-
covery tokens before a UWB ranging session can run [3, 4].
The application exchanges these tokens over a custom BLE
service. Each device acts as both a BLE central and a BLE pe-
ripheral, which lets nearby phones connect in either direction
and still use the same tracking message format.

BLE payload size is limited by the active route and may be
smaller than a serialized token or knowledge message. The
transport therefore splits large logical payloads into chunk
envelopes. Each envelope contains a message identifier,
chunk index, total chunk count, and binary payload. The
receiver buffers chunks by peer and message identifier, drops
duplicate chunk indices, discards stale partial buffers, and
forwards only complete payloads to the tracking layer.

Algorithm 1 captures the sender-side rule used by the BLE
service: payloads that fit the route limit are sent directly,

while larger payloads are wrapped into indexed envelopes for
deterministic reassembly.

Algorithm 1 BLE Payload Chunking
Require: Data payload �, route packet limit !
Ensure: Ordered BLE packets % or failure

1: *  min„160� !”
2: if length„�” � * then
3: return f�g
4: end if
5: "  min„160� ! � HeaderBytes”
6: if " � 0 then
7: return failure
8: end if
9: �  ;, % ;

10: BC0AC  0
11: while BC0AC � length„�” do
12: 4=3  min„BC0AC ‚ "� length„�””
13: Append � »BC0AC � � � 4=3 � 1… to �
14: BC0AC  4=3

15: end while
16: if j� j ¡ 256 then
17: return failure
18: end if
19: for each �8 2 � do
20: Append Envelope„kind�messageID� 8� j� j� �8” to %
21: end for
22: return %

After Algorithm 1 has produced the outbound packet se-
quence, the transport handles BLE notification backpressure.
If Core Bluetooth cannot immediately send a notification, the
packet is queued. Fresh live messages use replacement keys,
so a newer movement update or range request can replace
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an older unsent one for the same peer route. This prevents
stale live updates from filling the queue while still preserving
higher-priority range and movement traffic.

On top of the BLE transport, a ranging planner decides when
UWB sessions should be opened or refreshed. The planner
tracks recent peer contact, active sessions, last range time,
stale-edge attempts, local movement, remote movement, and
post-movement windows. Its output is a small set of actions:
send a range request, refresh a token, or disconnect an idle
UWB session.

Algorithm 2 maps this peer state to the ranging mode used
by the scheduler, with movement taking precedence over
post-movement refresh, stale-edge repair, joining, and idle
operation.

Algorithm 2 Ranging State Evaluation
Require: Peer ?, Time C, Local movement state <
Ensure: Peer ranging state (

1: �mov  „< = Moving” _ IsRemoteMoving„?� C”
2: �post  IsActive„?�postMovementUntil� C”
3: �stale  „?�lastRangeReason = StaleEdge”
4: �act  IsActive„?�activeUntil� C”
5: if �mov then
6: return Moving
7: else if �post then
8: return PostMovement
9: else if �stale ^ �act then

10: return StaleRefresh
11: else if �act then
12: return Joining
13: else
14: return Idle
15: end if

The state returned by Algorithm 2 lets the planner avoid
keeping all UWB sessions active at all times. JOIN bursts
announce a node after startup, PING messages maintain live-
ness, RANGE messages carry discovery tokens and move-
ment metadata, and KNOWLEDGE messages carry accepted
graph evidence. During movement, range requests are sent
more often. After movement stops, a short post-movement
window requests final range evidence before the graph settles
back into a lower-traffic state. Table 2 summarizes how the
four protocol message classes are handled inbound and when
they are emitted.

C. Evidence Store and Knowledge Messages

Each node stores evidence rather than trusting a single shared
coordinate estimate. The local evidence store contains direct
UWB ranges, relayed ranges, current motion states, com-
pleted movement sequences, heading measurements, altitude
slots, and liveness records. Incoming messages are checked
for malformed sender data, stale timestamps, future times-
tamps, duplicates, and session-reset boundaries before their
payload is used.

Table 2: Communication policy.

Message Inbound action Outbound trigger

Inbound precheck: reassemble chunks, validate envelope, update peer contact, then
dispatch.
Ping Refresh liveness. Liveness timer expired.
Join Store route; reply with

RANGE(join) and
KNOWLEDGE.

Peer ready, reset, or discovery
burst.

Range Merge evidence; start or reply to
UWB.

Join, motion, stale edge, or
token refresh.

Knowledge Merge evidence; forward useful
delta.

Evidence changed and publish
gate passes.

A B C
3�� 3��

no direct UWB

B accepts evidence
f3�� � 3�� g

A stores
edge � ��

C stores
edge � � �

KNOWLEDGE deltas

Figure 2: Knowledge diffusion. Nodes share accepted evidence
rather than coordinates, allowing peers to solve with indirect range
edges they did not measure themselves.

The system uses direct BLE contact as liveness evidence even
when a packet is too old to use as measurement evidence.
This distinction matters in physical trials: a stale message
can still show that a peer is nearby, but its range or movement
values may no longer describe the current graph.

Knowledge messages share accepted evidence, not solved
coordinates. This keeps graph solving decentralized. A node
can learn a range between two remote peers, validate it, store
it, and later forward it if the local publish gate considers it
new or materially changed. The publish gate limits repeated
traffic by comparing distance changes, confidence changes,
movement sequence updates, heading changes, altitude slot
changes, and liveness changes. Figure 2 illustrates this
evidence-sharing pattern for an indirect edge learned through
a peer.

D. Distance-Only Graph Model

At time C, the tracking network is represented as an undirected
graph �C = „+C � �C ”. Nodes in +C are observed phones.
Edges in �C are usable pairwise range measurements. The
first solver stage builds a relative layout from scalar distance
constraints. It does not try to choose a real-world heading.

Algorithm 3 summarizes this stage. It filters unusable or low-
confidence edges, adjusts triangle evidence using movement
constraints, places each connected component in an arbitrary
local frame, and then applies spring relaxation to reduce
residual range error.
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Algorithm 3 Distance-Only Layout Estimation
Require: Graph � = „+� �”, movements M, confidence

threshold g
Ensure: Coordinate map %

1: �D  f4 2 � j FinitePositive„4” ^Confidence„4” � gg
2: �B  FitPhysicallyPossibleTriangles„�D�M”
3: % ;
4: G0  0
5: for each � 2 ConnectedGroups„+� �B” do
6: „8� 9”  SelectSeedEdge„�� �B”
7: %»8…  „G0� 0”
8: %» 9…  „G0 ‚ Distance„8� 9”� 0”
9: while 9: 2 � n % j PlacedNeighbors„:” � 2 do

10: %»:…  LowestResidualIntersection„:� %� �B”
11: end while
12: for each : 2 � n % j PlacedNeighbors„:” = 1 do
13: %»:…  SingleNeighborPlacement„:� %� �B”
14: end for
15: G0  G0 ‚ ComponentWidth„%��” ‚ 8�0
16: end for
17: return BestSpringRelaxedLayout„%� �B”

In Algorithm 3, the seed edge fixes an arbitrary local x-axis.
Nodes with two or more placed neighbors are positioned from
range intersections or nearest-fit candidates. Nodes with only
one range receive provisional positions so the graph can still
display incomplete evidence. A spring relaxer then reduces
residual error while preserving the distance-only coordinate
frame.

The output of Algorithm 3 is classified as empty, evidence-
only, distance-only, or solved later by the cooperative stage.
The same stage reports residual error and a confidence value
based on positioned-node coverage, range density, and fit
error.

E. Cooperative Orientation

The distance-only layout still has rotation and mirror am-
biguity. The cooperative solver attempts to resolve that
ambiguity only when there is enough evidence. It starts
from the distance-only shape, then searches over rotations
and optional mirroring. Candidate orientations are scored
against movement and range-delta constraints. A completed
movement sequence can state that a node moved in a partic-
ular ENU direction; before-and-after UWB ranges to peers
then indicate which side of those peers the movement likely
occurred on. Standalone heading metadata is retained for
sharing and diagnostics, but it is not used as an independent
orientation constraint.

The solver is intentionally cautious. It returns the distance-
only layout if the orientation evidence is missing or weak.
It promotes a layout to a world-aligned estimate only when
the candidate error is below the configured threshold and the
graph has enough evidence to resolve mirror ambiguity. For
two-node or nearly collinear layouts, the solver requires either

a previous stable world frame or strong movement-range
evidence. This avoids presenting an arbitrary orientation as
if it were measured.

F. ENU Frame Construction

The client builds an East-North-Up frame from Core Motion
data. Gravity provides the up vector. When Core Motion can
provide attitude directions in a north-referenced frame, the
client uses those directions to express local movement in a
shared horizontal convention. Magnetic calibration quality
is used as a reliability signal for heading metadata. If the
attitude-derived horizontal frame is unavailable, the system
preserves the previous north estimate rather than deriving a
new geometric constraint from an unreliable magnetometer
sample.

Algorithm 4 records the fallback order used by the client:
prefer attitude-derived up and north, otherwise derive up
from gravity and reuse the previous north estimate before
orthogonalizing the axes.

Algorithm 4 ENU Frame Construction
Require: Gravity E6, attitude �, prior frame �C�1
Ensure: ENU frame „�� #�*”

1: „*�� #�”  AttitudeDirections„�� E6”
2: if *� < ; ^ #� < ; then
3: *  *�, #2  #�, �att  true
4: else
5: *  Normalize„�E6”, �att  false
6: #2  �C�1�#

7: end if
8: #  #2
9: �  Normalize„# �*”

10: #  Normalize„* � �”
11: return „�� #�*”

The frame returned by Algorithm 4 is used to express move-
ment evidence and heading metadata in a common convention.
Raw UWB direction is not used by the current solver; the
evaluated graph model uses scalar ranges, movement-derived
range changes, and altitude evidence.

G. Movement State and Displacement Evidence

Movement detection is based on horizontal acceleration
after gravity projection. The implementation uses a noise
deadband of 0�0256, a movement-start threshold of 0�0756,
and a movement-stop threshold of 0�0356. It also applies
smoothing, a 0.15 second start debounce, and a 0.75 second
stop debounce. These separate thresholds form hysteresis,
so small sensor fluctuations do not rapidly switch the node
between moving and stationary states.

The displacement estimator does not treat phone acceleration
as accurate long-term navigation. It integrates only short
movement sequences, applies bias handling during stationary
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(a) Tracking (b) Sensors (c) Movement (d) Configuration

Figure 3: Representative screens from the iOS prototype used during the physical experiments. The app exposes live tracking state, sensor
diagnostics, movement evidence, and configuration controls for each mobile node.

A
I0

B
I2

�

�I
AUWB

� =

q
A2

UWB � �I2

used only when altitude slots are valid

Figure 4: Altitude-aware range correction. Quantized relative
height gives a vertical delta, allowing the graph input builder to
convert a raw three-dimensional UWB range into a horizontal
distance constraint.

periods, stores path samples, and assigns confidence based
on displacement length, path efficiency, and heading quality.
Completed movement sequences are shared as evidence. The
graph solver uses them mainly to orient the relative layout and
to identify which range edges may be stale after movement.

H. Relative Altitude Quantization

The physical deployment is three-dimensional even when the
ground-truth layout is drawn in a horizontal plane. If two
nodes are at different heights, a raw UWB range includes
vertical separation. Treating that range as horizontal would
stretch the graph. Figure 4 shows the horizontal-range
correction used when two altitude slots differ.

Each device records a local barometric baseline at startup
and converts later pressure changes into relative height. No
global altitude is computed. Relative height is quantized into
0.6 m slots, derived from a 0.30 m half-width around each
slot center, and an altitude payload is shared only when the
slot changes or when altitude is included with movement
evidence. The slot size was set from observed pressure-
sensor behavior across the test devices: smaller slots reacted
to normal barometer jumps, while 0.6 m provided a practical
floor above the observed hardware noise. The graph input
builder uses the slot difference between two nodes to convert
a raw 3D range into a horizontal component where possible.

I. Prototype Software Implementation

The prototype is a Swift and SwiftUI iOS application. The
user interface is separated from the sensor, transport, and
solver loops. Core Bluetooth, Nearby Interaction, Core Mo-
tion, and altitude sampling are wrapped in services, while
the tracking orchestrator consumes those services through
narrow interfaces. This structure makes the central track-
ing behavior testable with fake BLE, UWB, motion, and
orientation sources.

Figure 3 shows representative screens from the iOS proto-
type used during the physical trials. The tracking, sensor,
movement, and configuration panels are shown in Figures 3a,
3b, 3c, and 3d, respectively. The tracking screen exposes the
live peer graph and ranging state, the sensor screen reports
local UWB and motion status, the movement screen shows
movement classification and displacement evidence, and the
configuration screen exposes trial and runtime settings used
during experiment setup.
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The local device computes graph input and graph estimates
on-device. Backend logging records transport events, graph
snapshots, runtime state, message rejections, and experiment
metadata for offline replay against measured ground truth.

IV. EVALUATION

A. Experimental Setup and Methodology

1) Evaluation Objectives: The evaluation investigates whether
the proposed multi-sensor localization pipeline can produce
stable relative node layouts on commercial mobile devices
under realistic hardware constraints. The primary evalua-
tion objectives are raw UWB ranging accuracy, static layout
reconstruction, dynamic movement recovery and communi-
cation cost, node liveness handling, and vertical displacement
correction. Two supporting diagnostics are also reported:
orientation behavior and backend telemetry capacity. These
diagnostics help interpret the system, but they are not the
main success criteria for relative layout reconstruction.

The evaluation uses scoped success criteria derived from
the measured performance of the physical testbed. The raw
UWB ranging experiment first establishes the line-of-sight
ranging variation of the devices by comparing UWB distance
estimates with tape-measured ground truth. This measured
variation is used as the sensor-noise baseline for the local-
ization experiments. Prior smartphone UWB studies report
centimeter-to-decimeter ranging accuracy under favorable
line-of-sight conditions, so the measured testbed variation
is compared against the same practical range [10, 9]. The
obstruction cases are used to bound the claims, not to claim
general UWB robustness.

For the static layout experiments, success is assessed after
the initial discovery and graph-formation period. A trial is
considered successful if the reconstructed graph converges
toward the measured ground-truth layout, reaches a stable
low-decimeter aligned RMSE for the tested network size, and
avoids persistent folding, flipping, or collapse into an invalid
geometry. The high initial RMSE during startup is therefore
treated as convergence behavior, not as a static-layout failure.
This criterion evaluates whether the complete localization
pipeline can preserve the approximate relative shape of the
network once enough pairwise evidence has been collected,
rather than only measuring individual pairwise distances.

For the dynamic movement experiments, a trial is consid-
ered successful if movement causes a temporary increase
in aligned RMSE and the graph returns toward the corre-
sponding static error range after the moving node stops and
new range evidence has been collected. For node liveness
experiments, a trial is considered successful if joining and
leaving nodes are reflected in the active graph without restart-
ing the network, and if the remaining graph stabilizes after
the topology change has propagated. In both cases, message
rate and cumulative message count are reported as recovery
costs rather than as fixed pass or fail thresholds.

For vertical displacement, a trial is considered successful if
height changes are detected through the quantized altitude
representation and if the horizontal layout remains stable
when vertical range differences are present. The altitude cor-
rection should prevent three-dimensional UWB ranges from
being interpreted as horizontal displacement. Orientation
is evaluated separately as a supporting diagnostic: the trial
reports angular error and translation-only RMSE to show
whether movement evidence can resolve rotation and reflec-
tion in favorable cases. Backend capacity is also evaluated
separately as an exclusion check: it tests whether telemetry
ingestion failed under replay load, not whether localization
scales to larger physical networks.

These success criteria correspond to the research questions
on static relative geometry, recovery and communication cost,
and vertical displacement.

2) Testbed and Ground Truth: Evaluating the multi-sensor
mapping framework requires a physical testbed that exposes
the system to native hardware constraints, sensor noise, and
varying radio generations. The experimental setup uses five
commercial Apple smartphones operating as independent
network nodes. To evaluate the system across different hard-
ware profiles, the testbed incorporates devices equipped with
both first-generation and second-generation Ultra-Wideband
processors: one iPhone 11 and one iPhone 13 Pro (Gen. 1
silicon), alongside an iPhone 16 Pro, an iPhone 16 Pro Max,
and an iPhone 17 Pro (Gen. 2 silicon).

The physical deployment occurred within an unobstructed
12 � 12 < room. To prevent environmental multipath re-
flection from furniture, the testing area was restricted to an
open space. The measurement graph was constrained within
the 4 � 6 < rectangular testing ground shown in Figure 5,
with the physical setup shown in Figure 5a and the measured
coordinate layout shown in Figure 5b. Ground truth measure-
ments were established manually prior to node deployment.
The perimeter and internal diagonals of the rectangle were
measured using a tape measure to ensure orthogonal angles
and precise geometric baselines. To mitigate signal reflection
from the floor, the mobile nodes were mounted on tripods at
a fixed elevation of 75 centimeters. Each device was placed
backside down and oriented radially toward the center of the
testing ground.

3) Metrics: The evaluation uses five primary metrics: raw
ranging error, aligned layout RMSE, communication over-
head, recovery behavior, and altitude slot correctness. Two
supporting diagnostics are also used: orientation error with
translation-only RMSE, and backend request success, latency,
and event throughput.

Raw UWB ranging accuracy is measured as the absolute
difference between the measured UWB distance and the tape-
measured ground-truth distance. For a UWB estimate 3̂8 9
between nodes 8 and 9 , and the corresponding ground-truth
distance 3GT

8 9
, the ranging error is defined as:
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(a) Physical line-of-sight testbed.
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(b) Measured ground-truth geometry.

Figure 5: Experimental testbed and measured ground truth geometry. The photograph shows the physical room setup used for the
line-of-sight trials, while the diagram shows the static 4 � 6 m reference layout and manually measured distances used for evaluating
reconstructed node layouts.

4
range
8 9

=

���3̂8 9 � 3GT
8 9

��� � (1)

This metric is used to establish the line-of-sight sensor noise
baseline of the testbed.

Layout accuracy is measured using aligned root mean square
error (RMSE) between the reconstructed node layout and the
measured ground-truth layout. Since the system estimates
relative coordinates, the estimated layout is first aligned to the
ground truth by allowing translation, rotation, and reflection,
but not scaling. The aligned RMSE is defined as:

RMSEalign = min
’� C

vt
1
=

=Õ
8=1



’?̂8 ‚ C � ?GT
8



2
� (2)

Here, = is the number of nodes, ?̂8 is the estimated position
of node 8, ?GT

8
is the corresponding ground-truth position,

’ is the alignment matrix, and C is the translation vector.
Reflection is permitted because a mirrored relative layout
preserves all pairwise distances.

Communication overhead is measured using message rate
and cumulative message count. Message rate describes
the number of protocol messages sent per second, while
cumulative message count describes the total number of
transmitted messages during a trial.

Recovery behavior is evaluated by comparing aligned RMSE
before, during, and after a disturbance. For movement
trials, the disturbance is node displacement. For topology-
change trials, the disturbance is a node joining or leaving the
network. A trial is considered recovered when the aligned
RMSE returns toward the accepted static error range for the
corresponding network size.

Vertical displacement is evaluated by observing altitude-slot

changes and horizontal layout stability. A vertical trial is
considered successful if the system detects height changes
through the quantized altitude representation and prevents
vertical range differences from being interpreted as horizontal
displacement.

4) Data Collection and Replay Pipeline: During each experi-
ment, every device executed the custom iOS client application
locally. The client handled UWB ranging, motion classifica-
tion, altitude updates, peer liveness, and graph reconstruction
on the device itself. The backend was therefore not part of
the real-time localization loop, but was used only to collect
telemetry for later analysis.

Each node asynchronously transmitted telemetry to a cen-
tralized Go backend backed by PostgreSQL. The collected
data included transport events, UWB ranging updates, state
transitions, altitude-slot updates, peer liveness changes, and
localized graph snapshots. These events were sent over
a dedicated wireless network and stored with timestamps,
source-node identifiers, message types, and trial metadata.
The trial metadata identified the experiment type, network
size, and ground-truth configuration used during the run.

After each trial, the stored logs were replayed through the
analysis frontend. The replay pipeline reconstructed the
measurement graph over time from the recorded telemetry
and graph snapshots. The reconstructed layouts were then
aligned with the tape-measured ground-truth coordinates
to compute aligned RMSE. The same logs were used to
calculate message rate, cumulative message count, recovery
behavior, and altitude-slot changes.

This offline replay approach allowed each physical experiment
to be analyzed repeatedly without rerunning the devices. It
also made it possible to compare the generated East-North-
Up coordinate map directly with the measured ground truth
while preserving the original timing and communication
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behavior of the trial.

B. Experiments and Results

Figure 7: Ranging accuracy measurements for the Ultra-Wideband
hardware baseline.

1) Ranging Accuracy and Hardware Baseline: Before eval-
uating the cooperative layout algorithms, a ranging baseline
was established to quantify the error profile of the native
Ultra-Wideband hardware. The baseline was measured be-
tween an iPhone 16 Pro Max and an iPhone 17 Pro at four
known distances: 0.5 m, 1.0 m, 3.0 m, and 6.0 m. Measure-
ments were collected under line-of-sight conditions, through
a door obstruction, and under a severe metallic obstruction
condition.

As shown in Figure 7, the line-of-sight measurements closely
followed the physical ground-truth distances. The measured
values were 0.56 m, 1.10 m, 3.10 m, and 6.01 m for the four
target distances, corresponding to a mean absolute error of
approximately 0.07 m. In this controlled free-space condition,
the UWB hardware therefore provided low scalar ranging
error, particularly at longer distances where the relative error
became small.

The door-obstruction condition produced a similar error
profile. Measurements remained close to the ground truth
across all tested distances, with reported values of 0.52 m,
1.06 m, 3.08 m, and 6.17 m. The resulting mean absolute
error was approximately 0.08 m, only slightly higher than
the line-of-sight baseline. In this setup, the door obstruction
therefore did not introduce substantial ranging degradation.

The metallic obstruction condition produced a markedly
different result. Across all target distances, the measured
range was consistently overestimated, increasing from 1.98
m at the 0.5 m baseline to 10.18 m at the 6.0 m baseline.
This corresponds to absolute errors of 1.48 m, 1.91 m, 3.72
m, and 4.18 m, respectively. The distortion is therefore not
random around the true distance, but appears as a strong
positive bias caused by the obstructed metallic environment.

These baseline results show low ranging error under the tested
line-of-sight and door-obstruction conditions. They do not
imply that smartphone UWB is uniformly reliable: metallic

obstruction and floor-level placement can introduce severe
positive ranging errors. The coordinate-mapping experi-
ments must therefore be read together with the measurement
conditions that produced their range evidence.

2) Static Network Geometry and Stability: The first phase
of the network evaluation isolates the system to measure geo-
metric accuracy under static, Line-of-Sight conditions. This
phase evaluates how effectively the decentralized multi-sensor
pipeline reconstructs the physical environment compared to
the measured ground truth.

The static evaluation was conducted in three progressive
configurations to test how the local solvers handle increasing
geometric constraints. The first configuration used three
devices arranged in a triangle at nodes �, �, and � in
Figure 5. The second configuration expanded to four devices
placed at the measured corners of the 4 � 6 < rectangular
testing ground, corresponding to nodes �, �, �, and �.
The final static configuration used five devices, maintaining
the four corner nodes and placing the fifth node near the
center of the rectangle at nodes �, �, �, �, and � . Upon
initialization, each device executed the active ranging planner
and computed the network graph locally while transmitting
graph snapshots to the backend for later analysis.

Figure 6 summarizes the static LOS results. Figures 6a, 6b,
and 6c show the aligned RMSE for the three-, four-, and
five-node layouts, while Figures 6d, 6e, and 6f show the
corresponding message rates.

The static LOS trials show a clear convergence pattern across
all three network sizes. At the beginning of each run, the
aligned RMSE is high because the devices have not yet col-
lected enough pairwise range evidence to constrain the graph.
This startup interval is not treated as a failed static layout; it
is the graph formation phase. Once the ranging planner has
exchanged discovery tokens and the solver receives enough
usable edges, the error drops sharply and remains stable for
the rest of the trial.

For the three-node configuration, the graph converged fastest
and reached the lowest steady-state error. Across the three
trials, the aligned RMSE fell below 0.10 m within 6 to 14
seconds. The final aligned RMSE ranged from 0.037 m
to 0.052 m, with an average final error of 0.043 m. This
indicates that the triangular layout provided enough geometric
constraints for the solver to recover a stable relative shape
once all three pairwise relationships had been observed.

The four-node configuration also converged consistently, but
settled at a slightly higher error level. All three trials reached
an aligned RMSE below 0.25 m within 10 to 11 seconds.
The final aligned RMSE ranged from 0.101 m to 0.145 m,
with an average of 0.116 m. The additional node increased
the number of required ranging relationships, which raised
the communication load and left a small residual layout error
after convergence. However, the graph did not collapse or flip,
and the reconstructed shape remained close to the measured
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(a) Static LOS for 3 nodes (b) Static LOS for 4 nodes (c) Static LOS for 5 nodes

(d) Message sent per second for 3 nodes (e) Message sent per second for 4 nodes (f) Message sent per second for 5 nodes

Figure 6: Static LOS measurement and messages for 3, 4, and 5 nodes, running for a total of 1 minute

rectangular ground truth.

The five-node configuration introduced the densest graph and
the highest communication load. The aligned RMSE dropped
below 0.25 m after 11 to 18 seconds, and the final aligned
RMSE ranged from 0.076 m to 0.128 m, with an average of
0.097 m. The center node therefore did not destabilize the
layout. Instead, the additional cross-graph constraints helped
preserve the rectangular structure once the initial ranging
phase had completed.

The message-rate plots show that communication was con-
centrated near the beginning of each trial. This corresponds
to peer discovery, token exchange, and the first active range
requests. After the graph stabilized, the traffic decreased
substantially. The average message rate increased with net-
work size, from 6.3 messages per second for three nodes, to
14.6 messages per second for four nodes, and 25.6 messages
per second for five nodes. This scaling is expected because
each additional device increases the number of possible peer
relationships and shared evidence updates.

Overall, the static LOS results indicate that the system can
reconstruct stable relative layouts under favorable radio con-
ditions after the graph has formed. The main error occurs
during the initial graph formation phase. After convergence,
the reconstructed layouts remain in a low-error aligned RMSE
range, with the best three-node trials reaching centimeter-
scale error and the larger layouts settling in the low-decimeter
range. The results therefore support the post-convergence
static-layout objective, while showing that the system should
not be described as immediately accurate at startup.

3) Dynamic Network Geometry and Recovery: The second
phase evaluates how the localization pipeline behaves when
one node moves while the remaining nodes stay fixed. The
objective is to measure whether movement causes a temporary
loss of geometric accuracy, and whether the graph returns to
the measured ground-truth layout after new range evidence
has been collected.

Three line-of-sight movement configurations were tested.
The three-node experiment used nodes �, �, and �. The
four-node experiment used �, �, �, and �. The five-node
experiment used �, �, �, �, and �. In each configuration,
node � was moved along the same path: from � to � , then
from � to �, and finally back from � to �. The path is
shown in Figure 9 and forces the graph to update both long
horizontal baselines and diagonal constraints during the trial.

Figure 8 shows that movement produces short periods of
increased shape RMSE. The RMSE panels for the three-,
four-, and five-node trials are shown in Figures 8a, 8b, and
8c, respectively. This is expected because the graph contains
a mixture of old and new range evidence while the moving
node is between ground-truth positions. Once the movement
stops and new UWB ranges are accepted, the error decreases
again.

For the three-node configuration, the graph reached a stable
initial layout after approximately 9.3 seconds on average.
During movement, the shape RMSE peaked at 1.62 m, but
the error returned to a low final range after the last movement
segment. Across the three trials, the final aligned RMSE
ranged from 0.041 m to 0.098 m, with an average of 0.072 m.
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(a) Shape RMSE for 3 nodes (b) Shape RMSE for 4 nodes (c) Shape RMSE for 5 nodes

(d) Messages per second for 3 nodes (e) Messages per second for 4 nodes (f) Messages per second for 5 nodes

Figure 8: Movement LOS shape RMSE and message rate for 3, 4, and 5 nodes. In each trial, node � moves along the path
� ! � ! � ! �.

This indicates that even the sparse three-node graph could
recover its relative shape after displacement, although the
temporary error spikes show that the layout is sensitive while
the moving node is in transit.
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Figure 9: Movement path used in the single-node dynamic
recovery experiment.

The four-node configuration showed a similar recovery pat-
tern. The graph reached an initial stable layout after approx-
imately 8.6 seconds on average. Movement caused larger
temporary spikes, with a maximum observed shape RMSE
of 2.25 m, but the final aligned RMSE remained low, rang-
ing from 0.041 m to 0.081 m across the three trials. The
additional node provided more geometric constraints, and
the final recovered layout was slightly more consistent than
the three-node case.

The five-node configuration was more demanding. The graph
reached an initial stable state after approximately 17.8 seconds
on average, and movement produced the largest temporary
error, peaking at 2.54 m. The final aligned RMSE ranged
from 0.099 m to 0.117 m, with an average of 0.109 m. This
result is still within a low-error range after recovery, but the
five-node trials show that the denser network produces more
prolonged instability during movement. The moving node
affects more pairwise relationships, and stale or partially
refreshed evidence has a larger impact before the graph
settles.

The message-rate plots in Figures 8d, 8e, and 8f show the
cost of this recovery behavior. Average traffic increased with
network size: 9.8 messages per second for three nodes, 26.2
messages per second for four nodes, and 61.3 messages per
second for five nodes. Peak traffic also increased, reaching 64,
190, and 240 messages per second respectively. These spikes
align with movement periods, where the ranging planner
requests fresh evidence and the nodes exchange updated
graph knowledge.

Overall, the dynamic LOS experiments indicate that the
system can recover from single-node movement, but the
recovery is not instantaneous. The graph error rises while the
moving node is between known positions, then drops after
post-movement range evidence reaches the solver. The results
therefore support the movement-aware design, while also
showing its main limitation: larger graphs create more com-
munication traffic and longer periods of temporary geometric
error during motion.
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(a) Aligned shape RMSE. (b) Messages sent per second.

Figure 10: Two-node movement recovery in the five-node LOS layout. Node � was moved to � , while node � was moved to �.

4) Two-node movement recovery.: To further stress the dy-
namic recovery behavior, an additional five-node line-of-sight
trial was conducted with two simultaneously moving nodes.
After the initial static period, node � was moved to point � ,
while node � was moved to �. This creates a more difficult
recovery case than the single-node trials, since two vertices
change position at the same time and several previously
valid range constraints become stale simultaneously. The
corresponding movement path is shown in Figure 11.
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Figure 11: Movement path used in the two-node dynamic recovery
experiment.

Figure 10 shows the aligned shape RMSE and message rate
for the three repeated two-node movement trials, with the
RMSE panel in Figure 10a and the message-rate panel in
Figure 10b. Before the movement event, the average aligned
RMSE during the last 10 s of the initial static period was
0�234 <, 0�189 <, and 0�174 <. When the two nodes
were moved, the RMSE increased sharply in all three trials,
reaching peak post-movement values of 1�549 <, 1�689 <,
and 1�786 <. The increase is expected because the graph
briefly contains range and position evidence from both the
old and new configurations.

After new range evidence had been collected, all three trials
returned toward the static five-node error range. The average
aligned RMSE during the last 10 s was 0�107 <, 0�108 <,
and 0�191 <, giving a mean final error of 0�135 <. Recovery
speed was not uniform. Two trials dropped below 0�25< after
approximately 29 B and 36 B, while the remaining trial stayed
in a biased intermediate geometry until approximately 118 B
after the movement event. This shows that the solver can re-
cover from simultaneous movement, but that stale constraints
around multiple moving nodes can delay convergence.

The communication plot in Figure 10b shows the corre-
sponding increase in protocol activity during the disturbance.
Across the three trials, the total message count was 8116,
5965, and 13486 messages, corresponding to average rates
of 44�1, 33�2, and 72�7 messages/s. The maximum ob-
served message rate reached 297, 166, and 370 messages/s.
After the movement response and post-movement range up-
dates, the message rate decreased again, indicating that the
movement-aware communication policy returned toward its
lower stationary traffic level once the graph had stabilized.

5) Reactivity to Node Liveness: The third phase evaluates
the network’s ability to react to node liveness changes, where
nodes either join or leave an active localization topology. The
objective is to measure whether the active graph can be up-
dated without restarting the network, and how these topology
changes affect both geometric accuracy and communication
overhead.

Three join trials and three drop trials were conducted in the
five-node LOS layout. In the join trials, the network started
with four, three, and two active nodes, respectively. The
joining nodes were either node �, nodes � and � , or nodes
�, � , and �, so all three trials ended with five active nodes.
In the drop trials, all experiments started with five active
nodes, after which either node �, nodes � and � , or nodes
�, � , and� left the network. Figure 12 summarizes these six
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(a) Total RMSE when nodes join (b) Total RMSE when nodes drop (c) Total messages sent when nodes join

(d) Messages sent per second when nodes join (e) Messages sent per second when nodes drop
out

(f) Total messages sent when nodes drop out

Figure 12: RMSE and message overhead during node join and drop scenarios.

scenarios: Figures 12a and 12b show aligned shape RMSE for
join and drop, Figures 12c and 12f show cumulative message
counts, and Figures 12d and 12e show the corresponding
message rates.

The join RMSE plot in Figure 12(a) shows that adding nodes
causes a short but pronounced increase in RMSE. When
node � joined, the error peaked at approximately 4�33 <.
When nodes � and � joined together, the peak increased
to 5�59 <, and when nodes �, � , and � joined, the peak
reached 6�04 <. This behavior is expected because the solver
briefly observes an incomplete topology, where the newly
added nodes are not yet sufficiently constrained by range
evidence. After the join process, the error decreased again
and stabilized around 0�36 to 0�53 <. This is higher than the
best static trials, but still shows that the system can integrate
new nodes and recover a consistent relative geometry after
the temporary disturbance.

The drop RMSE plot in Figure 12(b) shows the opposite
liveness case. When nodes leave the network, the RMSE
temporarily increases because the local graph can still contain
stale evidence or topology state associated with nodes that
are no longer active. Dropping node � produced a post-drop
peak of approximately 3�24 <, dropping nodes � and �
peaked at 4�56 <, and dropping nodes �, � , and � peaked
at 3�10 <. Once the liveness change had propagated and the
missing nodes were no longer part of the active topology, the
error decreased substantially. During the final 10 seconds,
the average aligned RMSE was 0�24 < when only node �
dropped, 0�05 < when nodes � and � dropped, and 0�06 <

when nodes �, � , and � dropped. The remaining graph
therefore returned to a stable low-error state after the topology
had been reduced.

The communication behavior differs between join and drop.
In the join message-rate plot in Figure 12(d), the largest mes-
sage bursts occurred around the join event, which happened
after approximately 34 to 40 B. At this point, the new nodes
had to announce themselves, establish range sessions, and
distribute knowledge messages to the rest of the network.
The peak message rate was approximately 111 messages/s
when only node � joined and 137 to 138 messages/s in the
two trials where multiple nodes joined. The cumulative join
plot in Figure 12(c) shows final message counts of 2296 when
node � joined, 2307 when nodes � and � joined, and 2973
when nodes �, � , and � joined. The three-node join trial
therefore produced the highest communication load, since
three new nodes had to be integrated into the graph.

In the drop message-rate plot in Figure 12(e), the largest
message rates occurred near the beginning of the experiment,
while all five nodes were still active and establishing contact.
The drop event did not create the same kind of burst as join,
because no new peer relationships had to be established.
Instead, traffic decreased as fewer active peers remained in
the graph. This is also visible in the cumulative drop plot in
Figure 12(f): dropping only node � produced the highest
total with 2332 messages, while dropping nodes � and �
produced 2129 messages and dropping nodes �, � , and �
produced 1951 messages. Removing more nodes therefore
reduced the subsequent communication load, since fewer
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(a) Aligned shape RMSE. (b) Messages sent per second. (c) Altitude-aware graph snapshot.

Figure 13: Altitude line-of-sight trial showing horizontal shape error, protocol tra�c, and logged altitude evidence.

active peers continued to send pings, range updates, and
knowledge messages.

Overall, the liveness experiments show that the system reacts
to both joining and leaving nodes without requiring a network
restart. Topology changes introduce temporary RMSE spikes,
but the graph stabilizes again once new evidence has been
collected or inactive nodes have been removed from the active
graph. The results also show that join is more communication-
intensive than drop: joining nodes must be discovered, ranged,
and integrated, whereas dropping nodes reduces the number
of peer relationships that must be maintained.

6) Vertical Displacement and Altitude Quantization: Be-
cause the physical evaluation occurs in a three-dimensional
environment, the �nal experimental phase evaluates the sys-
tem's capacity to handle vertical displacement. If a spatial
solver ignores vertical height di�erences, the horizontal
distance constraints between nodes can become distorted.

This experiment maintained the same four-node horizontal
rectangle while introducing vertical elevation changes. Each
node was lifted in turn to approximately1•9 < above its ini-
tialized height and then returned to the �oor-level reference.
The lift sequence raised node� at43•6 B, node� at92•6 B,
node� at 141•3 B, and node� at 209•2 B. The horizontal
ground-truth coordinates therefore remained �xed, while the
UWB ranges temporarily contained a vertical component.
The objective was to verify whether the altitude estimator
detected these height changes, shared the corresponding
quantized altitude evidence, and prevented the vertical range
component from being interpreted as horizontal displace-
ment.

Figure 13 shows the altitude line-of-sight trial. The RMSE
plot in Figure 13a evaluates horizontal shape stability, since
the exported replay excludes the vertical coordinate from
the aligned RMSE calculation. The plot therefore mea-
sures whether altitude changes bend the �oor-plan geometry,
rather than whether the estimated height exactly matches
the physical lift height. The graph forms quickly after the
initial discovery period and then remains stable while altitude
changes are introduced. The aligned shape RMSE �uctuates
when new height evidence and UWB ranges enter the graph,

but the disturbances are temporary. Across the complete
trial, the exported per-node ground-truth summary reported
an average aligned RMSE of0•542 <, including the initial
incomplete graph formation period. After the �rst30 B, the
plotted average aligned RMSE decreased to0•143 <, and
the �nal 10 Baveraged0•090 <. The �nal error is therefore
within the same low-decimeter range as the static four-node
layout.

The 3D snapshot in Figure 13c illustrates how altitude evi-
dence is represented inside the graph. The logged knowledge
messages contained quantized relative-height measurements
for all four nodes. The physical height changes crossed
several0•6 < slot boundaries, so the graph snapshots include
altitude slot indices and vertical edge corrections. During
the trial, graph snapshots contained all four altitude measure-
ments, and the edges show non-zero vertical deltas where the
solver subtracts the estimated height di�erence from the raw
three-dimensional UWB range before using the horizontal
distance constraint.

The message-rate plot in Figure 13b shows that altitude varia-
tion does not create a constant high-rate stream of barometric
updates. The trial produced9201protocol messages over
345•9 B, corresponding to an average of26•7messages/s.
Knowledge messages were the dominant category, with5063
messages, because altitude updates are distributed through
the same evidence-sharing mechanism as range and liveness
state. Of these knowledge messages,919 contained only
altitude evidence. The largest one-second bucket reached
167messages/s, consisting mainly of knowledge messages
during an evidence update burst. Between these bursts, the
tra�c returned toward the lower ping and maintenance rate.

Overall, the altitude LOS experiment supports the altitude-
quantization design. The system detects vertical displace-
ment, propagates it as graph evidence, and keeps the horizon-
tal layout stable after the temporary update bursts. The results
also show the limitation of the current approach: the baro-
metric altitude signal is coarse and can drift between slots,
so it is useful as a correction for vertical range components
rather than as a precise height estimator.
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7) Orientation: The orientation experiment evaluates whether
movement evidence can resolve the rotation and re�ection
ambiguity of a distance-only UWB layout. The experiment
used four nodes from the measured ground-truth layout:� ,
� , � , and� . Nodes� , � , and� were kept �xed, while node
� was moved.

After an initial static ranging period, node� was moved
horizontally to� and then back to� . After each movement,
the node was held stationary to allow UWB range samples to
be collected.

This setup was chosen because movement of the central node
changes its distances to several non-collinear �xed nodes.
The resulting before-and-after range changes provide the
solver with the movement-range constraints needed to test
whether the reconstructed graph can be oriented in the shared
East-North-Up frame.

Table 3: Orientation trials

Trial Angle Error RMSE

Ground Truth 60� 0� n/a
Trial 1 55� 5� 0•27 <
Trial 2 57� 3� 0•18 <
Trial 3 95� 35� 1•85 <

Table 3 summarizes the orientation results. The ground-truth
graph-plane rotation was60� . In contrast to the aligned
RMSE used for evaluating relative shape, the orientation
comparison does not remove rotation or re�ection. The
reported RMSE therefore measures how closely the world-
aligned graph matches the rotated ground-truth frame after
translation only.

The strongest result was observed in Trial 1 with a non-
re�ected world-aligned graph with a rotation of55� , cor-
responding to an angular error of5� . The translation-only
RMSE was0•27 <, and the orientation remained within10�

of the expected rotation for approximately 75 seconds.

The closest instantaneous result was observed in Trial 2,
which reached57� , corresponding to an angular error of
3� , with an RMSE of0•18 <. However, this alignment was
less stable than in Trial 1. Trial 3 reached the same general
orientation region but remained substantially less accurate,
with an angular error of 35� and an RMSE of 1•85 <.

These results show that movement-derived evidence can
resolve the rotation ambiguity under favorable trial conditions.
However, the di�erence between the trials also shows that
orientation recovery is less reliable than distance-only shape
reconstruction. The current implementation should therefore
be interpreted as a proof-of-concept for movement-assisted
orientation, not as a general world-frame localization method
across all trials.

8) Backend and Database Resilience: To separate device-
side limitations from telemetry infrastructure limits, a stress
test was performed on the deployed backend using replayed
experiment log payloads. Table 4 reports the request vol-
ume, derived log-event volume, failure count, and latency
distribution for increasing simulated network sizes.

The backend processed all tested loads without failed requests.
At the largest load, it ingested 108,000 log events over 180
seconds, corresponding to 600 events per second, with a
mean request latency of 105.0 ms and a p95 latency of 185
ms. These results indicate that the tested telemetry ingestion
path was not the limiting factor for the observed dynamic-trial
lag. The more likely limiting factors are the native BLE and
UWB scheduling behavior, asynchronous range refreshes,
and device-side evidence updates.

The stress test is therefore used as an exclusion check rather
than as a localization result. The backend had su�cient ca-
pacity to record the experiment stream, while the localization
behavior reported above remains determined by the mobile
clients and their accepted UWB, movement, heading, and
altitude evidence.

V. DISCUSSION

A. Answering the Research Questions

RQ1: Static relative geometry. The static line-of-sight ex-
periments show that the implemented system can reconstruct
stable relative layouts after the graph formation phase in
the tested smartphone setup. The three-node layout reached
the lowest �nal aligned RMSE, with an average �nal error
of 0•043 <. The four-node and �ve-node layouts settled
at 0•116 < and0•097 < average �nal aligned RMSE, re-
spectively. These results answer RQ1 positively within the
tested conditions: scalar UWB ranges and exchanged graph
evidence were su�cient to recover the relative shape of the
measured layouts once enough pairwise evidence had been
collected.

The answer is not that the system instantly knows the layout.
The static trials show a clear graph-formation period, where
error is initially high because discovery tokens, range samples,
and graph evidence have not yet reached all relevant peer
relationships. After this phase, the graph stayed in a low-error
range and did not collapse, fold, or remain mirrored in a way
that a�ected the aligned shape metric. This supports the use
of the decentralized evidence pipeline for relative geometry,
while keeping the claim limited to favorable line-of-sight
conditions.

RQ2: Recovery and communication cost. The movement
and liveness experiments show that the active graph can
recover from node movement, joining nodes, and leaving
nodes without restarting the network. Single-node movement
caused temporary error spikes, but the �nal aligned RMSE
returned to low values after post-movement range evidence
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Table 4: Backend stress-test results using replayed real experiment log payloads.

Load Duration Requests Log events Failed Success Mean p95 Events/s

5 nodes 180s 2,862 14,310 0 100% 92.2 ms 157 ms 79.3
10 nodes 180s 4,284 21,420 0 100% 132.0 ms 158 ms 119
20 nodes 180s 6,942 34,710 0 100% 92.8 ms 156 ms 192
30 nodes 180s 10,080 50,400 0 100% 93.8 ms 150 ms 279
50 nodes 180s 14,172 70,860 0 100% 96.7 ms 150 ms 393
100 nodes 180s 21,600 108,000 0 100% 105.0 ms 185 ms 600

had been collected. The three-node movement trials ended
with an average �nal aligned RMSE of0•072 <, while the
�ve-node movement trials ended at0•109 <. The two-node
movement case was harder. It still returned toward the static
�ve-node error range, with a mean �nal error of0•135 <,
but one trial needed approximately118 Bafter the movement
event to drop below 0•25 <.

The liveness trials show the same pattern at the topology
level. Joining nodes caused short but large RMSE spikes
because new nodes entered the graph before they were fully
constrained by range evidence. After the join process, the
graph stabilized around0•36to 0•53 <. Drop trials also
produced temporary error increases, but the remaining graph
returned to low �nal error after stale topology state had been
removed. The �nal 10 seconds averaged0•24 < when one
node dropped,0•05 < when two nodes dropped, and0•06 <
when three nodes dropped.

The cost is additional tra�c during disturbance periods. Static
message rates increased with graph size from 6.3 to 25.6
messages/s. During single-node movement, average rates
increased to 9.8, 26.2, and 61.3 messages/s for the three tested
network sizes, with peaks of 64, 190, and 240 messages/s.
The two-node movement trials were more variable, with
average rates between 33.2 and 72.7 messages/s and peaks up
to 370 messages/s. The answer to RQ2 is therefore mixed but
useful: the system recovers in the tested cases, but recovery
is not immediate and the movement-aware policy spends
extra communication during exactly the periods where the
graph needs fresh evidence.

RQ3: Vertical displacement. The altitude experiment
supports the altitude quantization design as a correction for
horizontal layout stability. In that trial, nodes were lifted
while their horizontal ground truth coordinates remained
�xed. The exported aligned RMSE measures horizontal
shape error, not exact vertical height accuracy. Across the
complete trial, the average aligned RMSE was0•542 <,
including the initial graph formation period. After the �rst
30 B, the plotted average decreased to0•143 <, and the �nal
10 seconds averaged0•090 <. This indicates that vertical
displacement did not permanently bend the horizontal layout
in the recorded line-of-sight trial.

The graph snapshots show why this is defensible. Altitude
evidence was present for all four nodes, and the logged graph
contained non-zero vertical edge corrections. The system

could therefore subtract the estimated vertical component
from the raw UWB range before using the remaining horizon-
tal constraint. The tra�c cost was measurable but bounded in
the trial: 9201protocol messages over345•9 B, an average of
26•7messages/s, with919knowledge messages containing
only altitude evidence. The answer to RQ3 is that quantized
altitude helped preserve horizontal shape in the tested trial,
but it should be understood as a coarse range correction, not
as a precise height estimator.

B. Relation to the Evaluation Objectives

The evaluation objectives are answered by the same evidence,
but at a slightly broader level than the research questions.
The raw UWB experiment establishes the sensor baseline:
line-of-sight and door-obstruction measurements stayed close
to ground truth, while metallic obstruction produced large
positive range bias. This baseline explains why the layout ex-
periments are defensible under favorable radio conditions and
why they should not be generalized to arbitrary obstruction.

Against the stated criteria, the static layout objective was
met after graph formation, but not during the initial startup
interval. The movement and liveness objectives were partially
met: the graph recovered in the tested cases, but recovery
introduced temporary error and higher message tra�c. The
vertical displacement objective was met for horizontal layout
stability, although only as coarse height correction rather
than precise height tracking. The orientation and backend
experiments are supporting diagnostics, not pass or fail
criteria. Orientation shows that movement evidence can
help resolve rotation in favorable cases, but not reliably
enough to become the main claim. The backend stress test
shows that telemetry ingestion was not the bottleneck for the
reported trials, but it does not prove localization scalability.
The overall objective is therefore answered positively only
within the tested smartphone setup: the pipeline can produce
stable relative layouts on commercial devices under favorable
conditions, but the evaluation also identi�es the cases where
the claim becomes weaker.

C. Interpretation of Results

The strongest part of the system is the post-convergence
static relative shape behavior and the recovered shape after
movement. Once enough range evidence exists, the solver can
use the accepted graph constraints to form stable layouts with
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low aligned RMSE. This is consistent with the UWB baseline,
where line-of-sight and door-obstruction ranging errors were
small compared with the metallic obstruction case. The
localization results should therefore be interpreted together
with the radio conditions that produced the measurements.
The system works well when the range evidence is good
enough to describe the geometry, and it is vulnerable when
the range evidence is biased or incomplete.

The dynamic trials show the main tradeo�. When nodes
move, old and new evidence coexist and the graph becomes
temporarily inconsistent. The ranging planner reacts by
requesting fresh measurements and sharing updated knowl-
edge. This reduces the duration of stale geometry, but it
also increases message tra�c. The results do not show that
movement is solved instantly. They show that the system can
recover after movement under the tested conditions, and that
recovery time grows when more edges are a�ected or when
multiple nodes move at the same time.

The liveness experiments are important because they test
graph maintenance rather than only coordinate �tting. A
localization system for ad-hoc devices must handle peers
that appear and disappear. The join trials show that new
nodes can be integrated, but also that an incomplete topology
can cause large temporary error. The drop trials show that
removing nodes reduces later communication load, but the
graph can still contain stale evidence during the transition.
These results support the design choice of treating liveness as
graph evidence rather than as a separate user-interface state.

The orientation experiment should be read cautiously. Move-
ment evidence can resolve rotation and re�ection ambiguity
in favorable trials, but the result was not equally stable across
repetitions. The best trials reached small angular error, while
one trial remained far less accurate. This means the current
orientation component is useful evidence, but not a general
replacement for an external anchor, a reliable compass, or a
stronger world frame reference. The paper therefore treats
orientation as a demonstrated capability under favorable
conditions, not as the main claim of the system.

The backend stress test separates telemetry capacity from
localization behavior. At the largest simulated load, the
deployed backend handled 108,000 log events over 180
seconds without failed requests. This does not prove that
the localization system scales to 100 physical phones. It
only shows that the telemetry ingestion path was not the
bottleneck for the reported physical trials. The localization
behavior remains determined by the mobile clients, their
UWB sessions, BLE delivery, sensor evidence, and graph
state.

D. Strengths of the Proposed System

The main strength of the work is that it moves the earlier
simulated idea into a physical smartphone implementation.
The system runs on consumer iOS devices, uses the platform
APIs available to ordinary applications, and records the

actual timing behavior of Nearby Interaction, Core Bluetooth,
Core Motion, and relative altitude updates. This makes
the evaluation more limited than a simulator, but also more
honest about the constraints of the target platform.

A second strength is that the localization state is decentralized.
Each device maintains accepted evidence and builds a local
graph from direct and relayed information. The system does
not depend on a �xed anchor, a central localization server, or
raw UWB direction estimates. This matches the intended ad
hoc setting and avoids assuming platform capabilities that
Nearby Interaction does not expose.

A practical strength of the evaluation is auditability. The
backend is not part of the real-time localization loop, but it
preserves the logs needed to analyze graph behavior after each
trial. This made it possible to evaluate RMSE, message rates,
topology changes, altitude evidence, and backend capacity
from the same recorded experiments. The replay work�ow
supports the evidence, but it is not itself a localization
contribution.

E. Limitations

The results are bounded by the testbed. The physical evalua-
tion used �ve Apple smartphones in a measured indoor layout,
with most localization trials conducted under line-of-sight
conditions. The results should not be generalized to large
mesh networks, dense crowds, multiple room deployments,
outdoor environments, or arbitrary NLOS conditions without
additional experiments.

The graph error metric is also limited. Aligned RMSE
is appropriate for relative shape, because the system does
not estimate an absolute geographic frame. However, the
alignment removes translation, rotation, and re�ection. This
means aligned RMSE can show that the relative shape is
correct even when world frame orientation is unresolved. The
separate orientation experiment addresses this issue directly,
and its mixed result shows why the main accuracy claim
should remain about relative layout.

The platform limits the control available to the implementa-
tion. Nearby Interaction exposes high-level ranging sessions
rather than unrestricted UWB radio scheduling [3, 4]. Core
Bluetooth introduces connection churn, packet-size limits,
noti�cation backpressure, and delivery timing that the appli-
cation can manage but not remove. These constraints are
part of the research problem, but they also limit how strongly
the results can be compared with custom UWB hardware or
anchor-based localization systems.

The altitude method is intentionally coarse. Relative baro-
metric pressure and quantized height slots can help prevent
vertical displacement from being treated as horizontal range
error. They do not provide precise height tracking. Drift,
slot-boundary e�ects, and device placement can a�ect the
altitude evidence, so the altitude result should be interpreted
as horizontal correction behavior rather than accurate three-

18



Tracking Networked Nodes Villadsen, Brenet, and Koustrup-Muller

dimensional localization.

Finally, the number of repeated trials is limited. The paper
reports repeated static, movement, liveness, and two-node
movement cases, but it does not provide a large statistical
sample over many rooms, phone placements, users, or ob-
struction types. The results are therefore best read as a
physical feasibility evaluation with measured behavior, not as
a complete performance characterization of all smartphone
UWB deployments.

F. Threats to Validity

Internal validity depends on whether the recorded telemetry
correctly represents the device behavior during each trial. The
replay work�ow reduces manual interpretation because it uses
stored logs and graph snapshots, but the analysis still depends
on correct timestamping, trial labels, device identi�ers, and
ground-truth mapping. Any mismatch between a device label
and its physical location would directly a�ect the computed
RMSE.

Construct validity depends on whether the selected metrics
measure the intended behavior. Aligned RMSE measures
relative layout quality, not absolute position or world frame
orientation. Message rate and cumulative message count
measure protocol activity, not energy use or radio airtime.
The altitude trial measures horizontal stability under vertical
displacement, not precise height estimation. These choices
match the research questions. They should not be expanded
beyond them.

External validity is limited by hardware and environment.
The testbed combines speci�c iPhone models, a speci�c
indoor room, a measured4�6 < layout, and a small number of
nodes. Di�erent UWB chip generations, phone orientations,
body occlusion, furniture, walls, and larger networks may
change both ranging quality and communication behavior.

Measurement validity is a�ected by manual ground truth
and physical setup. Tape-measured distances, tripod place-
ment, device orientation, and movement timing all introduce
small errors. These errors are acceptable for the reported
low decimeter claims, but they matter when interpreting
centimeter scale �nal RMSE in the best static trials.

G. Comparison with Current Research

Compared with earlier simulation work on UWB mesh local-
ization [2], this implementation exposes platform behavior
that simulation does not model. This includes token ex-
change, asynchronous ranging, stale graph evidence, BLE
transport behavior, scheduling, and sensor drift. The results
support the earlier idea that event triggered communication
can reduce unnecessary ranging activity, but they also show
that physical recovery depends on the timing and quality of
accepted measurements.

Compared with general smartphone UWB studies [10, 9], this

work does not only measure pairwise ranging accuracy. It
uses phone ranges inside a decentralized graph and evaluates
the resulting layout over time. This makes the evaluation
closer to an ad hoc mapping task, but also harder to compare
directly with studies that use �xed anchors, controlled ranging
pairs, or vendor-provided positioning modes.

Compared with anchor based localization, the system has a
weaker reference frame but a lighter deployment model. It
does not require installed infrastructure, but it also cannot
claim absolute position. The strongest supported claim is
relative layout reconstruction and recovery inside a small
physical smartphone testbed.

H. Future Work

Future work should �rst expand the physical evaluation.
The same system should be tested with more devices, more
room geometries, repeated non-line-of-sight layouts, human
body occlusion, and longer trials. This would show whether
the observed recovery behavior remains stable outside the
favorable line-of-sight setup.

The communication policy should also be re�ned. The cur-
rent movement policy improves recovery, but it can generate
large bursts when the graph changes. Better scheduling
and priority rules could reduce message peaks while still
collecting the measurements needed for recovery.

The altitude component should be evaluated with more con-
trolled vertical ground truth. A future study could compare
altitude slots with measured lift heights over longer trials
and under changing air pressure. This would clarify when
altitude evidence should be trusted and when it should be
given less weight.

The orientation component needs stronger validation. Range
changes from movement can help resolve rotation and re�ec-
tion, but the current physical trials show uneven reliability.
Future work should test several movement paths, several
moving nodes, and explicit gates for heading quality before
treating world-frame orientation as a dependable output.

Finally, energy use should be measured directly. This paper
reports protocol messages and backend throughput, but it
does not measure battery drain, BLE airtime, or UWB session
cost. Energy measurements are needed before the system
can be evaluated as a practical long-running mobile tracking
system.

VI. CONCLUSION

A. Summary

This thesis implemented and evaluated a decentralized rela-
tive tracking system for commercial iOS devices. The system
uses UWB ranges from Nearby Interaction, graph evidence
over Core Bluetooth, movement state from Core Motion,
movement range changes, and quantized relative altitude.
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The goal was not to build an absolute positioning system.
The goal was to test whether ordinary smartphones can main-
tain a useful relative graph under the platform constraints
imposed by iOS hardware and APIs.

The evaluation used a physical �ve-device testbed and an of-
�ine replay work�ow. The experiments measured raw UWB
ranging behavior, static relative layout accuracy, recovery af-
ter movement, reaction to node join and drop events, vertical
displacement handling, orientation behavior, and backend
telemetry capacity. Together, these experiments show that the
implemented system can reconstruct and maintain relative
layouts under favorable line-of-sight conditions, while also
showing where the current approach remains limited.

B. Main Findings

The raw UWB baseline frames the rest of the results. Un-
der line-of-sight and door-obstruction conditions, the tested
devices produced low ranging error. Under metallic obstruc-
tion, the range estimates showed large positive bias. The
localization �ndings should therefore be read as results for
favorable physical conditions, not as proof of general UWB
robustness.

For static relative geometry, the system reconstructed stable
layouts after the initial graph-formation phase. The �nal
aligned RMSE averaged0•043 <for the three-node layout,
0•116 < for the four-node layout, and0•097 < for the �ve-
node layout. These results show that scalar UWB ranges
and exchanged graph evidence were su�cient to preserve the
measured relative shape in the tested line-of-sight layouts
after convergence. They should not be read as immediate
startup accuracy.

For recovery and communication cost, the system handled
movement and topology changes without restarting the net-
work. Movement and liveness changes caused temporary
RMSE spikes, but the graph returned toward the static er-
ror range after fresh evidence had been collected or stale
topology state had been removed. This recovery came with
higher communication load. Message rates increased during
movement, and the two-node movement trials showed that
simultaneous movement can delay convergence when several
constraints become stale at the same time.

For vertical displacement, the altitude experiment showed
that quantized relative height evidence can help preserve hor-
izontal layout stability when UWB ranges include a vertical
component. After the �rst30 B, the altitude trial averaged
0•143 <aligned RMSE, and the �nal10 Baveraged0•090 <.
The altitude evidence should not be interpreted as precise
height tracking. It is better understood as coarse graph evi-
dence used to reduce vertical range distortion in the horizontal
solver.

C. Contributions

The �rst contribution is the physical iOS implementation.
The work moves the earlier simulated UWB mesh localiza-
tion idea into a real mobile application that must operate
with Nearby Interaction session constraints, BLE transport
behavior, motion drift, altitude noise, and asynchronous peer
evidence.

The second contribution is the decentralized graph pipeline.
Devices exchange discovery tokens, range evidence, move-
ment state, heading metadata, altitude slots, and liveness
information without relying on a �xed anchor or a central
localization server. Each device builds its own local graph
from accepted evidence and solves for relative layout.

The third contribution is the empirical physical evaluation
of the implemented system. The experiments quantify how
the system behaves across raw UWB ranging, static layout
reconstruction, movement recovery, liveness changes, com-
munication overhead, vertical displacement, and orientation.
The backend and replay tools support that evaluation, but
they are not the scienti�c contribution.

D. Final Remarks

The implemented system is not a complete indoor positioning
solution, and it should not be presented as one. It does not
solve absolute localization, large-scale routing, energy e�-
ciency, or general non-line-of-sight robustness. It also does
not make smartphone UWB reliable in metallic obstruction
cases.

Within its stated scope, the work shows a defensible result: a
small network of consumer smartphones can build and main-
tain a relative map from UWB ranges, movement evidence,
liveness state, and altitude evidence under favorable physical
conditions. The strongest evidence is the post-convergence
static and post-recovery relative shape accuracy. The main
remaining challenges are startup convergence delay, recov-
ery delay during complex movement, communication bursts
during graph updates, coarse altitude sensing, and uneven
orientation reliability. These are practical next problems, not
contradictions of the implemented approach.
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A. SUPPLEMENTARY FIGURES

Figure 14 collects the main iOS prototype screens used during experiment operation: tracking, sensor, movement, and
con�guration views are shown in Figures 14a, 14b, 14c, and 14d. Figure 15 shows the detailed tracking, sensor, and movement
diagnostic views in Figures 15a, 15b, and 15c. Figure 16 shows the replay web interface, including the log viewer, 3D graph
viewer, and experiment statistics screens in Figures 16a, 16b, and 16c. Figure 17 shows the physical testbed photograph.

(a) Tracking (b) Sensors (c) Movement (d) Con�guration

Figure 14: Main iOS prototype screens used during experiment operation.

(a) Tracking details (b) Sensor details (c) Movement details

Figure 15: Detailed iOS prototype diagnostic screens.
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(a) Log viewer

(b) 3D graph viewer

(c) Experiment statistics

Figure 16: Web frontend screens used for experiment replay and analysis.
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Figure 17: Physical line-of-sight testbed used during the experiments.
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