
Summary
Question Answering (QA) systems increasingly rely on Large LanguageModels (LLMs) to synthesize complex knowledge, yet their application
to semi-structured data formats like JSON remains challenging. Unlike relational databases that utilize a standardized SQL grammar, JSON
lacks a universal query language, fragmenting research across languages like JSONPath and JQ. Furthermore, the abundance of syntactic
tokens in JSON documents rapidly consumes the limited context window of LLMs. This high token density often obscures semantically
relevant content, exacerbating the lost-in-the-middle phenomenon and degrading long-range contextual dependencies. We hypothesize that
the size and structural complexity of semi-structured documents affects the overall performance of QA systems degrades.

Despite these well-known vulnerabilities, existing JSON-based QA benchmarks, such as SSRB, QASPER, and JQBench, do not focus on the
structural complexity of the JSON documents. More problematically, these current benchmarks isolate the Information Retrieval (IR) stage
from the Answer Generation (AG) stage. Because modern QA pipelines are inherently sequential, evaluating IR and AG in isolation makes it
impossible to observe how they interact in real-world scenarios. Evaluating the stages separately obscures the downstream effects of the IR
stage, preventing an analysis of how early retrieval failures negatively impact the final generated answers. To bridge this methodological
gap, we introduce ClinicalQA, a structurally complex, end-to-end benchmark specifically tailored for JSON documents.

ClinicalQA comprises 401 questions and 18,010 documents that span a spectrum of low- and high-complexity. The benchmark was
synthesized utilizing the DataMorgana framework, which incorporates a configuration stage and a generation stage. We introduce a
refinement stage to ensure question quality and ground-truth completeness. To systematically quantify the intricacy of the underlying data,
we define structural complexity using established tree-based metrics. Specifically, we measure the average leaf depth and the branching
factor of the ground-truth JSON documents. By controlling these structural variables, ClinicalQA provides a standardized environment to
assess the precise conditions under which QA systems succeed or fail.

Using this new benchmark alongside existing datasets, we evaluate two divergent QA paradigms. The first paradigm is Magikarp, a
state-of-the-art Retrieval-Augmented Generation (RAG) pipeline originally designed for unstructured text. Magikarp relies on embedding
models and vector similarity searches to retrieve top-k documents before employing an LLM for final answer synthesis. The second paradigm
is NL2JQ, a Natural Language to Query Language architecture that bypasses traditional vector retrieval. Instead of embedding content,
NL2JQ utilizes the explicit schema of a JSON document to iteratively synthesize JQ queries.

Recognizing that JSON’s hierarchical nature poses unique preprocessing challenges, the study also investigates the impact of different data
chunking strategies. We compare standard naive fixed-length chunking with a more sophisticated, context-preserving sub-tree chunking
methodology, and invite further research into structure-aware chunking strategies. Our results reveal that there is a significant difference in
the the end-to-end viability of the two evaluated paradigms. ClinicalQA successfully and effectively measures both the IR and AG capabilities
of the Magikarp RAG pipeline. While Magikarp proves to be a capable system, the benchmark exposes that it still faces significant challenges
when navigating highly complex semi-structured data.

Conversely, the results demonstrate that NL2JQ fundamentally lacks the architectural capacity for multi-document retrieval. Because
NL2JQ relies solely on schemas rather than content, it struggles severely when applied to a broad corpus of documents that share identical
structural schemas. Additionally, NL2JQ is incapable of generating free-text answers, rendering it entirely incompatible with the realistic,
end-to-end demands of ClinicalQA. Crucially, by evaluating Magikarp on both an isolated AG setting and the full end-to-end pipeline, we
confirm a significant performance disparity. The correctness of the generated answers drops substantially in the end-to-end setting compared
to the isolated AG setting.

This disparity proves that local failures in the initial IR stage systematically cascade into severe downstream inaccuracies during the AG
stage. Ultimately, the results reveal that the structural complexity of the ground-truth JSON context directly and measurably decreases QA
system performance. Specifically, as the average leaf depth and branching factor of the documents increase, both retrieval accuracy and
answer correctness decrease. We hypothesize that changes in the tree metrics prevent the model from extracting meaningful information,
causing it to effectively ignore highly complex documents.

These insights highlight the fundamental necessity of evaluating QA systems in an end-to-end manner to capture performance in a
realistic scenarios. Our results also highlight the necessity for evaluating the performance of QA systems over the structural properties of
the JSON document corpus. ClinicalQA provides the structurally complex diagnostic tool required to expose and analyze vulnerabilities, that
occur due to structural complexity.
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Abstract
Modern Question Answering (QA) systems struggle to accurately
process complex, semi-structured data like JSON. Current bench-
marks fail to expose these vulnerabilities because they do not focus
on how structural complexity a�ects performance and they isolate
information retrieval (IR) from answer generation (AG). To accu-
rately measure real-world, end-to-end performance, we introduce
ClinicalQA, a novel benchmark composed of structurally complex
JSON documents. Using this benchmark alongside existing datasets,
we evaluate two primary paradigms: a state-of-the-art Retrieval-
Augmented Generation (RAG) pipeline, Magikarp, and a Natural
Language to Query Language architecture, NL2JQ. Our �ndings
reveal that ClinicalQA e�ectively measures both the IR and AG capa-
bilities of Magikarp. Conversely, we �nd that NL2JQ fundamentally
lacks the capacity for document retrieval and free-text answer gen-
eration, rendering it incompatible with ClinicalQA. Furthermore,
our analysis demonstrates how early retrieval failures systemati-
cally cascade into downstream generation errors, highlighting the
fundamental necessity of enabling end-to-end evaluation of QA sys-
tems. Finally, the results reveal that both the IR and AG performance
of these systems are directly a�ected by the structural complexity
of the ground-truth JSON context, speci�cally its average leaf depth
and branching factor.

Keywords
Large language models, Retrieval Augmented Generation, NL2JQ,
Question Answering

1 Introduction
Question Answering (QA) systems serve as a critical interface
for extracting knowledge from datasets. It allows non-technical
users to independently create ad-hoc inquiries, and allows techni-
cal users to traverse a high-dimensional corpus, replacing manual
reviews with rapid, on-demand document synthesis. Most modern
QA systems rely on Large Language Models (LLMs) [20, 35, 41, 47],
whose transformer-based architectures enable the execution of
complex analytical tasks that were previously infeasible. Two no-
table paradigms facilitate QA systems: Natural Language to Query
Languages (NL2QL) [26, 50], which focuses on formal query syn-
thesis, and Retrieval-Augmented Generation (RAG) [11, 23], which
focuses on synthesis based on context from an external knowledge
base. Nonetheless, no study has explored how these two paradigms
perform when applied on a JSON database.
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While Natural Language to SQL (NL2SQL) has gained a lot of
attention due to the standardized syntax of SQL [27], JSON lacks
such a universal query grammar. Consequently, existing research
remains sparse and fragmented across disparate JSON query lan-
guages such as JSONPath, SQL++, JSONNiq or JQ ([7, 10, 12, 30]),
and subsequently, methodological progress in this �eld is impeded.
This paper builds upon JQBench [39], which converts Natural Lan-
guage text into JQ queries (NL2JQ). The current approach is de-
signed for JSON editing and extraction. We propose that it is possi-
ble to expand the extraction feature into a QA system. Concurrently,
RAG systems are commonly employed on unstructured text, where
a natural language query is answered by an LLM relying on an
external knowledge base, to better inform the synthesis of the an-
swer. This approach is already mature in the QA domain, but is
not commonly applied on JSON data. This paper builds upon the
winner of SIGIR's LiveRAG challenge 2025, Magikarp [49], which is
a state of the art RAG pipeline on unstructured text. By mirroring
their approach, we aim to investigate how this method functions
on JSON data.

Applying NL2JQ as a QA system introduces several challenges,
while adapting Magikarp to JSON data presents a separate set of
challenges. NL2JQ is not inherently designed for retrieval, since
it solely relies on the schema of a document, rather than the con-
tent [39]. This quickly becomes a problem when considering a
collection of documents with a consistent schema throughout. Fur-
thermore, if a question does not explicitly refer to keys in the JSON
schema, NL2JQ will struggle to synthesize JQ queries, which extract
the correct information from the JSON �les. Conversely, the chal-
lenges of Magikarp are primarily tied to the limited context window
of the underlying LLM. Semi-structured documents increase the
number of syntactic tokens that must be processed by the under-
lying LLMs within Magikarp, limiting how much attention can be
allocated to semantically relevant content, potentially leading to the
lost-in-the-middle phenomenon [25]. Furthermore, this increases
the risk of losing long-range contextual dependencies [24]. Finally,
due to the abundance of syntactic tokens, semi-structured docu-
ments are often lengthy. This can lead to performance degradation
when document size increases [40].

To measure progress against these sets of challenges, a struc-
turally complex QA benchmark is required. In Figure 1, the �ow of a
QA system can be seen, where a benchmark feeds into the Informa-
tion Retrieval (IR) stage, and then �ows into the Answer Generation
(AG) stage. We have identi�ed a few JSON-based benchmarks, most
notably SSRB, QASPER and JQBench, but their capabilities are
restricted to either IR or AG. This poses a problem, as most QA
systems are inherently end-to-end, meaning that they do both of
these stages in a sequential manner (IR, then AG). Consequently,
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Figure 1: A high-level �gure of Question Answering, showcasing inputs, intermediate steps and the necessities for evaluating
both Information Retrieval and Answer Generation.

the success of the overall QA system hinges on both stages succeed-
ing in tandem; by only evaluating one of the stages, this becomes
impossible. Furthermore, existing IR benchmarks cannot trivially
be expanded into AG benchmarks, since they lack ground truth
answers. AG benchmarks can be expanded into IR benchmarks, but
their queries are frequently document-speci�c, meaning that the
IR stage for these queries can become trivial due to the presence of
unique identi�ers within the query, or impossible when the query
targets an attribute that is universally shared across the corpus.

Based on all of the above, we de�ne the overall problem as: Given
a corpus of semi-structured JSON documents of varying struc-
tural complexities, how can the design and construction of
question-answer-document triplets be evaluated using an
end-to-end QA system, speci�cally regarding the system's
ability to retrieve relevant documents in the IR stage and
accurately extract information during the AG stage?

To this end, we focus on constructing a benchmark, which allows
for evaluating QA systems in an end-to-end manner over JSON
documents of varied structural complexity.

We aim to answer the following research questions in this paper:

RQ1 How do we design question-answer-document triplets,
that allow for end-to-end evaluation on QA systems
across a spectrum of low- and high-complexity JSON
documents?

RQ2 How can we validate that our benchmark can be
utilized to evaluate the performance of QA systems
in terms of IR and AG performance?

RQ3 What are the cascading e�ects of local IR-stage fail-
ures on downstream AG-stage performance?

RQ4 How does the structural complexity of the underlying
JSON data in�uence QA performance in isolated and
end-to-end settings?

The contributions of this paper are (i) ClinicalQA, an end-to-end
JSON-based benchmark consisting of a spectrum of low- and high-
complexity documents with 401 questions and 18•010 documents,
(ii) an analysis of how the performance of the AG stage depends on
the success of the IR stage, (iii) an analysis of how the structural
complexity of semi-structured data a�ects the performance of the
two QA paradigms, NL2JQ and Magikarp, (iv) a comparison of
NL2JQ and Magikarp in a semi-structured setting.

The structure of this paper is as follows. In Section 2, we give
an overview of existing QA benchmarks, and how the di�erent
construction strategies have evolved through three paradigms. We
present the structural properties and the chunking strategies tested
throughout this paper in Section 3. All of this allows us to de�ne
elements of QA in Section 4, leading to the formalization of our
problem. Section 5 provides a methodical overview of the devel-
opment of the proposed benchmark. Following this, NL2JQ and
Magikarp are both described in Section 6. The experimental setup
and the results are detailed in in Section 7. In the following Section
8, we discuss the results, and we demonstrate that ClinicalQA is
a challenging, non-trivial benchmark, that allows for analysis of
how cascading IR failures a�ect down-stream AG, whilst enabling
an analysis of how structural complexities a�ect QA systems. Ad-
ditionally, we discuss the limitations of our papers as well as what
future work remains open. Finally, we conclude upon this paper
in Section 9. The codebase for this project can be found in GitHub
SonOfTheMorning/p10.

2 Related work
This literature review aims to trace the evolution of QA bench-
marks, from unstructured text-based benchmarks to JSON-based
benchmarks, where we analyze the construction methodologies
utilized, in order to inform the design of our proposed benchmark.

The evolution of QA benchmarks. QA can be split up into two
distinct stages, IR and AG. Benchmarks typically evaluate these
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Table 1: Overview of related benchmarks

Benchmark # of questions # of passages
/documents

Metrics Domain Benchmark
Capability

Question origin

U
ns

tru
ct

ur
ed

te
xt

MS MARCO (2016) [4] 1• 010• 916 8• 841• 823 MRR@10 Web-search IR, AG User logs

SQuAD (2016) [32] 107• 785 23• 215 EM, F1-score Wikipedia AG Crowd workers

HotPotQA (2018) [45] 112• 779 � 7• 170• 0001 EM, F1-score Wikipedia AG Crowd workers

Natural Questions (2019) [22] 323• 045 323• 045 Precision, recall,
F1-score

Wikipedia AG User logs

KILT (2020) [31] Set of
benchmarks

Set of
benchmarks

EM, KILT-score Diverse (3
domains)

End-to-End Other benchmarks

BEIR (2021) [37] Set of
benchmarks

Set of
benchmarks

nDCG@k,
recall@k

Diverse (18
domains)

IR Other benchmarks

S
em

i-s
tru

ct
ur

ed

HybridQA (2020) [5] 69• 611 13• 000 EM, F1-score Wikipedia AG Crowd workers

QASPER (2021) [6] 5• 049 1• 585 F1-score Computational
linguistics

AG Crowd workers

WikiTableQuestions (2023) [21] 22• 033 2• 108 accuracy, oracle
scores

Wikipedia IR Crowd workers

ConferenceQA (2023) [16] 753 7 F1-score, EM
(EM-GPT4)

Academic
conferences

AG LLM synthesis

STaRK (2024) [43] 33• 890 3• 037• 885 hits@k,
recall@k, MRR

Diverse (3
domains)

IR LLM synthesis + human
examples

SSRB (2025) [48] 8• 485 14• 270• 150 recall@k,
nDCG@k

Diverse (6
domains)

IR LLM synthesis

JQSpider (2026) [46] 893 202 compile,
execute, value

Diverse AG Transforms SQL dataset

ClinicalQA (2026) (Ours) 401 18• 010 hits@k,
nDCG@k,

correctness,
faithfulness,

compile,
execute

Clinical End-to-end LLM synthesis

stages in two ways: in isolation [4, 6, 22, 32, 37, 39, 48] and in
end-to-end settings [31].

Furthermore, we categorize the evolution of QA into three dis-
tinct paradigms:

The lexical paradigm which existed prior to the widespread adop-
tion of dense retrievers. In this paradigm, the IR stage dom-
inated research due to the inherent limitations of lexical
approaches such as BM25. One of the primary limitations
of lexical approaches is the "vocabulary mismatch" prob-
lem, which occurs when traditional keyword-matching al-
gorithms fail to establish relevance between conceptually
congruent documents, primarily due to the use of synonyms.
If the IR stage returned lackluster results, even a good AG
model would not be able to synthesize a satisfying answer,
leading to a focus on IR in research.

The semantic paradigm where the emergence of dense retriev-
ers created a fundamental shift from keyword-based match-
ing to the use of high-dimensional vectors. This largely miti-
gated the "vocabulary mismatch" problem, and led to a sub-
stantial increase in recall within the IR stage, shifting the
focus towards AG and document re-ranking.

The LLM-centric paradigm where the rise of LLMs necessitated
an evolution of which evaluation metrics were used due to
the generative capabilities of LLMs. These generative ca-
pabilities also allowed for new approaches in benchmark

construction. Consequently, this paradigm fundamentally
changed QA, but also introduced new challenges such as
hallucinations, the computational overhead of LLMs, and
the limited context windows thereof.

Several works [4,22,32,45] from the lexical and semantic paradigms
follow a pattern of using crowd workers in order to construct their
benchmarks. As can be seen in Table 1, crowd workers have begun
to be replaced by generative LLMs creating the various components
in the QA benchmarks such as the questions, the answers or both.
These types of benchmarks are called synthetic benchmarks and
are predominant in the LLM-centric paradigm. The introduction
of synthetic benchmarks has also led to a rise of frameworks that
focus on automatically constructing these synthetic datasets [8, 9].
These frameworks often make use of question-types and user-types
to enhance the query generation quality. Since the benchmarks are
synthetic, the quality of their content relies heavily on the under-
lying LLM used for generation. Moreover, the benchmarks may
lack the ecological validity found in other data collection meth-
ods such as user log collection or the utilization of crowd workers.
Our proposed benchmark will be generated following a synthetic
approach.

Human-labeled data has been largely replaced with LLM-as-
judge, with few works still utilizing domain experts to enhance the
quality of their benchmarks. SSRB [48] showcases that although
LLM-as-judge is worse than human annotators, humans agreed with
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the LLM's labeling roughly 75% of the time, while humans agreed
with other humans around 86% of the time. By introducing multiple
distinct models to act as LLMs-as-judge and labeling if some (or all)
of the models agree, this approach can be further improved [3]. This
idea is also supported by the �ndings of Natural Questions [22],
which found similar results within human annotators, where when
more than 80% of annotators agreed, experts found those answers
to be overwhelmingly correct. We will be using LLM-as-judge for
evaluating the AG stage of the QA pipeline.

Despite the prevalence of JSON-based data across all three paradigms,
existing benchmarks largely overlook the impact of structural com-
plexity on the performance within the IR and AG stages. Moreover,
this lack of focus becomes problematic when transferring models
between di�erent levels of structural complexity, since it is un-
clear whether these models generalize across di�erent structural
complexities. Seemingly the focus of many current works is to ei-
ther bridge the gap between semi-structured/structured formats
with unstructured text [5, 21, 43] or, as seen in ConferenceQA [16],
circumvent structural challenges by adding natural language de-
scriptions to every JSON path. Instead, our proposed benchmark
will focus on assessing how the QA systems interact with the struc-
tural complexity, highlighting when and where the systems might
fail.

Since the AG stage typically follows the IR stage in end-to-end
QA pipelines, a challenge arises when evaluating the two tasks
separately. It becomes impossible to review how strongly the down-
stream e�ects of the IR stage a�ects the AG stage. This is where the
aforementioned end-to-end benchmarks such as KILT [31] come in
and allow for a deeper understanding of how the IR stage a�ects the
AG stage. Throughout our literature review, we have been unable
to locate an end-to-end benchmark for the JSON format, as can be
seen in Table 1. We aim to rectify this, by making our proposed
benchmark end-to-end.

3 Preliminaries
In this section, we describe how we measure the structural com-
plexity of JSON documents, and the di�erent chunking strategies
we will employ.

3.1 Structural Complexity
We will exploit the tree-like structure of JSON documents to de-
�ne properties, which we use to measure the structural complexity.
This transformation can be seen in Figure 2, where every key corre-
sponds to a node. We do not include the values as separate nodes in
the tree, as they add a simple one-to-one mapping that contributes
no additional structural information beyond the leaf keys. It is now
possible to de�ne the structural properties from classic tree metrics.
We will use the average leaf depth and branching factor to represent
the structural complexity of the JSON documents. We have chosen
these metrics as they describe the vertical and horizontal structural
dimensions of tree structures.

Leaf depth. Given the root node and a leaf in a tree structure,
the depth is de�ned as the number of nodes visited on the shortest
path from the root down to the leaf node not counting the root [14].
In Figure 2, the root has depth zero, "Persons" has depth one, both
"[0]" and "[1]" have depth two and all the leaves have depth three.

To calculate the average value of this property, we consider the
depth of every single path from the root to every single leaf node.

Branching Factor. The branching factor of a tree structure is
the average number of children over all the non-leaf nodes [19].
Formally, to determine the branching factor, we use

�� ¹) º =
j# j � 1

j# j � j! j
•

where) is the tree,# is the entire set of nodes and! is the set of
leaf nodes. The branching factor is meant to represent the width of
the tree.

3.2 Chunking strategies
LLMs have a limited context window, which may require the docu-
ments to be split into smaller segments, or chunks, such that the
information is not truncated. This preprocessing step is essential
due to the quadratic computational complexity of transformer-
based attention [38], as well as performance degradation in long
contexts [25].

Standard chunking methods typically assume �at text representa-
tions. Fixed-length chunking (naive), often used as a baseline, splits
documents into equal-sized segments. However, this approach can
break contextual coherence.

Structure-aware chunking methods consider the structure of the
data when creating chunks, which is essential in semi-structured
formats where long-range contextual dependencies often occur.
These dependencies can often not be captured by naive �xed-length
chunking, making new approaches critical for e�ective retrieval in
semi-structured formats. In this paper, we apply sub-tree chunking
as an alternative to naive �xed-length chunking.

Sub-tree chunking follows a recursive, top-down strategy to
break large JSON documents into sub-trees, prioritizing �lling the
speci�ed context window. The algorithm begins at the root node.
If the entire structure �ts in the context window, it is saved as a
single chunk. If it is too large, the algorithm steps down into the
tree to evaluate its contents based on data type. For dictionaries
and lists, it uses a loop to bundle as many consecutive key-value
pairs or array elements together as possible without exceeding the
size of the context window. If a single text string or primitive value
is still too large on its own, the algorithm falls back to slicing the
text across precise token boundaries.

In this work, we showcase the e�ectiveness of structure-aware
chunking methods, and thus, advocate for more research regarding
them.

4 Problem De�nition
In this section, we formally de�ne the task of generating an end-to-
end QA benchmark, thereby grounding the overall problem state-
ment in mathematical rigor. In order to de�ne the generation of a
end-to-end QA benchmark as a problem, several components must
�rst be de�ned. Here we rely on the preparatory work we did in
our pre-specialization project [15].

We note that the deepest level of JSON documents consists of
one or more key-value pairs. We de�ne these key-value pairs as
data-fragments, where the key can be in the set of strings( , and
the value can be in( , the set of real numbersR, the set of boolean
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Figure 2: Contents of a semi-structured �le and how the structure relates to the tree data structure

valuesB, or the set of lists of values_ 2 L � = f»G1• G2• ”””• G=¼j= �
0• G8 2 S [ R [ B [ L � g.

De�nition 4.1 (Data fragment). [15]
A data fragment is a key-value pair X = ¹\• _º where:

� \ 2 S is the key;
� _ 2 S [ R [ B [ L � is the value.

The set of all data fragments is then denoted as � = fX1• X2• ”””g.

Data fragments are the smallest, non-decomposable unit in a JSON
document. However, a document is not de�ned only through the
data fragments, but rather, as a nesting of multiple di�erent ele-
ments.

De�nition 4.2 (Document). [ 15] Firstly, an object can be con-
sidered as a function that maps keys K to values J ,

O = f6 : K ! J jK � Sg

The values of the mapping can be nested objectsO, a list of nested
objectsL O = f»G1• ”””• G=¼j= � 0• G8 2 Ogor data fragments� =
fX1• X2• ”””g,

J = O [ L O [ �

A document 38 is semi-structured with nested objects O such that,

38 � O

To facilitate a deeper understanding of the document components
described in De�nition 4.1 and De�nition 4.2, Figure 3 provides
an example of a document, where the individual components are
highlighted.

A collection of documents can be de�ned as a database of docu-
ments.

De�nition 4.3 (Database of documents). [ 15] A databaseD
is a set of documents, such thatD = f3 1•32• ”””g. The database of
known documents � is given by,

� = f3 1•32• ”””•3=g � D

We now propose using entropy [34], such that we can measure the
uniformity of the structural properties introduced in Section 3.1
over the database.

De�nition 4.4 (Database uniformity). Given a database � =
f31•32• ” ” ” •3=gand a continuous document-level metric5 : � ! R ,
let

G8 = 5 ¹38º• 8 = 1• ” ” ” •=”

Let
05 = &0”025¹fG8g=

8=1º• 15 = &0”975¹fG8g=
8=1º•

and partition the interval»05•15¼into  equal-width bins� 1• ” ” ” • � .
Let%̂5 denote the empirical distribution of the metric values over

these bins, de�ned by

%̂5 ¹� : º =
#f8 : G8 2 � : g

#f8 : G8 2 »05•15¼g
• : = 1• ” ” ” •  ”

The uniformity of� with respect to5 is de�ned as the normalized
entropy of%̂5:

D5 ¹�º =
� ¹ %̂5º

log  
=

�
Í  

:=1 %̂5 ¹� : º log%̂5 ¹� : º

log  
”

where � is the entropy [34].

We now de�ne a sentence and then utilize this de�nition to de�ne
what constitutes a question.

De�nition 4.5 (Sentence [ 28]). Let, be a dictionary of terms
and( be a sequence of= terms,j( j = =, from, . A sentence can then
consist of all possible subsets of, , that is( 2 P¹, º , whereP
represents the powerset.

The set of sentences will then be denoted � = ¹(1• (2• ”””º

With a sentence de�ned, we can now move on to the de�nition of
a question.

De�nition 4.6 (Question). [ 15] A question@ = ¹(• Gºis de�ned
as a pair of the known context( 2 � of the question and a query
variable G representing the information the question is seeking.

A setQ of natural language questions@: is de�ned asQ = f@1•@2• ”””g.
5
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Now that questions are properly de�ned, we can de�ne what con-
stitutes relevancy for both data fragments and documents

De�nition 4.7 (Relevant data fragment). We de�ne relevance
as a metric mapping a question and data fragments to either 0 or 1:

A : Q � � ! f0• 1g

This means thatA ¹@: • X8•9º is a score of either 0 or 1, which re�ects
whetherX8•9contributes to the answer to question@: . The set of rele-
vant data fragments for a given question will be all the data fragments
with a relevance score of 1. such that

� ¹: º = hX¹: º
�•1 • X¹: º

�•2 • ”””• X¹: º�•I i• A ¹@: • X¹: º
�•8 º = 1

This also allows us to de�ne what a relevant document is.

De�nition 4.8 (Relevant document). [ 15] We de�ne a relevant
document3¹: º

8 as a document containing one or more relevant data
fragments for question @: , such that,

3¹: º
8 \ � ¹: º < ;”

The set of relevant documents for question @: is then,

� ¹: º = f3 ¹: º
� •3¹: º

�¸1 • ”””•3¹: º�¸< g

As is evident from De�nition 4.8, we consider relevance in binary
terms, so a data-fragment is either relevant or irrelevant. This is
the ideal approach, where a piece of information either contributes
to an answer or not. Although QA systems typically rely on contin-
uous relevance scores to rank the documents, a discrete approach
simpli�es benchmark construction.
With relevant documents de�ned, we now have the necessary com-
ponents to de�ne an IR-capable dataset, the �rst stage of an end-to-
end dataset.

De�nition 4.9 (IR-capable document). Given a dataset of
tuples consisting of questions and the set of their relevant documents,

&� = f¹@8• � ¹8ººg=
8=1•

the dataset&� is considered to be IR capable if no single question
explicitly refers to a speci�c document.

To further narrow down the problem, we must also cover the AG
stage of an end-to-end dataset, where the goal is to generate a
true and precise natural language answer. An answer is de�ned as
follows.

De�nition 4.10 (Answers). [ 15] A setA of natural language
answers08 is de�ned asA = f0 1• 02• ”””g, where0¹: º is one possible
correct answer to @: such that 0¹: º = G: .

With answers de�ned, we can now provide a formal de�nition of
an AG-capable dataset.

De�nition 4.11 (AG-capable dataset). A dataset is considered
to be AG-capable, if it contains triples of questions, answers and
documents, ¹@8• 0¹8º• � ¹8ºº.

We now have the set of necessary de�nitions to formalize the prob-
lem statement given in Section 1.

Figure 3: Example of the JSON structure found in the clinical
trial �les, with the di�erent components highlighted [15].

Problem 4.1 (Creation of a QA database). Given a document
database �, construct a QA dataset

&�� = f¹@ 8• 0¹8º• � ¹8ººg=
8=1•

where@8 is a question,0¹8º is its answer, and� ¹8º � � is the set of
relevant documents for @8.

The constructed dataset should satisfy the following objectives.
Firstly, the dataset must be both IR-capable and AG-capable. Subse-
quently it must be an end-to-end dataset, which means that it must
be possible to evaluate the IR and AG performance of a QA system in
isolation, as well as sequentially (IR, then AG).

Second, to ensure non-trivial questions, each answer should
depend on the information contained in its associated documents.
That is, for each triplet ¹@8• 0¹8º• � ¹8ºº, we require

?¹0¹8º j @8• � ¹8ºº ¡ ? ¹0 ¹8º j @8º•
6
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where?¹0¹8º j @8• � ¹8ºº denotes the probability that answer0¹8º can
be correctly produced given the question and the relevant documents,
while ?¹0¹8º j @8º denotes the probability that the answer can be
produced from the question alone.

Thirdly, we require that the dataset must achieve ground-truth
document completeness, meaning that the relevant-document set
for each question must contain every document in the database that
provides information for answering that question. Formally, for every
¹@8• 0¹8º• � ¹8ºº 2 &�� and every document 39 2 �,

? ¹0¹8º j @8•39º ¡ ? ¹0 ¹8º j @8º =) 3 9 2 � ¹8º”

Finally, with respect to the document-level metrics of document
average leaf depth (�!� ) and branching factor (�� ), the underlying
document database should ideally maximize uniformity,D with
regards to the available data:

D�!� ¹�º• D �� ¹�º”

5 Benchmark generation
In this section, we present the development of our benchmark
ClinicalQA. Firstly, in Section 5.1, we describe the DataMorgana
framework [9] that we follow in order to generate question-answer-
document triplets. Secondly, Section 5.2 describes the data and
how we have sampled it to ensure that we achieve a spectrum of
low- and high-complexity documents in the benchmark. Finally,
in Section 5.3, we outline the implementation details of our Data-
Morgana setup and the measures we take to meet the requirements
in Problem 4.1 and answer RQ1. Additionally, we also show how
many questions are �ltered out between the generation stage of
DataMorgana and our own re�nement stage.

5.1 DataMorgana
For the creation of our benchmark, we utilize the DataMorgana
framework [9] to synthetically generate natural language question-
answer-document triplets based on a database of documents. Data-
Morgana synthetically generates QA pairs based on a given context
by using LLMs and consists of two stages, a con�guration stage and
a generation stage, as shown in Figure 4. In the con�guration stage,
we must de�ne both types of users and types of questions. For both
the user and the question types, we de�ne them by providing (i) a
name, (ii) a selection probability, and (iii) a natural language descrip-
tion of the user or the question type. The user type represents the
person who would ask the question about the given document, and
the question type represents the type of question that the selected
user should ask. The LLM then uses the name and natural language
descriptions to simulate the speci�c user type, and make sure that
the type of question re�ects the experience level and persona of the
sampled user type. By providing several user and question types,
the DataMorgana framework ensures a varied and diverse set of
questions. Once the user and question con�gurations have been
de�ned, the con�guration stage is complete and the framework
moves on to the generation stage. The generation stage consists of
four steps:

(1) Sample a user and question type according to the probabili-
ties de�ned in the con�guration stage.

(2) Sample a single document from the corpus.

Figure 4: The benchmark generation pipeline showing both
the con�guration stage and the generation stage of the Data-
Morgana framework, as well as our proposed re�ning stage.

(3) Provide an LLM with the sampled information to create k
candidate question-answer-document triplets for the docu-
ment.

(4) Finally, there is a �ltering step, where the candidate question-
answer-document triplets are evaluated using a separate
LLM, that approves or rejects the triplets based on a set of
user-de�ned criteria.

Once these four steps are complete, the DataMorgana framework
is �nished, resulting in a synthetically constructed benchmark con-
sisting of question-answer-document triplets. One of the limitations
of using the DataMorgana framework, is that a question can only
pertain to a single document and therefore cannot create multi-
document questions.

5.2 Data description and sampling
The foundation of our benchmark is ClinicalTrials.Gov [29], which
hosts a large collection of clinical trials performed by companies
from all over the world and is regulated by the U.S. National Institute
of Health. The clinical trials from ClinicalTrials.Gov are all in a JSON
format, where the outermost values can be long strings of free text,
single word strings, or numerical values. Figure 3 showcases part
of the structure from one of the clinical trials. The clinical trials are
split into di�erent main sections each with sets of modules, which
consist of multiple groups of key-value pairs. Additionally, although
there is a certain level of standardization among the clinical trials,
the clinical trials are intrinsically heterogeneous across the database.
This is evident from Figure 5, which shows distributions of the
average leaf depth (Figure 5a), and the branching factor (Figure
5b) over the entire collection (see Section 3.1 for de�nitions of the
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tree properties). While these �gures showcase a broad range of
values for both average leaf depth and branching factor within the
ClinicalTrials.gov data, the full collection is obviously not uniformly
distributed. To increase uniformity as per Problem 4.1, we have
performed uniform bin-based sampling based on the average leaf
depth and the branching factor. We �rst split the average leaf depth
and the branching factor into adjacent, non-overlapping bins with
a size of 0”5. We then sample uniformly over each combination of
bins for the average leaf depth and branching factor, which ensures
a uniform distribution. The resulting distributions for the sampled
collections are show in Figure 5, which shows distributions of the
average leaf depth (Figure 5c), and the branching factor (Figure 5d).
It is evident that the average leaf depth and the branching factor of
the documents in the sampled collection are much more uniformly
distributed, whilst still maintaining a broad range of values. The
end result of this sampling is a collection of 18,010 documents,
with a uniformity score of 0.966 for average depth and 0.952 for
branching factor.

Average Leaf Depth Branching Factor
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Figure 5: Distribution of tree metrics comparing the full col-
lection (top row) and the sampled collection (bottom row).

5.3 Generation Setup
In this section, we provide the concrete implementation details that
we follow in order to meet the requirements de�ned in Problem 4.1
and thereby provide an answer to RQ1.

DataMorgana setup. For our data generation, the user and ques-
tion types we use for our setup, as well as the prompts from the
generation stage can be found in Appendix B. The user types have
been de�ned partially based on the domain knowledge of the au-
thors and partially using the Google Gemini 3.1 Pro model.

For the question types, we have chosen to match di�erent types
of database queries, as these are well recognized query types with
distinct, well-de�ned meanings. The sampling probability for every
user and question type is 1•=, where= is the number of question
types or user types.

As for the �ltering step, within the DataMorgana framework,
we have de�ned four �lters, that each question-answer-document
triplet must pass through.

� is_answerable: Whether it is possible to answer the question
using ONLY the document?

� is_context_free: Is the question free of expressions such as
"in this document" or "in the trial"?

� matches_question_type: Does the question logically align
with the speci�ed question type?

� matches_persona: Does the question logically align with the
speci�ed user type?

The �rst two �lters are applied initially to help meet two of the
requirements we set in Problem 4.1. The �rst �lter helps to ensure
that an answer depends on the document, not just the question.
The second �lter is a rough �lter to remove questions that trivially
do not meet the IR requirement from De�nition 4.9.

For the generation step, we use the Gemma-4-31B-It model [13]
and for the �ltering step we use the Qwen2.5-7B-Instruct model [36].
From the initially 18•010 sampled documents, we extract a sample
of 1•500 documents for QA pair generation using the DataMor-
gana framework. For each document, we generate three candidate
questions, that are each subjected to the �ltering step.

Following the DataMorgana framework, we introduce a re�ne-
ment stage to ensure the generated benchmark ful�lls the various
properties we de�ned in Problem 4.1. This re�nement stage can be
seen in Figure 4 following the DataMorgana framework.

Ensuring an End-to-End Benchmark. In order to guarantee that
we generate an end-to-end benchmark, we must ensure that IR can
be tested in isolation, that AG can be tested in isolation and that
the entire QA pipeline can be tested as one sequential evaluation.

Firstly, by using the DataMorgana framework as described in
Section 5.1, we get question-answer-document triplets, which guar-
antees the AG constraint as per De�nition 4.11.

Secondly, we must ensure that IR is possible and having the
question-answer-document triplets is only part of ful�lling this
task. As de�ned in De�nition 4.9 the questions must not explicitly
refer to speci�c documents. Questions such as "how many patients
are in this document?", "where is the location of the facility?", and
"what is the name of the principal investigator for this trial?" makes
retrieval impossible, because they do not contain any context that a
QA system can use to distinguish between documents. As such, for
a dataset to be considered IR-capable, such questions must not be
present in the dataset. To make sure that our benchmark attains this
quality, we perform a manual review of all the triplets following
the generation stage of the DataMorgana framework. Through the
manual review, we �lter out questions that explicitly demand a
speci�c document in order to answer the question.

Finally, the end-to-end requirement is ensured by having both the
IR stage, the AG stage and the question-answer-document triplets
to guarantee consistency between the question, the answer, and the
documents. This consistency is inherent, since the documents to be
found in the IR stage are the same documents required to generate
the correct answer in the AG stage.

Non-trivial Questions. As per Problem 4.1, we must ensure that
the questions are non-trivial. To identify trivial questions, we use
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Figure 6: Distribution of tree metrics for the ground-truth
documents in our benchmark.

the same Gemma-4-31B-It model employed during the ground-truth
answer generation phase, and now synthesize answers without
providing document context. Thus, we have both a set of document-
dependent triplets, and a set of document-independent QA pairs. If
two corresponding QA pairs from the two sets are judged to contain
the same answer, we consider the question trivial and remove it.
To verify that the answer in the document-independent set is not
the same as in the document-dependent set, we perform a manual
review of all the questions and answers in both sets.

Ground-Truth Document Completeness. Although the DataMor-
gana framework is designed to generate questions using only a
single document, it is not unreasonable that two similar documents
may provide the same, correct answer to a given question, and
as per Problem 4.1, we wish to capture this in the benchmark. To
achieve this, we chunk every document in the benchmark using
naive chunking and encode the chunks and the questions using the
e5-base-v2 model [18]. These encoded chunks and questions are
compared using cosine similarity and for each question, chunks
are returned until the 50 most similar documents are covered. Each
question and chunk are then given to a Qwen2.5-7B-Instruct model,
that evaluates whether the answer can be derived from the chunk.
If it is possible, then then document containing the chunk is added
to the set of ground truth documents.

Benchmark Results. We initially generate 1,472 questions using
DataMorgana, and through the re�nement stage described in this
section, the �nal question set is reduced to 401 highly �ltered and
vetted questions to answer, with 695 ground truth documents out

Table 2: Count of question-answer-document triplets in the
benchmark before and after the re�nement stage.

DataMorgana output After manual review
Total 1472 401

of a corpus of 18,010 documents. When evaluating a QA system
on the AG-stage in isolation, the provided context is only from
the original, single document, used to generate the answer. Since
the initial number of questions is reduced by 73% through the
re�nement stage, the benchmark generation appears ine�cient.
However, this stage serves to ensure that the benchmark attains a
high quality.

The distribution of tree metrics for the ground truth documents
for our benchmark can be seen in Figure 6. As is clear, even with
the heavily �ltered questions, we still achieve a similar distribution
to the sampled document corpus, as seen in Figure 5c and 5d.

RQ1: How do we design question-answer-document triplets,
that allows for end-to-end evaluation on QA systems across a
spectrum of low- and high-complexity JSON documents?
Answer: We achieve this by using the DataMorgana framework
to generate questions-answer-document triplets, which we �lter
using a combination of manual review and an LLM-as-judge
approach. We ensure a spectrum of low- and high-complexity
JSON documents through sampling of data from ClinicalTri-
als.Gov.

6 Methods
To evaluate the proposed benchmark, this study employs two archi-
tecturally distinct QA systems: "Magikarp", a RAG pipeline which
utilizes hybrid-retrieval with re-ranking and NL2JQ, a deterministic
natural-language-to-JSON-queries framework.

6.1 Magikarp's RAG pipeline
The Magikarp method won the SIGIR LiveRAG 2025 challenge,
which showcases the strength of the overall pipeline. The pipeline
has three primary stages: hybrid retrieval, multi-step re-ranking,
and answer generation, with all the steps being present in Figure 7.
The hybrid retrieval utilizes a sparse retriever and a dense retriever.
For each retriever, the top= retrieved elements are merged using
an interleaved merge without duplicates.

In the multi-step re-ranking stage, Magikarp uses a re-ranker
model to do an initial re-ranking of all candidates, narrowing the set
down to< documents,< ŸŸ =. Following this initial re-ranking,
Magikarp introduces Knowledge Element Declaration, a method
to avoid biasing the result towards one part of multi-hop ques-
tions. This method works by leveraging LLMs to decompose the
query into sub-queries. To ensure that this decomposition is not
lacking essential context, Magikarp also extracts knowledge ele-
ments present within the document corpus. After the knowledge
element declaration, a knowledge aware re-ranking is employed.
This re-ranking is done with each knowledge element as the query,
resulting in two re-ranked lists, that are once again merged using
interleaved merge with no duplicates.

9
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Figure 7: The process of the Magikarp method.

In the answer generation stage, the top< re-ranked documents
are used to synthesize the answer, generated by a LLM with a
custom prompt, ensuring that the answer is concise and less than
200 words long.

6.2 NL2JQ
The benchmark JQBench [39] was created for reading and editing
JSON data using natural language. Alongside the benchmark, NL2JQ
was also introduced as a method to synthesize JQ queries from
natural language text.

The work�ow of NL2JQ can be seen in Figure 8. In order to syn-
thesize the JQ query, NL2JQ employs an LLM. A prompt template
is utilized with this LLM, consisting of the natural language query,
and the schema of the target JSON document. The prompt template,
seen in Appendix A.2, contains the exact format of the output, and
examples of JQ queries. The output of the NL2JQ method will then
be the JQ query created by the LLM. In our case of doing QA, we
extend the method by applying the query to the JSON �le and
extracting the answer.

The iterative method. To better ensure that the LLM produces a
syntactically correct JQ query, the NL2JQ method includes an itera-
tive process. This entails a loop wherein the query created by the
LLM is executed on the JSON �le, and if a syntactical error occurs,
the LLM is re-prompted with the original prompt, the failed JQ
query, and the error message. In the JQBench paper the maximum
number of iterations in this iterative process is set to eight.

7 Experimental Setup
In this section, we present the baseline benchmarks, the evaluation
metrics for both the IR and AG stages, and we provide all the
implementation details for Magikarp and NL2JQ. We also provide
the results of our experiments.

7.1 Baseline Benchmarks
In this paper, we test the QA capabilities of Magikarp and NL2JQ on
four benchmarks. In extension to our own ClinicalQA benchmark,
we also evaluate the performance against the IR dataset SSRB, and
we use JQBench and QASPER as AG datasets.

SSRB. SSRB [48] was created to evaluate an LLM's IR capabili-
ties within a JSON format. SSRB consists of six diverse domains,
including Academic, Human Resources, and Finance. We limit our
evaluation to the Finance domain, which is among the most chal-
lenging in SSRB. This choice to limit our evaluation to Finance
stems from the enormous size of the entire SSRB benchmark. This
leads to a total of 993 queries over 1• 438• 706 documents.

JQBench. JQBench [39] was created to evaluate an LLM's ability
to generate JQ queries and perform transformation tasks. The bench-
mark comprises two datasets generated from di�erent sources:
JQSpider and JQStack. JQSpider is built by transforming the NL2SQL
Spider dataset [44], reworking the corpora of information to JSON
documents. Meanwhile, JQStack is created from user questions
asked on StackOver�ow about how to write speci�c JQ queries. As
such, the questions of JQStack often lack relevant documents, or
the document context is a toy example of JSON, provided with the
answer, by another user on StackOver�ow. As such, this paper will

Figure 8: The process of the NL2JQ method, with black arrows showing the original iteration, and red arrows show the iterative
method
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only evaluate on the JQSpider dataset, totaling 893 queries over 202
documents, with a large size di�erence between those documents.

QASPER. QASPER [6] was created to evaluate QA systems re-
quiring complex document-level reasoning over academic research
papers. The questions are built by NLP practitioners who read only
the title and abstract of a paper, seeking information expected to
be found in the full text. Meanwhile, the answers are constructed
by a separate set of NLP practitioners who evaluate the full text
to provide the correct solution alongside the supporting evidence.
Subsequently, it is possible for a question to have multiple correct
answers, since multiple practitioners may �nd di�erent answers in
the papers. The benchmark contains a total of 5•049 questions over
1• 585 documents.

7.2 Evaluation Metrics
For evaluating the IR stage, we use hits@k and nDCG@k, where
we use 1•5•10• and20 as the: -values. For evaluating the AG stage,
we use correctness and faithfulness for evaluating Magikarp, and
correctness, compile and execute for NL2JQ. Correctness and faith-
fulness address shortcomings of traditional AG metrics [1]. Imple-
mentation of correctness and faithfulness vary from paper to paper,
and the speci�c variants used in this paper rely on LLM-as-judge.

Correctness. Correctness is a measure of how well the produced
answer matches the expected ground-truth answer. Various im-
plementations of correctness exist, some using heuristics. In this
paper we utilize LLM-as-judge, prompting an LLM with a template
prompt, which can be seen in Appendix A.1. The prompt is �tted
with the predicted answer and its corresponding ground-truth an-
swer, and tasks the LLM to assign a score for how well the predicted
answer �ts the ground-truth answer. The score usually follows a
discrete set of values, which is provided with explanations in the
prompt, though the speci�c scoring values vary from paper to paper.
In this paper, we usef� 1•0•1•2gas the discrete set of values, where
� 1 is incorrect or fundamentally incomplete/misleading; 0 is no
answer, abstains, or gives almost no useful answer; 1 is partially
correct, getting parts of the answer right, but missing important
elements; and 2 is fully correct, covers all essential parts of the
correct answer.

Faithfulness. The faithfulness metric is used to evaluate an LLM's
ability to adhere to the context it is provided in a prompt, instead
of relying on pre-trained knowledge. Again we use LLM-as-judge,
prompting an LLM to calculate faithfulness with a template prompt,
which can be seen in Appendix A.1. Like correctness, we use a
discrete scoring method with the scores beingf� 1•0•1g, where� 1
is not faithful, the answer is unsupported or contradicted by the
context, or mostly hallucinated; 0 is partially faithful, some claims
are supported, but others are unsupported or uncertain; 1 is fully
faithful, all important claims are supported by the context. Due
to the nature of faithfulness, which compares a produced answer
to the provided context, it is not quite applicable for the NL2JQ
method, which produces JQ queries exclusively from document
schemas. We �nd compile and execute to be more descriptive of
the performance of NL2JQ, which will be introduced in the next
paragraph.

Compile and Execute. The two additional metrics used for evalu-
ating the AG performance of NL2JQ is compile and execute, which
are both used in the JQBench paper [39]. Compile is the ratio of
times NL2JQ produces an compilable query i.e. it is a syntactically
correct JQ query. Execute is then the ratio of times the query re-
turns a non-null answer when executed on the respective �le. The
set of queries that execute is therefore in nature a subset of the
queries that compile, meaning that the value of compile will never
be less than the value of execute. We �nd that these two metrics
can be seen as the model's ability to adhere to JQ syntax and the
document schema.

7.3 Implementation Details
Magikarp. For our implementation of Magikarp, we use BM25

[33] as our sparse embedder and e5-base-v2 [18] as our dense em-
bedder. This di�ers from the original Magikarp implementation,
where question and documents indexes were provided in place of
both sparse and dense embedders.

In the re-ranking step, we retrieve and re-rank the top 100 can-
didates, rather than the top 2”000 candidates as in the original
implementation. We make this decision to save time and justify
it with the assumption that documents outside the top 100 candi-
dates are su�ciently unlikely to be relevant that performance will
mostly be una�ected. We use the jina-reranker-m0 model for the
re-ranking to match the original implementation.

As shown in Figure 7 we omit knowledge element declaration
and knowledge aware re-ranking. These features would generate an
additional three LLM calls for each question, which add signi�cant
computation time. Furthermore, the original paper shows that these
features make a minimal di�erence for single-document questions,
which is what the majority of our benchmark consists of. As such,
to save the time, we have elected to omit these two features under
the assumption that it has a minimal impact on the results.

Finally, we have used the Falcon3-10B-Instruct model as the
answer generating LLM, which is in line with the implementation
of Magikarp.

NL2JQ. For our NL2JQ implementation we have had to make
changes to the original method proposed in the JQBench paper [39].
Firstly, NL2JQ requires the schema of the ground-truth document
as input. To evaluate the IR stage of NL2JQ, we have generated a
single, uni�ed schema over all the documents in our benchmark
using the SchemaBuilder method from the genson library [42]. This
allows generated JQ queries to extract information from a single
JSONL �le containing all of our documents. Within the combined
JSONL �le, the retrieved document is de�ned as the speci�c entry
from which NL2JQ extracts the relevant information.

To support the AG phase we also extend the capabilities of the
NL2JQ method. The �nal output of original NL2JQ method is the
produced JQ query, but to use NL2JQ as a QA system, we also
execute the query on the JSON data to extract an answer to the
questions in our benchmark. For our implementation, we use the
Qwen2.5-Coder-7B-Instruct model [17] to generate JQ queries.

7.4 Results
The IR results pertaining to RQ2 can be seen in Table 3 . Here we
see that Magikarp on the ClinicalQA benchmark achieves a hits@k
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Table 3: Magikarp and NL2JQ's IR performance on the baseline datasets (SSRB) and on our proposed ClinicalQA benchmark.

Dataset Method Chunking Method

IR

Hits@k [0:1] nDCG@k [0:1]

@1 @5 @10 @20 @1 @5 @10 @20

SSRB | Finance
Magikarp

Naive 0.0957 0.190 0.242 0.284 0.096 0.070 0.062 0.059

Sub-tree 0.113 0.266 0.315 0.370 0.113 0.093 0.080 0.075

NL2JQ �

ClinicalQA | End-to-End
Magikarp

Naive 0.085 0.105 0.107 0.112 0.077 0.083 0.083 0.080

Sub-tree 0.090 0.105 0.105 0.107 0.090 0.099 0.099 0.099

NL2JQ � 0 0 0 0 0 0 0 0

Table 4: Magikarp and NL2JQ's AG performance on the baseline datasets (JQBench, QASPER) and on our proposed ClinicalQA
benchmark (AG-only tests isolated AG, end-to-end showcases how the AG stage changes based on the IR stage). The di�erences
shown are between ClinicalQA with isolated AG and the End-to-End version.

Dataset Method Chunking Method
AG

Correctness [-1:2] Faithfulness [-1:1] Compile [0:1] Execute [0:1]

JQBench | JQSpider
Magikarp

Naive 0.505 0.113

Sub-tree 0.515 0.113

NL2JQ � 1.162 0.832 0.475

Qasper
Magikarp

Naive 1.149 0.560

Sub-tree 1.094 0.603

NL2JQ � -0.418 0.844 0.822

ClinicalQA | AG-only
Magikarp

Naive 1.342 0.678

Sub-tree 1.519 0.766

NL2JQ � -0.007 0.890 0.242

ClinicalQA | End-to-End
Magikarp

Naive 0.279 (-1.063) 0.474 (-0.204)

Sub-tree 0.396 (-1.123) 0.496 (-0.270)

NL2JQ � 0 (+0.007) 0.798 (-0.92) 0.234 (-0.10)

score of about 0”1 for all : -values. This indicates that for 10% of
the queries, the Magikarp method is able to retrieve the relevant
documents among the �rst retrieved elements. For the remaining
queries, we do not capture any relevant documents in the top 20
retrieved documents. For the NL2JQ system, we observe that IR
performance scores are 0 across the board, which means that a
relevant document is never in the top: results. When comparing
the performance of the systems on ClinicalQA against SSRB, we
see that the hits@k scores of Magikarp range from approximately
0”1 to 0”37 for increasing values of: . This indicates that, opposed to
ClinicalQA, the �rst relevant document is more often placed at 10th
or 20th place in the retrieval output. To further compare SSRB and
ClinicalQA, we have also provided the nDCG@k scores. Here we see
that the performance of Magikarp on SSRB and ClinicalQA results
in similar nDCG@k scores. To ensure that the di�erence in scores
between SSRB and ClinicalQA are statistically signi�cant, we have

performed a permutation test for both the hits@k and nDCG@k
scores between SSRB and ClinicalQA. The?-values of these test
are shown in Appendix E, where we �nd that the di�erences are
statistically signi�cant for all : -values in hits@k except for: = 1.
For nDCG@k the di�erences are only statistically signi�cant at
: = 20.

The AG results pertaining to RQ2 can be seen in Table 4 . We
see that the performance of Magikarp on the ClinicalQA AG-only
benchmark ranges from 1”3 to 1”5 for correctness and 0”68 to 0”77
for faithfulness. These scores are relatively high when considering
the range of possible scores. For NL2JQ, we observe that the cor-
rectness score is very close to zero, meaning that it almost never
provides an answer to the questions. Even though we see that the
compile score is 0.89, meaning that NL2JQ is often able to write
syntactically correct JQ queries, the execute score of 0.242 indicates
that NL2JQ is rarely able to return an answer. When comparing to
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the baseline benchmarks, we observe that Magikarp has both the
highest correctness and faithfulness scores on ClinicalQA AG-only.
NL2JQ scores the highest correctness on JQBench, the highest com-
pile on ClinicalQA AG-only and the highest execute on QASPER.
Similarly to the IR scores, we have run the permutation test on
the di�erences in the AG scores, as seen in Appendix E. When
comparing to baselines, we observe that both Magikarp and NL2JQ
have statistically signi�cantly higher scores in almost all metrics
when applied on ClinicalQA AG-only.

The results pertaining to RQ3, can be seen in Table 4. We see
that there is a signi�cant performance decrease for AG when a
QA system is tested on the full end-to-end pipeline rather than
solely on AG. For the Magikarp method, we see that the correctness
decreases from 1.342 to 0.279 for naive chunking and from 1.519 to
0.396 for sub-tree chunking. Similarly, the faithfulness decreases
from 0.678 to 0.474 for naive chunking and from 0.766 to 0.496 for
sub-tree chunking. When looking at NL2JQ, we observe that the
correctness score increases very slightly from -0.007 to 0, which is
likely due to random noise. Moreover, a direct comparison between
these scores is not particularly informative, as NL2JQ completely
fails in the IR stage of the full pipeline. Notably, the compile rate
decreases from 0.890 down to 0.798, and the execute rate goes
down from 0.242 to 0.234 between AG only and end-to-end testing.
Furthermore, Figure 10 showcases that the rate of correct answers
is signi�cantly higher when the correct context is retrieved in the
IR stage than when the correct context is not retrieved. When
the correct context is retrieved, 44.1% of the generated answers are
correct, compared to 28.3% when the correct context is not retrieved.
Similarly, contradicting answers are generated 29.4% of the time
with the correct context and 49.9% of the time without the correct
context.

The IR results for structural complexity, which pertain to RQ4,
can be seen in Figure 9. The �gure show how the hits@k scores
are a�ected by the change in average leaf depth and branching
factor for Magikarp using naive chunking. The �gures showing the
results for sub-tree chunking as well as the e�ects on nDCG@k
can be found in Appendix C. Regardless of chunking method, we
observe a sporadic pattern in hits@k and nDCG@k as average leaf
depth increases. However, a clearer pattern is observable for both

Figure 10: Number of questions from ClinicalQA end-to-end
by whether or not the the retriever successfully identi�ed
the correct document for hits@1 and the classi�cation of the
generated answer. The percentage is calculated by column.

hits@k and nDCG@k as the value of branching factor increases. The
performance generally decreases as the branching factor increases.

The AG results for structural complexity, which pertain to RQ4,
can be seen in Figure 11 and Figure 12. For the correctness, Fig-
ure 11 showcases that the density of the correct answers is the
highest when both average leaf depth and branching factor are
small, regardless of whether we look at AG-only or End-to-End. A
similar pattern can be seen for the partially correct answers, that
are most dense near low values for the tree metrics. Notably, the
incorrect answers are most prominent when the average leaf depth
is high, but the branching factor is low. Between AG-only and the
end-to-end tests, there is however, a di�erence in the pattern of
the contradicting answers. For the AG-only test, the contradicting
answers are most dense whenever the average leaf depth is high,
but not as often when it is low. Conversely, for the end-to-end
test, we also see contradicting answers when both the average leaf
depth and the branching factor are small. Concerning faithfulness,
Figure 12 indicates that the faithful and partially faithful answers

Average leaf depth Branching factor

(a) (b)

Figure 9: Hits@k scores for Magikarp with naive chunking on ClinicalQA. Each point represents the average tree metrics at
each 10% quantile step of the ground-truth documents for the queries.
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Figure 11: Density of correctness answer classi�cation type by both average leaf depth and branching factor for Magikarp with
naive chunking.
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Figure 12: Density of faithfulness answer classi�cation type
by both average leaf depth and branching factor for Magikarp
with naive chunking.

are often generated when both of the tree metrics have low val-
ues. Conversely, the unfaithful answers are more often generated
when the value of the average leaf depth is high in the AG-only
test, whereas we see no clear clustering pattern for the unfaithful
answers in the end-to-end test.

8 Discussion
In this section, we will �rst discuss the results obtained through
the experiments in Section 8.1. Next, we will cover the limitations

of our work in Section 8.2. Finally, we will discuss future work
directions in Section 8.3.

8.1 Interpretation of results
In this section, we provide interpretations of our results with re-
gards to the research questions that we de�ned in Section 1.

Benchmark Performance (RQ2). In terms of IR, ClinicalQA does
not appear to be trivial for the Magikarp model, nor does it ap-
pear to be impossible. The hits@k scores show that Magikarp is
able to retrieve correct context for around 10% of the questions on
ClinicalQA. For the remaining 90% of the questions, the relevant
context does not appear even in the top 20 retrieval results. Based
on the nDCG@k scores of around 0.1, we hypothesize that 10% of
the retrieval rankings are close to the ideal ranking, and that the
model scores 0 on nDCG for the remaining questions. On the SSRB
benchmark, we instead observe that the Magikarp model is able to
retrieve the relevant context more often when: increases. This is
in contrast to ClinicalQA, where it appears that for the Magikarp
model, there is a tendency towards all-or-nothing retrieval where
the correct context is either retrieved and ranked at the top, or not
retrieved at all. Our results indicate that our proposed extension
of the NL2JQ is entirely unable to retrieve the correct context on
ClinicalQA. A possibility is that ClinicalQA is not suitable for eval-
uating the IR performance of an NL2JQ system. This is likely due
to the fact that most of the documents in ClinicalQA have a very
similar JSON schema, and since NL2JQ exclusively searches based
on the schema, it is unable to di�erentiate between documents.

In regards to the AG results for the Magikarp method, it is clear
that the AG stage is neither trivial nor impossible. Notably, since
Magikarp has the highest correctness and faithfulness score on
ClinicalQA AG-only, which suggests that the questions in this
benchmark are easier to answer than for the other benchmarks
This is surprising, since we would expect the clinical trial domain
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to be more challenging, given that it requires esoteric knowledge to
generate correct answers. Interestingly, Magikarp has the worst per-
formance on JQBench, which is the benchmark where NL2JQ scores
the highest for correctness. This suggests ClinicalQA is more suited
to the evaluation of RAG systems like Magikarp and that evalua-
tion of NL2QL systems like NL2JQ requires specialized benchmarks.
Additionally, we observe high compile scores across the board, how-
ever, the execute score varies greatly, which suggests that LLMs
are able to write syntactically valid JQ queries, but the ability to
adhere to the schema of the documents vary within the underlying
benchmarks.

RQ2: How can we validate that our benchmark can be utilized
to evaluate the performance of QA systems in terms of IR and
AG performance?
Answer: Our results show that compared to baseline bench-
marks, we have constructed a non-trivial and challenging bench-
mark, that is able to evaluate the performance of QA systems in
the IR and the AG stages, which we demonstrate using Magikarp.
Our results also suggest that the NL2JQ method and ClinicalQA
are fundamentally misaligned.

End-to-End Performance (RQ3). We showcase that for Magikarp,
the correctness metric on ClinicalQA is higher when the model is
evaluated on AG in isolation compared to when it is evaluated on
the end-to-end pipeline, suggesting that there is a cascading e�ect
on the AG stage, when the IR stage fails. Intuitively this makes
sense, as a bad IR performance leads to the wrong documents being
selected as relevant for the questions, and generating an answer
from irrelevant documents leads to worse AG performance. To
examine this further, we evaluated the correctness scores of the
questions based on whether they had retrieved a relevant document
at hits@1 (Figure 10). While a higher: -value would increase the
probability of capturing a relevant document, they would likely
also introduce noise by including the other: � 1 documents. Nev-
ertheless, as shown in Figure 10, by retrieving a relevant document
in the IR stage, the probability of achieving a correctness score of 2
increases with around 16 percentage points. The �gure also show-
cases that 28”3% of the questions that did not retrieve the relevant
document achieved a correctness score of 2, which suggests that
either some trivial questions remain in our dataset, or we have not
completely captured the full ground-truth document set. However,
it should be noted that the amount of queries where the correct
context is retrieved is small and therefore, we are careful to make
de�nitive conclusions based on this.

For Magikarp, correctness and faithfulness drops in end-to-end
settings, which suggests that benchmarks that only test IR or AG
in isolation do not fully capture how an end-to-end QA system will
perform outside of a test environment.

Due to NL2JQ's inability to perform IR and AG in isolation on the
ClinicalQA benchmark, gauging the cascading e�ects of IR failures
on downstream AG becomes impossible.

RQ3: What are the cascading e�ects of local IR-stage failures
on downstream AG-stage performance?
Answer: We can see a notable drop in both correctness and
faithfulness for the Magikarp method when applied in end-to-
end setting. To the best of our knowledge, ClinicalQA is the
�rst QA benchmark of semi-structured documents that supports
analysis of this cascading e�ect.

The E�ect of Structural Complexity (RQ4). It is possible see that
an increase in the branching factor a�ects the performance of a QA
system negatively in the IR stage based on Figure 9. Conversely,
for average leaf depth, there is no clear pattern in how a change in
the tree metric a�ects the IR performance of Magikarp. In the AG
stage, it is evident that regardless of whether we look at AG-only or
end-to-end, evaluation on ClinicalQA shows that having low values
for both of the tree metrics will more often provide correct and
faithful answers. This is an expected �nding, since these documents
are less structurally complex, which means the context contains
fewer long-range dependencies. Furthermore, it is less likely that
these documents have truncated information due to the limited
context windows of the LLM. Another interesting �nd is that the
questions for the contradicting answers are seemingly una�ected
by the branching factor on AG-only, but are instead a�ected by the
average leaf depth. This is contrast to the �ndings in the IR stage,
where branching factor has the biggest impact on performance and
average leaf depth showed no clear e�ect.

In the case of faithfulness, we �nd similar patterns to what we
see for the correctness score. It may be that when the tree metrics
increase, Magikarp cannot get any meaningful information out of
the documents and therefore ignores them.

Ultimately, the insights that the analyses of both IR and AG
provide, it is evident that the tree metrics have an e�ect on the
performance of QA systems. Additionally, the fact that these anal-
yses are possible con�rm that our benchmark is able to support
evaluation of the e�ects of structural complexity in documents on
QA systems.

RQ4: How does the structural complexity of the underlying
JSON data in�uence QA performance in isolated and end-to-end
settings?
Answer: Our �ndings suggest that branching factor has a
noticeable negative impact on the retrieval performance for
Magikarp. Our results show that for Magikarp, documents with
higher values of average leaf depth and branching factors are
harder to answer correctly. Furthermore, the model is less faith-
ful to the context of these higher-complexity documents.

8.2 Limitations
In this section, we outline the limitations related to our study.

Benchmark Construction. As is evident from Section 5.3, the main
limitation of our benchmark generation process is the inherent
ine�ciency in question rejection rate. From inside the DataMorgana
process, 4,500 questions are generated, but only 1,472 are approved
by the internal �lters, and this is further reduced down to 401 in
the re�nement stage. Additionally, the manual reviews within our
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re�nement stage also represent a slow and costly process for our
overall benchmark generation. As such, our process is not currently
optimized for large scale question generation, however, it is instead
optimized for quality. Although many questions are �ltered out,
the ones that remain attain the qualities that we have de�ned in
Problem 4.1. Therefore, the loss of scalability is the cost of ensuring
that the benchmark only contains high-quality questions.

Another limitation in our benchmark generation pertains to
how we ensure ground-truth document completeness. In the ideal
world, we would have had the time to check every single document
against every single question in order to get the full set of ground-
truth documents for each question. Our current implementation
instead compares the 50 documents with the most similar embedded
chunks to the embedded questions, and uses them as the possible
ground-truth candidates.

Additionally, once the complete ground-truth set has been deter-
mined, there should be an additional step in our re�nement stage,
where we re-evaluate the answer in the context of the entire ground-
truth set. We might see that some of the relevant documents in the
ground-truth set add crucial information which either expands the
answer or contradicts the generated answer. This will only a�ect
the AG results in the end-to-end setting. Additionally, with this
step added, we must provide the entire ground-truth context for
the AG-only evaluation.

Finally, a last point of consideration for our benchmark genera-
tion, is in regards to the uniformity of our tree metrics. Since we
are using the data from ClinicalTrials.Gov, and not generating our
own data, we do not control the structure of the documents. As
such, we have elected to sample the documents in order to achieve
uniformity. Even though a high level of uniformity is achieved as
is evident from Figure 5, there are very few documents with an
average leaf depth with a value around 5.5. However, although this
means that we cannot achieve perfect uniformity, we retain the
quality that the benchmark only contains real documents, rather
than synthetic ones. As such, when a QA system is evaluated using
our benchmark, the results can more easily be said to generalize to
real-life use cases.

QA Systems. During our implementation of the two QA systems,
we have found some pitfalls, that may have a�ected the performance
the present systems.

In Section 7, we acknowledge that we do not fully re-implement
the Magikarp pipeline. Most notably, we omitted the knowledge
element declaration, summarization, and �nal re-ranking parts of
the pipeline. We note that we did this due to the lack of multi-hop
questions in both ClinicalQA and in the other baseline benchmarks.
Furthermore, in the original Magikarp implementation this part
of the pipeline had a low overall performance impact and would
be very time-consuming due to its reliance on three LLM calls per
query.

NL2JQ was originally designed to only operate on a single JSON
document at a time. Therefore, to evaluate the method's end-to-end
performance on ClinicalQA, we implemented a custom addition for
the method to handle multi-document search. This addition uni�ed
the documents in a JSONL �le for the method to synthesize a query
on. Even with this modi�cation the method is not able to retrieve
correct context for any question, as evident by the IR metrics.

Another limitation of the NL2JQ method is that the method can
only extract information on object level in the JSON �les. This
means if the answer to a question is within a block of free text,
NL2JQ can at best extract this entire text block. Only being aware
of the JSON �les schema also means that NL2JQ has di�culties
identifying that the correct answer is contained within the text
block.

8.3 Future work
In writing this paper, we have identi�ed several promising avenues
for future research, which could advance the theoretical under-
standing of QA systems in semi-structured formats.

Chunking methods. In addition to the naive �xed-length chunk-
ing approach used by Magikarp, we have also investigated how a
structure-aware chunking approach a�ects performance. We intro-
duce the sub-tree chunking approach in Section 3, and our results in
Table 3 and Table 4 showcase that using sub-tree chunking almost
exclusively increases performance across all metrics. Furthermore,
most of the �gures in Section 7.4 can also be found the Appendix C
and Appendix D. We showcase the e�ectiveness of structure-aware
chunking methods, and advocate for more research into them.

Benchmark Generation. Firstly, there are means by which we
can address the limitations of our benchmark generation process
outlined in Section 8.2. To improve on e�ciency without sacri�cing
quality, it may prove useful to use much larger LLMs in the Data-
Morgana framework. Ideally, they will generate questions that are
of a higher quality and as such will not be �ltered out. Additionally,
the manual review process is very slow and costly, and with the use
of su�ciently large and good performing LLMs, this process could
be replaced with an LLM-as-judge approach. Alternatively, the
manual review might instead be performed using crowd-sourcing
though avenues like Amazon Mechanical Turk [2] to speed up the
process.

Secondly, further work still remains to improve the ClinicalQA
benchmark. The benchmark generation process may have bene�ted
from additional prompt engineering, and experimentation in this
regard would test this hypothesis. In order to improve generaliz-
ability of the results on ClinicalQA, it would be useful to include
additional domains and a larger variety of schemas. Finally, in order
to increase the quality of the questions, a good place to start would
be to investigate the questions that are able to be answered without
the correct context.

NL2JQ Hybrid Model. As discussed in Section 8.2, the multi-
document IR capability of NL2JQ is limited. Additionally the method
has di�culty performing answer generation on JSON documents
heavy in free text. A �eld where NL2JQ excels, compared to Magikarp,
is the ability to operate on large JSON documents and extract in-
formation from JSON structure, as evidenced by the superior cor-
rectness score on JQBench. JQBench is speci�cally designed for
JSON extraction tasks, which Magikarp clearly has di�culty with.
To give an example, one of the tasks was to count the number of
papers present in a nested �eld of a given document. A simple task
for NL2JQ, when given the schema of the document, but di�cult
for Magikarp, as the total set of papers could not �t in the context
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window of its LLM, and an incorrect smaller count would therefore
be derived.

Consequently, a possible future endeavor would be the develop-
ment of a hybrid method between NL2JQ and RAG. The document
retrieval of RAG would be used to �nd candidate documents and
then an additional question evaluation step would be added. This
step would have an LLM judge the nature of the question and decide
whether an NL2JQ method or RAG method would be able to best
answer it, thereby creating a two-headed output stage.

9 Conclusion
This paper set out to investigate the evaluation of QA systems in a
semi-structured format. We stated the overall problem as given a
corpus of semi-structured JSON documents of varying struc-
tural complexities, how can the design and construction of
question-answer-document triplets be evaluated using an
end-to-end QA system, speci�cally regarding the system's
ability to retrieve relevant documents in the IR stage and
accurately extract information during the AG stage? We split
our problem into four distinct research questions. From our RQ1,
we conclude that our proposed benchmark ClinicalQA is end-to-
end capable, built from JSON documents with a variety of structural
complexities, and consists of non-trivial questions. Additionally,
we conclude that there is still work to be done within this research
question, as our results indicate that the quality of the questions
can still be improved. From our RQ2, we conclude that ClinicalQA
is non-trivial and challenging in terms of evaluating IR and AG
performance for Magikarp. Furthermore, while NL2JQ is challenged
on ClinicalQA, we argue that the method and benchmark are funda-
mentally misaligned. As such, there is still a gap in bridging NL2JQ
with ClinicalQA. From our RQ3, we conclude that the AG stage
falters from cascading localized IR-errors for the Magikarp method,
while it is impossible to gauge this e�ect on NL2JQ, as it's IR and
AG capabilities completely fail on ClinicalQA. From our RQ4, we
conclude that the structural complexity, de�ned as average leaf
depth and branching factor, impacts both the IR and AG stages of
the QA pipeline. Furthermore, the ClinicalQA benchmark facilitates
these types of analyses.
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A Prompts
A.1 Metric prompts

Correctness.

You are a strict QA evaluator.

Evaluate the CORRECTNESS of the model answer.

Definition:
- Correctness measures whether the model answer covers all important parts

of the correct answer.
- Accept paraphrases and equivalent wording.
- Do not judge grounding to context here.
- Do not require exact string match.

Scoring rubric:
2 = Fully correct. Covers all essential parts of the correct answer.
1 = Partially correct. Gets part of the answer right, but misses important

elements.
0 = No answer, abstains, or gives almost no useful answer.
-1 = Incorrect or fundamentally incorrect/misleading.

Return JSON only:
{{

"score": -1,
"reason": "brief reason"

}}

Question: {question}
Ground truth answer: {ground_truth}
Model answer: {model_answer}

RAG Faithfulness.

You are a strict QA evaluator.

Evaluate the FAITHFULNESS of the model answer to the provided context.

Definition:
- Faithfulness means whether the answer is supported by the provided

context.
- Use only the context, not outside knowledge.
- If the answer contains unsupported claims, penalize it.

Scoring rubric:
1 = Fully faithful. All important claims are supported by the context.
0 = Partially faithful. Some claims are supported, but others are

unsupported or uncertain.
-1 = Not faithful. The answer is unsupported, contradicted, or mostly

hallucinated.
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Return JSON only:
{{

"score": -1
}}

Question: {question}
Context: {context}
Model answer: {model_answer}

A.2 Model prompts

Magikarp.

messages = [
{

"role": "system",
"content": (

"You are a helpful assistant. Answer the question using
only the provided context. "

"If the context does not contain enough information, say
that explicitly."

),
},
{

"role": "user",
"content": f"Question: {question}\n\nContext:\n{context}",

},
]

NL2JQ.

You are a helpful assistant that helps users write jq queries.
Wrap the suggested jq query in <jq></jq> tags without surrounding quotes.

# jq Details

You MUST output ONLY a valid jq expression.

CRITICAL RULES:
- DO NOT write 'jq'
- DO NOT write 'jq.all'
- DO NOT explain anything
- DO NOT include backticks or prose
- DO NOT use Python/JS syntax like .map(...).length
- ONLY output a jq expression

Your answer MUST be in this format:
<jq>YOUR_EXPRESSION</jq>

If you break this format, the answer will fail.

Examples:
<jq>.papers | length</jq>
<jq>.papers | map(select(.year == 2000))</jq>
"""

SYSTEM_AGENT = """
You are a helpful assistant that helps users write jq queries.
In your final answer, wrap the suggested jq query in <jq></jq> tags

without surrounding quotes.

# Tools

It is highly recommended to use the tools at your disposal:{tools}
Make sure to use at least one of these tools.

# jq Details
CRITICAL RULES:
- DO NOT write 'jq'

- DO NOT write 'jq.all'
- DO NOT explain anything
- DO NOT include backticks or prose
- DO NOT use Python/JS syntax like .map(...).length
- ONLY output a jq expression

The jq will be executed using the Python bindings for jq with the `jq.all(
expression, input)` function.

This causes the output to be wrapped in a JSON list, even if the result is
a single value.

Note that you should not provide this code: you should only provide the jq
expression itself.

Some examples:
- <jq>.foo</jq> is executed as `jq.all(".foo", {{"foo": 1}}) == [1]`
- <jq>{{b: .a + 1}}</jq> is executed as `jq.all("{{b: .a + 1}}", {{"a":

1}}) == [{{"b": 2}}]`
- <jq>.[0]</jq> is executed as `jq.all(".[0]", [{{"a": 1}}, {{"b": 2}}])

== [{{"a": 1}}]`
- <jq>map(.[0])</jq> is executed as `jq.all("map(.[0])", [[1, 2], [3, 4]])

== [[1, 3]]`
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B DataMorgana setup
B.1 Question types and user types con�guration

�le

{
"question_categorizations": [

{
"name": "Extraction",
"description": "A question that retrieves specific, explicit values
or text segments directly from the provided document."

},
{

"name": "Filtering",
"description": "A question that isolates and extracts information
strictly matching a defined set of criteria or conditions."

},
{

"name": "Aggregation",
"description": "A question that combines multiple data points from
the text to compute a summary metric, such as a total count, sum,
or average."

},
{

"name": "Grouping",
"description": "A question that categorizes extracted entities or
data points into distinct sets based on shared attributes or
classifications."

},
{

"name": "Nested queries (multi-hop)",
"description": "A question that synthesizes an answer by
sequentially connecting multiple distinct pieces of information
across different parts of the document."

},
{

"name": "Sorting",
"description": "A question that orders a set of extracted items
sequentially based on a specific numerical, alphabetical, or
chronological metric."

},
{

"name": "Reasoning",
"description": "A question that relies on deducing implicit
conclusions by logically combining facts from the document with
external world knowledge."

},
{

"name": "Positional / Array Indexing",
"description": "A question that retrieves specific elements based
strictly on their exact sequential placement or order within a list
."

},
{

"name": "Comparative / Intersection (Cross-Branch)",
"description": "A question that evaluates and compares data points
by traversing and extracting values from two or more distinct
sections of the data tree."

},
{

"name": "Boolean Verification (Yes/No)",
"description": "A question that demands a definitive true or false
answer to verify a specific factual statement based solely on the
provided structural context."

}
],
"user_categorizations": [

{
"name": "Clinical Researcher",
"description": "A highly technical user who seeks granular
statistical data regarding comparative efficacy, primary endpoints,
and intervention methodologies."

},
{

"name": "Practicing Physician",

"description": "A medical professional focused on the practical
application of the data, specifically prioritizing treatment
effectiveness, patient safety profiles, and actionable clinical
outcomes."

},
{

"name": "Patient or Caregiver",
"description": "A non-expert user seeking accessible, plain-language

information regarding what a specific treatment does, its
potential side effects, and expected improvements."

},
{

"name": "Regulatory Reviewer",
"description": "An investigative user strictly focused on
identifying safety signals, adverse event rates, and evaluating
whether the predefined trial endpoints were successfully met."

},
{

"name": "Medical Student",
"description": "An educational user attempting to understand the
foundational relationship between the tested interventions, the
targeted disease state, and the resulting biological outcomes."

},
{

"name": "Pharmacovigilance Specialist",
"description": "A safety-focused analyst dedicated entirely to
extracting and aggregating data on negative side effects, worsening
conditions, and long-term drug safety."

}
]

}

B.2 Generation phase prompt

system_content = f"""You are a synthetic data generator. Your task is
to generate candidate questions and answers for querying a LARGE
COLLECTION of documents.

You must adopt the following USER PERSONA:
- {target_user['description']}

You must generate the following QUESTION TYPE:
- {target_q_type['description']}

PRIMARY FOCUS (VERY IMPORTANT):
- Ask about MEDICINES / TREATMENTS / INTERVENTIONS
- Ask about RESULTS: efficacy, outcomes, endpoints, response,

improvement/worsening, safety, side effects

AVOID (DO NOT ASK ABOUT):
- Sponsors, companies, institutions
- Cities, countries, sites, locations, hospitals, centers
- Dates, years, months, timelines, enrollment periods, follow-up

periods
- Administrative details such as IDs, registry numbers, protocol

numbers

CRUCIAL RULES FOR THE FINAL "question":
- It MUST be answerable from the given document.
- It MUST be phrased so it could also be answered by many other

documents.
- It MUST NOT mention: "study", "trial", "document", "this text", "

this record", "in this", "in the given".
- It SHOULD focus on medicines, comparators, outcomes, effectiveness,

and side effects.
- Focus on the *values* and their meaning, not the labels that contain

them.
"""

# 2. The User Role: The Immediate Task, The Data, and The Output
Format
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user_content = f"""Here is the document. Use it to ground your answer,

but do NOT copy it verbatim.

### DOCUMENT:

{doc_text}

### END DOCUMENT

You must follow TWO STEPS for this question:

1) First think of a LOCAL question that inspects this specific

document.

2) Then rewrite it as a GLOBAL query that could be answered by MANY

different documents.

However, AVOID phrases like "across multiple documents".

Return EXACTLY THREE candidate question and answer pairs.

Return ONLY a valid JSON list containing the question and answer pairs

as objects with the following keys. ,

Do not include markdown formatting or extra text.

[

{{

"draft_local_question": "<local question about this document>",

"question": "<global query that could match many documents>",

"answer": "<answer based on THIS document only>"

}},

{{

"draft_local_question": "<local question about this document>",

"question": "<global query that could match many documents>",

"answer": "<answer based on THIS document only>"

}},

{{

"draft_local_question": "<local question about this document>",

"question": "<global query that could match many documents>",

"answer": "<answer based on THIS document only>"

}}

]"""

B.3 Filtering step prompts

system_content = """You are an expert evaluator for a synthetic

dataset.

Your task is to evaluate Q&A pairs based on provided documents and

constraints.

You must evaluate the following strictly boolean criterion:

1. "is_answerable": Can the provided answer be concluded using ONLY

the provided document?"""

# 2. The User Role: The data to evaluate and the strict output

format

user_content = f"""Here is the data for evaluation:

### DOCUMENT:

{doc_text}

### END DOCUMENT

### Q&A PAIR:

Question: {question}

Answer: {answer}

Output your evaluation as the number 1 for true or the number 0 for

false.

Output ONLY the number, no explanation, markdown, or additional text

."""

system_content = f"""

You are an expert evaluator for a synthetic dataset.

Your task is to evaluate Q&A pairs based on provided documents and

constraints.

You must evaluate the following strictly boolean criterion:

1. "is_context_free": Is the question completely free of phrases like

"Based on the text", "In this document", etc.?

"""

user_content = f"""Here is the data for evaluation:

### DOCUMENT:

{doc_text}

### Q&A PAIR:

Question: {question}

Answer: {answer}

Output your evaluation as the number 1 for true or the number 0 for

false.

Output only the number, no explanation or additional text.

"""

system_content = f"""You are an expert evaluator for a synthetic

dataset.

Your task is to evaluate Q&A pairs based on provided documents and

constraints.

### TARGET CONSTRAINTS:

- Persona: {target_user}

You must evaluate the following strictly boolean criterion:

1. "matches_persona": Does the question logically align with the

target persona?"""

# 2. The User Role: The specific data to grade and the formatting lock

user_content = f"""Here is the data for evaluation:

### DOCUMENT:

{doc_text}

### END DOCUMENT

### Q&A PAIR:

Question: {question}

Answer: {answer}

Output your evaluation as the number 1 for true or the number 0 for

false.

Output ONLY the number, no explanation, markdown, or additional text

."""

system_content = f"""You are an expert evaluator for a synthetic

dataset.

Your task is to evaluate Q&A pairs based on provided documents and

constraints.

### TARGET CONSTRAINTS:

- Question Type: {target_q}

You must evaluate the following strictly boolean criterion:

1. "matches_question_type": Does the question logically align with the

target question type?"""

# 2. The User Role: The specific data to grade and the formatting lock

user_content = f"""Here is the data for evaluation:

### DOCUMENT:

{doc_text}

### END DOCUMENT

### Q&A PAIR:

Question: {question}

Answer: {answer}
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Output your evaluation as the number 1 for true or the number 0 for

false.

Output ONLY the number, no explanation, markdown, or additional text

."""
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C Retrieval results over the tree metrics

Average leaf depth Branching factor
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Figure 13: nDCG@k scores for Magikarp naive chunking on ClinicalQA. Each point represents the average tree metrics at each
10% quantile step of the ground-truth documents for the queries.
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Figure 14: Hits@k and nDCG@k scores for Magikarp sub-tree chunking on ClinicalQA. Each point represents the average tree
metrics at each 10% quantile step of the ground-truth documents for the queries.
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