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Abstract:

The low-cost Class I FPV drones used as
offensive weapons have exposed a gap in
existing counter-drone solutions: current
systems are either too expensive for mass
deployment, vulnerable to electronic war-
fare, or constrained to engagement ranges
that are insufficient against fast-closing
threats. This thesis investigates whether
an edge computing platform can provide
the detection latency and tracking accur-
acy required for autonomous physical in-
terception of such targets.
A fully integrated interceptor system is
designed, implemented, and validated.
The perception subsystem combines a
Sony IMX500 AI camera with a custom-
trained YOLOv11n detector, fine-tuned
on approximately 5,000 field-collected im-
ages, and an Adaptive Kalman Filter.
The control subsystem implements a cus-
tom ArduPilot flight mode incorporat-
ing a goalkeeper intercept guidance law,
roll-compensated bearing estimation, and
distance-scaled altitude tracking, all run-
ning on a Raspberry Pi Zero 2W paired
with a Pixhawk 6C Mini. The system was
developed iteratively over more than 100
logged flights.
Five of eight defined requirements are met
entirely. Under daylight conditions, the
system demonstrates viable autonomous
interception of targets at a hardware cost
a fraction of conventional counter-drone
platforms.
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Chapter 1

Introduction
Intercepting drones is far from a simple task. Unlike conventional aircraft, drones are
small, fast, and highly maneuverable and capable of sudden direction changes that make
them dif�cult to track in real time [1]. Their compact size gives them a low radar cross-
section, meaning they can easily be mistaken for birds or simply go undetected altogether.
Add in the fact that they often operate at low altitudes in cluttered environments, where
radar and RF sensors struggle with interference from power lines and urban infrastructure
[2], and traditional detection methods quickly fall short.

The con�ict in Ukraine has brought these challenges into sharp focus, widely regarded
as the world's �rst large-scale drone war [3]. By early 2025, drones were estimated to
account for 60-70% of all damage in�icted on Russian equipment [4]. What makes this
particularly signi�cant from a counter-UAS perspective is the pace of innovation involved.
Ukrainian drone teams have shortened design and deployment cycles from months to
weeks, with real-time battle�eld feedback directly informing successive drone generations
[5]. This rapid evolution means that counter-drone systems risk becoming obsolete almost
as soon as they are deployed, as the drones they are designed to intercept are continuously
updated to evade them [6]. These characteristics make reliable drone interception one of
the more demanding and time-critical problems in modern airspace security.

Furthermore, many modern drones support frequency-hopping communication, making
radio jamming unreliable, while fully autonomous drones emit no control signals at all,
rendering RF-based detection ineffective [7]. Even when a drone is successfully detected,
the response window can be extremely narrow; a drone traveling at a modest 15 m/s
leaves an operator with under 50 seconds to react within a typical sensor range [2].

With these points taken into account, an initial problem statement has been formulated:

What are the de�ning characteristics of the drone threat in modern con�ict, and what technical
approaches have proven most effective for detection and interception?

1



Chapter 2

Problem Analysis
To understand the current state of anti-drone technology, it is necessary �rst to examine
how drones are deployed on modern battle�elds and how forces are attempting to counter
them.

2.1 Types of Drones

NATO classi�es drones partly by weight. Class I covers anything under 150 kg, Class II
starts at 50 kg, and Class III starts at 600 kg [8]. But these bureaucratic categories do not
really capture what matters on the battle�eld. What matters is what the drone can do, how
long it can stay airborne, and whether it can survive long enough to complete its mission.

Small Tactical Drones (Class I)

Ukraine has proven that smaller drones are often more effective in combat [8]. These
drones, both multi-rotor quadcopters and small �xed-wing designs, have become essential
when put directly in the hands of combat units rather than kept as specialized assets.

Large Surveillance and Strike Platforms (Class III)

Bigger drones have some genuine advantages. They can carry more sensors and more
weapons and stay airborne far longer; for example, the MQ-9 Reaper can now �y for 40
hours straight. For gathering intelligence over time or conducting strikes in places where
the enemy cannot shoot back effectively, they are excellent tools. [8]

Different Types of Drones

No matter whether it's a Class I, II, or III drone, this classi�cation does not specify the
drone's purpose, as there are three different types of drones, each with its own unique
characteristics. The drones are as follows:

Grenade-Drop Drones: Often a Class I drone, they are built from a commercial quadcopter
and, with a simple release mechanism, become a combat-ready system. 2.1a. Soldiers �y
these at low altitude to drop grenades, small mortar rounds, or homemade explosives onto
targets below. [8].

2



2.1. Types of Drones 3

Surveillance and Reconnaissance Drones: These range from small commercial quad-
copters with attached cameras to purpose-built reconnaissance platforms 2.1b. The real
value here is in keeping human scouts out of danger. Instead of sending a soldier for-
ward to observe enemy positions where they might be spotted and killed, a drone is sent
[8]. These platforms can maintain surveillance for hours, spotting troop movements and
vehicle concentrations, and then transmitting that information back in real time. Ukrain-
ian forces have particularly excelled at using long-range reconnaissance drones that can
quickly move to where they are needed and then loiter overhead, providing a picture of
what the enemy is doing [8].

FPV Kamikaze Drones: First-person view drones, the kind hobbyists often use for drone
racing, have been weaponized as precision-strike systems 2.1c. The pilot wears goggles
that show exactly what the drone's camera sees, �ies it directly to the target, and deton-
ates the attached explosive on impact. By 2023, these FPV kamikaze drones were advanced
enough to disrupt major Russian offensives and destroy high-value targets like tanks and
artillery pieces. One reason for their success is their very low cost. The tank they destroyed
cost several million dollars. The traditional air defense missile used to shoot them down
also costs millions. It is not possible to build a sustainable defense when the price dif-
ference is so huge. Ukrainian and Russian manufacturers have gotten incredibly good at
building these locally, tailoring designs to slip under the radar detection thresholds used
by conventional air defenses. [8]

(a) A commercial drone attached with 4
drop grenades.

(b) Showcase of a purpose-built recon-
naissance drone.

(c) FPV kamikaze drone with an at-
tached explosive on its belly.

Figure 2.1: Examples of weaponized drones.

Each of the three drone categories exhibits distinct �ight characteristics. Grenade-drop
drones typically operate at high altitude with low forward velocity, maintaining a stable
horizontal attitude throughout �ight. This behavior is a direct consequence of their reli-
ance on GPS-assisted stabilization, where the �ight controller continuously corrects roll
and pitch deviations, keeping the airframe level to within a few degrees at all times. These
platforms are not designed for speed; the DJI Mavic 4 Pro, a representative of this category,
reaches a maximum speed of only 25 m/s without a payload [9] and must hover before
any munition release can be executed.

Surveillance and reconnaissance drones share similar �ight characteristics, with �xed-wing
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variants being the notable exception; neither type poses a direct physical threat to person-
nel.

FPV drones behave fundamentally differently. Unlike conventional multirotors, which
run dedicated stabilization �rmware that continuously levels the aircraft, FPV platforms
are typically operated in acro mode, in which the �ight controller applies no automatic
attitude correction. The pilot has direct authority over motor output, giving the drone
complete rotational freedom and making it highly maneuverable at the cost of requiring
active pilot input to maintain any given orientation. This translates into substantially
higher performance; the iFlight Nazgul Evoque F5 V2, a representative competition-class
FPV drone, can reach speeds in excess of 190 km/h without any payload [10]. Combined
with the ability to approach a target from any angle and altitude pro�le, this makes FPV
drones considerably more dif�cult to intercept than their stabilized counterparts.

2.2 Anti-Drone Systems

Counter-drone operations generally follow four steps: detection, classi�cation, tracking,
and response [11]. First, the information needed is that something's there; this could be
done by radar, optical sensors, or acoustic detectors that detect potential targets [11]. The
second factor is determining whether the spotted object is a drone, a bird, or a small
aircraft. Getting this wrong wastes resources and valuable time. Third, once it has been
con�rmed to be a hostile drone, its movement must be tracked to enable countermeasures.
Finally, it is needed to alert forces and deploy whatever response is necessary [11].

Electronic warfare (EW) has become the go-to solution for many situations. EW systems
scan the radio spectrum looking for control signals between drones and their operators.
Once they �nd a signal, they can identify its frequency and type and ultimately jam it [12].
There are several approaches: one would be to jam the video feed so the operator goes
blind, spoof GPS signals causing the drone to get lost, or jam the control frequency entirely,
preventing the operator's commands from reaching the drone [12]. Around Bakhmut,
Russian jamming was so effective that Ukrainian operators could not �y drones beyond
500 meters in some areas [8].

Beyond electronic warfare, there are kinetic options, shotguns loaded with specialized
ammunition, anti-aircraft machine guns and cannons, traditional missile systems, direc-
ted energy weapons like lasers or microwave beams, nets �red from guns or even other
drones, and drone-on-drone interception . Each has its place, but they all run into the
same fundamental problem: cost. [8]

A small FPV kamikaze drone might cost $500. Shooting it down with a surface-to-air
missile that costs $3 million works and saves whatever the drone was targeting. But if the
enemy sends 100 drones and 90 of them get shot down, it costs $270 million to stop $50,000
worth of drones. That is not sustainable. The defender's economics are fundamentally not
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sustainable when cheap drones force expensive responses. The proliferation of small, ex-
pendable Class I drones has created what analysts call an "unfavorable interception curve."
Traditional air defenses were designed to protect against valuable targets like aircraft and
missiles, not swarms of cheap drones, which leaves us with a problem that forces us to
rethink air defense as we know it. [8]

Traditional air defense systems handle larger drones fairly well; a TB2 or similar platform
shows up clearly on radar and moves slowly enough for missile systems or anti-aircraft
guns to engage. But small Class I systems are much harder to detect, track, and hit.
Electronic warfare appears to be the most cost-effective and scalable solution, especially as
drone technology continues to evolve and spread. [8]

2.3 Detection

Intercepting a drone begins with detection. Detection of fast-moving, low-observable tar-
gets imposes requirements that conventional air surveillance systems were not designed
to meet. The problem is typically broken into two distinct phases: initial detection, which
establishes that a threat exists, and continuous tracking, which provides the positional
data needed to guide an interceptor.

2.3.1 Initial Detection

Initial detection is the hardest part of the problem, as seen in 2.2, a drone at a 30-meter
distance appears very small. A small quadcopter or FPV frame has a radar cross-section
comparable to that of a bird, making radar discrimination unreliable at the ranges required
for early warning [11]. Most small tactical drones operate in the 30–200 m altitude band,
where ground clutter, buildings, trees, vehicles, and power lines overwhelm radar returns
and create optical occlusion for camera-based systems [2]. RF-based detection, which
monitors the radio spectrum for control links between a drone and its operator, offers an
alternative but is increasingly ineffective: frequency-hopping protocols make jamming and
detection unreliable, and fully autonomous drones emit no control signals at all [7].

This forces a multi-modal approach in practice. Radar, electro-optical, infrared, acoustic,
and RF sensors each cover different failure modes of the others, and operational counter-
drone systems typically fuse several modalities to achieve reliable initial detection [11].
Nonetheless, because of terrain masking and electronic warfare interference, in the 2025
con�icts, delayed or failed initial detection was responsible for interception failures in
roughly 20–30% of large-scale drone attacks. [13].
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Figure 2.2: 5-inch drone at a distance of 30 meters.

2.3.2 Tracking and Engagement Timing

Once a drone is detected, continuous tracking must be established quickly and maintained
through the engagement. The reaction window is extremely narrow: A drone traveling
at a modest 15 m/s, detected at 750 m, leaves under 50 seconds to respond before it
reaches its target [2], and FPV drones in combat regularly exceed 30 m/s, collapsing this
to less than 25 seconds. Any latency in the tracking pipeline, whether from sensor update
rate, processing delay, or communication lag to the interceptor, directly reduces the viable
engagement envelope.

Track quality is equally important. A noisy or intermittent position estimate prevents
an interceptor from computing a valid lead angle or intercept trajectory. Against a fast-
maneuvering target drone, even brief tracking gaps can render the intercept geometry
unrecoverable. This places demands on the tracking sensor's temporal resolution: a low
frame rate increases position uncertainty between updates and forces the tracking �lter
to rely more heavily on motion prediction, which degrades under unpredictable target
maneuvers. Predictive �ltering approaches can partially compensate by extrapolating the
target state between measurements, but the compensation degrades as update intervals
grow and as the target accelerates or changes direction [11].
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2.4 State of the Art

With the drone threat landscape established, this section examines the counter-drone sys-
tems currently available and evaluates how well existing technologies address the threat
of drones.

2.4.1 Net-Capture Interceptor Drones

Fortem's DroneHunter is the most mature net-capture system available; it is shown in 2.3,
and [14] reports more than 7,000 intercepts logged across multiple combat zones. The
DroneHunter 5.0, delivered in January 2026, features enhanced autonomous capabilities
enabling coordination of up to �ve interceptors against �ve simultaneous threats through
the SkyDome command-and-control system. The platform includes an optional four-net-
gun con�guration that provides greater capture capability than the standard two-gun sys-
tem. [15] The system reaches speeds of up to 200 mph and operates as a reusable platform,
using autonomous navigation to the vicinity of the target via GPS/INS before switching
to terminal guidance using onboard EO/IR sensors. [16]

Figure 2.3: Fortem's DroneHunter �ring its net.

However, signi�cant performance limitations persist against high-speed threats. Drone-on-
drone capabilities work best against so-called "careless and clueless" targets with steady,
slow �ight pro�les that cannot keep up with FPV drones. While only 15% of target drones
evade the DroneHunter on the �rst attempt, this success rate applies primarily to commer-
cial quadcopters rather than military-grade systems. The economic model shows promise
for reusability, with reporting average mission costs of just $500. Yet the initial procure-
ment costs and integration complexity create barriers to mass deployment. The operational
requirement compounds the challenge: nets must be deployed at extremely close range,
forcing interceptors to approach within meters of potentially explosive-laden targets. [17]
[18]

ParaZero's DefendAir system offers an alternative net-capture approach with multiple
deployment con�gurations. [19] The DefendAir family includes handheld net launchers,
a stationary turret system offering 360-degree autonomous coverage with larger nets for
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faster multi-rotor threats, and drone-mounted solutions. [20] The turret variant integrates
advanced optical detection and tracking, enabling fully autonomous operation from threat
detection to interception. [21] Recent �eld demonstrations achieved 100% interception
success against FPV kamikaze attack drones and DJI FlyCart heavy-lift smuggling drones
carrying 30 kg payloads. [22]

2.4.2 Kinetic Ram Interceptors

Anduril's Anvil represents the leading Western kinetic interceptor platform. [23] The
baseline Anvil weighs approximately 11.6 pounds, with a launch-box transport con�g-
uration weighing roughly 253 pounds. [15] The system reportedly reaches speeds up
to 200 mph using autonomous navigation cued by Lattice OS, with [24] onboard com-
pute running NixOS supporting edge machine vision and computer vision algorithms.
[23] A human operator provides �nal authorization before engagement, with the system
autonomously navigating to intercept through direct kinetic impact.

The Anvil-M munition variant targets faster, higher-value targets with a high-explosive
payload and a �re control module [24], rather than relying solely on kinetic impact, as
shown in 2.4. The warhead is estimated at 0.5-1 kg with an effective radius of several
meters against UAS [25]. The system deploys from ruggedized, self-contained, transport-
able launch boxes that [24] support mesh networking to extend throughput and robustness
in remote and contested environments.

Figure 2.4: Anvil-M munition variant in its deployment box.

Expendable kinetic interceptors have proliferated most rapidly in Ukraine, where [26]
inexpensive kamikaze FPVs reach extremely high speeds. These systems face a funda-
mental vulnerability to electronic warfare. [13] Standard radio-controlled interceptors are
easily jammed by Russian EW systems, with 40-60% of radio FPVs losing control in high-
interference zones in 2025. This represents a critical operational failure rate, with nearly
half of all interceptors failing to reach their targets.

Fiber-optic systems offer a solution to jamming, as [13] signals travel over physical cables
spanning 20-50 km, ensuring stable HD video and command links [13]. AI-guided mod-
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ules like Bumblebee, Sting, and TFL Last Mile provide terminal autonomy, where once
lock-on is achieved, the drone completes the attack even if the data link is severed. How-
ever, this immunity comes at a steep cost. Cables add weight, reducing maneuverability,
physically cap engagement range, and can snap during sharp maneuvers or tangle in
obstacles. By early 2026, [13] �ber-optic models represent only 20-30% of production,
leaving the majority of interceptors vulnerable to electronic warfare.

Detection latency creates the most critical bottleneck. [13] If sensors detect targets only
5-10 km away, drones will not have time to intercept, and delayed detection due to terrain
or EW interference will lead to failure in 20-30% of mass attacks in 2025. Even with AI
assistance, [26] human involvement remains necessary for the �nal engagement decision to
comply with autonomous weapons guidelines, thereby slowing operational tempo during
the critical moments when speed matters most.

2.4.3 Shotgun-Armed Interceptors

Ukraine's VARTA DroneHunter introduces an innovative approach with [27] dual 12-
gauge barrel systems as seen in 2.5, effective at 5-20 meters and costing only  300, in-
cluding 12 rounds. [27] The system weighs 2.3 kg and integrates with drones ranging
from 7 to 15 inches in size, featuring recoil suppression mechanisms and electronically
initiated anti-drone rounds. [28] The platform has been integrated into more than a dozen
domestic UAV types, with over 20 frontline units operating the payload in combat.

Figure 2.5: VARTA DroneHunter system mounted on a drone.

The extremely limited engagement range creates severe tactical constraints. Operators face
[28] a two or three-second window to hit a drone before its warhead arrives, demanding
either exceptional pilot skill or sophisticated AI-assisted targeting. While [28] integration
with Dozor AI allows single operators to control 5-7 interceptors, the system depends on
favorable positioning and near-perfect sensor fusion. The sensor module achieves [28]
detection at approximately 126 meters before closing to �ring distance, providing minimal
reaction time against fast-moving threats. [28]

The Dozor AI system provides autonomous capability to detect, identify, and track en-
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emy FPV and reconnaissance drones under heavy electronic warfare conditions. Integ-
ration with Ukraine's DELTA digital situational awareness network enables networked
operations where multiple interceptors coordinate through centralized cueing. The AI-
assisted targeting automates range and lead calculations that would otherwise demand
split-second human judgment during the critical engagement window.

Regulatory restrictions compound operational limitations. As of December 2025, the use
of interceptor drones over cities and residential areas in Ukraine remains forbidden despite
Russia's targeting of urban areas with Shahed drones. This creates defensive gaps precisely
where civilian populations face the greatest threat. The next-generation four-barrel system
promises engagement capability extended to 50 meters for larger UAVs. [27] [26]

Summary

Table 2.1 summarizes the key characteristics of the systems reviewed. Across all three
categories, a consistent pattern emerges: systems that achieve meaningful engagement
tend to be expensive, expendable, or dependent on a radio link that is vulnerable to EW,
while systems that mitigate those drawbacks, net-capture platforms, and shotgun payloads
are constrained to engagement ranges of only a few meters against fast targets. Human
authorization requirements further limit operational tempo on all platforms. No existing
system combines low unit cost, EW resilience, reusability, and suf�cient engagement range
to address the high-volume FPV threat at scale. Also, none of the solutions above can
realistically be carried by a single soldier, which means these systems must be transported
by a vehicle or by multiple soldiers, other than the handheld net launchers. This gap
motivates the approach taken in the present work.

Table 2.1: Comparison of counter-drone intercept systems reviewed in the SOTA.

System Method Engagement range Reusable EW resilience Primary limitation

Fortem DroneHunter 5.0 Net capture Close (<10 m) Yes ($500/mission) Moderate Ineffective against FPV drones

ParaZero DefendAir Net capture (turret / drone) Close (<10 m) Yes Moderate Net deployment range

Anduril Anvil / Anvil-M Kinetic ram / explosive Medium (GPS/INS cued) No High Human authorisation; high procurement cost

Ukrainian FPV — radio Kinetic kamikaze Medium No Low 40–60% jam rate in EW-contested zones

Ukrainian FPV — �ber-optic Kinetic kamikaze Up to 20–50 km No High Cable weight; range cap; human-in-loop

VARTA DroneHunter Shotgun (12-gauge) 5–20 m Partial High (optical) 2–3 s engagement window; production limited



Chapter 3

Problem Formulation
As established in the problem analysis, modern warfare increasingly relies on small, in-
expensive drones that exploit a fundamental economic asymmetry in air defense. The
Ukrainian con�ict demonstrates that Class I drones costing hundreds of dollars can ef-
fectively destroy targets worth millions while forcing defenders to expend costly counter-
measures, thereby creating what has been termed an "unfavorable interception curve" in
which traditional air defense economics collapse [8].

Current detection methods, radar, optical sensors, and acoustic systems, face challenges in
identifying small targets among background clutter, particularly in complex environments
with civilian air traf�c, birds, and other radar returns. Small FPV kamikaze drones must
be detected at a suf�cient distance to enable a response before impact, yet current systems
often detect threats too late for effective countermeasures. Systems are either so complex
that deployment is dif�cult or setup takes too long to be ef�cient, or they are too bulky to
be carried into the �elds.

For defense forces seeking to develop counter-drone capabilities, several critical gaps
emerge from the Ukrainian experience. Detection systems must be able to promptly de-
tect potential threats. Tracking must maintain continuity on small, maneuvering targets to
enable predictive interception and coordination of defensive systems. Solutions must re-
main economically viable when countering large numbers of inexpensive threats; systems
costing millions per installation cannot be deployed at the scale required for area defense.

This project aims to develop a fully autonomous drone interceptor system based on an
IMU, barometer, and RGB camera-based tracking for target detection and interception.
This led to the following problem statement:

How can an edge computing system provide suf�cient detection latency and tracking ac-
curacy to constitute a viable interception solution against Class I FPV drone threats?

11
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3.1 Project Objectives

The primary objective of this thesis is to develop and validate an autonomous drone inter-
ception system. Technical objectives include:

• P0: Sensor and Hardware Integration: Select and integrate optimal sensor suites
(cameras and IMUs) and onboard processors, balancing detection performance against
weight, power, and computational constraints for �eld-deployable operation.

• P1: Detection and Tracking Algorithms: Develop machine learning-based computer
vision systems for real-time target detection, classi�cation, and trajectory prediction,
enabling autonomous interception decisions. Detection models trained on custom-
built datasets comprising �eld-collected images that re�ect real-life conditions, en-
suring performance re�ects the target's actual characteristics, environmental vari-
ations, and sensor limitations encountered in deployment.

• P2: Mechanical Design: Execute CAD-based design of lightweight, structurally ro-
bust airframes and integrated carrier systems that enable rapid deployment and com-
ponent protection under �eld conditions.

• P3: Flight Control and Navigation: Implement autonomous �ight control that in-
corporates collision avoidance, precise maneuvering capabilities, and coordinated
multi-drone operations for effective target interception.

• P4: Testing and Validation: Develop comprehensive evaluation frameworks, includ-
ing simulation environments and structured �eld test protocols, to validate system
performance across representative operational scenarios. Progressive testing ad-
vances from software-in-the-loop simulation through hardware-in-the-loop integra-
tion to live �ight trials, enabling iterative re�nement while managing risk. Simu-
lation replicates sensor characteristics and target behaviors to validate algorithms
prior to �ight testing. Field protocols establish standardized scenarios of increasing
dif�culty to quantify detection range, tracking continuity, intercept success rate, and
system reliability.

While the overall objective is to develop a full interceptor system, this thesis focuses on
detection and tracking.
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3.2 System Requirements

The following requirements de�ne the minimum acceptable performance of the interceptor
system.

1. The vision system shall detect a drone target at a minimum range of 20 meters under
daylight conditions. At typical closing speeds of 10–15 m/s, 20 meters provides
roughly 1.5 seconds for the guidance system to establish a valid intercept trajectory
before the target closes to engagement range.

2. The vision system shall produce a detection output at a minimum rate of 15 frames
per second during normal operation. At 15 fps, the maximum gap between position
updates is 67 ms, during which a target moving at 15 m/s displaces approximately
one meter.

3. The system shall produce a false positive rate of no more than 1 false detection per
60 seconds when no drone is present in the scene. A higher rate would cause the
interceptor to pursue spurious trajectories.

4. The tracking system shall maintain continuous tracking of a target drone moving at
up to 15 m/s without losing lock for more than 1 second at a time. A dropout longer
than one second at 15 m/s means the target has moved more than 15 meters from its
last known position, likely placing it outside the camera's �eld of view and making
re-acquisition unlikely.

5. The tracking system shall reacquire a lost track within 2 seconds after the target
re-enters the camera �eld of view. Given the narrow engagement window available
at typical drone speeds, a longer re-acquisition time would consume a signi�cant
portion of the remaining intercept opportunity.

6. The prediction model shall predict target position with a maximum error of 2 meters
over a 500 ms prediction horizon for a target moving at constant velocity. At 15
fps, 500 ms represents approximately 7 frames, and 2 meters is the threshold beyond
which the predicted position risks falling outside the camera �eld of view at expected
engagement ranges.

7. The interceptor shall transition from hover to pursuit heading within 1.5 seconds
of receiving a valid track from the vision system. At 15 m/s, the target covers 22.5
meters in 1.5 seconds; any longer, and the target is likely to leave the camera's �eld
of view before the interceptor has begun correcting.

8. The guidance system shall maintain the target within the camera �eld of view during
an approach, tolerating target lateral velocities of up to 5 m/s.



Chapter 4

Methods
This chapter examines the computational approaches employed in the autonomous drone
system, including embedded computing solutions and detection hardware. Additionally,
it evaluates object detection methods and motion prediction.

4.1 Computational Hardware

Onboard processing for a drone interception system operates under several constraints.
The hardware must be light enough not to negatively impact �ight performance, power-
ef�cient enough to avoid draining the battery prematurely, and capable of running infer-
ence and guidance algorithms within the latency required for interception. These con-
straints work against each other, and the choice of platform represents a tradeoff between
compute capability, mass, and power draw.

4.1.1 Computing Platform

Several single-board computers are commonly used in small UAS applications.

The Raspberry Pi Zero 2W offers a quad-core ARM Cortex-A53 at 1 GHz with 512 MB
RAM in a 65�30 mm, �10 g form factor [29]. Power draw ranges from 150 to 300 mA
at 5 V idle, rising to around 400 mA under load. It includes 802.11n WiFi and Bluetooth
4.2 and integrates readily with MAVLink-based �ight controllers via Python libraries such
as DroneKit [30]. The limitation is raw compute: the Cortex-A53 lacks a hardware neural
accelerator, so any inference load falls entirely on the CPU cores.

The Raspberry Pi 4 provides substantially more headroom with a quad-core Cortex-A72
at 1.8 GHz and up to 8 GB RAM and can of�oad some workloads to its VideoCore VI GPU
[31]. However, it draws 600–1200 mA under load and occupies an 85�56 mm footprint at
approximately 46 g [31]

The NVIDIA Jetson Nano delivers dedicated GPU acceleration with 128 CUDA cores,
making it well-suited for low-latency neural network inference [32]. Its performance-per-
watt ratio is attractive for vision-heavy workloads, but at approximately 136 g and with
a power draw of up to 10 W [32] it is better suited to larger platforms where payload
capacity is not a hard constraint.

14
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The BeagleBone AI-64 offers dual-core ARM Cortex-A72 processing combined with ded-
icated deep learning accelerators, targeting embedded AI applications speci�cally [33]. It
sits between the Jetson and Pi Zero in both capability and mass but has a smaller soft-
ware ecosystem and less community support for MAVLink integration compared to the
Raspberry Pi family [33].

Table 4.1: Comparison of candidate computing platforms.

Platform CPU RAM Mass Peak Power Neural Accel. MAVLink

RPi Zero 2W A53 1.0 GHz �4 512 MB �10 g 2 W No Yes

RPi 4 A72 1.8 GHz �4 8 GB �46 g 6 W No Yes

Jetson Nano A57 1.4 GHz �4 4 GB �136 g 10 W Yes Yes

BeagleBone AI-64 A72 2.0 GHz �2 4 GB �100 g 5 W Yes Limited

For a small interceptor where mass and power are the binding constraints, and inference is
of�oaded to the camera module itself, the Raspberry Pi Zero 2W provides the best balance
of integration simplicity, physical footprint, and power consumption [29].

4.1.2 Vision System

The choice of camera determines not only image quality but also where in the system
inference actually runs, which has direct consequences for latency and CPU load.

A standard USB or CSI camera paired with CPU-side inference is the most �exible ap-
proach and allows any detection model to run on the host processor. However, on a
resource-constrained platform like the Pi Zero 2W, running inference at useful frame rates
saturates the CPU [34], leaving little headroom for guidance and communication tasks
running concurrently.

The Google Coral USB Accelerator offers an external neural processing unit that can be
paired with a conventional camera to of�oad inference from the host CPU, delivering up
to 4 TOPS of inference performance [35]. It is compatible with TensorFlow Lite models,
though conversion to the Edge TPU format imposes quantization constraints that can affect
detection accuracy [35].

The OpenMV Cam is a self-contained machine vision module with an onboard processor
and a MicroPython runtime designed for embedded vision tasks [36]. It is lightweight and
low-power, but its inference capability is limited to relatively simple models [36], and it
lacks the imaging resolution needed to detect small targets at operationally useful ranges.

The Sony IMX500 integrates a 12.3-megapixel imaging sensor with dedicated AI acceler-
ation hardware directly on the sensor [37]. By performing inference on the sensor itself
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before data is transferred to the host, it minimizes both latency and the bandwidth load
on the companion computer while consuming less power than a CPU or GPU perform-
ing equivalent inference [37]. This architecture decouples detection performance from the
host CPU's availability, allowing the Pi Zero 2W to focus on handling �ight-control com-
munication and guidance logic [37]. For a system with limited compute headroom, where
inference latency directly affects engagement timing, the IMX500's on-sensor processing
offers a meaningful architectural advantage over alternatives.

Therefore, this project will employ the Sony IMX500 for its vision system and connect it to
the Raspberry Pi Zero 2W.

4.1.3 Object Detection Architecture Selection

Detection algorithms are generally divided into two architectural categories: multi-stage
and single-stage approaches. Multi-stage methods, including R-CNN variants (R-CNN,
Fast R-CNN, Faster R-CNN), operate by �rst identifying potential object regions, then
performing classi�cation and localization re�nement on these candidates. This approach
achieves high precision but demands substantial computational resources and exhibits
longer processing times, making it poorly suited for real-time deployment on embedded
hardware. [38]

Single-stage architectures such as YOLO (You Only Look Once), SSD (Single Shot De-
tector), and RetinaNet complete detection in one network pass, generating bounding boxes
and classi�cation scores directly from extracted features [39]. This design trades some de-
tection precision for substantially improved inference speed, which is a necessary property
when processing video frames on constrained platforms.

Among single-stage methods, the YOLO family has seen widespread adoption in drone
detection research. Zhou et al. identi�ed background noise in complex environments and
limited feature representation of small, distant targets as the two primary failure causes
for standard YOLO models when applied to drone detection [40]. At longer ranges, a
drone may occupy only a handful of pixels, leaving the network with very few gradient-
contributing features to learn from. Standard convolutional backbones progressively dis-
card �ne-grained spatial information through successive downsampling operations, dis-
proportionately affecting small targets relative to larger objects.

To address these characteristics, Zhou et al. propose several targeted architectural modi-
�cations to the YOLOv11n baseline. Depthwise separable convolutions replace standard
convolutions in the backbone, signi�cantly reducing parameter count while preserving
feature-extraction capability; a technique originally motivated by ARM CPU ef�ciency
constraints and well-suited to edge deployment. A multidimensional collaborative atten-
tion mechanism is introduced in the neck layer to enhance the network's focus on weak,
low-contrast drone signatures against cluttered backgrounds. Combined with multi-scale
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feature fusion in the neck, this allows the model to maintain useful representations of tar-
gets appearing at varying distances within the same frame. Finally, the standard bounding
box regression loss is replaced with a formulation optimized for small-target localization,
improving spatial precision for targets that occupy a very small fraction of the image area.
The resulting model achieves a 22.07% increase in mAP over the YOLOv11n baseline while
simultaneously reducing the parameter count by 52.51% [40].

YOLOv11 represents a current generation of the YOLO family, incorporating improved
feature extraction networks, attention mechanisms, and re�ned training procedures [39].
Five model variants provide different performance and resource tradeoffs:

• YOLOv11n (nano): 2.6M parameters, edge-optimized, maximum inference speed

• YOLOv11s (small): 9.4M parameters, speed-accuracy balance

• YOLOv11m (medium): 20.1M parameters, enhanced accuracy, acceptable speed

• YOLOv11l (large): 25.3M parameters, superior accuracy, reduced speed

• YOLOv11x (extra-large): 56.9M parameters, peak accuracy, slowest performance

YOLOv11 Detection Architecture

YOLOv11 follows the standard single-stage detection paradigm, consisting of three main
components: a backbone for feature extraction, a neck for multi-scale feature aggregation,
and a detection head that outputs bounding boxes and class probabilities. The architecture
of the YOLOv11 model used is illustrated in Figure 4.1. [39]

Backbone The backbone is designed to ef�ciently extract feature representations at mul-
tiple spatial scales. Input images are processed through a sequence of convolutional layers
with progressively decreasing spatial resolution and increasing channel depth, forming a
hierarchical representation of visual features.

A key architectural component in YOLOv11 is the C3k2 block (Cross Stage Partial with
kernel size 2), which replaces earlier C2f-style structures. Instead of relying on a single lar-
ger convolution, the C3k2 block employs multiple smaller convolutions, improving com-
putational ef�ciency while preserving representational capacity. This is particularly bene-
�cial for embedded deployment, where reducing latency and parameter count is critical
[41].

YOLOv11 also incorporates the Spatial Pyramid Pooling Fast (SPPF) module, which en-
ables ef�cient multi-scale feature aggregation by combining receptive �elds of different
sizes without signi�cant computational overhead [41].

To further enhance feature extraction, the backbone integrates the C2PSA (Cross Stage
Partial with Parallel Spatial Attention) module. This introduces spatial self-attention into
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the feature maps. For an input feature map X 2 R H�W�C , attention is computed as:

Attention(Q, K, V) = softmax
�

QK >
p

dk

�
V (4.1)

where Q, K, and V are learned projections of the feature map. This mechanism allows
the model to focus on salient spatial regions, improving detection performance for small,
low-contrast, or partially occluded targets [41].

Neck The neck is responsible for aggregating and re�ning features across multiple spa-
tial scales before detection. YOLOv11 employs a Path Aggregation Network (PAN), com-
bining a top-down pathway that propagates semantic information with a bottom-up path-
way that reinforces spatial detail [39].

Similar to the backbone, the neck replaces earlier convolutional structures with C3k2
blocks, improving computational ef�ciency. Additionally, the inclusion of C2PSA at-
tention mechanisms allows the network to prioritize informative spatial regions during
feature fusion [42].

The network produces feature maps at multiple scales, typically corresponding to strides
of 8, 16, and 32 pixels relative to the input image. For small targets such as distant drones,
often occupying fewer than 16 � 16 pixels in a 640 � 640 frame, the stride-8 feature map
is particularly important. Preserving high-quality representations at this scale is therefore
critical for reliable detection [42].

Figure 4.1: Architecture of the YOLOv11n model, showing the backbone, neck, and head components, along
with C3k2, C2PSA, and SPPF modules. [42]
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Detection Head and Loss The detection head processes the fused feature maps and gen-
erates �nal predictions. YOLOv11 adopts a decoupled head design, separating classi�ca-
tion and bounding-box regression into distinct branches to improve optimization stability.

The head consists of stacked C3k2 blocks and CBS (Convolution-BatchNorm-SiLU) lay-
ers. Batch normalization stabilizes training, while the SiLU activation function introduces
smooth non-linearity, improving feature representation.

For each spatial location, the network predicts a bounding box (x, y, w, h), an objectness
score, and class probabilities. Bounding box regression is trained using the Complete IoU
(CIoU) loss:

L CIoU = 1 � IoU +
r 2(b, b gt)

c2 + av (4.2)

where r 2(b, b gt) denotes the squared Euclidean distance between box centres, c is the
diagonal of the smallest enclosing box, v measures aspect ratio consistency, and a is a
weighting factor. For small objects, minor localization errors can signi�cantly affect IoU,
motivating the use of modi�ed loss formulations in small-target detection scenarios [40].

YOLOv11n for Embedded Deployment The nano variant (YOLOv11n) serves as the
foundation for this work and is shown in Figure 4.1. It is designed for real-time inference
with strict computational constraints, containing 2.6 million parameters and requiring 6.5
GFLOPs at 640 � 640 resolution [39].

This reduction in complexity is achieved primarily by decreasing channel widths through-
out the network while preserving the overall architectural structure. While these limits
representational capacity, it remains suitable for single-class drone detection tasks, where
the primary challenge lies in detecting small, low-contrast targets rather than distinguish-
ing between many object categories.

4.1.4 Training Con�guration and Considerations

Successful training of deep detection models depends on careful hyperparameter selection,
which affects convergence stability, �nal accuracy, and the model's ability to generalize
to unseen conditions. Rather than selecting parameters arbitrarily, it is informative to
examine what con�gurations have been used in comparable drone detection work, where
a consistent set of choices has emerged across recent publications.

Learning Rate and Optimization Algorithm

The learning rate controls the magnitude of weight updates at each training step and fun-
damentally determines whether the model converges to a useful solution. High learning
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rates (0.1–1.0) accelerate early training but risk overshooting minima, leading to instability
or divergence. Very low rates (0.0001–0.001) produce stable updates but extend training
considerably and can cause the model to settle in suboptimal local minima. A moder-
ate initial rate of around 0.01 generally balances these effects, and most contemporary
pipelines pair it with a cosine or linear decay schedule that reduces the rate toward the
end of training, allowing �ne-grained convergence without overshooting.

In recent drone detection literature, SGD with momentum has been the dominant choice
of optimizer. Zhou et al. [40], training LMWP-YOLO on the TIB-Net small drone dataset,
followed the default YOLOv11 training con�guration without modi�cation, using a �xed
640�640 input resolution and a batch size of 48 over 100 epochs. Both the enhanced
YOLOv11 study for UAV imagery by Yang et al. [43] and the ELS-YOLO model for low-
light UAV detection [44] report identical optimizer settings: SGD with an initial learning
rate of 0.01, momentum of 0.937, and weight decay of 0.0005, trained for 200 epochs at
640�640. The top-ranked entry in the 2025 Drone-vs-Bird Detection Grand Challenge
[45], which �ne-tuned YOLOv11m on video drone surveillance data, used the same SGD
optimizer and initial learning rate of 0.01, but slightly reduced the momentum to 0.9,
and applied early stopping with a patience of 15 epochs. Table 4.2 summarises these
con�gurations.

Table 4.2: Training hyperparameters reported across comparable YOLOv11 drone detection studies.

Study Optimizer lr 0 Momentum Weight decay Epochs Batch

Zhou et al. [40] SGD (default) 0.01 0.937 0.0005 100 48

Yang et al. [43] SGD 0.01 0.937 0.0005 200 8

ELS-YOLO [44] SGD 0.01 0.937 0.0005 200 16

Drone-vs-Bird [45] SGD 0.01 0.900 — — 16

The convergence of these independently conducted studies on nearly identical settings
provides strong empirical justi�cation for treating the Ultralytics YOLOv11 default con-
�guration as a sensible baseline. The preference for SGD over adaptive methods such as
Adam or AdamW is consistent with the broader observation that SGD with momentum
tends to generalize better on vision tasks, even though it requires more careful selection
of the initial learning rate [46]. Notably, Yang et al. [43] trained from scratch without pre-
trained weights and still achieved competitive results, while the Drone-vs-Bird study [45]
found that �ne-tuning with COCO-pretrained weights meaningfully accelerated conver-
gence, suggesting that transfer learning is bene�cial when the training dataset is limited
in size or diversity.
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Data Augmentation Strategies

Data augmentation increases the effective diversity of the training set through random
image transformations, exposing the model to conditions that may not be represented in
the raw data. This is particularly relevant for drone detection, where datasets are typically
smaller than general-purpose benchmarks and are often collected under a limited range
of lighting and background conditions [40].

Color Space Modi�cations: HSV augmentation varies hue, saturation, and brightness to
simulate different lighting conditions, times of day, and camera response characteristics
[47]. Ultralytics YOLO applies default shifts of �0.015 for hue, �0.7 for saturation, and
�0.4 for brightness, each sampled randomly within that range per image [47]. Figure 4.2
illustrates the effect on four training images. For small drone targets, where the visual sig-
nature already consists of very few pixels, overly aggressive color changes risk corrupting
the training signal rather than enriching it; in particular, the default saturation range of
�0.7 may be too large for this speci�c application.

Figure 4.2: HSV colour augmentation applied to four training images from the drone detection dataset
(hsv_h = 0.015, hsv_s = 0.7, hsv_v = 0.4). Top row: original images with ground-truth bounding boxes. Bot-
tom row: augmented versions with randomly sampled shifts in hue, saturation, and brightness. The drone
bounding boxes are preserved unchanged, as HSV augmentation affects only pixel intensities.

Geometric Modi�cations: Rotation, translation, scaling, and shearing simulate different
camera orientations and target positions within the frame. Limited rotation (�10–15 � ) is
appropriate for airborne targets, which do not typically appear inverted during normal
�ight. Translation prevents the model from developing a positional bias, and scaling is
particularly important for drone detection since the same physical target appears at dra-
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matically different pixel sizes depending on range. Scale factors in the range of 0.5� to 2�
generally preserve physical plausibility, as shown in Figure 4.3. Yang et al. [43] explicitly
note that scale variation is the primary augmentation challenge in UAV imagery, as targets
may span less than 16 pixels at longer distances.

Figure 4.3: Geometric augmentation applied to training images (degrees = 10, translate = 0.1, scale = 0.5). Top
row: original images with ground-truth bounding boxes. Bottom row: augmented versions after random
rotation, translation, and scaling. Bounding boxes are recomputed to remain tight around the transformed
drone region.

Flip Operations: Horizontal mirroring effectively doubles the training set at negligible
computational cost and is valid for most aerial targets, as illustrated in Figure 4.4. Vertical
�ipping is normally inappropriate for drones in controlled �ight, as it produces physically
implausible con�gurations that do not appear in real operational data, except for FPV
drones, which are more than capable of �ying upside down.
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