
Summary

There has been an increase in research on how to utilise large language models (LLMs) to automate the construction of knowledge graphs

(KGs) from unstructured text, as manual construction is expensive, time-consuming and may not be feasible given the huge amount of

available data. In this paper, we propose a novel approach to LLM KG construction, OntoAgentKG, which contributes to this field of research

by utilising ontology-driven and agentic capabilities. Existing methods that allow the definition of input ontologies and guarantee the final

KG adheres to a specific structure typically include the whole ontology as context to an LLM, resulting in a complex extraction task spanning

many semantic categories. Other methods simply use the input ontology to correct or remove already extracted information. Furthermore,

only a limited number of approaches incorporate agentic capabilities in KG construction, and these capabilities are typically employed in a

narrow capacity, with no comparison to any baseline, which makes it hard to assess if agentic capabilities are beneficial to KG construction.

Our ontology-driven approach utilises the information in the input ontology to simplify the task and scope of each extraction call. The

method does this by annotating entity types for each text segment, and rather than extracting all types of entities all at once, each LLM call

focuses on the extraction of a specific semantic category, reducing the scope of the task. Moreover, our method utilises the information in

the input ontology to preconstruct allowed relations between entities, and the LLM simply determines if a triple is, in fact, supported by the

source text. This results in the relation extraction process being closer to a classification problem, rather than the LLM self-predicting the

relations, based on the unstructured text alone. The agentic capabilities of our method consist of verification and completion of extracted

information. Rather than accepting extracted information in a one-shot approach, agents verify information and may reinvoke different

steps of the method. Moreover, the agents may also determine that the extracted information is incomplete with regard to the source text

and reinvoke certain steps, with updated prompts and guidance for the LLM. This creates an iterative process, which has the purpose of

extracting as much relevant information as possible.

The method is evaluated on the medical corpus from the GutBrainIE [17] challenge, which contains biomedical text in the form of PubMed

abstracts, and the CORAL [25] dataset containing electronic health records (EHR) notes of patients with breast and pancreatic cancer. Using

the open source model gpt-oss-20b, our method outperforms the TreeKG [21] baseline on all scoring metrics for both datasets, which

results in up to 37% higher F1 scores across entities and relations. Furthermore, when examining our method in the ablation study, we

conclude that the ontology-driven strategy performed up to 11% better on F1 scores, and the agentic capabilities performed up to 2% better

on F1 scores compared to our baseline variant containing no agentic capabilities and no input ontology. However, a combination of both

approaches contributes up to 17% better F1 scores compared to our baseline variant. Moreover, the baseline variant of our method also

outperformed the TreeKG method. We attribute this to our method’s ability to split and reduce the scope of each extraction call, which

results in higher quality of extracted information.
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Abstract

Building knowledge graphs (KGs) in knowledge-intensive domains

based on text-annotated data is difficult, expensive and requires a

lot of manual effort. With the rise of large language models (LLMs),

there has been increasing research on how LLMs can be utilised to

automate KG construction. In this paper, we propose OntoAgentKG,

a novel KG construction approach which utilises input ontologies

and agentic capabilities. OntoAgentKG utilises ontological rules

to extract more relevant and precise information. The ontological

rules are specifically used to simplify and reduce the scope of LLM

calls, such as extracting entities in a type-specific manner and pre-

constructing relational triples. Furthermore, the agentic capabilities

contribute to the correctness and completeness of the knowledge

graph by iterating over the extraction processes until the agents are

satisfied with the extracted information. The method then builds

a starlike graph structure which supports traceability between ex-

tracted information and its source text. Experiments suggest that

OntoAgentKG outperforms the TreeKG baseline on recall, precision

and F1 scores for both entities and relations (up to 37% higher F1

scores), when tested on text-annotated medical datasets.

CCS Concepts

• Computing methodologies → Information extraction; Rea-
soning about belief and knowledge; • Information systems →
Clustering and classification; Document filtering; Information ex-

traction.
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1 Introduction

Knowledge graphs (KGs) are used to structure information, im-

proving search and reasoning by explicitly modelling relationships

between concepts. KGs have been proven especially useful with

Retrieval-Augmented Generation (RAG) to enhance the reasoning

capabilities of large language models (LLMs) over complex external

information without the need for fine-tuning [15]. Furthermore, the

use of KGs with RAG can reduce the risk of hallucination-induced

misinformation to users by directly collecting references from the

KG and providing them alongside the LLM response, as well as

improving search quality [23].

KG construction is a timely and relevant topic. For example,

in the medical domain, there is growing interest in processing

unstructured medical data such as electronic health records (EHR),
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medical literature, or patient-generated data to enhance their utility

on downstream tasks such as decision support, drug discovery, or

disease and treatment recommendation [6]. However, manual KG

construction is expensive and scales poorly to a large amount of

medical documents, which are being generated every day. Therefore,

researchers have been interested in automating KG construction

from medical data.

Traditional KG construction methods rely on rule-based and

supervised techniques [24, 29], which require significant manual

effort and have led to brittle, expensive construction.With the grow-

ing volume of unstructured data, this bottleneck has become even

more pronounced [18]. Later, advances in encoder-only language

models (LMs) such as BERT[7] enabled dynamic approaches, which

made certain steps such as named entity recognition (NER), rela-

tion extraction (RE), or co-reference resolution (CR) more dynamic

and scalable. However, they still require careful pipeline design

and fine-tuning as they scaled poorly to unseen data[31]. More

recently, advancements in decoder-only LLMs enabled research

exploring the application of pipelines that combine multiple tra-

ditional steps into zero- or few-shot prompt-based steps, which

generalise better to unseen data and require no fine-tuning. These

one-shot LLM-based pipelines perform text-to-KG construction

across many domains while showing superior performance over

traditional approaches [3, 9, 13, 14, 21].

While these methods require little to no supervision, the KGs

they produce can contain inconsistencies, hallucinations, and redun-

dant or irrelevant information [12]. A contributing factor to limited

KG quality is that single-pass approaches lack mechanisms for cor-

rective feedback that would allow the LLM to revise its generated

output and refine it over time. Reasoning and reflection have been

shown to improve the quality of the model’s final output by utilis-

ing a refinement loop in which the output is passed through a critic

and a refiner module [16]. Autonomous agents offer a promising

direction for implementing self-reflecting and refining KG con-

struction frameworks because they are by definition goal-directed

systems that act within an environment over time [8]. Large Lan-

guage Models have been shown to perform very well as controllers

of autonomous agents [27], thanks to their auto-regressive nature

and ability to mimic human-level intelligence.

In addition to reasoning and reflection, the construction of a high-

quality KG in complex domains benefits from enforcing structural

and semantic rules in the domain ontology. Enforcing ontologies

during graph construction limits the space of valid triples, which

helps prevent inconsistencies, and has been applied in specialised
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domains to improve both KG quality and performance on down-

stream tasks such as decision support [11]. To the best of our knowl-

edge, LLM-based ontology-guided KG construction methods often

include the entire ontology in the extraction prompt. While this

strategy shows good performance, including a large, complex on-

tology directly in the extraction prompt might confuse or overload

the model, leading to suboptimal performance.

The problem we investigate in this paper is the unsatisfactory

performance of traditional KG construction in complex domains.

Specifically, we focus on improving the precision of KGs while

achieving comprehensive knowledge extraction in complex do-

mains without manual supervision or fine-tuning.

Based on these observations, we propose an agentic framework

for KG construction that leverages self-correction with multi-agents

and an ontology-driven approach, which helps build the KG by

dividing the workload of the LLM into smaller, easier subtasks,

reducing the overall complexity of the KG construction.

We make the following contributions to KG construction re-

search:

• We introduce the first domain-agnostic ontology-driven agen-

tic text-to-KG construction framework that autonomously

processes unstructured documents and constructs a KG that

is validated through multiple iterations of specialised agents,

and adheres to the ontology.

• We show that agentic capabilities and ontology guidance

improve KG construction up to 37% on F1 scores

2 Related Work

In this section, we provide background for our work by categorising

and introducing previous works on KG construction and LLM-based

autonomous agents.

2.1 Classical KG Construction

Early automatic KG construction approaches utilised rule-based [24]

methods that programmatically extracted relevant information

based on a predefined schema from structured sources. At the same

time, open information extraction (IE) systems such as TextRun-

ner [28] took a different approach that addressed scalability limi-

tations of predefined schemas used in rule-based methods. These

systems employed data-driven approaches with self-supervised

classifiers to extract triples from arbitrary web pages. Later, build-

ing on the principles of open IE, Mitchell et al. [2, 19] proposed the

Never-Ending Language Learner (NELL), which was designed as

a continuously running system capable of self-improving. Unlike

TextRunner’s ontology-free, single-pass extraction, this method

introduced cross-checking of candidates based on multiple indepen-

dent signals that had to agree for a candidate to be accepted, and

constrained candidates to a predefined ontology. While these works

laid foundational groundwork for structured triple extraction, they

relied on carefully designed schemas, extensive manual annotation

or continuous retraining, which limited their applicability to new

domains.

Later methods explored the utilisation of supervised deep learn-

ing approaches that offered increased performance over prior rule-

based or statistical methods. For example, Zeng et al. [29] presented

one of the earliest convolutional deep neural networks (CNN) for re-

lation classification that performed sentence-level feature learning

directly from word embeddings. Subsequently, with the advances

in transformer-based encoder and encoder-decoder LMs, KG con-

struction methods that leveraged these models by fine-tuning them

to specific natural language processing (NLP) tasks started emerg-

ing [22]. While the first transformer-based fine-tuning approaches

improved scalability, they still required domain-specific annotated

training data and were unable to generalise to unseen data. These

limitations motivated a transition to decoder-only LLM KG con-

struction, which forms the basis of our approach to KG construction

from unstructured text.

2.2 LLM-based KG Construction

Advancements in decoder-only LLMs caused exploration in LLM-

based methods that utilise zero-shot and few-shot prompting ap-

proaches to perform IE tasks such as named entity recognition

(NER) and relation extraction (RE) without fine-tuning [3, 9, 13, 14].

Afterwards, more specialised end-to-end KG construction methods

that leverage decoder LLMs started appearing for use in knowledge-

intensive domains. For example, Tree-KG [21] is a zero-shot KG

construction method specifically designed for knowledge-intensive

domains, with promising performance on KG construction from

physics textbooks. Lastly, certain approaches, such as PiVe [10] or

SAC-KG [4], leverage decoder-only LLMs to perform IE, while a

smaller encoder-only or encoder-decoder model serves as a verifier

of this information. While these methods addressed the scalability

limitations of supervised approaches, they can suffer from halluci-

nations and increased computational costs.

To help address issues with hallucinations of these one-shot

pipelines, new research on agentic KG construction is starting to

emerge, with the majority of work in this area currently being

available in non-peer-reviewed repositories. KnoBuilder [18] pro-

posed an agentic approach to KG construction from scientific text,

with a single planning agent. Experiments suggested that itera-

tively building a KG with a planning agent outperforms one-shot

pipelines. This evolving KG serves as a memory module for guiding

the planning agent in generating future queries that are used to

retrieve documents that address specific knowledge gaps in the KG.

The framework further includes a bounded self-correction module

that verifies extracted content against the source text, with addi-

tional reasoning steps for low-scoring triples. Its performance is

evaluated for extraction quality against manually annotated gold

standards, as well as downstream question-answering (QA) tasks.

FinReflectKG [1] applied an agentic approach to KG construction

from SEC 10-K filings to construct a large-scale financial knowledge

graph. While most of the pipeline lacks high-level planning or tool

use, the agentic component consists of a reflection-based agent

that iteratively refines extracted triples until it determines they are

all valid. This work demonstrated that the reflection-based agent

extraction outperforms single-pass and multi-pass extraction under

strict compliance rules. The performance is evaluated in several

dimensions, including entropy, coverage, and LLM-based quality

assessment. MedKGent [30] introduced a two-agent framework

with extraction and construction agents. The extractor agent is

run multiple times in parallel over the same documents, and using
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sampling-based filtering, only triples that occur frequently are used

in further processing. The constructor agent resolves knowledge

conflicts and integrates the extracted triples into an evolving KG,

producing the largest LLM-constructed medical KG to date. While

these works incorporate agentic approaches to isolated modules

within their systems, such as the planning module in KnoBuilder

and the refinement module in FinReflectKG, none of them leverages

an agentic strategy across both the extraction and refinement steps

of the pipeline. Specifically, they do not integrate agentic verifica-

tion and correction across entity and relation extraction, suggesting

a gap in fully agentic design, as errors early in the extraction pro-

cess might propagate to the KG without correction. Furthermore,

FinReflectKG does not decompose the extraction or verification

tasks into smaller, more focused steps. Instead, they rely on a single

agent call to verify all entity types at once, which increases task

complexity and risks overwhelming the agent with larger input

texts.

2.3 Ontology-guided KG Construction

Constructing KG with LLMs introduces the risk of both structural

and semantic inconsistencies. Ontology prompting is utilised to

mitigate structural drifts introduced by the stochastic nature of

LLMs and to prevent redundant information from being included

in the final KG. Enforcing a consistent graph structure and node

types can help with downstream tasks such as minimising hallu-

cinations of generated content when using the KG for RAG or im-

proving the KG’s interpretability. Many LLM-based domain-specific

KG construction methods utilise ontology-guidance or ontology-

verification to enforce KG structural and semantic integrity. For

example, Cauter et. al. [26] proposed an ontology-guided approach

that, through LLM prompting, instructed the extraction LLM to

only extract allowed entity and relation types. However, it is possi-

ble for an LLM to ignore ontology instructions and generate output

that is in violation of the structural guidelines. To address this,

methods such as OntoLogX [5] further utilise structured output

that enforces only allowed tokens from being returned in the final

LLM output, which achieves very high structural conformance to

the schema. This method also introduces an additional verification

of the LLM output with a re-prompting approach to further miti-

gate semantic drift. While existing works enforce ontology, they

do so solely through global prompting applied to the full ontology.

None of these works explores dividing extraction by entity type,

leveraging the ontology to construct a space of structurally valid

triples, and using an LLM to classify only relevant triples.

3 Method

Our method is designed to leverage ontological information to

simplify the KG construction process while also building KGs with

ontological correctness. Moreover, we leverage agentic approaches

to self-correct LLM outputs and extract more relevant information.

Unique steps of the method include semantic type tagging and

agentic loops. While semantic deduplication, relation and entity

extraction are considered standard, our method utilises ontological

information and semantic types to extract or deduplicate in a scoped

fashion.

The agentic loops repeat multiple times in our method, specif-

ically after the semantic type tagging and the entity and relation

extraction steps.

(1) An LLM extracts information, either entity types, concrete

entities or relations, depending on the respective step of the

method.

(2) An agent checks if the extracted information is correct, and

may reinvoke step 1 with an updated prompt containing the

reason for reextraction.

(3) An agent checks the completeness of the extracted infor-

mation and may reinvoke step 1 with an updated prompt

regarding the missing information. All newly extracted in-

formation subsequently goes through step 2.

Steps 2 and 3 may reinvoke step 1 at most two times, respec-

tively, in order to guarantee termination of the loops. This process

is illustrated in Figure 1. All newly extracted information, as a

consequence of steps 2 and 3, is added to their respective sets.

3.1 Semantic Type Tagging

In this step, we split a text corpus into chunks and define semantic

types for each chunk. These types are used in later steps to make

LLM calls more specific, essentially simplifying LLM tasks. By being

able to make instructions more specific and less vague, we reduce

the risk of the LLM deviating from our intentions.

A corpus of text can be defined as a finite set of text segments

by splitting the main corpus into chunk sizes of 1000 tokens. Let

the main corpus of text be defined as: 𝑃 = {𝑝1, 𝑝2, . . . , 𝑝𝑛} where
𝑝𝑖 denotes a text segment indexed by 𝑖 ∈ {1, . . . , 𝑛}. We define an

ontology as a set of typed relations 𝑂𝑁𝑇 ⊆ 𝐸 × 𝑅 × 𝐸 where 𝐸 is a

set of entity types, and 𝑅 is a set of relation types.

An LLM analyses each text segment 𝑝𝑖 and selects relevant entity

types from the ontology. Let the selected entity types for a text

segment 𝑝𝑖 be denoted as 𝐸𝑖 ⊆ 𝐸. Each text segment 𝑝𝑖 is now

associated with a corresponding set of entity types 𝐸𝑖 , which can

be interpreted as semantic types.

3.2 Agentic Verification of Types

For each entity type 𝑒 ∈ 𝐸𝑖 , an agent evaluates whether 𝑒 exists in

the text-segment 𝑝𝑖 ∈ 𝑃 . If the entity type is not deemed to exist

within the text, it is removed from 𝐸𝑖 .

Based on this filtering step, the agent then generates corrective

feedback based on the dismissed entity types, and reinvokes the

semantic type tagging (Section 3.1). This process is repeated until

all semantic types are deemed satisfactory, and this process repeats

for all 𝑝𝑖 ∈ 𝑃 .

3.3 Agentic Completion of Types

Following agentic verification of entity types, for each 𝑝𝑖 ∈ 𝑃 , an

agent contemplates the completeness of 𝐸𝑖 with respect to the text-

segment 𝑝𝑖 , and the overall set of entity types 𝐸 from the ontology.

If the agent identifies potentially missing semantic types, then its

reasoning is converted into constructive feedback and used in the

reinvocation of semantic type tagging (Section 3.1).
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Figure 1: OntoAgentKG Overview

3.4 Entity Extraction

For each 𝑝𝑖 ∈ 𝑃 and its corresponding set of entity types 𝐸𝑖 ⊆ 𝐸,

we perform entity extraction in a type-specific manner. For each

entity type 𝑒 ∈ 𝐸𝑖 , an LLM is prompted to extract only entities of

type 𝑒 from 𝑝𝑖 . This generates a set of extracted entities: 𝑉 𝑒
𝑖 . The

complete set of extracted entities for 𝑝𝑖 is then defined as the union

over all selected entity types: 𝑉𝑖 =
⋃

𝑒∈𝐸𝑖 𝑉
𝑒
𝑖 .

This decomposes the entity extraction step into small and scoped

subtasks, and each LLM call is restricted to only extract entities of a

well-defined semantic category. Essentially, simplifying the overall

task of the LLM, compared to extracting entities from multiple

semantic categories all at once.

3.5 Agentic Verification of Entities

After entity extraction is complete, an agent evaluates the quality

of the extracted entities. For each 𝑝𝑖 ∈ 𝑃 and for each entity type

𝑒 ∈ 𝐸𝑖 , the agent evaluates if every extracted entity 𝑣 ∈ 𝑉 𝑒
𝑖 exists

in 𝑝𝑖 . The entities found to exist are preserved, and the rest are

removed from 𝑉 𝑒
𝑖 . Following this filtering step, the agent generates

corrective feedback based on the dismissed entities and reinvokes

the entity extraction step for the corresponding pair (𝑝𝑖 , 𝑒). This
process is repeated until all found entities are satisfactory.

3.6 Agentic Completion of Entities

Following the verification and filtering of extracted entities, we

introduce an additional agentic refinement step to identify potential

missing entities.

For each text segment 𝑝𝑖 ∈ 𝑃 , the agent will contemplate if

𝑉𝑖 is missing potential entities. The agent performs this step by

examining if 𝑉𝑖 is complete, with respect to the information in 𝑝𝑖 ,

and types in 𝐸𝑖 .

If the agent determines that relevant entities are missing for

any 𝑒 ∈ 𝐸𝑖 , the agent’s reasoning is converted into constructive

feedback. This feedback is used in an updated prompt for the entity

extraction (Section 3.4).

3.7 Relation Extraction

Based on extracted entities 𝑉𝑖 for a text segment 𝑝𝑖 , we group all

possible head and tail entities allowed for each relation 𝑟 ∈ 𝑅.

Let 𝜏 : 𝑉 → 𝐸 be a function that returns the type of an entity.

We define all head entities for a relation 𝑟 ∈ 𝑅 as:

𝐻𝑟
𝑖 = {ℎ ∈ 𝑉𝑖 | (𝜏 (ℎ), 𝑟 , ∗) ∈ 𝑂𝑁𝑇 }

Likewise, the tail entities are defined as:

𝑇 𝑟
𝑖 = {𝑡 ∈ 𝑉𝑖 | (∗, 𝑟 , 𝜏 (𝑡)) ∈ 𝑂𝑁𝑇 }

For each relation 𝑟 ∈ 𝑅, an LLM is prompted with:

• The text-segment 𝑝𝑖
• The relation 𝑟

• The allowed head entities 𝐻𝑟
𝑖

• The allowed tail entities 𝑇 𝑟
𝑖

The LLM then predicts a subset of possible triples existing within

𝑝𝑖 , which we define as:

𝑆𝑟𝑖 ⊆ 𝐻𝑟
𝑖 × {𝑟 } ×𝑇 𝑟

𝑖

After the LLM has predicted all triples for each 𝑟 ∈ 𝑅, we denote

the final set of all triples for a text-segment 𝑝𝑖 as 𝑆𝑖 =
⋃

𝑟 ∈𝑅 𝑆
𝑟
𝑖 .

This process is repeated for all text segments 𝑝𝑖 ∈ 𝑃 .

Relationships are generally hard for an LLM to extract, as for any

set of entities, there exists a much larger set of possible relations

between them. However, only a small subset of these are often

valid, which makes them hard to identify. Moreover, the size and

validity of what belongs to that subset are subject to annotator bias,

as experts may deem certain relations more important than others.

Without providing an ontological context, an LLM might struggle

to extract the correct information as intended by expert annotators.

This approach eliminates the possibility of an LLM to construct

relationships not defined in the ontology, and guarantees that all of

them are legal. Moreover, we eliminate the possibility of the LLM

missing possible relationships based on the extracted entities, as

we generate all possible and legal triples. The LLM simply makes a

judgment call regarding which triples it finds valid, according to
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𝑝𝑖 , and the respective 𝑟 ∈ 𝑅. This simplifies the relation extraction

task and makes each call easier and simpler for the LLM to perform,

compared to letting the LLM extract relationships based on the text

alone, with no guidance or ontological rails.

3.8 Agentic Verification of Relations

For each 𝑝𝑖 ∈ 𝑃 , an agent iterates through each 𝑟 ∈ 𝑅 and checks the

triples (ℎ, 𝑟, 𝑡) ∈ 𝑆𝑟𝑖 and identifies all triples it deems questionable

for the relation 𝑟 with respect to 𝑝𝑖 . The questionable triples are

removed from the corresponding 𝑆𝑟𝑖 . The agent then calls the LLM

with an updated prompt that includes the reason for re-extracting

triples for the relation 𝑟 , with the questionable triples as contextual

information.

3.9 Agentic Completion of Relations

Following the verification of relations, an agent contemplates the

completeness of 𝑆𝑖 for each text-segment 𝑝𝑖 ∈ 𝑃 . For each 𝑟 ∈ 𝑅,

the agent evaluates if 𝑆𝑟𝑖 is missing potential triples with respect to

𝑝𝑖 and 𝐻
𝑟
𝑖 × {𝑟 } ×𝑇 𝑟

𝑖 . If the agent determines that 𝑆𝑟𝑖 is incomplete,

the contemplation is transformed into corrective feedback and used

in the reinvocation of the relation extraction (Section 3.7) for the

corresponding relation 𝑟 .

3.10 Global Relation Extraction

In this step, we construct relationships between entities appearing

across different text segments.

Let 𝑉𝐺 denote the global set of all entities such that:

𝑉𝐺 =

𝑛⋃
𝑖=1

𝑉𝑖

For a relation 𝑟 ∈ 𝑅, let the global set of allowed head entities be

defined as:

𝐻𝑟
𝐺 = {ℎ ∈ 𝑉𝐺 | (𝜏 (ℎ), 𝑟 , ∗) ∈ 𝑂𝑁𝑇 }

Similarly, let the global set of allowed tail entities for relation

𝑟 ∈ 𝑅 be:

𝑇 𝑟
𝐺 = {𝑡 ∈ 𝑉𝐺 | (∗, 𝑟 , 𝜏 (𝑡)) ∈ 𝑂𝑁𝑇 }

Let the global set of existing triples for 𝑟 ∈ 𝑅 be defined as:

𝑆𝑟𝐺 =

𝑛⋃
𝑖=1

𝑆𝑟𝑖

Letting the LLM try to predict a subset of triples based on the

full candidate space 𝐻𝑟
𝐺
× {𝑟 } ×𝑇 𝑟

𝐺
is infeasible due to the size of

the set. To reduce the number of candidate triples, we introduce a

scoring function based on semantic similarity, as entities exhibiting

higher similarity are more likely to be connected [21]. Moreover,

we exclude already existing triples for the relation 𝑟 ∈ 𝑅.

Let 𝜙 (·) denote an embedding function that maps entities and

text segments into vectors. For a candidate triple (ℎ, 𝑟, 𝑡) ∈ 𝐻𝑟
𝐺
×

{𝑟 } ×𝑇 𝑟
𝐺
where (ℎ, 𝑟, 𝑡) ∉ 𝑆𝑟

𝐺
, ℎ ∈ 𝑉𝑖 , 𝑡 ∈ 𝑉𝑗 , we define the score as:

𝑠𝑐𝑜𝑟𝑒 (ℎ, 𝑟, 𝑡) = cos(𝜙 (ℎ), 𝜙 (𝑡)) · cos(𝜙 (𝑝𝑖 ), 𝜙 (𝑝 𝑗 ))
Based on this scoring function, an LLM only tries to predict

possible triples satisfying 𝑠𝑐𝑜𝑟𝑒 (ℎ, 𝑟, 𝑡) > 0.55. Furthermore, we

only consider at most 500 triples, for a relation 𝑟 ∈ 𝑅, ranked by

the scoring function.

For each relation 𝑟 ∈ 𝑅, an LLM is prompted with:

• The whole text-corpus, corresponding to 𝑃

• The relation 𝑟

• The global set of allowed head entities 𝐻𝑟
𝐺

• The global set of allowed tail entities 𝑇 𝑟
𝐺

Only triples satisfying the conditions 𝑠𝑐𝑜𝑟𝑒 (ℎ, 𝑟, 𝑡) > 0.55 and

(ℎ, 𝑟, 𝑡) ∉ 𝑆𝑟
𝐺
are considered. Finally, let the set of predicted global

triples for 𝑟 ∈ 𝑅 be defined as:

𝑍 𝑟 ⊆ Top500

( {
(ℎ, 𝑟, 𝑡) ∈ 𝐻𝑟

𝐺 × {𝑟 } ×𝑇 𝑟
𝐺

| (ℎ, 𝑟, 𝑡) ∉ 𝑆𝑟𝐺 ∧ score(ℎ, 𝑟, 𝑡) > 0.55
})

This process repeats for every 𝑟 ∈ 𝑅. We define the set of all

global triples as 𝑍 =
⋃

𝑟 ∈𝑅 𝑍
𝑟
.

3.11 Agentic Verification of Global Relations

To verify and re-extract triples for the global set of relations, we

follow the same procedure as the step defined in Section 3.8. For

the document 𝑃 , an agent iterates through each 𝑟 ∈ 𝑅 and identifies

the triples (ℎ, 𝑟, 𝑡) ∈ 𝑍 𝑟
it finds questionable with respect to 𝑃 , and

removes these triples from the corresponding 𝑍 𝑟
. The agent then

calls the LLM with an updated prompt including the reason for re-

extracting triples for a relation 𝑟 , while including the questionable

triples as contextual information.

3.12 Agentic Completion of Global Relations

Following the verification of the global set of relations, an agent

performs a completeness assessment in a similar manner to the

step defined in Section 3.9. For the whole text corpus 𝑃 , an agent

contemplates the completeness of 𝑍 . For each 𝑟 ∈ 𝑅 the agent

evaluates if 𝑍 𝑟
is missing potential triples with respect to 𝑃 and

Top500({(ℎ, 𝑟, 𝑡) ∈ 𝐻𝑟
𝐺
× {𝑟 } ×𝑇 𝑟

𝐺
| (ℎ, 𝑟, 𝑡) ∉ 𝑆𝑟

𝐺
∧ score > 0.55}).

If the agent determines that 𝑍 𝑟
is incomplete, the agent’s contem-

plation of 𝑟 is transformed into corrective feedback and used in the

reinvocation of global relation extraction (Section 3.10).

3.13 Semantic Deduplication

To eliminate redundant entities across text segments, we introduce

an entity deduplication step. The pipeline uses set notation, so exact

entity replicas produced in the entity extraction steps are removed

by default. Therefore, we only consider semantic duplicates. Only

entities of the same type can be considered semantic duplicates,

as merging of different types could break ontological rules with

respect to established relationships.

Let the set of all extracted entities of type 𝑒 ∈ 𝐸 be defined as:

𝑉 𝑒 =

𝑛⋃
𝑖=1

𝑉 𝑒
𝑖

We map each entity 𝑣 ∈ 𝑉 𝑒
to a vector representation using an

embedding function.

For each 𝑣 ∈ 𝑉 𝑒
, we then retrieve its 20 nearest neighbours

using vector search, and retain pairs where 𝑐𝑜𝑠 (𝑣, 𝑣 ′) < 0.9, where

𝑣 ′ ∈ 𝑉 𝑒
.
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Figure 2: KG Structure

For entities not satisfying the condition, we let an LLM decide

if they represent the same entity, and merge them together. This

process is repeated for each entity type 𝑒 ∈ 𝐸.

3.14 Knowledge Graph

LLMs are inherently faulty, and therefore, we propose a graph

structure mimicking a star that supports traceability of extracted

nodes and edges to the source text from which they were derived.

Providing users with the ability to do additional fact checking, in

high-risk domains such as healthcare, where blindly trusting LLMs

to construct correct and trustworthy KGs is not currently feasible.

In addition, the proposed structure provides connectivity and easy

traversal of the graph by anchoring all components to a central

node, thereby preventing stranded subgraphs.

Structure: The centre node of the graph represents the input

document. The input document is split into chunks based on a

fixed length of 1000 tokens. Each chunk corresponds to a text seg-

ment 𝑝𝑖 ∈ 𝑃 and is represented in the graph as a “text-segment

node”. These nodes are connected to the central node via a “con-

tains_chunk” relationship.

Text-Segment Nodes: Each “text-segment-node” has the following

attributes:

• Index: The position of the chunk in the original document

(corresponding to 𝑖)

• Source text: The original text of the chunk (corresponding

to 𝑝𝑖 )

Entity Nodes: Each text segment 𝑝𝑖 has an associated set of ex-

tracted entities 𝑉𝑖 . The entities are represented as nodes in the

graph and are connected to their corresponding text segment via

“has_entity” relationships. Each entity node has two attributesName
and Type.

Relationships: All the relationships are represented by𝑍∪⋃𝑛
𝑖=1 𝑆𝑖 .

The structure of the graph is illustrated in Figure 2

4 Experimental Setup

In this section, we describe the design of our study with a focus on

evaluating the performance of the proposed method based on KG

construction tasks.

4.1 Baseline Method

We compare the proposed method against Tree-KG [21], a one-shot

LLM-based KG construction method for knowledge-intensive do-

mains, which has shown superior performance over other popular

methods such as iText2KG [13], GraphRAG [9], AutoKG [3], and

Langchain [14]. As discussed in Section 2, there are two other meth-

ods that we are aware of, which adopt an agentic approach in parts

of their framework. While these methods, namely KnoBuilder [18]

and FinReflectKG [1], would be interesting baselines to include in

our study, we were not able to include them due to their unavail-

ability. As this work is a continuation of our previous paper, we

do not include other non-agentic baselines, as we already evalu-

ated them on the same dataset used in this study and found that

Tree-KG [21] had, on average, superior performance. Therefore,

we believe that including additional baselines would not yield any

interesting additional findings and would only increase the compu-

tational requirements of this study.

4.2 Models

Drawing on findings from our previous study, we evaluate both

our method and Tree-KG [21] using the gpt-oss-20b model. This

model was chosen due to its good relative performance to the larger

variant gpt-oss-120b, while having lower computational require-

ments. While in our previous study we discovered that the fine-

tuned model medgemma-27b showed superior performance over

gpt-oss-20b, in this study we focus on discovering how agentic

strategy and ontology guidance contribute to overall performance,

not on achieving the highest possible performance by using a fine-

tuned model with our method.

4.3 Datasets

To evaluate the performance of the proposed method and base-

line, we utilise the CORAL [25] and GutBrainIE [17] datasets. The

CORAL dataset consists of 40 oncology EHR notes of patients with

breast and pancreatic cancer. The data include details of patients’

characteristics, tumour characteristics, treatment history, diagnos-

tic tests, and clinical reasoning. These patient notes have been

labelled with entities and relations by experts, which serves as a

ground truth. The GutBrainIE dataset consists of biomedical text

in the form of ca. 1000 PubMed abstracts related to the gut mi-

crobiota and its connections with Parkinson’s disease and mental

health. This dataset is part of the BioASQ [20], which is a large

biomedical NLP challenge series. Since this dataset is still actively

used in ongoing challenges, the gold annotations for the test split

are not released to the public, and therefore, we adopt the train

split for the evaluation of our method. Specifically, we use the 111

platinum-annotated abstracts as the ground truth data. None of

the data from this split was used during method design, testing, or
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hyperparameter tuning, to ensure its integrity as an evaluation set.

Both datasets provide a predefined ontology that we adopted in our

work without modification. CORAL ontology comprises 59 entity

types and 26 relation types. Gutbrain dataset contains 13 entity

types and 17 relation types.

4.4 Evaluation Metrics

To evaluate how well our method works on KG construction tasks

in the medical domain, we compare the structural and semantic

properties of the generated KG against twomedical baselines, which

are expert annotations from CORAL [25] and GutBrainIE [17].

We follow the notation introduced in the Tree-KG [21] paper.

Let the automatically constructed graph from a text corpora be

𝐺 = (𝑉 , 𝐸), where 𝑉 is the set of entities, and 𝐸 is the set of edges.

The ground truth graph is similarly denoted as 𝐺𝑔𝑡 = (𝑉𝑔𝑡 , 𝐸𝑔𝑡 )
where 𝑉𝑔𝑡 is the set of ground truth entities, and 𝐸𝑔𝑡 is the set of

ground truth edges.

Entity Recall (ER). We begin by embedding entity names from

both𝐺 and𝐺𝑔𝑡 . Based on cosine similarity, we identify the five most

similar entities in 𝐺 for each entity in 𝐺𝑔𝑡 . From these five candi-

dates, an LLM selects the final mapping between the ground-truth

entity and the candidate. Recall is calculated as 𝐸𝑅 =
#mapped entities

|𝑉𝑔𝑡 | ,

where #mapped entities is the number of all entities from 𝐺 that

were mapped to some entity in 𝐺𝑔𝑡 .

Entity Precision (EP).We adopt the same embedding and mapping

procedure to compute precision for entities in 𝐺 and 𝐺𝑔𝑡 . For each

entity in𝐺 , we retrieve the top-5 most similar entities from𝐺𝑔𝑡 . An

LLM then creates the final mapping from the five candidates, and

precision is calculated as 𝐸𝑃 =
#mapped entities

|𝑉 | .

Relational Recall (RR). For relational recall, we embed all entity

pairs in both 𝐸𝑔𝑡 and 𝐸. For each entity pair in 𝐸𝑔𝑡 , we identify the

five most similar pairs in 𝐸. An LLM then selects the final mappings.

Relational recall is computed as 𝑅𝑅 =
#mapped entity pair

|𝐸𝑔𝑡 | .

Relational Precision (RP). Similarly, relational precision is ob-

tained by embedding each entity pair from 𝐸 and retrieving the

five closest matching entity pairs from 𝐸𝑔𝑡 . The final mappings

are selected by an LLM, and the relational precision is defined as

𝑅𝑃 =
#mapped entity pair

|𝐸 | .

F1 Score (F1). The F1 score is calculated as 𝐹1 = 2 · 𝐸𝑅 ·𝐸𝑃
𝐸𝑅+𝐸𝑃 for

entities. For relationships, the F1 score is calculated using the same

formula, with 𝐸𝑅 replaced by 𝑅𝑅 and 𝐸𝑃 by 𝑅𝑃 .

4.5 Ablation Design

Our method relies on entity and relation types defined in the input

ontology in order to perform the extraction steps. To evaluate the

method without being ontology-driven, we introduce a preprocess-

ing step, prior to semantic type tagging (Section 3.1). In this step,

an LLM analyses the text segment and discovers a set of plausible

entity types relevant to the text. These types are then used during

the semantic type tagging. Moreover, to solve for the absence of

ontology-defined relation types, we introduce a preprocessing step

prior to relation extraction (Section 3.7). In this step, an LLM analy-

ses the text segment together with the extracted entities and their

assigned types, and then identifies plausible relation types used in

the relation extraction. This enables our method not to be reliant

on a predefined input ontology.

To remove the agentic capabilities of our method, we simply

omit running the steps from Sections 3.2, 3.3, 3.5, 3.6, 3.8, 3.9, 3.11,

and 3.12, and proceed directly to subsequent steps in the pipeline.

The combination of omitting the input ontology and disabling the

agentic capabilities constitutes the baseline variant of our method,

denoted as OntoAgentKG w/o Onto + w/o Agent. Omitting the on-

tology is denoted as OntoAgentKG w/o Onto. Disabling agentic

capabilities is denoted as OntoAgentKG w/o Agent.

4.6 Computational Requirements

All of our experiments were conducted using a graphics processing

unit (GPU) cluster with four NVIDIA L4 GPUs, each with 24GB

VRAM.

5 Results

In this section, we will present the results of the evaluation of our

method on both GutBrainIE and CORAL. First, we present the main

results where we compare overall performance against the baseline

method, TreeKG. The second part of this section is dedicated to an

ablation study where we analyse how different parts of the system

contribute to the overall performance.

5.1 Main Results

The main results in Table 1 are divided into two sections, each with

entity and relationship extraction metrics on the corresponding

dataset. Overall, a clear improvement can be seen across all metrics

in both datasets when comparing our method against TreeKG.

Specifically, for GutBrainIE, the results show an increase in 𝐸𝑅

of 34%, and 𝐸𝑃 of 11%, giving an increase in F1 score for entity

extraction of 23%. For relationship extraction, our method shows

slightly lower improvement for 𝑅𝑅 of 19%, when compared to 𝐸𝑅.

However, results show a bigger improvement in the precision 𝑅𝑃 of

26%, resulting in an overall increase in F1 score of 28%. Our method

has seen the largest improvement in entity recall, showing that

the method is able to extract a more complete KG when compared

to the ground truth, while at the same time extracting a higher

percentage of correct entities, as the precision also increased.

A similar trend is noticeable for the CORAL results, where the 𝐸𝑅

increased by 18%, while 𝐸𝑃 only by 7%, giving an improvement in F1

score of 13%. In this case, the results show much more impressive

improvement in relationship extraction where both 𝑅𝑅 and 𝑅𝑃

increased by 31%, resulting in overall F1 improvement of 32%. For

CORAL, TreeKG struggled with relationship extraction to a much

larger extent than with entity extraction. On the other hand, our

method achieves relatively consistent performance, showing that

the KG constructed by our method is much closer to the ground

truth.

The results clearly show that the techniques employed by our

method provide an increase in completeness and accuracy. The

largest improvement can be seen in relationship extraction on

CORAL, where the performance of TreeKG drops significantly,

while the performance of our method stays mostly consistent over

both datasets.
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Table 1: Main results: entity and relation extraction performance of OntoAgentKG and TreeKG on GutBrainIE and CORAL.

Dataset Method ER EP F1 RR RP F1

GutBrainIE
TreeKG 0.53 0.63 0.56 0.50 0.20 0.24

OntoAgentKG 0.87 0.74 0.79 0.69 0.46 0.52

CORAL
TreeKG 0.55 0.68 0.61 0.28 0.12 0.17

OntoAgentKG 0.73 0.75 0.74 0.59 0.43 0.49

Table 2: Ablation study of OntoAgentKG on entity and relation extraction performance.

GutBrainIE CORAL

ER EP F1 RR RP F1 ER EP F1 RR RP F1

OntoAgentKG w/o Onto + w/o Agent 0.83 0.67 0.73 0.46 0.35 0.35 0.66 0.74 0.69 0.39 0.35 0.36

OntoAgentKG w/o Onto 0.89 0.67 0.75 0.49 0.33 0.36 0.67 0.74 0.70 0.46 0.34 0.38

OntoAgentKG w/o Agent 0.80 0.77 0.78 0.58 0.45 0.46 0.70 0.76 0.73 0.53 0.41 0.45

OntoAgentKG 0.87 0.74 0.79 0.69 0.46 0.52 0.73 0.75 0.74 0.59 0.43 0.49

5.2 Ablation

The ablation results presented in Table 2 suggest that both ontology-

driven and agentic capabilities contribute positively to F1 scores,

compared to our baseline method OntoAgentKG w/o Onto + w/o
Agent.

Compared to the baseline variant, the ontology-driven method

with no agentic capabilities (OntoAgentKG w/o Agent) has substan-
tial improvement across both datasets. On GutbrainIE, the entity

F1 score improved by 5%, and the relation F1 score by 11%. Simi-

larly, for the CORAL dataset, OntoAgentKG w/o Agent increased
the entity F1 score by 4% and 9% for relations. These improvements

were driven by higher recall and precision. The only metric which

decreased was entity recall on GutBrainIE by -3%.

OntoAgentKG w/o Onto also improved results compared to the

baseline variant. On the GutBrainIE dataset, the entity F1 score

improved by 2%, while the relations improved by 1%. Similarly,

for the CORAL dataset, the entity F1 score improved by 1%, and

relations improved by 2%. In contrast to OntoAgentKG w/o Agent,
the improvements were primarily driven by recall scores, while

maintaining the same or even small improvements to precision.

This suggests that the agentic iterations of our method enable the

discovery of additional entities and relations.

When comparing OntoAgentKG w/o Agent and OntoAgentKG
w/o Onto, OntoAgentKG w/o Agent demonstrated generally stronger

performance. For example, on the GutBrainIE dataset, the entity F1

reached 78% compared to 75%, and the relation F1 score reached

46% compared to 36%. Similar results appear for the CORAL dataset.

Nevertheless, the strongest performance is achieved by the com-

bination of ontology-driven and agentic capabilities, namely On-
toAgentKG. The complete method improved the entity F1 score by

6%, and the relation F1 score by 17% on the GutBrainIE dataset.

Similarly, on the CORAL dataset, the entity F1 score increased by

5%, and by 13% for relations.

Most notably, relation recall on GutBrainIE increased by 23%,

while relation precision simultaneously increased by 11%. A similar

trend can be observed for the CORAL dataset, where relation recall

improved by 20% and relation precision by 8%. Therefore, our ab-

lation study demonstrates that combining these novel approaches

offers significant benefits to KG construction.

An additional observation includes the baseline variant OntoA-
gentKG w/o Onto + w/o Agent significantly outperforming TreeKG.

We attribute this to the general method, enabling us to simplify and

reduce the scope of each LLM call. For example, extracting entities

in a type-by-type specific manner, rather than extracting all entities

all at once. With regards to relations, the method pre-constructs

triples, and the LLM simply determines which triples are found

within the text segments. In this regard, the LLM performs a task

more similar to a classification problem, rather than self-predicting

relations between entities, based on text segments alone. Moreover,

we suspect that due to our baseline variant being able to achieve

much higher entity recall and precision than TreeKG, it reinforces

the method’s ability to predict correct relations.

6 Limitations and Future Work

Many of our limitations concern time and computational con-

straints. The step count for our proposed agentic verification and

completion loops increases the number of iterations quadratically

for entity and relation extraction. Therefore, we were only able to

evaluate the hyperparameter on a small subset of the data. Specif-

ically, an agentic step count of two outperformed a step count of

one. When increasing the step count to four, we experienced a

performance decrease compared to the step count of two. However,

these experiments were conducted on a small subset, so it is not

possible to propose a definitive optimal step count. We also noticed

that the agentic loops often hit their maximal step count regardless

of the value set.

Another hyperparameter, which was not thoroughly tested, is

the scoring threshold of 55% for global triples. However, based on

experiments, we observed that the performance was comparatively

satisfactory compared to other values. We noticed that setting the
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threshold to 45% yielded the same result, but took longer to com-

plete. Moreover, setting the threshold to 75% resulted in missing

duplicates, but a comprehensive analysis was not feasible.

We also observed that reducing chunk sizes from 1000 tokens to

250 improved performance on the GutBrainIE dataset. However, the

improvements were relatively small, compared to a substantial in-

crease in execution time, which prevented us from exploring this fur-

ther. A complete evaluation of the datasets with different LLM mod-

els was also desired. However, we tested gpt-oss-120b on a small

subset, which produced almost identical results to gpt-oss-20b.
Moreover, all runs with OntoAgentKG were done with the pre-

defined ontologies from the datasets, and the effects of changing

the ontologies by removing axioms remain unexplored. Therefore,

we cannot conclude the effects of changing the ontologies on the

method performance.

Although OntoAgentKG performs comparably well to TreeKG,

the current results, specifically for relation extraction, can be con-

sidered unsatisfactory in high-risk domains. Future work should

therefore focus on improving the quality of extracted relations in

knowledge-intensive domains. Moreover, as our evaluation is lim-

ited to two medical datasets, applicability to other domains remains

an open question and should be addressed in future work.

7 Conclusion

This paper explores how to construct KGs based on unstructured

text in complex domains. KGs build on complex information, often

lack precision, and do not contain all relevant information. We ex-

plored how to solve this problem by using the information present

in ontologies. Using ontology for KG construction helps identify

what information is considered relevant, which leads to more cor-

rect and complete KGs. We also explored reducing the scope of each

LLM call. So rather than extracting a large range of information in a

single LLM call, we used the information in the ontologies to extract

in a type-by-type specific manner, motivated by the expectation

that this could allow for more comprehensive knowledge extrac-

tion. Furthermore, we explored agentic capabilities as potential

solutions to KGs lacking precision and comprehensive knowledge,

as such capabilities could allow an LLM to potentially retry extrac-

tion steps, either to self-correct or to ensure that it did not miss

valuable information.

Therefore, we propose OntoAgentKG. A graph construction ap-

proach that uses agentic and ontology-driven capabilities. By taking

advantage of the information present in ontologies, while agents

iteratively verify the correctness and completeness of extracted

information, we are able to construct knowledge graphs that signif-

icantly outperform TreeKG. Our method surpasses TreeKG signifi-

cantly on all scoring metrics for text-annotated datasets, including

recall, precision and F1 scores, across both entities and relations.

Specifically, we observe up to 37% higher F1 scores for entity and

relation extraction. Moreover, the design of our method is driven

by the ability to divide the extraction processes across multiple

LLM calls, extracting in a type-specific manner and constructing

relations by ontological rules, while utilising agentic iterations to

improve correctness and completeness. However, splitting and sim-

plifying the scope of LLM calls also turned out to be powerful on

its own, with no provided ontology and no agentic capabilities, as

our baseline variant of the method still outperformed TreeKG.
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Figure 3: Type Tagging Prompt
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Figure 4: Type Verification Prompt
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Figure 5: Type Completion Prompt
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Figure 6: Type Feedback Prompt
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Figure 7: Entity Extraction Prompts
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Figure 8: Entity Verification Prompts
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Figure 9: Entity Contemplation Prompts
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Figure 10: Entity Feedback Prompts
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Figure 11: Relationship Extraction Prompts
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Figure 12: Relationship Validation Prompts
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Figure 13: Relationship Completion Prompts
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Figure 14: Relationship Feedback Prompts
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Figure 15: Semantic Deduplication Prompts
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