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Longitudinal clinical trials, in which outcomes are measured repeatedly over time, are the primary tool for evaluating the
safety and efficacy of new treatments. In these trials, End-of-Study (EoS) outcome is often used as the primary endpoint
in treatment effect analysis. In practice, however, participants frequently experience intercurrent events such as dropout,
creating a monotone missing data pattern, in which all the outcomes after dropout are missing, including EoS. For treatment
effect analysis under the hypothetical strategy of continuing the assigned treatment, the EoS outcome is recovered through
imputation.

However, imputing outcomes in longitudinal dose-escalation trials poses a particular challenge: not only must the temporal
correlation of repeated measurements be captured, but the dose a participant receives may also vary across visits in a
structured way that standard methods do not account for. While the state-of-the-art method, Three-Dimensional Multiple
Imputation by Chained Equations (3D-MICE), integrates cross-sectional and longitudinal information through a combination
of MICE and a time-indexed Gaussian Process (GP), leaving the cumulative dose trajectory across visits unexploited. This
project therefore investigates how best to incorporate cumulative drug exposure into 3D-MICE in longitudinal dose-escalation
clinical trials under monotone missingness. The original 3D-MICE serves as the baseline, where cumulative dose enters
only cross-sectionally through the MICE component, leaving the GP blind to dose trajectory. To address this, we propose
four extensions to 3D-MICE that each incorporate cumulative dose into the GP component through a distinct design choice:
3D-MICE-DOSE replaces the GP time index with cumulative dose entirely; 4D-MICE-2GP fits two independent GPs over
time and dose separately and pools their draws; 4D-MICE-PREC precision-weights the two GPs into a single estimate before
pooling; and 4D-MICE-PROD models time and dose jointly through a product kernel in a single GP.

All five methods are evaluated across two synthetic and two real-world datasets, and missingness is simulated under two
mechanisms: missing completely at random (MCAR), where dropout is entirely independent of any observed or unobserved
data, and missing at random (MAR) under four different scenarios. MAR is constructed using two different covariates:
cumulative dose received up to the dropout visit (MAR-DOSE) and baseline BMI (MAR-BMI), each applied at two strengths
of association between the covariate and dropout probability. Dropout is simulated at each scheduled visit after baseline
and across varying dropout proportions, to capture the effect of both the timing and extent of missingness on imputation
performance. Imputation performance is evaluated by RMSE, bias (mean and standard deviation across arms), and empirical
coverage of the 95% prediction intervals with corresponding interval widths. Evaluating coverage alongside point accuracy
is motivated by the observation that 3D-MICE constructs prediction intervals from pooled samples, yet their empirical
calibration had not previously been assessed.

The results indicate that no single method outperforms the baseline overall. Among the four extensions, 4D-MICE-2GP
achieves the most consistent setting-specific improvements, reducing RMSE by up to approximately 20% on synthetic data
at intermediate dropout visits and by roughly 10–15% on real data at late dropout visits. 4D-MICE-PREC follows the same
directional pattern but with smaller gains, consistently falling between the baseline and 4D-MICE-2GP. However, these
improvements are likely attributable to structural upweighting of the GP component rather than to the dose trajectory
itself: 4D-MICE-2GP contributes two GP draw pools while 4D-MICE-PREC deflates the combined GP variance through
precision-weighting of two inherently dependent processes, both of which inflate the GP’s share under the variance-weighted
pooling rule regardless of whether the GP prediction is accurate. In contrast, 4D-MICE-PROD, the most theoretically grounded
of the four methods, models time and dose jointly without upweighting the GP, and its close tracking of the baseline across
all settings provides further indication that dose trajectory information does not carry additional signal beyond elapsed time
in this context. 3D-MICE-DOSE generally performs worst in terms of RMSE, deteriorating progressively relative to baseline at
later dropout visits, driven primarily by the uninformative cumulative dose trajectory of placebo subjects, whose imputation
falls back to MICE alone.

Coverage of the 95% prediction intervals follows a clear temporal pattern: at early dropout, coverage falls below the
nominal 0.95 level for nearly all methods with the sole exception of 3D-MICE-DOSE on the synthetic datasets. Coverage
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reaches as low as 0.67 at early dropout visit, indicating that prediction intervals substantially understate true uncertainty.
This undercoverage is associated with a large positive bias at early dropout, where limited observed trajectory causes all
methods to overestimate EoS weight. A complementary pattern of negative bias emerges at late dropout, where short-horizon
extrapolation tends to slightly undershoot the ongoing weight loss. Sub-nominal coverage re-emerges at late dropout in one
of the synthetic datasets, demonstrating that calibration remains setting-dependent and sensitive to both dropout timing and
dataset structure, and that point estimate accuracy alone does not predict interval reliability. Together, these findings suggest
that prediction intervals from this class of imputation methods warrant scrutiny before being relied upon in regulatory or
clinical decision-making.
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Abstract
Missing end-of-study (EoS) outcomes are a persistent challenge in
longitudinal clinical trials, where dropout under monotone missing-
ness directly threatens treatment effect estimation, making accurate,
well-calibrated imputation of these outcomes critical for valid infer-
ence. Regulatory and pharmacokinetic/pharmacodynamic frame-
works suggest cumulative dose may be an important predictor of
EoS values. Three-Dimensional Multiple Imputation by Chained
Equations (3D-MICE) integrates cross-sectional and longitudinal
information for clinical time-series imputation, but how to incorpo-
rate cumulative dose has not yet been addressed. This project exam-
ines four dose-trajectory-informed adjustments to the baseline 3D-
MICE: 3D-MICE-DOSE, 4D-MICE-2GP, 4D-MICE-PREC, and 4D-
MICE-PROD, on synthetic and real-world clinical trial data under
various scenarios of simulated dropout. Although some extensions
showed setting-specific improvements, no method demonstrated a
clear overall advantage over the baseline 3D-MICE. 4D-MICE-2GP
achieved the largest setting-specific improvement, reducing RMSE
by up to approximately 20%, suggesting that incorporating a Gauss-
ian process (GP) indexed on cumulative dose via variance-weighted
pooling can improve imputation in certain regimes, though these
gains may be driven by the structural upweighting of the GP com-
ponent rather than dose trajectory information. Supporting this in-
terpretation, 4D-MICE-PROD, which modeled time and dose jointly
without upweighting the GP, performed closely to baseline across
all settings. Crucially, 95% prediction intervals exhibited a clear
temporal pattern of miscalibration: coverage fell below nominal
levels particularly under early dropout for the baseline and all ad-
justed methods, apart from 3D-MICE-DOSE for synthetic datasets.
These results caution against assuming well-calibrated prediction
intervals from 3D-MICE-based methods, particularly under early
dropout; empirical coverage assessment is recommended.

Keywords
3D-MICE, Missing data, data imputation, monotone pattern, miss-
ing at random, clinical trials, cumulative dose

1 Introduction
Longitudinal clinical trials, in which outcomes are measured re-
peatedly over time and observations within the same participant
are correlated, are essential for evaluating the safety and efficacy
of new medical treatments, and as such directly support the United
Nations Sustainable Development Goal of ensuring healthy lives
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and well-being [27]. In practice, however, participants may experi-
ence intercurrent events (ICEs), such as treatment discontinuation
or dropout. Such events often produce a monotone missing data pat-
tern, in which the End-of-Study (EoS) outcome and all intermediate
outcomes between dropout and EoS are missing. This is particu-
larly relevant because EoS is often used as the primary endpoint in
treatment effect analysis. One of the key challenges with missing
data is that the underlying missingness mechanism is unobserved
and cannot be verified from the data. Estimation, therefore, relies
on assumptions about this mechanism, such as data being missing
at random (MAR) in the sense of Donald Rubin [20], conditional
on observed information.

An additional challenge arises in the longitudinal setting, as stan-
dard methods such as Multiple Imputation by Chained Equations
(MICE) [2] do not fully account for the longitudinal structure of
the data. Three-Dimensional MICE (3D-MICE) [15] was proposed
to address this limitation for longitudinal datasets. By combining
cross-sectional covariates at a given time point with longitudinal
outcome information, 3D-MICE improves imputation performance
for real health time-series data [15, 18]. Although 3D-MICE in-
corporates longitudinal autocorrelation of the outcome through
Gaussian processes (GPs), it treats covariates as fixed predictors in
the imputation model, overlooking the fact that some covariates
also change over time and may affect outcomes at multiple visits.
This is especially relevant in dose-escalation trials, where the treat-
ment arm defines the treatment strategy, but the dose may vary
across visits within that strategy, meaning the standard 3D-MICE
framework may be insufficient when covariates themselves follow
a longitudinal trajectory.

This gap motivates the problem we investigate in this project,
namely how to incorporate cumulative dose into 3D-MICE for impu-
tation of EoS body weight outcomes in longitudinal dose-escalation
trials under monotone missingness. Concretely, we propose and
evaluate four extensions of 3D-MICE alongside the original as a
baseline: replacing the GP time index with cumulative dose (3D-
MICE-DOSE), fitting two independent GPs over time and dose
separately (4D-MICE-2GP), combining them into a single GP via
precision weighting (4D-MICE-PREC), and modeling both dimen-
sions jointly through a product kernel (4D-MICE-PROD). All five
methods are implemented and evaluated across two synthetic and
two real-world datasets under a range of missingness mechanisms,
dropout timings, and dropout proportions.

Another gap concerns the evaluation of prediction interval qual-
ity. Luo et al. [15] construct 95% prediction intervals for 3D-MICE
and report only their widths, noting that wider intervals coincide
with larger errors, but to the best of our knowledge, their calibra-
tion has not yet been measured. We address this gap by evaluating

1



Aalborg University, DVML10, Spring semester 2026 Pedersen, Volavkova

not only point-estimate accuracy and bias, but also the empirical
coverage of prediction intervals, reporting interval width alongside
it.

The contributions of this project are: i) 4D-MICE-2GP shows the
most consistent improvement over the baseline, reducing RMSE by
up to roughly 20% in specific settings, but this gain is confounded
with the increased weight placed on the GP component and cannot
be cleanly attributed to the dose information in GP, leaving it un-
clear whether the dose trajectory drives the improvement; ii) We
find that the 95% prediction intervals are miscalibrated, particularly
under early dropout, where empirical coverage falls below the nom-
inal level for the baseline and all four extensions; the sole exception
is 3D-MICE-DOSE on the synthetic datasets. This indicates that
prediction intervals from imputation methods should not be taken
as reliable without investigating their coverage, especially when
the downstream goal involves uncertainty quantification, such as
inference on treatment estimands.

2 Related work
Missing data in longitudinal clinical trials presents a significant
challenge to inferential validity and statistical power. This section
provides an overview of strategies for handling missing data in clin-
ical trials, beginning with the main classes of multiple imputation
methods. We then discuss approaches for handling longitudinal
data, ranging from classical time-series models, such as GPs, to
hybrid frameworks like 3D-MICE, and more recent deep learning
methods, including transformer-based architectures. Finally, we
review the role of dose as a determinant of clinical response and
motivate its incorporation into the imputation framework.

2.1 Multiple imputation
Multiple imputation (MI) [21] has emerged as a robust alternative
to traditional approaches, such as single imputation [11, 17] or
complete case analysis [13], which fail to account for the uncer-
tainty inherent in missing values. Generally, MI can be categorized
into two algorithmic approaches: Joint Modeling (JM) and Fully
Conditional Specification (FCS) [2].

The JM approach, as implemented for example in the Amelia
II [7] framework, imputes all missing values jointly by assuming
the entire dataset follows a single multivariate normal distribu-
tion. It utilizes algorithms such as Markov Chain Monte Carlo or
Expectation-Maximization to estimate this joint distribution simul-
taneously. While mathematically sound, JM can be restrictive when
handling the mixed variable types common in clinical datasets,
since its underlying multivariate normal assumption is suited to
continuous data and does not naturally accommodate discrete or
categorical variables.

In contrast, the FCS approach, most notably Multiple Imputa-
tion by Chained Equations (MICE) [2], achieves more flexibility by
modeling each incomplete variable individually through iterative
conditional models. More recently, non-parametric machine learn-
ing methods like MissForest [26] have been introduced to capture
complex non-linear relationships without explicit distributional
assumptions. However, in longitudinal settings, these standard MI
frameworks do not explicitly model the passage of time. As noted
by Luo et al. [15] in the context of the MICE framework, these ‘flat’

data approaches treat longitudinal observations as independent
rows. This is problematic in clinical trial settings, as it prevents the
models from fully leveraging a participant’s historical trajectory.

2.2 Imputation for longitudinal datasets
To address the temporal limitations of MICE, more suitable ap-
proaches for longitudinal data have been proposed. GPs, in particu-
lar, provide a nonparametric probabilistic framework for modeling
smooth trajectories over time and have been successfully applied
to missing data imputation in time series, including applications in
the clinical domain [4, 10]. However, standard GP-based imputation
often treats each variable as an independent process, thereby over-
looking the cross-sectional correlations between different clinical
markers at a single time point.

To mitigate both the temporal limitations of MICE and the ten-
dency of GP-based imputation to model variables independently,
3D-MICE [15] integrates MICE with GP–based imputation. In 3D-
MICE, GPs capture the historical trajectory of each outcome over
time, while MICE is applied to a flattened matrix to exploit cross-
sectional associations among variables measured at the same time
point. The method is evaluated primarily in terms of point predic-
tion accuracy, using metrics such as root-mean-square error (RMSE)
on masked data [14, 15].

The efficacy of this hybrid approach was demonstrated in the
Data Analytics Challenge on Missing data Imputation [14], where
3D-MICE served as the primary benchmark for evaluating and
advancing state-of-the-art models, however, still focusing on the
point prediction accuracy. While 3D-MICE constructs prediction
intervals from pooled samples, to the best of our knowledge, no
subsequent work has evaluated their empirical coverage.

The results of the challenge [14] suggest that while the frame-
work for 3D-MICE is highly effective, there remains room for fur-
ther improvement, as specialized methods were able to achieve
better performance than 3D-MICE, for example, Multi-Dimensional
Multi-variate Time Series [29] and Context-Aware Time Series Im-
putation [30]. These competing methods utilize deep learning archi-
tectures, such as gradient boosting or bidirectional long short-term
memory networks. To capture longitudinal dependencies, these
models typically represent the participant’s history as a collection
of static, bidirectional inputs, leveraging observations from both
previous and future time points simultaneously.

Transformer-based approaches have also been proposed for mod-
eling large, complex patient records in clinical settings [6, 24]. These
models use attention mechanisms to capture complex dependencies
across longitudinal data, which allows them to weigh the impor-
tance of the clinical event within its broader context. However, they
typically require large training datasets and may offer less trans-
parent uncertainty quantification and interpretability than more
classical imputation approaches.

2.3 Dose as a determinant of response
Regulatory guidelines require that the relationship between dose
and clinical outcome must be established and reported as a standard
part of drug development, and note that responses may relate to
cumulative dose or duration of exposure rather than to daily dose
alone [8].
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The same premise underlies pharmacokinetic/pharmacodynamic
(PK/PD) modeling, which links dose–concentration and concentra-
tion–effect relationships to describe the time course of drug effects
under a given dosing regimen [5]. This framework supports the
view that response trajectories may depend onmedication exposure
over time, rather than on elapsed study time alone. GPs have also
been used to model pharmacological dose-response curves with ex-
plicit uncertainty quantification [28] and complex pharmacological
response surfaces [22].

Although these works target dose-response estimation rather
than imputation, they share the assumption that dose carries struc-
ture distinct from time. This assumption has not carried over to
longitudinal imputation: methods such as 3D-MICE model within-
subject dependence over calendar time or scheduled visits, and
although dose or exposure can be included as auxiliary predic-
tors in the imputation model, we are not aware of prior work in
dose-escalation clinical trials that indexes the GP component of an
imputation procedure by cumulative dose, either in place of time
or jointly with time.

3 Preliminaries
This section establishes the theoretical foundations of this project.
In Section 3.1, we formalize the clinical trial setting, including a
univariate longitudinal outcome that may be subject to missing-
ness, static covariates, and cumulative dose. We also introduce
the methodological components underlying 3D-MICE: the MICE
framework in Section 3.2, GPs in Section 3.3, and their integration
in 3D-MICE itself in Section 3.4. While the foundational concepts
build upon our pre-specialization project [18], the theoretical frame-
work has been expanded to accommodate the specific longitudinal
setup and refinements to the imputation and modeling strategy of
this project.

3.1 Clinical trial data
3.1.1 Longitudinal outcome. In clinical trials, let A ∈ R𝑝×𝑣 be the
full matrix of longitudinal univariate outcomes, where 𝑝 is the num-
ber of participants and 𝑣 is the number of visits. A represents the
full ground-truth set of outcomes. In practice, only a subset of its
entries is observed, and these observations may be contaminated by
measurement noise. The remaining entries are unobserved (miss-
ing), although they are assumed to exist conceptually as part of the
complete data-generating process.

Example 3.1. Ground-truth body weight outcomes of a clinical
trial with three participants and six visits.

A =


99 102 97 96 100 99
127 125 122 96 100 99
115 114 121 96 100 99


To indicate which subset of entries is observed, the indicator

matrix, I = {0, 1}𝑝×𝑣 , is defined as

I𝑖, 𝑗 =

{
1, if A𝑖, 𝑗 is observed,
0 otherwise,

where 𝑖 denotes the participant and 𝑗 denotes the visit.

Example 3.2. Indicator matrix for the 3 participants.

I =

1 1 0 0 0 0
1 1 1 0 0 0
1 1 1 1 0 0


Let A(obs) denote the observed realization of the complete out-

come matrix A under the observation indicator I. For entries with
I𝑖 𝑗 = 1, we observe

A(obs)
𝑖 𝑗

= 𝐴𝑖 𝑗 + 𝜀𝑖 𝑗 ,

where 𝜀𝑖 𝑗 represents measurement noise. For entries with I𝑖 𝑗 = 0,
the values are unknown.

Example 3.3. The observed realization of body weight outcomes.

A(obs) =


99 104 𝑁𝐴 𝑁𝐴 𝑁𝐴 𝑁𝐴

126 124 121 𝑁𝐴 𝑁𝐴 𝑁𝐴

115 114 120 96 𝑁𝐴 𝑁𝐴


LetA(miss) contain the entries with I𝑖, 𝑗 = 0. The entries inA(miss)

represent the true underlying values.

Example 3.4. Missing (unobserved) part of the body weight out-
come.

A(miss) =


𝑁𝐴 𝑁𝐴 97 96 100 99
𝑁𝐴 𝑁𝐴 𝑁𝐴 96 100 99
𝑁𝐴 𝑁𝐴 𝑁𝐴 𝑁𝐴 100 99


3.1.2 Covariates. In addition to longitudinal outcomes, clinical
trial data also contain static covariates. Let C ∈ R𝑝×𝑠 denote the
matrix of 𝑠 static covariates for each 𝑝 participant.

Example 3.5. MatrixCwith four static covariates, namely height,
sex, race, and treatment arm for each of the three participants.

C =


181 𝑊𝑜𝑚𝑒𝑛 𝑊ℎ𝑖𝑡𝑒 𝐴

156 𝑀𝑎𝑛 𝑊ℎ𝑖𝑡𝑒 𝑃𝑙𝑎𝑐𝑒𝑏𝑜

172 𝑀𝑎𝑛 𝐴𝑠𝑖𝑎𝑛 𝐵


Clinical trials also contain dose information, which in dose es-

calation trials varies across visits. Let D(plan) ∈ R𝑝×𝑣 denote the
planned values of dose for each participant at each visit.

Example 3.6. Matrix D(plan) with the planned dose levels (in
milligrams) for three participants across six visits. The first participant
assigned to treatment arm A is planned to follow a dose escalation
schedule that plateaus at 2 mg. The second participant assigned to the
placebo group receives 0 mg of the active dose. The third participant,
assigned to treatment arm B, is planned to escalate to a higher dose
of 4 mg.

D(plan) =


0.5 1 2 2 2 2
0 0 0 0 0 0

0.5 1 2 4 4 4


However, the dose levels actually performed or realized may

deviate from the plan. For example, participants may deviate from
the planned trajectory due to dropout or other unforeseen circum-
stances, such as side effects. Let D(perf ) denote the realized dose
levels for each participant at each visit.
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Example 3.7. The performed dose for each visit for each partici-
pant. For simplicity, each participant receives the dose planned until
they drop out, but this is not necessarily the case in the real data.

D(perf ) =


0.5 1 𝑁𝐴 𝑁𝐴 𝑁𝐴 𝑁𝐴

0 0 0 𝑁𝐴 𝑁𝐴 𝑁𝐴

0.5 1 2 4 𝑁𝐴 𝑁𝐴


Given D(plan) and D(perf ) , the cumulative dose matrix D ∈ R𝑝×𝑣

is defined such that 𝐷𝑖, 𝑗 denotes the total dose accumulated by
participant 𝑖 prior to visit 𝑗 . D sums over the performed dose until
the given participant drops out and follows the planned schedule
thereafter. For participant 𝑖 at visit 𝑗 ,

𝐷𝑖, 𝑗 =
∑︁
𝑘< 𝑗

I𝑖,𝑘𝐷
(perf )
𝑖,𝑘

+
∑︁
𝑘< 𝑗

(1 − I𝑖,𝑘 )𝐷 (plan)
𝑖,𝑘

.

Example 3.8. Cumulative dose in a clinical trial with three par-
ticipants and six visits.

D =


0 0.5 1.5 3.5 5.5 7.5
0 0 0 0 0 0
0 0.5 1.5 3.5 7.5 11.5


3.2 MICE
MICE is a robust framework for addressing missingness by mod-
eling each incomplete variable as a function of the others [2]. As
illustrated in Figure 1, the process is iterative. MICE begins with an

Figure 1: Flow chart of the MICE framework. Figure from
[18]

initialization step, such as mean, median, or random draws from
the observed values, to create a complete dataset. The algorithm
then cycles through each variable, fitting a conditional model based

on the remaining observed and currently imputed data. This cycle
repeats for several iterations until the values stabilize. This entire
process is performed𝑚 times, producing𝑚 separate datasets. By
creating multiple datasets, MICE reflects the inherent uncertainty
of the missing values [1].

For continuous variables, Predictive Mean Matching (PMM) is
frequently utilized within the MICE framework [12]. PMM is a semi-
parametric technique that avoids the pitfalls of purely parametric
models, which may generate implausible or "out of bounds" values,
by borrowing actual values from a donor pool.

The PMM method for a specific visit 𝑗 is formalized by first
definingW𝑖, 𝑗 as the vector of predictors for participant 𝑖 . A linear
regression model is then trained using the subset of participants
𝑝 where the outcome A𝑝,𝑗 is observed such that I𝑝,𝑗 = 1, with
predictors given byW𝑝,𝑗 . Rather than using a fixed estimate, the
regression coefficients 𝛽 𝑗 are sampled from their posterior distribu-
tion to incorporate parameter uncertainty. These coefficients are
used to compute a scalar predicted mean for both the target case 𝑖
and all potential donor participants 𝑞,

Â𝑖, 𝑗 =W𝑖, 𝑗𝛽 𝑗 , Â𝑞,𝑗 =W𝑞,𝑗𝛽 𝑗 .

The proximity between the missing case and each donor is de-
termined by the absolute distance:

𝑄𝑖,𝑞 = |Â𝑖, 𝑗 − Â𝑞,𝑗 |.

A candidate pool 𝑆𝑖 is formed from the 𝑘 donors exhibiting the
smallest distances 𝑄𝑖,𝑞 . The imputed value A𝑖𝑚𝑝

𝑖,𝑗
is then drawn

randomly from the observed outcomes of this pool:

A𝑖𝑚𝑝

𝑖,𝑗
∼ Uniform(A𝑜𝑏𝑠

𝑞,𝑗 | 𝑞 ∈ 𝑆𝑖 ) .

By relying on existing data points rather than theoretical predic-
tions, PMM approximately preserves the original distribution and
tends to better retain data variability [12].

In longitudinal clinical trials, participant outcomes are inherently
correlated across time. While the longitudinal structure of A can be
partially captured by including past or future observations as pre-
dictors, this approach fails to model time as a continuous process,
potentially overlooking the nuances of individual recovery or pro-
gression patterns. Similarly, D can be included as a cross-sectional
predictor alongside C, but this captures only the accumulated ex-
posure level at each visit in isolation rather than the sequential
structure of dose accumulation across visits.

3.3 Gaussian Processes
A Gaussian Process (GP) [19] is a non-parametric Bayesian method
used to define a distribution over functions. In longitudinal model-
ing, a GP treats a subject’s trajectory not as a single deterministic
function, but as a probability distribution that quantifies uncer-
tainty at every time point. A GP is defined by a mean function𝑚(x)
and a covariance function (kernel) 𝑘 (x, x′):

𝑚(x) = E[𝑓 (x)]

𝑘 (x, x′) = E
[
(𝑓 (x) −𝑚(x)) (𝑓 (x′) −𝑚(x′))

]
.

The latent process 𝑓 (x) is then written as:

𝑓 (x) ∼ GP
(
𝑚(x), 𝑘 (x, x′)

)
.
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The mean function𝑚(x) is typically assumed to be zero or a con-
stant baseline, while the kernel 𝑘 (x, x′) defines the shape of the
function (e.g., how smooth or volatile it is) by calculating the co-
variance between any two points x and x′.

For a set of𝑛 observed data pointswith inputsX = [x1, x2, . . . , x𝑛]⊤,
where each x𝑖 ∈ R𝑑 , the covariance matrix K(X,X) is constructed
by evaluating the kernel on every possible pair of inputs:

K(X,X) =


𝑘 (x1, x1) 𝑘 (x1, x2) · · · 𝑘 (x1, x𝑛)
𝑘 (x2, x1) 𝑘 (x2, x2) · · · 𝑘 (x2, x𝑛)

.

.

.
.
.
.

. . .
.
.
.

𝑘 (x𝑛, x1) 𝑘 (x𝑛, x2) · · · 𝑘 (x𝑛, x𝑛)


Each entryK𝑖 𝑗 = 𝑘 (x𝑖 , x𝑗 ) reflects the degree of correlation between
observations 𝑖 and 𝑗 .

The choice of kernel encodes prior assumptions about the smooth-
ness and structure of the underlying function. A common choice
in longitudinal biomedical modeling is the Matérn 5/2 kernel [19],
which assumes functions that are twice-differentiable but not in-
finitely smooth, reflecting the realistic expectation that participant
trajectories vary irregularly over time:

𝑘Mat52 (𝑟 ) =
(
1 +

√
5 𝑟
ℓ

+ 5 𝑟 2

3ℓ2

)
exp

(
−
√

5 𝑟
ℓ

)
, (1)

where 𝑟 = |x−x′ | is the Euclidean distance between two inputs and
ℓ is the length-scale hyperparameter. Following common practice,
the kernel is scaled by a signal variance 𝜎2

𝑓
, learned from the data,

which controls the overall amplitude of the function.
The GP framework extends to multivariate inputs, where 𝑑 > 1,

by combining kernels via a product, assigning a separate length-
scale to each dimension [19]:

𝑘prod (x, x′) =
𝑑∏
𝑖=1

𝑘𝑖 (𝑥𝑖 , 𝑥 ′𝑖 ), (2)

where each 𝑘𝑖 is a Matérn 5/2 kernel defined over input dimension
𝑖 . Intuitively, the product kernel assigns high covariance to the
observations only when they are close in all input dimensions
simultaneously.

The core strength of a GP is its ability to update its beliefs based
on observed data. Given a set of noisy observations y at inputs
X for a specific subject, the posterior distribution over the latent
values at new points X∗ is Gaussian:

f∗ |X, y,X∗ ∼ N
(
f̄∗, cov(f∗)

)
,

where the predictive mean f̄∗ and covariance matrix cov(f∗) are
defined as

f̄∗ =𝑚(X∗) + K(X∗,X)
[
K(X,X) + 𝜎2

𝑛I
]−1 (y −𝑚(X)) (3)

cov(f∗) = K(X∗,X∗) − K(X∗,X)
[
K(X,X) + 𝜎2

𝑛I
]−1 K(X,X∗) (4)

The term 𝜎2
𝑛 accounts for measurement noise, ensuring that the

model does not overfit to outliers. These equations hold regardless
of whether a univariate Matérn 5/2 kernel or a product kernel is
used.

3.4 3D-MICE
3D-MICE [15] was proposed to extend the MICE framework by in-
tegrating both cross-sectional and longitudinal information within
a unified framework. In 3D-MICE, the imputation combines MICE
and GP. MICE is applied on flattened data to estimate missing values
for participant 𝑖 at each visit 𝑗 .

Additionally, for each longitudinal variable to be imputed, a GP
is fitted independently to the longitudinal data of each subject,
following Equations 3 and 4. In 3D-MICE, the GP is defined over a
univariate input space, where the index set, X, consists solely of
time, i.e., each input is a scalar.

Finally, the MICE and GP estimates are combined using the intu-
ition of a variance-weighted average. Concretely, the method keeps
100 MICE draws and generates a number of GP draws proportional
to the ratio of MICE to GP standard deviations,

𝑛GP ≈ 100
𝜎MICE

𝜎GP
, (5)

rounded to the nearest integer. The two sets of draws are pooled, and
the mean of the pooled sample is taken as the final point estimate.
The prediction interval is given by the central 95% of the pooled
sample, i.e., the 2.5th to 97.5th percentiles. Hence, the prediction
interval reflects both cross-sectional uncertainty from MICE and
temporal uncertainty from the GP.

3D-MICE thus resolves the limitation noted in Section 3.2, but
only for the outcome: A is modeled both cross-sectionally through
MICE and longitudinally through the time-indexed GP, whereas the
covariates, such as the cumulative dose D, remain confined to the
cross-sectional MICE component. Consequently, the dose trajectory
is still not modeled longitudinally anywhere in the procedure.

4 Problem
We introduce the problem setting, characterized by a monotone
missingness structure and a hypothetical estimand strategy, and
then define the problem of inferring the EoS values.

4.1 Problem setting
In clinical trials, the estimand should precisely reflect the clinical
question of interest, with explicit consideration of how intercurrent
events (ICEs) are handled in its definition [9].

Dropout is a common ICE that leads to missing data, as patients
discontinue participation before completing the planned EoS assess-
ment. This can create a monotone missingness pattern, a structure
where once an individual misses a scheduled measurement, they do
not return for subsequent visits, so that all later measurements are
also missing [25]. A monotone missingness pattern for participant
𝑖 occurs if:

I𝑖, 𝑗 = 0 =⇒ I𝑖,𝑘 = 0 ∀𝑘 ≥ 𝑗 . (6)

Under a hypothetical strategy, the estimand targets the outcome
that would have been observed if the ICEs had not occurred [9]. For
example, this may correspond to a treatment effect defined under
the assumption that all participants remained on their assigned
treatment and completed all planned assessments.

Because this hypothetical scenario is not fully observed once
ICEs occur, estimation requires inference on unobserved outcomes.
This typically involves imputation of missing data to approximate
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the hypothetical outcomes at EoS, representing the values that
would have been observed in the absence of ICEs.

Because dropout can occur at any scheduled visit, the amount of
observed history available for imputation varies across participants:
a participant who drops out early provides little longitudinal infor-
mation, whereas one who drops out late provides a richer observed
trajectory. This suggests that the imputation performance may de-
pend on the dropout time, motivating an evaluation that resolves
performance across dropout visits rather than in aggregate.

In this project, we investigate how incorporating the cumulative
dose into the GP component of 3D-MICE changes imputation of
missing EoS outcomes in a hypothetical scenario where participants
continue with the planned dose escalation after dropout, focusing
on body weight.

4.2 Problem definition
Given a longitudinal dataset A with a monotone missing pattern,
let A(obs) denote the observed outcome measurements and A(miss)

𝑣

the unobserved outcomes at EoS. Each participant is additionally
characterized by static covariates C and a cumulative dose matrixD.
The problem is to determine how D should be incorporated along-
side A(obs) and C to infer A(miss)

𝑣 under the hypothetical strategy
of continued planned dose escalation after dropout.

5 Method
Since time and dose carry overlapping but non-redundant infor-
mation, there is no single canonical way to combine them, and we
therefore consider four distinct design choices that lead to four
imputation methods. All four extend the 3D-MICE framework, in-
troduced in Section 3.4, by incorporating cumulative dose trajectory.
The imputation methods follow the same two-stage framework: a
cross-sectional MICE imputation combined with one or two GP
predictions into a hybrid draw pool. MICE is run using PMM, with
all visits flattened into a single matrix and cumulative dose in the
predictor set, treated cross-sectionally. This MICE component is
identical across all four methods. GPs are implemented with the
GauPro package using Matérn 5/2 kernel, and hyperparameters
are fitted per subject by maximizing the log marginal likelihood.
The methods differ in how the GP component is specified — in its
input dimensions, the number of GPs fitted per subject, and the
rule by which GP and MICE draws are combined. In this section,
we describe each method, and an overview is given in Table 1.

5.1 3D-MICE-DOSE
3D-MICE-DOSE follows the algorithm described in Section 3.4 with
one modification: the GP index is replaced from time to cumulative
dose received up to each visit. Since cumulative dose is a monotoni-
cally increasing function of time, it inherently encodes the temporal
structure while additionally capturing the dose trajectory of each
participant. The motivation is to test whether cumulative dose is
a more informative trajectory index than elapsed time, given that
it encodes temporal ordering while additionally reflecting each
subject’s exposure. The active-arm subjects follow the same per-
subject normalization, GP fitting, and variance-informed hybrid
combination as in Section 3.4. Because placebo subjects receive no

active drug, their cumulative dose is zero throughout, and a dose-
indexed GP is uninformative. These subjects are excluded from the
GP fitting step, and their missing values are imputed from the MICE
draw pool alone.

5.2 4D-MICE-2GP
4D-MICE-2GP extends the 3D-MICE framework by fitting two inde-
pendent GPs per subject and pooling their draws under the variance-
informed weighting. The motivation is that time and dose may
each capture complementary structure, with the variance-weighted
share allocating more of the pool to whichever GP is more certain
for a given subject. After the shared MICE stage and per-subject
normalization, a time-indexed GP (days elapsed since first visit) and
a dose-indexed GP (cumulative dose) are fitted separately. Their
draws are combined with the MICE draws into a single hybrid pool,
where 𝑛GP,time and 𝑛GP,dose are each computed via Equation 5, sub-
stituting 𝜎GP,time and 𝜎GP,dose respectively, so that a more certain GP
receives a larger share of the pool. However, since cumulative dose
is itself a function of time, the two GPs are not fully independent;
their draws may therefore reinforce one another in the pool when
they agree.

Placebo subjects are excluded from the dose-indexed GP, as
their cumulative dose is zero throughout. Their missing values are
imputed from the MICE and time-GP draws only, following the
procedure in Section 6.3.

5.3 4D-MICE-PREC
4D-MICE-2GP in Section 5.2 lets the GP component enter the pool
as a bimodal mixture when the two GPs disagree, and can give
the GP an inflated share relative to MICE. Instead, 4D-MICE-PREC
precision-weights the two GPs into a single Gaussian beforehand,
yielding one unimodal GP estimate balanced against MICE.

𝜇comb =
𝜇time/𝜎2

time + 𝜇dose/𝜎2
dose

1/𝜎2
time + 1/𝜎2

dose
, (7)

𝜎comb =
(
1/𝜎2

time + 1/𝜎2
dose

)−1/2
. (8)

This precision weighting treats the time- and dose-indexed pre-
dictions as independent, an assumption that may not hold since
cumulative dose is itself a function of time. Equation 5 is then ap-
plied once with 𝜎comb, so the GP component enters the hybrid pool
as a single unimodal distribution and its total weight is governed by
the same rule as in the 3D-MICE methods. If only one GP produces
a valid prediction, that GP is used directly in place of the combined
estimate. If both fail, the missing value is imputed from the MICE
draws alone. Placebo subjects are handled as in Section 5.2.

5.4 4D-MICE-PROD
4D-MICE-2GP in Section 5.2 and 4D-MICE-PREC in Section 5.3 treat
the time and dose predictions as separate sources of information
and combine them after the fact, despite the two being dependent.
4D-MICE-PROD instead models time and dose jointly within a sin-
gle GP, removing the need to combine separate predictions. It uses
a single GP operating on a two-dimensional input x = (𝑡, 𝑑), where
𝑡 is the days elapsed since the subject’s first visit and 𝑑 is the cumu-
lative dose. The covariance between two observations is defined by
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Table 1: Overview of the four proposed methods. All methods use MICE PMM and combine MICE draws with GP draws into a
hybrid pool from which the final imputation is sampled. Methods differ in how the cumulative dose trajectory is incorporated.

Method GP input(s) # GPs Incorporation of cumulative dose trajectory Placebo handling

3D-MICE-DOSE dose 1 Cumulative dose replaces time as the sole GP index MICE-only fallback
4D-MICE-2GP time; dose 2 A separate GP is fitted with dose as the index and pooled

independently alongside the time-GP
MICE + time-GP

4D-MICE-PREC time; dose 2 A separate GP is fitted with dose as the index and precision-
combined with the time-GP before pooling

MICE + time-GP

4D-MICE-PROD (time, dose) 1 Time and dose are used jointly as inputs to a single 2D GP MICE + time-GP (automatic)

a product kernel given in Equation 2 with both the time and dose
kernels being Matérn 5/2 kernels with independently estimated
length-scales ℓ𝑡 and ℓ𝑑 . Both input dimensions are normalized to
[0, 1] per subject before fitting.

By including cumulative dose as an input dimension, the GP
can distinguish between observations that occur at the same time
but under different dose levels, and adjust its predicted trajectory
accordingly. Since placebo subjects have a cumulative dose set to
zero throughout, after normalization, the dose kernel evaluates to
one for all pairs of observations, and the GP reduces to a time-only
fit without requiring explicit exclusion.

After fitting the GP, the prediction is denormalized and combined
with the MICE draws via Equation 5.

6 Experiment
To assess how D should be incorporated in the imputation, we
compare the methods proposed in Section 5 against a baseline 3D-
MICE on both synthetic and real clinical trial data. Each dataset
undergoes a preparation procedure to obtain A(obs) , C, and D.
Missingness is introduced in a controlled manner so that the im-
puted values and prediction interval can be compared to held-
out values at EoS, denoted A(mask)

𝑣 . The full experiment is imple-
mented in R using a preset seed to ensure reproducibility. The
codebase for this project is available at https://github.com/Tereza-
art/p10_dose_informed_multiple_imputation upon request.

6.1 Data
The experiment is conducted on four datasets: two synthetic datasets,
Synthetic Small and Synthetic Large, and two real-world datasets,
Real Small and Real Large. The data is obtained through a collabora-
tion with Novo Nordisk. For the real datasets, we receive metadata,
aggregate statistics, and results. We present the original structure
of the data, our data preparation and the descriptive statistics of
the final complete datasets used for the experiment in Table 2.

Real Small, also used in our pre-specialization project [18], is a
clinical trial dataset from a phase 2 dose-finding study. Real Large
is a phase 3 study on a Type 2 Diabetes population. Both synthetic
datasets (Synthetic Small and Synthetic Large) are created using the
Emax dose-response model from the MCPMod R package. Synthetic
Small and Synthetic Large are generated to approximately match
the size and number of treatment arms of Real Small and Real Large,
respectively. All four original datasets are of the CDISC Analysis
Data Model (ADaM) standard [3] in sas7bdat format and contain
demographic subject-level data (ADSL), adverse event data (ADAE),

vital signs data (ADVS), laboratory data (ADLB), and exposure-as-
collected data (ADEC). All dataset names follow the ADaM convention,
where the ‘AD’ prefix denotes ‘Analysis Data’. In all datasets, the
dose is scheduled to be takenweekly. Measurements in the synthetic
datasets are weekly, while the conversion between weeks and visit
numbers in real datasets can be seen in Appendix A.

6.1.1 Data Preparation. The data preparation pipeline is visualized
in Figure 2. Data is loaded from the ADVS, ADSL, and ADEC. After
loading ADVS, only rows corresponding to body weight measure-
ments are retained.

The real data requires two additional steps. First, the screening
visit (minimum visit number) and the monitoring/follow-up visit
(maximum visit number) are not treatment visits and are therefore
removed before analysis. Second, the filtering was applied so that
the included participants must have a baseline record, no dropout
flag, and observed measurements at all visits up to and including
the EoS visit.

Based on the dose records in ADEC, we construct a cumulative
dose at each visit as the total amount of study drug administered
strictly before that visit date. Two methods, observed and proto-
col, are used depending on data availability. For the two synthetic
datasets and Real Small, the observed method sums only observed
doses with a recorded date before the given visit. For Real Large,
however, dose records are sparse and recorded only at infrequent
time points, with gaps between consecutive records ranging from
weeks to several months. We therefore assume a naive sum of
observed records would underestimate the true cumulative dose
between visits. The protocol method addresses this by construct-
ing a complete weekly dose series for each subject based on the
protocol-specified escalation schedule. Under this approach, any ob-
served record always takes precedence, and unrecorded weeks are
filled under the assumption that the subject followed the assigned
escalation.

Predictor columns are restricted to a pre-specified set, if present
in the source dataset: subject ID, treatment, body weight, cumula-
tive dose, change from baseline (CHG), visit number, visit date, and
baseline covariates (age, sex, BMI, weight, height, HbA1c, fasting
plasma glucose, waist circumference, waist-to-hip ratio, ethnicity,
and race). Constant columns are removed, as they carry no informa-
tion for imputation. Categorical variables are then one-hot encoded,
with the first level dropped to avoid multicollinearity.

Table 2 shows the descriptive statistics of the four datasets after
data preparation, while Table 9 in Appendix B shows the descrip-
tive statistics for original real data. Because the synthetic datasets
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Load ADVS · ADSL · ADEC (per dataset)

Left join ADVS with ADSL on subject ID

Synthetic datasets Real datasets

Synthetic Small
original

Synthetic Large
original

Real Small
original

Real Large
original

Filter ADVS: body weight rows only

Compute cumulative dose (from ADEC)
matched on subject ID · date · method = observed (both datasets)

Filter ADVS: body weight rows only
+ remove screening & monitoring visits

Completers filter
has baseline · no dropout flag · full visit sequence to EoS

Compute cumulative dose (from ADEC)
matched on subject ID · date small: observed large: protocol

Protocol dose
schedule CSV

Select predictors
subject ID · body weight · CHG · treatment · visit number · date · demographics & baseline · cumulative dose

Drop constant columns

One-hot encode categoricals · sanitise column names

Synthetic Small
Experiment dataset

Synthetic Large
Experiment dataset

Real Small
Experiment dataset

Real Large
Experiment dataset

Figure 2: Data preparation pipeline for the four datasets (Synthetic Small, Synthetic Large, Real Small, Real Large). Blue =
synthetic-only steps, orange = real-only steps, white = shared steps.

require no additional preparation beyond the steps above, their pre-
and post-preparation descriptive statistics are identical, and only
the post-preparation values are reported in Table 2.

The final datasets used for the experiment have no missing visits
for the participants. The synthetic datasets have more visits with
measurements than the real datasets. The datasets differ in number
of participants and number of treatment groups, with the large
datasets having 3 treatment arms while the small datasets have 7
to 8. All datasets include a placebo group with zero active dose,
while dose levels vary considerably across datasets. The maximum
weekly dose ranges from 2.4 mg in Real Large to 64 mg in Synthetic
Small, resulting in a planned cumulative dose at EoS of 138.6 mg
and 1790 mg, respectively.

Furthermore, both the range and standard deviation of body
weight at baseline and EoS are higher in the real datasets than in
the synthetic datasets. The maximum BMI at baseline is higher in
the real datasets than in the synthetic datasets. Lastly, the maximum
CHG indicates that participants in the synthetic datasets never gain
weight, whereas this pattern does not hold for the real datasets.

6.2 Simulation of Missingness
In this section, we explain how we construct the indicator matrix
I, defined in Section 3.1. Missingness is introduced artificially into
the complete datasets to evaluate imputation performance under
controlled conditions. All scenarios simulate monotone dropout
according to Equation 6. Dropout is applied to each post-baseline
visit in turn, leaving baseline observations always complete. Fur-
thermore, missingness is simulated by varying the proportion of

participants who drop out, considering dropout rates of 10%, 20%,
30%, and 40%, spanning the range commonly studied in simulation
research on missing data in clinical trials [16, 23].

Concretely, once a subject 𝑖 is selected to drop out at visit 𝑗 , their
outcome and cumulative dose are set to missing for all visits 𝑘 ≥ 𝑗 ,
while all observations prior to 𝑗 , including baseline, are retained. For
subjects selected as dropouts, the cumulative dose is subsequently
replaced by the protocol-expected dose from visit 𝑗 onward, as it
would be available in a real trial setting. The procedure is repeated
independently for each combination of dropout visit 𝑗 and dropout
proportion 𝑢.

Subject Selection. Subject selection is performed on the complete
data. Let 𝑁 denote the total number of subjects and 𝑛 = ⌊𝑁 ·𝑢⌋ the
number to be removed. The 𝑛 dropout subjects are drawn without
replacement from all 𝑁 subjects, with probabilities that depend on
the chosen mechanism.

Missing Completely At Random. Under MCAR, subjects are selected
uniformly:

𝑃 (dropout𝑖 ) =
𝑛

𝑁
, 𝑖 = 1, . . . , 𝑁 .

Missing At Random. Under MAR mechanism, the dropout probabil-
ity depends on a subject-level covariate 𝑠𝑖 observed prior to or at
visit 𝑗 . The covariate is first standardized across all subjects:

𝑧𝑖 =
𝑠𝑖 − 𝑠

𝜎̂𝑠
, (9)
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Table 2: Descriptive Statistics of the Datasets. Abbreviations: CDEoS = End-of-Study planned cumulative dose, WGTBL = baseline
weight, WGTEoS = End-of-Study weight, BMIBL = baseline BMI, HGTBL= baseline height. The weight is given in kilograms,
height in meters and dose in milligrams.

Dataset Synthetic Small Synthetic Large Real Small Real Large

Participants 354 1200 248 1019
Part. missing visits 0 0 0 0
Visits 52 52 10 12
Duration (weeks) 51 51 36 68
Treat. groups 7 3 8 3
Weekly dose min; max 0; 64 0; 4 0; 24 0; 2.4
CDEoS min; max 0; 1790 0; 174 0; 560 0; 138.6
WGTBL mean; sd 106.3; 10.1 107.9; 10.1 110.1; 25.1 99.8; 21.1
WGTBL min; max 90.0; 124.9 90.0; 124.9 62.5; 207.5 54.4; 184.8
WGTEoS mean; sd 92.0; 14.5 96.1; 12.3 96.4; 25.9 92.6; 21.1
WGTEoS min; max 56.5; 124.2 66.9; 124.2 54.5, 190.4 46.1; 188.9
BMIBL mean; sd 37.3; 5.9 38.0; 6.4 38.6; 7.6 35.8; 6.3
BMIBL min; max 26.1; 52.9 25.1; 54.9 27.3; 68.2 26.5; 66.2
HGTBL mean; sd 1.7; 0.1 1.7; 0.1 1.7; 0.1 1.7; 0.1
HGTBL min; max 1.5; 1.9 1.5; 1.9 1.4; 2.0 1.3; 2.0
CHG mean; sd -10.6; 10.0 -8.6; 7.7 -7.2; 7.7 -4.9; 5.9
CHG min; max -52.7; 0.0 -36.3; 0.0 -45.8; 18.7 -48.5; 22.3

where 𝑠 and 𝜎̂𝑠 are the sample mean and standard deviation of 𝑠 at
visit 𝑗 . A logistic function then maps the standardized value to a
selection weight:

𝑤𝑖 =
1

1 + exp(−𝛽 𝑧𝑖 )
, (10)

where 𝛽 > 0 controls the strength of the mechanism. The 𝑛 dropout
subjects are sampled without replacement with probabilities pro-
portional to𝑤𝑖 . Subjects with higher values of 𝑠𝑖 therefore carry a
greater probability of dropout.

Two MAR scenarios are considered: MAR-DOSE, where 𝑠𝑖 = D𝑖, 𝑗

is the cumulative dose at visit 𝑗 , reflecting a setting in which accu-
mulated treatment burden drives discontinuation; and MAR-BMI,
where 𝑠𝑖 = BMIBL,𝑖 is baseline BMI reflecting a setting where high
BMI leads to dropout. To reflect different magnitudes of association
between the covariate, 𝑠 , and the missingness, both the MAR-DOSE
and MAR-BMI scenarios are implemented using two parameteriza-
tions: 𝛽 = 1 and 𝛽 = 2.

6.3 Baseline
Following the general 3D-MICE framework, we combine a cross-
sectional MICE-based imputation component with a longitudinal
GP-based, following the algorithm described in Section 3.4. This
method serves as the baseline 3D-MICE implementation. The MICE
component is implemented exactly as in Section 5 and includes
cumulative dose as a cross-sectional predictor. The GP uses the same
package, kernel, and hyperparameters as in Section 5, indexed only
by days elapsed since the subject’s first visit. The baseline therefore
has access to cumulative dose only cross-sectionally, through MICE,
and does not exploit the cumulative dose trajectory in the GP.

6.4 Evaluation
In this section, we explain the evaluation target and how we as-
sess performance in terms of point-estimate accuracy, systematic
directional error, and uncertainty calibration.

Evaluation Target. The underlying A(miss)
𝑣 is not directly accessible;

we therefore evaluate imputations against the observed realized
measurements, A(mask)

𝑣 , which differ from A(miss)
𝑣 by measurement

noise and, for participants whose realized dose deviated from the
planned schedule after themasking point, by the outcome difference
this deviation induces.

Root Mean Squared Error. RMSE quantifies how far the posterior
mean imputation Â𝑣,𝑖 deviates from the true value 𝐴 (mask)

𝑣,𝑖
, penaliz-

ing large individual errors quadratically.

RMSE =

√√
1
𝑛

𝑛∑︁
𝑖=1

(
Â𝑣,𝑖 − A(mask)

𝑣,𝑖

)2
(11)

Bias. Bias reflects the systematic tendency of a method to over- or
underestimate the true values. As noted in our pre-specialization
project [18], aggregate bias averaged over all participants can hide
important differences between treatment arms. If some arms are
systematically overestimated and others underestimated, these er-
rors offset each other at the population level, giving a misleading
impression that the imputation is unbiased even though the esti-
mated treatment effects are distorted. We therefore compute bias
stratified by treatment arm

B𝑔 =
1
𝑛𝑔

∑︁
𝑖∈A𝑔

(
Â𝑣,𝑖 − A(mask)

𝑣,𝑖

)
, (12)
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where A𝑔 is the set of participants in arm 𝑔 and 𝑛𝑔 = |A𝑔 |. We
summarize this across the 𝐺 arms by its mean

B =
1
𝐺

𝐺∑︁
𝑔=1

B𝑔, (13)

and standard deviation

𝜎B =

√√√
1

𝐺 − 1

𝐺∑︁
𝑔=1

(
B𝑔 − B

)2
, (14)

where a large 𝜎𝐵 relative to B indicates that the direction of error
varies considerably across arms.

Coverage and Interval Width. Since all methods yield a full predic-
tive distribution over 𝐴 (mask)

𝑣,𝑖
, we additionally assess uncertainty

calibration via the empirical 95% coverage rate and associated pre-
diction interval width. A well-calibrated method should achieve
coverage close to 0.95, while undercoverage signals that predic-
tive intervals are too narrow and uncertainty is underestimated.
However, coverage alone is insufficient: a method can trivially
achieve perfect coverage by producing arbitrarily wide intervals.
We therefore report interval width alongside coverage, where a
well-performing method should achieve high coverage with narrow
intervals.

Coverage =
1
𝑛

𝑛∑︁
𝑖=1

1
[
A(mask)
𝑣,𝑖

∈
[
𝑞0.025,𝑖 , 𝑞0.975,𝑖

] ]
(15)

IW =
1
𝑛

𝑛∑︁
𝑖=1

(
𝑞0.975,𝑖 − 𝑞0.025,𝑖

)
(16)

7 Results
In this section, we report and analyze the results of the imputation
methods. Results across datasets are not directly comparable due to
several structural differences shown in Table 2: the real dataset has
higher variability in EoS body weights and a wider BMIBL range
(affecting how beta scales the MAR-BMI mechanism). Furthermore,
the datasets have different dose levels and treatment arm counts
(affecting the MAR-DOSE mechanism).

The values shown are averaged across all proportions of miss-
ingness, as no systematic effect of missingness proportion was
detected. Results stratified by missingness proportion are reported
in Appendix C.

7.1 General performance across scenarios
Tables 3, 4, 5, and 6 show the performance of the imputation meth-
ods across all scenarios for all four datasets. For a concise overview,
we report three representative dropout visits: visit 3 (early), the
middle visit, and the visit before EoS (late). These visits do not corre-
spond to the same study weeks in the real datasets, so performance
at a given visit should not be interpreted as performance at a fixed
time point across datasets (we provide more details in Appendix
A).

Across all datasets, scenarios, and representative dropout visits,
RMSE is lower than the standard deviation of EoS body weight
shown in Table 2. This indicates that all evaluated methods recover
the underlying signal better than mean-level predictions.

Out of all the investigated methods at early dropout visit, the
baseline 3D-MICE achieves the lowest RMSE across all scenarios
on both synthetic datasets with values ranging from 6.84 to 7.83
on Synthetic Small and 4.55 to 5.24 on Synthetic Large. On the real
datasets, the best method differs: 4D-MICE-PROD has the lowest
RMSE on Real Small ranging from 7.74 to 8.63, whereas on Real
Large 3D-MICE and 4D-MICE-PROD are comparable and jointly
lowest among the methods, with RMSE ranging from 7.31 to 8.28
depending on scenario.

At the middle and late dropout visits, 4D-MICE-2GP tends to
produce the lowest RMSE. It has the lowest RMSE in all Real Large
and Synthetic Large scenarios, and frequently in the small datasets
as well. In Synthetic Small, the only exception is MAR-DOSE (𝛽 = 1)
in late dropout visit, where 4D-MICE-PROD has the lowest RMSE
of 2.74 though 4D-MICE-2GP is close with an RMSE of 2.77. In
Real Small, 4D-MICE-2GP has the lowest RMSE in the late dropout
visit but only two out of five times in the middle visit, however it
remains close to the lowest RMSE in all cases, with a maximum
difference of 0.17 in the MCAR scenario.

The B values indicate that across all scenarios at early dropout,
the methods overestimate the weight at EoS, with B ranging from
approximately 3 to 9 kg depending on dataset, method, and scenario.
At middle dropout visits, B values are generally small in magnitude
but variable in direction, reflecting a transition between the consis-
tent overestimation at early dropout and underestimation at late
dropout. At late dropout visit, the negative B values suggest that
the methods generally underestimate the final weight. However,
the 𝜎B often exceeds the B in magnitude, for example 3D-MICE
shows −0.68 ± 1.03 and 4D-MICE-2GP −0.50 ± 0.84 on Synthetic
Small, indicating that the direction of error varies considerably
across treatment arms, a pattern consistent across datasets though
less pronounced on Real Large. This is in contrast to early dropout,
where both the B and 𝜎B are large, e.g. 3D-MICE at 5.73 ± 3.47 in
Synthetic Small, suggesting a more consistent overestimation across
arms.

The RMSE and B values indicate that the missingness mech-
anism affects point-estimate accuracy, though the nature of this
effect differs across datasets. In both synthetic datasets, the MAR-
DOSE mechanism yields the worst RMSE and B, whereas in the
real datasets, MAR-BMI produces the least accurate estimates. This
suggests that each mechanism’s impact depends on the structure
of the dataset it acts on.

Across all investigated scenarios, the results point to no benefit
from our adjustment of 3D-MICE at early visits, and to a possible
improvement in point-estimate accuracy with 4D-MICE-2GP at
middle and late dropout visits.

Coverage at early dropout visits can be substantially below the
nominal 0.95. The most severe undercoverage is observed under
MAR-DOSE(𝛽 = 1) in Real Large, where coverage drops to 0.67. At
this level, the prediction intervals substantially understate the true
uncertainty, which could lead to erroneous conclusions in practice.
Point-estimate accuracy and uncertainty calibration generally im-
prove as dropout occurs later — for example, 3D-MICE RMSE on
Synthetic Large decreases from 4.66 at early dropout to 2.30 at late
dropout under MCAR. This trend across the full range of dropout
visits is examined in detail in the following section.
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Table 3: Imputation performance on Synthetic Small for three representative dropout visits — dropout week 3 (early), dropout
week 26 (middle), and dropout week 50 (late) — aggregated across missingness proportions (10%–40%). Abbreviations: B ± 𝜎B
= mean ± standard deviation of bias across arms, Cov. = empirical 95% coverage, IW = prediction interval width. The lowest
RMSE per dropout and scenario is highlighted in bold.

MCAR MAR-BMI (𝛽 = 1) MAR-BMI (𝛽 = 2) MAR-DOSE (𝛽 = 1) MAR-DOSE (𝛽 = 2)

Method RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW

3D-MICE 6.84 5.73 ± 3.47 0.84 25.82 7.27 5.80 ± 3.57 0.85 27.32 7.40 5.89 ± 3.83 0.80 25.86 7.71 6.29 ± 3.01 0.95 27.87 7.83 6.41 ± 3.11 0.99 30.46
3D-MICE-DOSE 7.36 5.27 ± 5.11 1.00 29.54 7.87 5.47 ± 5.23 0.99 29.99 7.98 5.46 ± 5.44 0.99 30.23 7.93 6.25 ± 3.67 0.96 27.42 7.90 6.41 ± 3.31 0.99 30.29
4D-MICE-2GP 9.42 8.06 ± 5.38 0.84 23.68 10.07 8.08 ± 5.59 0.80 25.04 9.97 8.27 ± 5.75 0.77 23.72 10.06 8.44 ± 4.64 0.88 24.98 10.49 8.82 ± 4.95 0.92 28.04
4D-MICE-PREC 8.20 7.01 ± 4.45 0.84 23.27 8.83 7.13 ± 4.69 0.84 24.43 8.78 7.22 ± 4.84 0.79 23.20 8.97 7.49 ± 3.86 0.93 24.69 9.20 7.70 ± 4.02 0.97 27.59D

ro
po
ut

3

4D-MICE-PROD 7.00 5.92 ± 3.60 0.84 25.44 7.44 5.99 ± 3.73 0.85 26.99 7.55 6.09 ± 3.98 0.80 25.52 7.90 6.49 ± 3.15 0.95 27.30 7.93 6.55 ± 3.17 0.99 30.05
3D-MICE 3.76 −0.89 ± 1.49 1.00 25.81 4.10 −1.49 ± 3.59 1.00 25.59 4.03 −1.45 ± 1.88 1.00 28.58 4.63 −1.43 ± 1.97 1.00 31.55 4.58 −1.18 ± 1.88 1.00 34.57
3D-MICE-DOSE 3.71 −0.82 ± 2.04 0.99 25.20 4.00 −1.32 ± 3.45 0.99 26.01 3.89 −1.34 ± 2.24 1.00 27.72 3.68 −1.03 ± 1.99 1.00 28.39 3.74 −1.06 ± 2.08 1.00 28.23
4D-MICE-2GP 2.98 0.18 ± 0.89 1.00 24.05 3.33 −0.08 ± 2.51 1.00 24.44 3.21 −0.17 ± 1.18 1.00 27.76 3.31 −0.10 ± 1.27 1.00 31.20 3.67 −0.08 ± 1.25 1.00 33.03
4D-MICE-PREC 3.04 −0.05 ± 0.96 1.00 19.52 3.42 −0.44 ± 2.77 1.00 20.37 3.28 −0.48 ± 1.35 1.00 22.05 3.45 −0.42 ± 1.38 1.00 24.43 3.75 −0.34 ± 1.36 0.99 25.41D

ro
po
ut

26

4D-MICE-PROD 3.90 −1.17 ± 1.51 1.00 27.38 4.31 −1.70 ± 3.75 1.00 27.38 4.23 −1.87 ± 2.01 1.00 30.34 4.72 −1.63 ± 2.05 1.00 34.88 4.73 −1.49 ± 1.85 1.00 38.22
3D-MICE 2.73 −0.68 ± 1.03 0.93 11.16 2.50 −0.80 ± 1.17 0.97 11.30 2.41 −0.57 ± 1.04 0.99 11.97 2.80 −0.63 ± 1.13 0.96 12.32 3.00 −0.45 ± 0.88 0.99 14.38
3D-MICE-DOSE 3.57 −1.45 ± 1.61 0.99 19.32 3.71 −1.59 ± 1.96 1.00 19.17 3.37 −1.50 ± 2.02 1.00 19.61 3.70 −1.44 ± 1.82 1.00 20.51 3.74 −1.12 ± 1.65 1.00 21.13
4D-MICE-2GP 2.62 −0.50 ± 0.84 0.95 11.68 2.41 −0.61 ± 1.01 0.96 11.61 2.27 −0.37 ± 0.81 0.99 12.40 2.77 −0.48 ± 1.14 0.97 13.39 2.84 −0.26 ± 0.73 0.98 15.49
4D-MICE-PREC 2.68 −0.61 ± 0.94 0.91 10.37 2.48 −0.71 ± 1.10 0.95 10.40 2.36 −0.49 ± 0.95 0.97 11.08 2.76 −0.56 ± 1.13 0.96 11.51 2.93 −0.35 ± 0.81 0.98 13.43D

ro
po
ut

50

4D-MICE-PROD 2.77 −0.71 ± 1.07 0.93 10.78 2.52 −0.82 ± 1.18 0.96 11.02 2.36 −0.52 ± 0.96 0.98 11.56 2.74 −0.61 ± 1.12 0.96 11.90 3.19 −0.45 ± 0.85 0.97 13.94

Table 4: Imputation performance on Synthetic Large for three representative dropout visits — dropout week 3 (early), dropout
week 26 (middle), and dropout week 50 (late) — aggregated across missingness proportions (10%–40%). Abbreviations: B ± 𝜎B
= mean ± standard deviation of bias across arms, Cov. = empirical 95% coverage, IW = prediction interval width. The lowest
RMSE per dropout and scenario is highlighted in bold.

MCAR MAR-BMI (𝛽 = 1) MAR-BMI (𝛽 = 2) MAR-DOSE (𝛽 = 1) MAR-DOSE (𝛽 = 2)

Method RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW

3D-MICE 4.66 3.47 ± 2.59 0.68 18.60 4.55 3.32 ± 2.45 0.74 19.95 4.90 3.60 ± 2.72 0.74 20.22 5.11 3.25 ± 2.40 0.89 25.42 5.24 3.16 ± 2.30 0.95 27.35
3D-MICE-DOSE 5.02 3.82 ± 2.67 0.96 22.41 4.95 3.64 ± 2.57 0.97 22.87 5.24 3.90 ± 2.77 0.96 23.02 5.47 3.55 ± 2.43 0.98 26.33 5.45 3.37 ± 2.30 0.97 27.55
4D-MICE-2GP 6.80 5.37 ± 4.40 0.68 18.28 6.85 5.27 ± 4.33 0.74 19.56 7.15 5.54 ± 4.57 0.73 19.80 7.62 5.18 ± 4.18 0.89 24.90 7.81 5.06 ± 4.09 0.93 26.88
4D-MICE-PREC 5.80 4.53 ± 3.59 0.68 17.41 5.81 4.41 ± 3.49 0.74 18.61 6.10 4.67 ± 3.72 0.73 18.87 6.46 4.31 ± 3.36 0.89 23.67 6.57 4.18 ± 3.24 0.94 25.61D

ro
po
ut

3

4D-MICE-PROD 4.75 3.61 ± 2.72 0.68 18.46 4.69 3.48 ± 2.60 0.74 19.76 5.02 3.74 ± 2.84 0.73 19.98 5.28 3.42 ± 2.54 0.89 25.19 5.35 3.28 ± 2.41 0.94 27.10
3D-MICE 3.59 −1.82 ± 2.06 1.00 18.99 3.39 −1.57 ± 1.90 1.00 18.99 3.50 −1.66 ± 1.99 1.00 18.81 3.72 −1.59 ± 1.87 1.00 22.54 4.01 −1.61 ± 1.82 1.00 24.66
3D-MICE-DOSE 3.43 −1.16 ± 2.43 0.97 21.50 3.30 −0.92 ± 2.30 0.96 21.84 3.33 −1.03 ± 2.30 0.94 21.41 3.44 −0.90 ± 2.24 1.00 24.13 3.71 −0.95 ± 2.25 0.99 25.12
4D-MICE-2GP 2.74 −1.00 ± 1.38 1.00 21.17 2.66 −0.76 ± 1.22 1.00 21.41 2.73 −0.86 ± 1.30 1.00 21.18 2.90 −0.80 ± 1.18 1.00 25.66 3.11 −0.82 ± 1.13 1.00 27.82
4D-MICE-PREC 3.04 −1.33 ± 1.65 1.00 16.57 2.93 −1.11 ± 1.50 1.00 16.82 3.02 −1.20 ± 1.58 1.00 16.38 3.16 −1.13 ± 1.45 1.00 19.75 3.45 −1.15 ± 1.42 1.00 21.36D

ro
po
ut

26

4D-MICE-PROD 3.75 −2.00 ± 2.16 1.00 19.69 3.60 −1.82 ± 2.09 1.00 19.83 3.69 −1.87 ± 2.14 1.00 19.60 3.94 −1.81 ± 2.02 1.00 23.32 4.26 −1.82 ± 2.00 1.00 25.19
3D-MICE 2.30 −0.76 ± 0.98 0.93 8.58 2.27 −0.78 ± 1.10 0.94 8.90 2.19 −0.82 ± 1.06 0.95 8.85 2.47 −0.74 ± 0.93 0.94 10.57 2.73 −0.80 ± 1.09 0.93 11.85
3D-MICE-DOSE 2.86 −0.36 ± 2.07 0.92 13.29 2.84 −0.41 ± 2.15 0.93 13.44 2.68 −0.46 ± 2.09 0.95 13.45 2.91 −0.32 ± 2.05 0.95 13.71 3.16 −0.41 ± 2.13 0.95 14.20
4D-MICE-2GP 2.19 −0.52 ± 0.78 0.93 8.51 2.19 −0.57 ± 0.92 0.96 8.89 2.04 −0.56 ± 0.82 0.98 8.75 2.31 −0.50 ± 0.73 0.94 10.59 2.56 −0.56 ± 0.90 0.95 11.93
4D-MICE-PREC 2.26 −0.65 ± 0.91 0.91 7.87 2.25 −0.69 ± 1.04 0.92 8.18 2.12 −0.71 ± 0.97 0.94 8.15 2.40 −0.63 ± 0.85 0.92 9.70 2.65 −0.69 ± 1.02 0.90 10.92D

ro
po
ut

50

4D-MICE-PROD 2.25 −0.74 ± 0.96 0.92 8.28 2.26 −0.77 ± 1.10 0.93 8.62 2.18 −0.81 ± 1.05 0.95 8.57 2.41 −0.72 ± 0.91 0.93 10.18 2.69 −0.79 ± 1.07 0.92 11.49

Table 5: Imputation performance on Real Small for three representative dropout visits — dropout week 12 (early), dropout week
24 (middle), and dropout week 32 (late) — aggregated across missingness proportions (10%–40%). Abbreviations: B ± 𝜎B = mean ±
standard deviation of bias across arms, Cov. = empirical 95% coverage, IW = prediction interval width. The lowest RMSE per
dropout and scenario is highlighted in bold.

MCAR MAR-BMI (𝛽 = 1) MAR-BMI (𝛽 = 2) MAR-DOSE (𝛽 = 1) MAR-DOSE (𝛽 = 2)

Method RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW

3D-MICE 7.84 4.57 ± 4.01 0.84 23.44 9.28 4.84 ± 4.98 0.85 24.80 8.62 5.14 ± 3.89 0.88 25.59 8.45 6.18 ± 1.94 0.93 27.32 8.86 4.96 ± 3.23 0.90 28.92
3D-MICE-DOSE 8.42 4.26 ± 5.41 0.84 23.76 9.83 4.33 ± 6.64 0.83 24.99 9.29 4.82 ± 5.42 0.84 25.25 8.85 6.58 ± 2.19 0.92 26.94 9.57 5.58 ± 3.47 0.87 28.52
4D-MICE-2GP 9.07 6.16 ± 4.60 0.81 21.89 10.42 6.28 ± 5.68 0.82 23.46 9.84 6.70 ± 4.68 0.86 24.38 10.07 8.03 ± 2.61 0.88 25.91 10.81 7.32 ± 3.86 0.86 27.61
4D-MICE-PREC 8.61 5.60 ± 4.35 0.81 21.15 9.97 5.70 ± 5.40 0.82 22.31 9.35 6.12 ± 4.34 0.87 22.85 9.46 7.39 ± 2.33 0.91 24.63 10.15 6.51 ± 3.60 0.86 26.41D

ro
po
ut

12

4D-MICE-PROD 7.74 4.24 ± 4.13 0.85 23.88 9.01 4.35 ± 5.06 0.83 25.14 8.60 4.89 ± 3.92 0.89 26.09 8.18 5.89 ± 1.91 0.95 28.02 8.63 4.71 ± 3.20 0.91 29.51
3D-MICE 5.30 1.26 ± 2.23 0.92 22.47 4.35 1.19 ± 1.95 0.94 23.56 6.54 1.65 ± 2.02 0.94 22.95 4.99 0.63 ± 1.74 0.92 23.85 4.64 1.55 ± 1.24 0.99 25.64
3D-MICE-DOSE 6.09 1.56 ± 3.52 0.92 26.36 5.45 0.94 ± 3.20 0.97 26.62 7.23 1.64 ± 3.49 0.95 26.66 5.94 0.62 ± 3.68 0.90 27.88 5.31 2.24 ± 1.47 0.98 29.83
4D-MICE-2GP 5.20 1.95 ± 2.27 0.92 24.26 4.20 1.88 ± 1.66 0.95 25.27 6.22 2.38 ± 2.15 0.97 25.18 4.88 1.33 ± 2.07 0.92 26.97 4.55 2.30 ± 1.21 1.00 29.16
4D-MICE-PREC 5.19 1.64 ± 2.23 0.92 20.49 4.14 1.49 ± 1.64 0.92 21.67 6.38 2.04 ± 2.13 0.92 21.01 4.89 1.01 ± 1.89 0.92 21.79 4.53 1.96 ± 1.22 0.98 23.85D

ro
po
ut

24

4D-MICE-PROD 5.03 0.96 ± 2.28 0.92 22.88 4.14 0.65 ± 1.64 0.93 23.69 6.28 1.40 ± 2.12 0.96 23.27 5.06 0.12 ± 2.08 0.92 24.23 4.72 1.26 ± 1.49 0.96 26.08
3D-MICE 3.29 −0.17 ± 1.11 0.96 18.43 4.54 0.41 ± 1.85 0.97 18.69 3.86 −0.11 ± 1.16 0.95 18.82 3.56 0.06 ± 1.61 0.98 20.47 3.37 −0.46 ± 2.25 0.98 19.70
3D-MICE-DOSE 3.98 −0.60 ± 1.83 0.99 22.57 5.32 0.47 ± 3.00 0.96 22.86 5.53 −0.13 ± 2.90 0.94 22.63 4.53 0.28 ± 2.27 0.99 25.04 4.11 −0.63 ± 3.80 0.99 25.05
4D-MICE-2GP 2.85 0.20 ± 0.92 0.99 18.97 3.95 0.59 ± 1.71 0.97 19.70 3.40 0.20 ± 1.16 0.96 19.43 3.23 0.48 ± 1.66 0.99 21.69 2.94 −0.16 ± 2.15 1.00 21.17
4D-MICE-PREC 3.02 0.03 ± 0.99 0.94 17.37 4.23 0.55 ± 1.81 0.96 17.56 3.58 0.08 ± 1.17 0.95 17.69 3.41 0.31 ± 1.63 0.98 19.16 3.17 −0.31 ± 2.25 0.97 18.43D

ro
po
ut

32

4D-MICE-PROD 3.35 −0.16 ± 1.15 0.94 18.67 4.47 0.38 ± 1.98 0.98 18.64 3.73 −0.28 ± 1.24 0.95 18.38 3.60 0.03 ± 1.61 0.98 20.62 3.44 −0.67 ± 2.70 0.97 20.11
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Table 6: Imputation performance on Real Large for three representative dropout visits — dropout week 12 (early), dropout week
36 (middle), and dropout week 60 (late) — aggregated across missingness proportions (10%–40%). Abbreviations: B ± 𝜎B = mean ±
standard deviation of bias across arms, Cov. = empirical 95% coverage, IW = prediction interval width. The lowest RMSE per
dropout and scenario is highlighted in bold.

MCAR MAR-BMI (𝛽 = 1) MAR-BMI (𝛽 = 2) MAR-DOSE (𝛽 = 1) MAR-DOSE (𝛽 = 2)

Method RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW RMSE B ± 𝜎B Cov. IW

3D-MICE 7.31 3.45 ± 1.79 0.76 15.22 7.83 4.12 ± 1.75 0.77 15.92 7.87 3.66 ± 2.03 0.73 16.14 8.28 2.88 ± 3.50 0.74 16.06 8.13 3.98 ± 1.42 0.78 16.23
3D-MICE-DOSE 7.49 3.02 ± 2.81 0.79 16.49 8.01 3.56 ± 2.95 0.79 17.17 8.17 2.88 ± 3.52 0.78 18.20 8.44 2.13 ± 4.94 0.72 15.83 8.19 3.95 ± 1.60 0.76 15.36
4D-MICE-2GP 7.56 3.90 ± 2.19 0.70 13.67 8.10 4.57 ± 2.17 0.69 14.33 8.15 4.12 ± 2.45 0.69 14.62 8.53 3.24 ± 3.87 0.67 14.12 8.46 4.56 ± 1.60 0.72 14.11
4D-MICE-PREC 7.47 3.73 ± 2.07 0.71 13.21 7.99 4.40 ± 2.03 0.70 13.63 8.04 3.95 ± 2.28 0.69 14.03 8.43 3.10 ± 3.73 0.67 13.39 8.30 4.31 ± 1.56 0.69 13.48D

ro
po
ut

12

4D-MICE-PROD 7.31 3.26 ± 1.77 0.76 15.25 7.80 3.82 ± 1.78 0.76 15.91 7.82 3.35 ± 2.05 0.74 16.29 8.29 2.52 ± 3.81 0.74 16.16 8.10 3.77 ± 1.39 0.78 16.28
3D-MICE 5.11 0.81 ± 0.57 0.92 19.14 6.03 1.25 ± 1.02 0.93 20.76 6.07 1.03 ± 1.33 0.92 22.07 5.85 0.67 ± 1.05 0.95 21.50 6.01 −0.66 ± 2.57 0.94 21.69
3D-MICE-DOSE 5.67 0.70 ± 1.24 0.92 19.47 6.56 1.05 ± 2.10 0.92 20.91 6.94 1.10 ± 2.15 0.89 21.53 6.30 0.59 ± 1.65 0.92 20.29 6.32 −1.71 ± 4.99 0.92 20.09
4D-MICE-2GP 4.88 0.88 ± 0.66 0.92 18.78 5.68 1.36 ± 1.14 0.92 20.29 5.79 1.12 ± 1.41 0.91 21.76 5.55 0.80 ± 1.15 0.94 21.18 5.65 −0.50 ± 2.69 0.95 21.33
4D-MICE-PREC 4.98 0.90 ± 0.63 0.90 16.55 5.85 1.37 ± 1.13 0.90 18.00 5.99 1.18 ± 1.45 0.88 18.90 5.75 0.80 ± 1.17 0.90 17.89 5.82 −0.52 ± 2.68 0.91 17.98D

ro
po
ut

36

4D-MICE-PROD 5.16 0.40 ± 0.67 0.93 19.66 6.15 0.79 ± 1.29 0.91 21.31 6.29 0.63 ± 1.57 0.91 22.64 6.02 0.22 ± 1.23 0.93 21.92 6.12 −1.65 ± 3.70 0.93 22.10
3D-MICE 3.73 −0.36 ± 0.37 0.94 16.90 4.54 −0.20 ± 0.95 0.94 17.83 4.54 −0.09 ± 0.62 0.96 19.22 3.93 −0.50 ± 0.46 0.97 18.01 4.00 −0.50 ± 0.30 0.98 18.38
3D-MICE-DOSE 5.06 −0.62 ± 0.60 0.91 17.73 5.90 −0.44 ± 1.20 0.89 18.50 5.77 −0.11 ± 1.12 0.91 19.71 4.46 −0.56 ± 0.46 0.94 17.69 4.45 −0.53 ± 0.64 0.95 18.24
4D-MICE-2GP 3.37 −0.21 ± 0.29 0.93 15.81 4.20 −0.17 ± 0.96 0.93 16.87 4.11 −0.03 ± 0.67 0.94 18.11 3.39 −0.35 ± 0.36 0.96 16.62 3.39 −0.35 ± 0.39 0.98 17.08
4D-MICE-PREC 3.55 −0.25 ± 0.32 0.91 15.01 4.34 −0.16 ± 0.98 0.89 15.90 4.31 −0.02 ± 0.69 0.90 17.07 3.61 −0.39 ± 0.40 0.93 15.59 3.67 −0.38 ± 0.36 0.93 15.87D

ro
po
ut

60

4D-MICE-PROD 3.90 −0.74 ± 0.33 0.93 16.65 4.74 −0.60 ± 0.94 0.92 17.54 4.71 −0.40 ± 0.70 0.94 18.84 4.29 −0.87 ± 0.46 0.96 17.83 4.33 −0.94 ± 0.37 0.97 18.01

7.2 Performance over dropout time
Figure 3 shows how RMSE, B, coverage, and interval width change
for each method within each dataset. In the real datasets, RMSE de-
creases with later dropout timing, suggesting that more pre-dropout
observations lead to more accurate predictions. A similar trend is
observed in the synthetic datasets, though only up to approximately
dropout week 10. Beyond this point, RMSE stabilizes or, especially
in Synthetic Large, exhibits a non-monotonic pattern: increasing
before decreasing again. B changes direction with dropout tim-
ing, transitioning from strongly positive at early dropout visits
to predominantly negative at later ones. At early dropout, only
a small portion of each participant’s weight trajectory has been
observed, and the methods have not yet captured the individual
weight-loss pattern, leading to projections too close to baseline
and a strongly positive B. At late dropout, when most of the trajec-
tory is established, the residual extrapolation is short but tends to
slightly overshoot the ongoing weight loss, resulting in a predomi-
nantly negative B. This pattern is consistent across most datasets
and methods. This sign reversal in B may partly explain the non-
monotonic pattern observed in RMSE for synthetic datasets: when
B transitions from strongly positive to negative, it passes through
a region of near-zero B, corresponding to the local minimum in
RMSE around dropout week 10, before residual negative B causes
error to rise again. The RMSE curve therefore broadly tracks the
magnitude of the B. This non-monotonic pattern in RMSE is ab-
sent in the real datasets, possibly because the observed dropout
range is insufficient to fully capture the effect of the B sign reversal
on prediction error, or because structural differences between real
and synthetic data, such as differences in treatment arms, noise
levels or the underlying data-generating process, prevent it from
manifesting in RMSE despite the sign reversal being visible in the
B.

Similar to RMSE, coverage also generally improves with later
dropout, especially from early visits, where coverage rates fall well
below the nominal level of 0.95. However, in the synthetic datasets,
from dropout weeks 10 to 45, coverage tends to be higher than the

nominal level, approaching 1, indicating that the prediction inter-
vals are overly wide in this range. At later dropout weeks close to
EoS in synthetic datasets, coverage tends to approach the nominal
level more closely, while interval width narrows. In Synthetic Large,
however, the intervals may become too narrow, as coverage falls
below 0.95 again. Across both early and late dropout in Synthetic
Large, the 3D-MICE-DOSE is a notable exception, keeping wider
intervals and coverage closer to the nominal 0.95 than the other
methods. The coverage for 3D-MICE-DOSE is also closer to the
nominal value at early dropout in Synthetic Small, however, not in
the late dropout. In all datasets, interval width tends to be stable
or increase at the earliest dropout visits before decreasing as the
dropout visit moves later. 4D-MICE-PREC consistently produces
the narrowest prediction intervals across all datasets, dropout visits,
and scenarios. This likely reflects the precision-weighting mech-
anism, which concentrates the combined GP estimate around a
tighter distribution when the two components agree, resulting in
systematically narrower intervals. In synthetic datasets, interval
widths at early dropout can bemore than twice those at late dropout.
The shrinkage is smaller in Real Small and a specific inverted U-
shape pattern can be seen in the Real Large dataset, where interval
widths are comparatively narrow at both the earliest and latest
dropout visits, peaking in the middle.

Calibration issues appear to follow a temporal pattern: poor
coverage and insufficient interval width dominate at early dropout
visits. The risk of undercoverage re-emerges at later dropout visits,
particularly in Synthetic Large, where all five methods score under
0.95, with 4D-MICE-PREC having the lowest coverage of around
0.90. The large positive B at early dropout and the negative B at
late dropout offer an explanation for the poor coverage: intervals
centered far from the true value fail to cover it. An additional
explanation is that the interval width is insufficient- widths do not
expand enough at early dropout to compensate for the B, and in
the Real Large dataset, they are in fact narrow at the earliest visits,
further worsening coverage there.
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Figure 3: Performance of the investigated methods across dropout visits in all four datasets.
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7.3 Relative comparison to baseline
Figure 4 illustrates the relative RMSE difference of each method
compared to the baseline 3D-MICE for the four datasets, such that
negative values indicate improvement and positive values indicate
worse performance. There is an indication that 4D-MICE-PREC and
4D-MICE-2GP may perform better than 3D-MICE when dropout
occurs at middle or later visits, though no single method performs
best across all dropout times and the original 3D-MICE remains a
solid baseline.

On the real datasets, both methods produce RMSE reductions of
roughly 8–15% below baseline at moderate to late dropout weeks,
with 4D-MICE-2GP showing the larger and more consistent gains
— reaching approximately −15% in Real Large at the latest dropout
weeks (Figure 4d). On the synthetic datasets, this improvement
emerges from around dropout week 10 onwards after an initial
period of elevated RMSE in the earliest dropout weeks. In Synthetic
Large, 4D-MICE-2GP peaks at approximately 47% above baseline at
early dropout weeks before converging to around −20% by week
15, after which it gradually drifts back towards baseline, settling
at approximately −5% to −8% at the latest dropout weeks (Figure
4b). A qualitatively similar but somewhat noisier pattern is ob-
served in Synthetic Small (Figure 4a), where 4D-MICE-2GP peaks
at approximately 43% above baseline at early dropout weeks before
gradually declining, with both 4D-MICE-2GP and 4D-MICE-PREC
converging towards the baseline at the latest dropout weeks. 4D-
MICE-PREC follows the same directional pattern as 4D-MICE-2GP
but with smaller gains, consistently falling between the baseline
and 4D-MICE-2GP at later dropout weeks across all four datasets.

4D-MICE-PROD performs similarly to baseline, indicating no
meaningful gain despite its complexity. Its trajectory remains close
to the zero line throughout, never deviating by more than 8% in
either direction, though with a slight tendency to fall above it,
suggesting a marginal and consistent underperformance relative to
3D-MICE.

3D-MICE-DOSE does not show clear advantages over the time-
indexed variant. On the real datasets, 3D-MICE-DOSE deteriorates
progressively relative to baseline: its RMSE moves steadily further
above baseline from mid-dropout onwards, reaching roughly 30%
above baseline at the latest dropout weeks in Real Small (Figure
4c) and over 30% above baseline in Real Large (Figure 4d). On the
synthetic datasets, the picture is more mixed: RMSE is above the
baseline at very early dropout weeks, remains close to or slightly
below baseline in the middle range, but rises again substantially at
late dropout weeks, reaching 25% to 35% above baseline (Figures 4a
and 4b). As Appendix Dindicates, this deterioration is concentrated
in the placebo arm, where 3D-MICE-DOSE shows markedly higher
RMSE and bias than the other methods, which remain near zero.
As explained in Section 5.1, since placebo subjects receive no active
drug, their cumulative dose remains zero throughout the study, and
imputation relies solely on MICE, breaking the consistency of the
3D-MICE framework across treatment arms.

8 Discussion
Taken together, our results suggest that incorporating a cumulative-
dose trajectory provides limited additional benefit for imputation

in this setting. Although 4D-MICE-2GP and 4D-MICE-PREC out-
performed the baseline in some configurations, we find no clear
evidence that these gains reflect genuine information carried by
the nonlinear dose trajectory. An alternative explanation is that
both methods structurally upweight the GP component relative to
MICE: 4D-MICE-2GP does so by contributing two GP draws to the
pool, while 4D-MICE-PREC does so because precision-combining
the inherently dependent time- and dose-indexed GPs deflates the
combined variance and thereby inflates the GP’s share under the
variance-weighted rule. Because this upweighting is indiscriminate,
it amplifies the GP prediction regardless of whether that predic-
tion is accurate—improving imputations when the trajectory is
informative, but degrading them when the cross-sectional struc-
ture captured by MICE is the more reliable signal. Alongside this
structural upweighting, both methods also operate under the in-
correct assumption that the time- and dose-indexed processes are
independent. 4D-MICE-PROD, which we regard as the most the-
oretically grounded of the four methods, models time and dose
jointly through a product kernel and therefore neither relies on
the independence assumption nor structurally upweights the GP;
its GP weight is governed by the same rule as 3D-MICE. It did
not improve on the baseline, and its close similarity to 3D-MICE
across settings provides convergent evidence against the necessity
of nonlinear dose-trajectory incorporation here. Read alongside
the preceding interpretation, this suggests that the apparent advan-
tages of 4D-MICE-2GP and 4D-MICE-PREC are largely artifacts of
GP upweighting rather than of dose information per se, and that the
longitudinal time structure remains the primary driver of GP-based
imputation quality in this setting. This interpretation is further
supported by the dependence of performance on dropout timing.
At early dropout, where the observed assessments A(obs) and the
realized trajectory D(perf ) are shortest, and the GP is fit on the least
data, 3D-MICE and 4D-MICE-PROD often perform best, possibly
because the methods that enlarge the GP’s share of the pool amplify
its uncertainty rather than its signal. Early-dropout degradation
likely reflects the long extrapolation horizon and, with only two
or three observed points per subject, the GP hyperparameters are
weakly identified, so both the GP posterior mean and the pooling
weight through Equation 5 become unstable.

The consistent underperformance of 3D-MICE-DOSE arises from
a different mechanism. Because dose is its sole GP index, placebo
subjects, whose cumulative dose is zero throughout, retain no usable
GP and fall back to MICE-only imputation, unlike the 4D methods,
which keep a time-indexed GP for these subjects. 3D-MICE-DOSE
therefore loses the longitudinal component for an entire arm, break-
ing the cross-arm consistency of the framework. This shows up
as the elevated placebo-arm error in Appendix D and accounts for
much of its growing gap to baseline.

Beyond point estimate accuracy, the interval width patterns offer
a complementary perspective on dropout timing. The inverted U-
shape in Real Large and the general tendency for widths to decrease
as dropout moves later suggest a possible explanation: at very early
dropout, the model has little individual-level information and may
revert toward prior-like behavior, producing narrow intervals. As
more trajectory is observed but the remaining extrapolation is still
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(a) Synthetic Small (b) Synthetic Large

(c) Real Small (d) Real Large

Figure 4: Relative RMSE difference (%) of each method compared to the 3D-MICE baseline across all four datasets. A value of
zero indicates parity with the baseline, negative values indicate lower RMSE (better performance), and positive values indicate
higher RMSE (worse performance) than 3D-MICE.

long, uncertainty peaks. At late dropout, the short residual extrap-
olation naturally constrains interval width. The greater shrinkage
in synthetic datasets possibly reflects their greater number of mea-
surements, as prediction uncertainty decreases more substantially
when more observations are available.

Limitations. The implications from our results are specific to
our chosen dose encoding and combination strategies. Alternative
ways of encoding exposure, or different rules for combining tra-
jectory and cross-sectional draws, may yet yield improvements.
Furthermore, the applicability of these insights is constrained by
the specific datasets and simulated dropout conditions. The patterns
of performance documented across the imputation methods remain
bounded by the uniform temporal points and specific missingness
scenarios. All methods assume that data is MCAR or MAR, and the
scenarios we tested fall within this assumption. In dose-escalation
trials, however, dropout can be driven by unobserved factors such
as tolerability, rendering the missingness mechanism missing not
at random (MNAR). None of the investigated methods is equipped
to handle MNAR missingness, and we perform no sensitivity anal-
ysis to assess robustness to departures from MAR. Our conclusions
should therefore be read as conditional on the MAR assumption.

The ground truth population in all four datasets consists ex-
clusively of completers, meaning participants with a full visit se-
quence. Missingness is then artificially induced on these subjects.

This means the methods are never evaluated on the real partici-
pants who are genuinely hardest to impute: those who dropped out
early, had irregular visit patterns, or had trajectories that stopped
short of EoS. Because the real dropout participants are excluded
by construction, our performance estimates are likely optimistic
relative to real-world deployment, where the missingness the meth-
ods must address arises precisely in the populations our evaluation
omits.

A further limitation concerns our evaluation target explained in
Section 6.4. Because the underlying A(miss)

𝑣 is not observable, we
evaluate against the realized measurements A(mask)

𝑣 , which differ
from the hypothetical target by measurement noise and, for par-
ticipants whose realized dose deviated from the planned schedule
after the simulated dropout visit, by the resulting outcome differ-
ence. This latter difference may be systematic, so the scored target
reflects the outcome under realized rather than planned exposure.
We have no direct estimate of how often or how far dose deviated,
so we cannot quantify how far the scored target departs from the
hypothetical scenario our methods aim to recover.

Cumulative dose is itself only partially observed, and our recon-
struction of it on the real data was not validated. An error in this
covariate would attenuate any genuine dose signal, so we cannot
fully separate the possibility that the dose trajectory carries little in-
formation from the possibility that the dose trajectory we supplied
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was too noisy to exploit. Furthermore, indexing the GP on cumula-
tive dose is only meaningful for the active arm. Placebo subjects
receive no active drug, so their cumulative dose is zero throughout,
and a dose-indexed GP is uninformative. The dose component con-
tributes nothing for these subjects and falls back to time-only or
MICE-only imputation. Any benefit from dose-trajectory modeling
is thus structurally confined only to a subset of the study popula-
tion. Moreover, the experiment uses a fixed seed per dropout visit,
and variability across seeds was not quantified. Our findings are
further restricted to body weight as the outcome of interest. The
extent to which dose-trajectory encoding benefits other clinical
endpoints has not been examined.

9 Conclusion
In this project, we examined how a cumulative dose matrix, D,
should be incorporated alongside the observedmeasurements,A(obs) ,
and static covariates, C, to infer unobserved outcomes at the final
visit, A(miss)

𝑣 , under a monotone missing pattern and a hypothet-
ical strategy of continued planned dose escalation after dropout.
Specifically, we developed and compared four distinct extensions
to 3D-MICE: 3D-MICE-DOSE, 4D-MICE-2GP, 4D-MICE-PREC, and
4D-MICE-PROD.We evaluated these approaches across various sim-
ulated dropout scenarios, where dropout was induced artificially,
using four datasets containing only participants with observed EoS
outcomes to provide a value for evaluation.

No single integration of D emerged as uniformly superior to the
baseline, where D is only used cross-sectionally, but some meth-
ods improved imputation substantially in particular dropout tim-
ings. 4D-MICE-2GP achieved the largest reductions in RMSE over
baseline, approximately 20% on synthetic data under intermediate
dropout and approximately 10% on real data under late dropout,
indicating that incorporating D longitudinally, through a dose-
indexed GP combined under either variance pooling or precision
weighting, improves inference of A(miss)

𝑣 in these settings. These
gains, however, may reflect GP upweighting rather than the dose
trajectory itself. 4D-MICE-PREC follows the same directional pat-
tern but with smaller gains, consistent with its more moderate GP
upweighting relative to 4D-MICE-2GP. 4D-MICE-PROD remained
close to baseline across all settings, further indicating that nonlin-
ear dose-trajectory incorporation does not offer clear benefit in our
setting. 3D-MICE-DOSE consistently underperformed relative to
baseline, a pattern driven primarily by its MICE-only fallback for
placebo subjects, which breaks consistency across treatment arms.
Across all methods, performance degraded at early dropout, where
few observed outcomes leave little to anchor imputation on. These
patterns were consistent across the tested dropout proportions of
10–40%, with no systematic shift in method rankings.

Beyond point estimation, we find that 95% prediction interval
coverage is not uniformly calibrated: empirical coverage falls below
the nominal level particularly under early dropout for all meth-
ods, with the sole exception of 3D-MICE-DOSE on the synthetic
datasets. This suggests that imputation-based uncertainty quantifi-
cation should not be treated as reliable by default, and that coverage
diagnostics ought to be a standard part of any imputation analysis
whose inferential goals extend beyond point estimation.

10 Future Work
The mixed performance observed does not rule out the value of
dose information, but suggests that the GP-based extensions consid-
ered in this study may not be the most effective way to incorporate
it into imputation. Consequently, future work should consider both
alternative representations of D and alternative strategies for how
dose-related information enters the imputation procedure, for ex-
ample through flexible sequence-modeling approaches capable of
capturing nonlinear interactions between dose history and observed
outcomes.

When imputing under a monotone missing pattern, the present
results also suggest that 3D-MICE could be adjusted by allowing the
GP’s weight to depend on the extrapolation horizon to EoS. Specifi-
cally, the GP could be down-weighted when dropout occurs earlier
and the extrapolation horizon is longer, so that the longitudinal
component is trusted most where it is best supported by observed
data. Such a dropout-aware weighting could be implemented as a
modification of the 3D-MICE pooling rule and evaluated against the
fixed rule across the same range of dropout times, testing whether
it recovers the GP’s benefit where trajectories are informative while
limiting its harm where they are not.

A further direction is to extend the evaluation beyond completers
to participants who dropped out. Although these participants lack
a ground-truth EoS observation, imputation accuracy could still
be assessed by masking and re-imputing a subset of the points
observed before dropout, providing held-out ground truth without
requiring a complete visit sequence. Such an evaluation would test
whether the performance observed on completers generalizes to
the sparser, more irregular trajectories of the dropout population,
on which the methods are ultimately intended to be used.

Use of Artificial Intelligence
The use of generative AI in this work complies with the guidelines
set by Aalborg University. AI tools were employed in a supporting
capacity, including code refinement, exploration of alternative for-
mulations, and assistance with content presentation such as tables.
All AI-assisted contributions were critically reviewed and adapted
before inclusion in the final work.
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A Appendix: Visit number to week mapping:
Real Datasets

Table 7 and Table 8 show the correspondence between visit number
and study week for Real Small and Real Large, respectively. While
Real Small follows a uniform 4-week interval across all 10 visits,
Real Large consists of 12 visits spanning 68 weeks, with 4-week
intervals in the early phase transitioning to longer 8-week intervals
from visit 6 onward.

Table 7: Study visit schedule showing the timing of each visit
relative to baseline (Week 0) through End-of-Study (Week
36) for Real Small

Visit number Week

1 0
2 4
3 8
4 12
5 16
6 20
7 24
8 28
9 32
10 36

Table 8: Study visit schedule showing the timing of each visit
relative to baseline (Week 0) through End-of-Study (Week
68) for Real Large

Visit number Week

1 0
2 4
3 8
4 12
5 16
6 20
7 28
8 36
9 44
10 52
11 60
12 68
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B Appendix: Descriptive statistics of original
datasets before filtering to Real Small and
Real Large

Table 9 presents the descriptive statistics for each original real
dataset prior to the exclusion of screening and monitor visits, as
well as the removal of participants with missing data to account for
dropout.

Table 9: Descriptive Statistics of original datasets. Abbrevi-
ations: WGTBL = baseline weight, WGTEoS = End-of-Study
weight, BMIBL = baseline BMI, HGTBL= baseline height,
CHG=Change from baseline

Dataset Real Small Original Real Large Original

Participants 353 1209
Part. missing visits 105 190
Visits 12 14
Duration (weeks) 42 76
Treat. groups 8 3
WGTBL mean; sd 110.1; 25.1 99.8; 21.5
WGTBL min; max 62.5; 207.5 54.4; 199.2
WGTEoS mean; sd 96.4; 25.9 92.5; 21.0
WGTEoS min; max 54.5, 190.4 46.1; 188.9
BMIBL mean; sd 38.6; 7.6 35.7; 6.3
BMIBL min; max 27.3; 68.2 26.5; 66.2
HGTBL mean; sd 1.7; 0.1 1.7; 0.1
HGTBL min; max 1.4; 2.0 1.3; 2.0
CHG mean; sd -7.2; 7.7 -4.8; 5.8
CHG min; max -45.8; 18.7 -48.5; 22.3
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C Appendix: Performance across missingness proportions
Figure 5 displays RMSE and B across the four missingness proportions (10%–40%) for all five methods and all four datasets. The distributions
remain largely stable across proportions, with no systematic shift in method rankings or error magnitude, supporting the aggregation of
results across missingness proportions in the main analysis.

Figure 5: RMSE and mean bias across missingness proportions (10%–40%) for all five methods and all four datasets.
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D Appendix: RMSE and bias for each treatment arm in synthetic datasets
Figure 6 shows treatment-arm-specific results for each method across both synthetic datasets. It can be seen that 3D-MICE, 4D-MICE-2GP,
4D-MICE-PREC, and 4D-MICE-PROD achieve near-zero RMSE and bias on the placebo group, while 3D-MICE-DOSE shows notably higher
RMSE and bias, exceeding 4 in Synthetic Small.

Figure 6: Bias and RMSE for each treatment arm by imputation method
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