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1. Introduction

Particle accelerators and particle colliders have, through the years, been a key part
in demonstrating the Standard Model[1]. It explains three of the four fundamental
forces: The strong, the weak and the electromagnetic. In 2012, the Higgs boson was
discovered in the ATLAS and CMS detectors at CERN. This particle is quite rare,
and there are still questions to be answered. Many of these particles have low prob-
abilities of showing up from one of the collisions, so more collisions would anyhow
increase the odds of new discoveries. Introducing the High Luminosity Era.

1.1 High Luminosity Era

The biggest particle accelerator in the world has begun its upgrade to the high-luminosity
era, giving it the new name: High Luminosity - Large Hadron Collider (HL-LHC).
The aim is to increase the number of collisions at the detectors, going from 40 to 140
interactions per bunch crossing [2]. The aim is to increase the integrated luminos-
ity by a factor of 10, which would go beyond the LHC initial design[3]. When talk-
ing about luminosity, it simply means the number of potential collisions per surface
unit (or cross section) over a given period of time[2]. This increase would mean a
more focused and intense beam. A bunch of requirements come downstream from
this, including the need for more powerful and precise focusing electromagnets. The
RF systems are also planned for an upgrade, with the installation of "crab" cavities
which aim to kick the bunches of particles transversely as they approach the colli-
sion point[4]. It also requires reinforced machine protection, new crystal collima-
tors to improve the cleaning ef�ciency of the insertions for ion beam operation and
improved superconducting links[2]. These are just some of the big tasks ahead to
achieve this increase in luminosity.

1.2 RF accelerating systems

As a result of this development, in preparation for the high luminosity era, there
are a lot of tests queuing up on the RF accelerating systems. There is therefore an
increasing need to qualify the complete low-level RF systems prior to their deploy-
ment in the machines, which is where this project comes into play. The idea is to
develop electronic hardware and Field Programmable Gate Array (FPGA) �rmware
capable of receiving an analogue RF input, simulating the accelerating system and
beam behaviour and returning the signals for the control loops. It would include
modelling and simulating the RF ampli�ers, RF cavities, beam dynamics and pick-
ups, with sub-microsecond latency.

In the technical analysis, there will be a more detailed look at how the accelerator
systems at CERN are put together, focusing on each major component as well as
looking at how the control loops are de�ned.

1



2. Technical Analysis

The direction of LHC moving forward has now been established, and there will
now be a dive into the speci�c components in the accelerator chain. Signal process-
ing components needed to handle the LLRF signals in a digital domain will also
be explained. The control loops that run the accelerating system will be explained,
including the beam-based loops as well as the cavity control loops. Lastly, there
will be a derivation of the electrical model of a superconducting cavity that will be
needed for simulating the cavity later in the project.

2.1 Accelerator systems overview

For two particles to collide in one of the four detectors at the Large Hadron Collider
(LHC), ATLAS, ALICE, CMS or LHCb, they need to go through a few steps before
reaching the desired speed and con�guration. A path will be described, but note
that many different paths exist to allow for different types of particles with differ-
ent energy levels and types of collisions. First, an overview of the CERN accelerator
compleks can be seen in 2.1:

Figure 2.1: Overview of the CERN accelerator complex[5].

For this particular path, there will be a focus on the Compact Muon Solenoid (CMS),
one of the four large detector experiments at the LHC. In the CMS detector, two
bunches of protons collide at the interaction point. The detector is a cylindrical in-
strument containing layers of sensors and magnets designed to measure the prop-
erties of particles produced in the collision (momentum, energy, charge). Unlike
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2.1. Accelerator systems overview 3

single-arm detectors, CMS has symmetric detector coverage on both sides of the
interaction point, allowing it to capture the full event topology. Prior to a collision,
several preparatory steps are required.

A beam of protons is accelerated initially in the Linear Accelerator (LINAC4), see
Figure 2.1. Then the beam passes through to the Proton Synchrotron Booster (PSB)
into four superimposed rings, each ramping up proton beams in parallel. When the
beams have reached the designed energy level, they can pass through to the Proton
Synchrotron (PS). In addition to particle acceleration, it concentrates the beam into
distinct bunches of particles, which is needed for the way collisions are conducted
at the LHC detectors. The last step, before the bunches are ready to enter the LHC,
is the Super Proton Synchrotron (SPS). It accelerates and stabilises the beam so the
bunches are contained in both the transverse and longitudinal planes to minimise
beam loss in the LHC. Finally, it enters the LHC, which is the last part of the acceler-
ation. Here, the particles reach energy levels of around 6.5 TeV[6].

Now that a path through the different accelerators has been presented, there will be
a dive into the different components that drive this acceleration and keep the beams
in the correct place. To stay relevant to the later parts of this report and the focus on
the high-luminosity era, the discussion focuses on key LHC components: supercon-
ducting electromagnets for beam steering, RF superconducting cavities for accelera-
tion, and associated control systems.

2.1.1 Electromagnets

The superconducting electromagnets are responsible for generating the appropri-
ate electromagnetic �elds to keep the beams con�ned within the rings. Without this
force, particles would follow a linear path and eventually strike the accelerator ring
walls. The most powerful superconducting dipole electromagnets in the LHC pro-
duce up to 8.3 Tesla magnetic �elds[6]. To see the scale of these components, see Fig-
ure 2.2.
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Figure 2.2: Picture of a technician doing maintenance on a superconducting electromagnet of the
LHC [7].

They are part of a lattice that consists of a series of electromagnets arranged in a re-
peating pattern to guide and focus the high-energy particles. There are 1232 main
dipoles in the LHC, each 15 m long and weighing 35 tons[6]. The dipoles provide
most of the beam bending, while the quadrupoles help keep the beam tight and con-
tained. There exist multi-pole magnets all the way to decapoles which correct for
small imperfections in the magnetic �eld at the extremities of the dipoles[6]. They
also use a quadrupole in what they call 'inner triplets', which tighten the beam,
making it 12.5 times narrower (from 0.2 millimetres down to 16 micrometres across)[6].
This happens right before insertion into the detectors.

The superconducting electromagnets cannot tolerate abrupt current changes[1]. To
manage this constraint, the superconducting electromagnets are controlled by pre-
programmed current ramps that span from when the beam is injected into the ac-
celerator to when it exits. These ramps are generated according to the beam con�g-
uration and can be precisely modelled to deliver reproducible and stable magnetic
�eld pro�les. The current ramp and subsequent magnetic B-�eld can be seen in Fig-
ure 2.3:
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Figure 2.3: Graph showing the pre-programmed current ramp for the dipole magnets for a beam
acceleration in the LHC. It also shows what that means in terms of B-�eld inside the magnet.

The B-�eld values are estimated using Equation 2.1:

B = k � I (2.1)

Where: k k=7.03e4 [T/A]
B Electromagneic B-�eld [T]
I Current [A]

Due to the large time constant to adjust the magnetic �eld, fast feedback on the
beam position is done with the RF accelerating system by adjusting the momentum
of the beam.

2.1.2 RF Cavities

The RF cavities provide acceleration to the particles passing through. They are metal-
lic chambers that sustain a high-frequency oscillating electromagnetic �eld. Since
the particles are charged, they experience a force when traversing the electric �eld,
which accelerates them if they are correctly phased with the RF [4]. In LHC, 16 of
these are put inside cryomodules, providing a maximum �eld of 16 MV seen by the
beam[4]. This is what allows the LHC to 14X the energy of the beams from injection
to collision[4]. During the current ramp of the magnets, the RF cavities continuously
compensate for synchrotron radiation losses and increase the beam energy. This ac-
celeration takes around 20 minutes after roughly 10 million round trips.

Before reaching the cavity, the RF signal is ampli�ed by a high-power ampli�er,
which in the LHC is called a klystron, which is a tube containing electron beams.
The electron beams are intensity-modulated to a frequency of 400 MHz. The revo-
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lution period of a bunch going around the LHC is about 90ms, giving a revolution
frequency ( f rev,LHC) of 11kHz. The LHC has a harmonic number of 35640. The revo-
lution frequency is multiplied by the harmonic number to obtain the RF frequency.
This calculation can be seen in Equation 2.2

fRF = f rev,LHC � hLHC = 11.245 � 10 3 � 35640 � 400.8 � 10 6 Hz (2.2)

Where: frev,LHC Revolution frequency of LHC [Hz]
hLHC Harmonic number of LHC [�]
fRF RF frequency [Hz]

Buckets

The RF frequency de�nes the fundamental structure for particle con�nement in the
cavity. A bucket spans one wavelength of the RF frequency ( f RF) and de�nes a stable
longitudinal phase-space region where particles can be captured. As shown in Fig-
ure 2.4, a bucket is located around the zero crossing of the sinusoidal RF waveform
inside the cavity. Bunches are groups of particles held in place within these buckets.

With a typical bunch spacing of 25ns from the SPS, the beam occupies only approx-
imately one tenth (10%) of available buckets[8]. Not all buckets can be �lled due to
operational constraints. In addition, the LHC requires abort gaps, which are essen-
tially empty buckets that allow kicker magnets time to rise to full �eld strength and
de�ect the beam into the dump system during a beam extraction. Due to this con-
straint, the maximum number of bunches is 2808, corresponding to a �lling fraction
of 2808/35640 = 7.9%[8].

The bunch positioning within the bucket is self-correcting. As seen in Figure 2.4,
particles within a bunch experience different accelerating forces depending on their
longitudinal position. Particles lagging behind encounter stronger acceleration than
those ahead, preserving the bunch's position at the bucket centre. Individual parti-
cles oscillate around this equilibrium position, with oscillation amplitude increasing
further from the centre.
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Figure 2.4: Illustration of the distinction between buckets and bunches[8].

2.1.3 Transition Crossing and RF Phase Dynamics

At relativistic energies, particles exhibit a peculiar behaviour related to their velocity
and the RF phase space. This behaviour arises from the relativistic relation between
momentum and velocity. As particles approach the speed of light, their velocity sat-
urates, and changes in momentum produce asymptotically smaller changes in veloc-
ity[1].

Below the transition energy (E t), the revolution time through the accelerator de-
creases as particles gain energy. Consequently, slower particles within a bunch arrive
later at the RF cavity and experience the accelerating phase, pulling them back into
synchronisation, which results in phase-focusing. Above the transition energy, the
opposite occurs: revolution time increases with energy, and slower particles arrive
earlier, experiencing deceleration instead. The RF phase-focusing mechanism inverts.

This inversion is handled by a 180° phase shift of the cavity driving RF signal. The
LHC operates above transition (protons at 6.5TeV are highly relativistic), meaning
the RF cavity must be tuned to provide focusing in this regime.

If the phase shift occurs at the wrong time or if the cavity tuning is misaligned, the
bunch loses focusing, and particles diverge in longitudinal phase space. Extended
exposure to defocusing conditions can lead to particle loss or emittance growth, de-
grading beam quality and potentially leading to a beam dump.

2.1.4 Beam Pickups and Feedback Sensors

There are three general types of pickups, which act as measurements for control
loops in the accelerators. Each addresses a different aspect of beam dynamics: trans-
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verse position, longitudinal phase, and cavity �eld.

Radial Pickups

The Beam Position Monitor (BPM) measures the beam's radial and vertical positions
in the accelerator ring. It consists of one or two pairs of symmetrically arranged
electrodes that couple to the electromagnetic �elds surrounding the beam, generat-
ing pulse-like output signals. Two electrode pairs allow simultaneous measurement
of both radial and vertical displacement, enabling independent control of transverse
beam position[9]. This feedback is needed for maintaining the beam within the tight
aperture constraints of the accelerator ring.

Phase Pickups

The Wall Current Monitor (WCM) is a sensor used to measures the phase of the cir-
culating beam. By comparing the beam phase to the RF reference signal, the phase
error is calculated:

DF B = F B � F RF (2.3)

Where: DF B Phase error [rad]
F B Phase of the beam waveform [rad]
F RF Phase of the RF waveform [rad]

This phase error quanti�es how much the bunch has drifted from its intended RF
bucket position. A non-zero phase error indicates longitudinal desynchronisation
between bunch and bucket, which must be corrected to maintain stable accelera-
tion[1]. This is also what has been explained in 2.1.2.

Cavity Pickups

The cavity contains an antenna embedded in its metallic wall, which couples to the
RF �eld inside the cavity. This pickup is used to measure both the amplitude and
phase of the cavity �eld.

All three pickup types operate non-invasively: they couple electromagnetically to
the beam or �elds without intercepting the beam path, resulting in negligible beam
absorption and energy loss[1]. These pickup signals are the inputs to closed-loop
feedback control systems to stabilise the beam and regulate the �eld in the cavities.
These control loops will now be explored, starting with the beam-based loops.

2.2 Beam-based Feedback Loops

There are mainly two categories of controllers in the LLRF section at CERN. There
are the cavity controllers and the beam controllers. This section will dive into some
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of the general loops in the beam controllers.

The pickups described above provide measurements, but the accelerator's stability
depends on closed-loop feedback systems that act on the cavity �eld in real time.
Feedback loops continuously compare measured beam parameters to desired set-
points, calculate errors, and drive the cavities. The general architecture of these loops
will be described, and then the speci�c feedback topologies used in the LHC will be
addressed.

General Loop Architecture

All beam control loops follow a common feedback architecture:
measurement ! comparison ! control action ! actuator response. As shown in
Figure 2.5, this architecture consists of four functional blocks:

1. Pickup (Sensor): Measures a beam parameter (position, phase, or �eld ampli-
tude)

2. Error Calculation: Compares the measured value to the desired reference,
computing the error signal (e.g., DF B in the phase loop, see Figure 2.5)

3. Controller: Processes the error signal using a control algorithm to generate a
signal for the actuator (cavity)

4. Actuator (Cavity): Applies the driving RF signal to modify beam or cavity pa-
rameters (e.g., cavity frequency tuning, RF phase adjustment)
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Figure 2.5: Basic structure of digital radial and phase loops for hadron/ion synchrotrons showing
three different pickups and their feedback pathways[1].

In Figure 2.5, two independent feedback loops are shown: the radial loop (control-
ling transverse beam position via BPM measurements) and the phase loop (control-
ling longitudinal beam dynamics via WCM phase measurements). Each loop imple-
ments the four functional blocks described above: pickup sensing, error calculation,
digital control, and actuator command. Several signal-processing components are
visible in the �gure, such as the frequency program, Numerically Controlled Oscil-
lator (NCO), and Digital Down Converter (DDC). These will be described in later
sections.

The LHC employs both radial and longitudinal feedback loops working concur-
rently. While the longitudinal loops in the LHC are handled by the LLRF control
systems, the radial loop is external and acts by modifying the frequency program
(this is explained in a later section and in Figure 2.8). Radial loops maintain trans-
verse beam position using BPM measurements. Longitudinal loops such as the phase
loop and the synchro-loop use phase error and cavity �eld feedback to the RF bucket
and bunch synchronised while keeping up with the programmed frequency curve.
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Phase Loop

The phase loop maintains longitudinal stability by locking the RF on the bunch and
providing damping. It essentially shifts the phase of the RF signal to minimise the
phase error. This alone does not have a reference RF signal that it follows, so the
phase loop in isolation would drift over time with no change in beam energy.

The phase loop measures the phase difference between the bunch and the RF sig-
nal (phase error, DF B from Equation 2.3). This error is input to a controller, which
adjusts the RF phase relative to the beam to maintain DF B � 0. The corrected RF
signal is generated by the NCO. This ensures that the bunch remains centred in the
bucket, maximising acceleration gain and stability.

The phase loop bandwidth is typically 1 kHz � 10 kHz, signi�cantly higher than the
radial and synchro-loops because phase dynamics are much faster[10]. The radial
loop and synchro loop are slow, as they have to make the beam move (and it moves
slowly). The phase loop only needs to make the RF �elds move relative to the beam,
not the beam itself, so it can be fast in comparison.

The phase error is averaged over the entire turn, meaning all bunches in the ring.
Excessive gain can cause instability (oscillations), while insuf�cient gain leads to
phase drift and potential beam loss[10]. The phase loop is shown in 2.6:
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Figure 2.6: Phase feedback loop showing phase error calculation, phase loop ampli�er and RF signal
power ampli�cation[10].

Here, it can be seen how the beam and cavity phases are measured in the pickups,
phase error is calculated, error is multiplied by the proportional gain, and lastly, it
is subtracted from the driving signal before amplifying the power of the RF signal
going into the cavity.

Synchro Loop

While the phase loop provides tight feedback at the RF frequency, the synchro loop
provides narrowband synchronisation to handle lower-frequency perturbations and
slow drifts in the beam. This is what ensures the cavities keep up with the accelera-
tion of the bunches over time. Adjusting the close-loop bandwidth of the phase loop
is done by adjusting the proportional gain (mostly). The closed-loop bandwidth is
equal to 1/(2 � p � t), t being the closed-loop time constant, which can be measured
using a step response as the time to reach 63% of the step. For the phase loop, you
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can have high gains, since the RF phase can be changed rapidly. It can have a band-
width of up to a few MHz depending on the machine. In contrast, the synchro loop
as well as the radial loop have to have much less gain to have a bandwidth of a few
tens of Hertz so that the beam can keep up. In Figure 2.7 the synchro-loop is shown:

Figure 2.7: Synchro loop feedback path for longitudinal synchronisation, showing low-frequency
phase error correction via frequency ramp adjustment[10]. It essentially locks the VCO to the fre-
quency program.

Here, the phase-loop is still present at the left side but now an external frequency
program acts as a reference. It also calculates the phase error, which gets multiplied
with the gain k sync before being subtracted from the driving RF signal.

The external frequency generator will be set to the injection frequency during �ll-
ing, then follow the frequency program during ramping/acceleration. Finally, it will
be locked to the frequency of the receiving machine in case of a transfer or just the
target frequency for collisions. In Figure 2.8, it is shown what such a frequency pro-
gram looks like from injection to collision in the LHC.
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Figure 2.8: Graph showing the frequency program of a beam acceleration in the LHC.

This longitudinal control loop actually affects the energy of the beam, and this is
needed for beam acceleration. The interplay between the phase loop (fast) and syn-
chro loop (slow) provides robust longitudinal stability under acceleration[11].
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Radial Loop

The radial loop maintains the transverse position of the beam within the accelerator
aperture. The radial loop functions as seen in Figure 2.9:

Figure 2.9: Radial feedback loop block diagram showing beam position measurement, error calcula-
tion, and signal generation and ampli�cation for the cavity[10].

A transverse pickup unit measures the beam's transverse position relative to the ref-
erence orbit, producing an error signal dR. This error is ampli�ed by the radial loop
ampli�er with gain k r . The ampli�ed signal is then subtracted from the driving RF
signal, and their combined signal drives the cavity.

The radial loop operates with a typical bandwidth of 10 Hz-100 Hz, suf�cient to cor-
rect slow drifts from thermal effects, power supply ripple, and gravitational sag. The
loop gain k r and tuning depend on the transverse pickup signal quality, the desired
bandwidth, and stability margins, which are all handled in the radial controller.
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2.2.1 Per-bunch vs. Bunch-average Feedback

Accelerators can be implemented in different ways: per-bunch or per-turn bunch
average feedback.

Per-bunch Feedback

In per-bunch mode, each individual bunch is measured and corrected independently.
It is possible to do per-bunch-feedback in a synchrotron, but it requires a large enough
bunch spacing for the LLRF to have time for calculations and correction between
each bunch. It is also limited by the bandwidth of the cavities which could in theory
be compensated by additional longitudinal wideband kickers in the ring. The cav-
ity needs to have a phase change in between each bunch. It therefore demands high
measurement bandwidth on the order of the revolution frequency multiplied by the
harmonic number. Due to these stringent requirements on cavity �lling time and
bunch spacing, full per-bunch feedback is exceptionally rare in modern machines.

Bunch-average Feedback

In bunch-average mode, measurements from multiple bunches are averaged together
by the controller. This reduces the measurement bandwidth requirement, allowing
simpler hardware implementation. This is standard.

2.3 Cavity �eld regulation

This next section will dive into the role and features of the cavity controllers. Three
control loops will be explained: the polar loop, the one-turn delay feedback loop,
and the tuner loop.

2.3.1 Polar Loop

Power ampli�ers, which are klystrons in the LHC, have some non-linear behaviour.
It is quasi-linear at lower amplitude levels but tapers off at higher amplitude levels.

The purpose of the polar loop is to compensate for this non-linearity. It does this
with a Proportional-Integral (PI) controller between the output of the cavity con-
troller (drive) and the output of the ampli�er. The reason it is called a polar loop is
that it uses polar representation (amplitude and phase) of the RF error signal. The
loop closes around the power ampli�er to separate this error from the rest of the
system.

2.3.2 One-Turn Delay Feedback

This next feedback loop includes the cavity in the loop by measuring the RF �eld
inside the cavity, which is used as the feedback signal. The controller performs PI
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control or equivalent on the error between the measurement and the reference signal
(Vre f).Figure 2.10 shows the feedback loop:

Figure 2.10: Diagram of the One Turn Delay Loop. T is the revolution period of the machine, V t is the
total voltage in the cavity, I g is the generator current driving the cavity and TX is the power ampli�er.

The main purpose of this feedback control is to compensate for beam loading. The
voltage across the cavity is driven by the high-power RF signal coming from the
power ampli�er. However, it is also affected by beam loading. When a beam passes
through the cavity, it induces an electromagnetic wave called Wake�eld[12]. To cal-
culate the total votage across the cavity Equation 2.4 is used [12]:

Vt = V RF + V b (2.4)

Where: Vt Total voltage [V]
VRF RF voltage [V]
Vb Beam voltage [V]

The beam loading affects both the amplitude and phase in the cavity and is depen-
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dent on the intensity of the beam as well as the pattern of the beam (�lled buckets).
This report will not go into detail on how these different beam patterns relate to the
�eld change in the cavities.

This loop includes a delay on the feedback side. This delay matches the revolution
period of the accelerator so that next time the same bunch passes through the cavity,
it experiences the corrected �eld, thereby reducing the reference error.

2.3.3 Tuner Loop

Lastly, there is the tuner loop, which handles the detuning of the cavity. The reso-
nant frequency of a superconducting cavity is sensitive to mechanical deformations
arising from construction tolerances, thermal drifts, and vibrations, causing it to
drift from its nominal value over time. The role of the tuner loop is to continuously
correct for this drift and keep the resonant frequency within an acceptable range.

The loop measures the forward voltage from the power ampli�er and the cavity volt-
age Vt (see Figure 2.10), and from these two signals computes the phase difference
between them. At resonance, the cavity impedance is purely resistive, so the forward
and cavity voltages are in phase; any deviation from resonance introduces a phase
offset, which serves as the error signal for the loop.

The correction is applied through one of two physical mechanisms: motor-controlled
plungers or jaws that mechanically deform the cavity, or temperature control of wa-
ter �owing around the cavity, which alters its geometry through thermal expansion.
Both mechanisms are inherently slow, making the tuner loop the slowest of the three
control loops described in this section.

This loop acts only on the cavity's mechanical resonance and is therefore decoupled
from the non-linearities of the power ampli�er and from beam-loading effects, both
of which are handled by the polar loop and the one-turn delay feedback loop, re-
spectively.

2.4 Handling RF signals in the digital domain

For handling and �ltering the RF signals, they �rst need to be sampled, digitally
down-converted, and decimated. This moves the analogue RF signal into a digital
IQ space (in-phase and quadrature components) at either baseband or an interme-
diate frequency with a reduced data rate. To accomplish this, a number of different
components are used, which will be discussed in this section.

2.4.1 Digital Down Conversion

When dealing with high-frequency signals in a digital environment and wanting to
do digital signal processing, such as applying complex transfer functions to it, it is
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of interest to shift the desired part of the spectrum down to baseband or an inter-
mediate frequency. For this, a Digital Down Converter (DDC) is used[1]. This will
focus on the particular case where a real signal is converted to an I/Q pair using an
external ADC and a Quadrature DDC. In simple terms, it mixes a cosine and a sine,
discrete in both phase and amplitude, with the I and Q samples from the ADC. This
shifts the signals down to baseband. The reason this is important is that the inner
clock of the FPGA is often not fast enough to handle signals in the 400 MHz range,
which is the frequency of the LHC. After the mixing, decimation is needed to down-
sample the signal to an appropriate sample rate for an FPGA to perform the digital
signal processing. Lastly, a Low Pass Filter (LP) is implemented to �lter out aliasing
as well as to suppress the sum frequency component[1]. The composition of a DDC
can be seen in Figure 2.11:

Figure 2.11: Illustration of main building blocks of a Quadrature Digital Down Converter[1]. w 0 be-
ing the carrier frequency, n being the sample index, and T s

and fs being the sample period and frequency.

2.4.2 Numerically Controlled Oscillator

As part of a Digital Down Converter (DDC), as discussed in subsection 2.4.1, a Nu-
merically Controlled Oscillator (NCO) is used. This is the component that produces
the discrete sine and cosine signals used to mix with the output of the ADC. It uses
a clock signal and a Frequency Tuning Word (FTW). The FTW) controls a phase ac-
cumulator that increments on each clock cycle, producing a linearly increasing phase
value. This phase output is then converted to amplitude using a phase-to-amplitude
lookup table, which maps phase angles directly to sine and cosine values. The result
is a pair of discrete sine and cosine signals at the desired frequency. This is illus-
trated in Figure 2.12:
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Figure 2.12: Illustration of a Numerically Controlled Oscillator[1]. Only one digital output is shown
here, but in the DDC, the NCO produces two digital outputs (sine and cosine).

The phase increment that happens every clock cycle in the phase accumulator is
determined by the FTW. The amplitude is computed using memory-stored Look
Up Tables (LUT). This can be done by storing only one quadrant of the sine wave,
though it requires additional computation to derive the remaining quadrants, which
just comes down to a basic memory versus compute tradeoff[1].

The NCO produces two synchronised sinusoidal output streams: a cosine compo-
nent cos(w0nTs) and a sine component sin(w0nTs). Since both streams are derived
from the same clock and phase accumulator, they are perfectly synchronized[1].
When the frequency of the NCO is matched to the carrier, the output signal is at
baseband.

The FTW is calulated using Equation 2.6

fout = M �
fclk

2N (2.5)

M = f out �
2N

fclk
(2.6)

Where: fout Output frequency of the NCO [Hz]
fclk Clock frequency [Hz]
M FTW [�]
N Bit-width of phase accumulator [�]

2.4.3 Decimation

The last step is the down-sampling, which is simply done by keeping every M'th
sample, which reduces the sample rate. This is needed because the fast sample rate
used by the ADC is often bigger than the internal clocks used in the FPGA. Since the
desired signal band has been moved to baseband, the high sample rate needed to
describe high-frequency information is no longer needed.

y[n] = x[Dn] (2.7)
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Where: D decimation factor
x[n] input samples
y[n] output samples

It is important to note that an anti-aliasing �lter simply implemented as a LPF, would
have to precede this process to avoid aliasing[1]. Finally, to avoid aliasing of the de-
sired signal, the post-decimation sampling rate must satisfy the Nyquist Sampling
Theorem.

2.5 Electrical model of the cavity

The simplest way to model the electrical characteristics is with an RLC-type resonant
circuit [13]. This can be seen in Figure 2.13

Figure 2.13: Simple electrical model of a cavity using an RLC-circuit used to model superconducting
cavities[14].

Here Ĩg is a simpli�ed model of the power ampli�er that feeds the cavity with a
high-power RF signal. In actuality, it behaves rather non-linearly, but it will be dis-
cussed later on. The other current source that acts in superposition to the power
ampli�er is the beam current I b. This is because when the charged particles pass
through the cavity, it induces a current in the cavity, modelled by this current source.

The RLC circuit describes a single-pass-band mode of a cavity, meaning looking
at only one cavity in isolation. This passband therefore describes the resonant be-
haviour of the cavity.

Adding complexity by replacing the Ĩg current generator with a circulator and trans-
mission line circuit, see Figure 2.14
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Figure 2.14: Electrical model of a cavity coupled to an RF generator with circulator and transmission
lines[14].

Everything seen to the right of reference plane B is what was previously modelled in
Figure 2.13. Now the RF generator is correctly coupled to the cavity using transmis-
sion lines and a circulator. The circulator is there to let the RF signal through going
towards the cavity and protect the power ampli�er from any re�ection leading to
ground through the load [14].

2.5.1 Quality factor

The unloaded quality factor Q 0 of the cavity is simply the stored energy divided by
the dissipated energy per cycle, or expressed as an equation[1]:

Q0 =
w0W
Pdiss

(2.8)

Where: W Stored energy in cavity [eV]
Pdiss Dissipated power [W]
w0 Resonance frequency [rad/s]

This quality only considers the losses inside the cavity walls and excludes coupling.
The external quality factor of the cavity can be expressed as:

Qext =
w0W
Pext

(2.9)

Where Pext is the dissipated power over all external devices (left of reference plane
A, see Figure 2.14).

Adding the two gives us the loaded quality factor:

1
QL

=
1

Qext
+

1
Qdiss

=
PL

w0W
(2.10)
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Where: PL = Pdiss+ Pext Total dissipated power do to energy conservation [W]

For superconducting cavities Q L � Q ext since Q0 is several orders of magnitude
larger than Q ext[14].

The loaded quality factor is de�ned as the following[1]:

QL =
w0W

PL
(2.11)

For a parallel RLC circuit at resonance frequency, the stored energy is[1]:

W =
1
2

CV2
0 (2.12)

Where: V0 Peak amplitude of the oscillation voltage of RF signal in the cavity [V]

The power dissipated in the load resistance RL is

PL =
V2

RL
(2.13)

Substituting into the de�nition of Q L gives

QL =
w0

�
1
2CV2

0

�

V2

RL

= w 0CRL (2.14)

Using the resonance condition,

w0 =
1

p
LC

(2.15)

It can be obtained that:

QL = R L

r
C
L

(2.16)

These last two equations will be used in substitution later when de�ning the cavity
dynamic equation.

2.5.2 Cavity dynamics

Applying Kirchhoff's current law to the parallel RLC circuit gives:

IR(t) + I C(t) + I L(t) = I(t) (2.17)

The individual branch currents are
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IR(t) =
V(t)
RL

(2.18)

IC(t) = C �V(t) (2.19)

IL(t) =
1
L

Z
V(t) dt (2.20)

Substituting into Equation 2.17:

V(t)
RL

+ C �V(t) +
1
L

Z
V(t) dt = I(t) (2.21)

To eliminate the integral term, it is differentiated with respect to time and then some
rearranging:

CV̈(t) +
1

RL
�V(t) +

1
L

V(t) = �I(t) (2.22)

Dividing by C:

V̈(t) +
1

RLC
�V(t) +

1
LC

V(t) =
1
C

�I(t) (2.23)

Using the relations shown in Equation 2.15 and Equation 2.16 these substitution
terms can be derived:

1
RLC

=
w0

QL
(2.24)

1
C

=
w0RL

QL
(2.25)

Substituting gives the cavity dynamic equation:

V̈(t) +
w0

QL
�V(t) + w 2

0V(t) =
w0RL

QL
�I(t) (2.26)
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Where: V(t) Cavity voltage [V]
I(t) Driving current (generator + beam) [A]
w0 Resonance frequency of undamped cavity [rad/s]
QL Loaded quality factor of cavity [�]
RL Cavity resistance including external load [W]

2.6 Complex Baseband Representation of the Cavity

The cavity dynamic equation, Equation 2.26, represents a second-order bandpass
system centred at the resonance frequency w0.

This section develops the baseband model in three steps: �rst, express the cavity
voltage as a complex envelope modulated at the RF frequency; second, separate this
into real and imaginary (I/Q) components in state-space form to reveal the coupling
dynamics, and �nally, it is discretised for digital implementation. Lastly, it will be
extended to explicitly account for separate generator and beam current inputs.

Complex Envelope Representation

To simplify the analysis of RF cavities in control systems, the cavity voltage is trans-
formed into a rotating reference frame that spins at the RF frequency. This is known
as the complex envelope representation.

First, the cavity voltage is de�ned as:

V(t) = Ṽ(t)e jwRFt (2.27)

Where: Ṽ(t) = V I (t) + jV Q(t) complex envelope (in-phase and quadrature components) [V]
wRF RF reference frequency of the cavity [ rad

s ]

The real part VI (t) (in-phase) represents the cavity voltage component aligned with
the reference, while the imaginary part V Q(t) (quadrature) represents the orthogonal
component. By working with Ṽ(t) instead of V(t), the fast oscillations are removed
and the focus is only on the slowly-varying envelope dynamics.

Detuning

In practice, the reference frequency wRF may not exactly match the cavity resonance
frequency w0 due to control adjustments or environmental effects. The detuning is
de�ned as the difference between these frequencies:

Dw = w 0 � w RF (2.28)

Non-zero detuning introduces additional phase dynamics that must be controlled,
see section 2.3.
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Second-Order to First-Order

The original cavity dynamics (Equation 2.26) were second-order, meaning they in-
volved both �rst and second time derivatives. However, in the rotating frame, the
envelope Ṽ(t) changes much more slowly than the RF carrier frequency. �̃V � w RFṼ.

Under this assumption, the second-order terms can be neglected and allowing for
reducing the equation to �rst-order (see Appendix A for the full derivation).

�̃V(t) = (�w 1/2 + jDw ) Ṽ(t) + w 1/2 ũ(t) (2.29)

Where: w1/2 = w0
2QL

cavity half-bandwidth [ rad
s ]

ũ(t) complex driving current [A]

The term �w 1/2 represents energy dissipation, while jDw represents the phase rota-
tion due to detuning.

Discrete-Time Implementation

To implement this model digitally, the model is separated into in-phase and quadra-
ture components (I/Q)[14].

d
dt

�
VI (t)
VQ(t)

�
=

�
�w 1/2 �Dw

Dw �w 1/2

� �
VI (t)
VQ(t)

�
+ w 1/2

�
1
1

�
u(t) (2.30)

Digital control systems and FPGA implementations require discrete-time models
sampled at intervals Ts. The forward Euler discretisation is used:

�x(t) �
x[n] � x[n � 1]

Ts
(2.31)

Rearranging to solve for x[n]:

x[n] = x[n � 1] + T s �x[n � 1] (2.32)

From Equation 2.30, the time derivative is:

�x =
�
�w 1/2 �Dw

Dw �w 1/2

� �
VI

VQ

�
+ w 1/2

�
1
1

�
u (2.33)

Substituting this into Equation 2.32:
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x[n] = x[n � 1] + T s

��
�w 1/2 �Dw

Dw �w 1/2

� �
VI [n � 1]
VQ[n � 1]

�
+ w 1/2

�
1
1

�
u[n � 1]

�
(2.34)

This gets expanded and x[n] and x[n � 1] is substituted with the envelope compo-
nents:

�
VI [n]
VQ[n]

�
=

�
1 0
0 1

� �
VI [n � 1]
VQ[n � 1]

�
+ T s

�
�w 1/2 �Dw

Dw �w 1/2

� �
VI [n � 1]
VQ[n � 1]

�
+ T sw1/2

�
1
1

�
u[n � 1]

(2.35)

Reducing:

�
VI [n]
VQ[n]

�
=

��
1 0
0 1

�
+ T s

�
�w 1/2 �Dw

Dw �w 1/2

�� �
VI [n � 1]
VQ[n � 1]

�
+ T sw1/2

�
1
1

�
u[n � 1] (2.36)

Computing the matrix sum element-by-element:

�
1 � T sw1/2 �T sDw

TsDw 1 � T sw1/2

�
(2.37)

This yields the discrete state-space form:

�
VI [n]
VQ[n]

�
=

�
1 � T sw1/2 �T sDw

TsDw 1 � T sw1/2

� �
VI [n � 1]
VQ[n � 1]

�
+ T sw1/2

�
1
1

�
u[n] (2.38)

Extended Baseband Model with Separate Generator and Beam Currents

So far, the cavity input have been treated as a single driving signal. The cavity re-
ceives contributions from both the driving RF signal and the beam, which extracts
energy as it passes through the cavity and interacts with the electromagnetic �eld
(beam loading).

To model these separately, two independent input current vectors is introduced:

ig[n] =
�

igI [n]
igQ[n]

�
(generator current)

ib[n] =
�

ibI[n]
ibQ[n]

�
(beam current)
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With both inputs present, the state-update equation becomes:

x[n + 1] =
�
1 � w 1/2 Ts �DwT s

DwTs 1 � w 1/2 Ts

�

| {z }
A

x[n] +

2

6
4

w0Ts
R
Q

0

0 w0Ts
R
Q

3

7
5

| {z }
Bg

i g[n] +

2

6
4

�
w0Ts

2
R
Q

0

0 �
w0Ts

2
R
Q

3

7
5

| {z }
Bb

i b[n]

(2.39)

Where: ig[n] generator current (positive: �lls cavity) [A]
i b[n] beam current (negative: extracts energy) [A]
R/Q cavity shunt impedance-to-Q ratio (impedance scaling factor) [W]
Bg generator coupling matrix (positive scaling) [�]
Bb beam coupling matrix (negative scaling to re�ect energy extraction) [�]

The generator current i g[n] has a positive scaling factor (see matrix Bg), meaning
that increasing generator current drives the cavity voltage higher. The beam current
i b[n] has a negative scaling factor (see matrix Bb), re�ecting the fact that beam load-
ing represents energy extraction from the cavity. The magnitude scaling (which dif-
fers by a factor of 2 between Bg and Bb) arises from the physics of how the coupling
impedance R/Q interacts with each other [14].

This is as far as this model will go in terms of complexity.
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2.7 Problem Statement

To control the amplitude and phase of the RF �eld in cavities, regulation algorithms
are used in the Low Level Radio Frequency (LLRF) equipment. Testing LLRF control
algorithms on machines like the LHC is not always an option. Even in uptime, the
time allocated for testing hardware is costly and limited. It can also be dangerous to
test new control algorithms with high-energy particles being accelerated and even
without beam, it is driven with megawatts of RF power. This comes with obvious
risks, both material and economic. Alternatives are modelling and software simula-
tions, but this can be slow and cannot catch defaults from the �nal hardware imple-
mentation. The key point is that systems must be validated prior to being tested in
the machines.

Analogue cavity simulators exist but lack �exibility, such as making them more
recon�gurable and modular. That is where the hardware and �rmware simulator
comes in as a bridge between the two. It captures the non-linearities and complex
behaviour and the different hardware components while still being �exible with
�rmware, like making �lter parameters recon�gurable using an FPGA, for example.

In the technical analysis, it was explored how the accelerator systems work with em-
phasis on the cavities, which are in focus for this project. This project aims to simu-
late/emulate the response of the cavity as seen by the LLRF cavity controller. This
means designing the simulator for hardware implementation that produces the re-
quired feedback signals for the different control loops described in 2.2. This leads to
the problem statement:

How can the high power RF cavities inside hadron accelerator systems be simulated to match
the behaviour of the machine and provide feedback signals for the controllers driving the

cavities?



3. Requirements

This chapter presents technical and functional requirements for the �nal simulator.
An internal study/survey was done with many of the potential users of such a sim-
ulator system. The requirements are therefore derived from that survey.

The functional requirements can be found in the table 3.1. These will explain the
overall desired features and capabilities of the �nal system The technical require-
ments are listed in Table 3.2.

ID Functional Requirements

F1 External interfaces must be compatible with LLRF control systems

F2 The system must simulate the response of a cavity.

F3 The system must simulate the response of the power ampli�cation.

F4 The system must simulate the beam dynamics.

F5 The system must be able to simulate pickups.

F6
The system must have the ability to alter simulation parameters without
�ashing the system.

Table 3.1

The system should, in its �nal implementation, be able to connect to a controller that
needs testing (F1). That could be the cavity controller for the new crab cavities. It
could also be one of the beam controllers or a combination of several controllers.
These are analogue signals because even though the controller is implemented in
digital hardware, it still needs to interface in the analogue domain, just like it would
when connected to an actual cavity.

Then the system must be able to simulate a set of components. This is mainly the
cavity itself (F2), which has been described in the technical analysis, see 2.1.2. It also
includes the non-linear nature of the RF high-power ampli�ers (F3).

On top of that, depending on which accelerator and con�guration, the beam pat-
tern looks different. To test feedback loops compensating for beam loading effects,
it is useful to generate beam patterns. A beam model, as well as an interface with a
beam controller, will also be a wanted feature to implement in the �nal system (F4).
A model of beam dynamics would be required to test beam based loops in the beam
controller. That will also involve simulating a set of pickups, some of which are de-
scribed in the technical analysis as well (F5).

Lastly, there are some quality of use features such as having the ability to change
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simulation parameters without �ashing the system (F6). This is a big time saver as it
makes it faster to set up the simulator and more versatile to use for testing the dif-
ferent LLRF controllers.

Now the technical requirements will be presented:

ID Technical Requirements Unit

T1 Latency of 650 [ns]

T2 Frequency range = 101MHz � 1.3GHz [Hz]

T3 Minimum number of ACDs (inputs) = 1 [�]

T4 Minimum number of DACs (outputs) = 8 [�]

Table 3.2

Latency is important since gains and other time-variant parameters in the controllers
rely on having a predictable latency (T1). Therefore, the simulator must match this
latency. For the Crab Cavities, this latency is 650ns.

The modulation and demodulation need to handle a range of RF frequencies (101MHz �
1.3GHz) (T2). This would all be demodulated by a single ADC (T3), where a set of
a maximum of 8 DACs would be needed to modulate the outputs to return them
back into the analogue domain to ful�l F1. The maximum of 8 DACs would only be
needed in certain setups where both a cavity and a beam controller were connected
at the same time, with the maximum number of feedback signals enabled (T4).



4. Model Design

This chapter contains a de�nition of the minimal viable solution as well as an in-
troduction to the overall design for the simulator. Then the models, consisting of a
continuous model, a discrete-time model and a simulated �xed-point HDL model,
will be explained.

4.1 Minimal Viable Solution

In chapter 3, the end goal of this system is de�ned. For this time-limited project, a
scaled-down solution will be de�ned. When this is achieved, further development
will incrementally add features de�ned in chapter 3.

This project will have its focus on the crab cavity of the HL-LHC with the feedback
signals needed for the controller. The controller should simply "believe" it is con-
nected to an actual crab cavity. That means that the other controllers, such as the
beam controller, as well as beam pickups, will be left out for now.

Since it will focus on the crab cavity, it will also specify the frequency to around
400.8MHz. The latency requirement has been modi�ed to be a maximum require-
ment. The reason for this is that the system must only show that it can perform
faster than the time it take for signals to travel from the cavity controller to the real
machine and back. If this requirement is met, a variable latency block, can later be
added to �nally match the required latency.

The system will simulate a single crab cavity in isolation. It will have detuning dis-
abled for this initial solution to keep it simple. That also means that the requirement
of having the ability to change �lter parameters without �ashing the system is not a
priority for this test.

This results in some updated requirements seen in Table 4.1:

ID Final Requirements Unit

P1 The system must simulate the response of a crab cavity. [�]

P2 Latency � 650ns [ns]

P3 Frequency = 400.78MHz [MHz]

P4 Number of ACDs (inputs) = 1 [�]

P5 Number of DACs (outputs) = 1 [�]

Table 4.1
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Figure 4.1 shows a block diagram of the crab cavity control system and how it is
substituted into the de�ned setup.

Figure 4.1: Block diagram showing what will be substituted into the current implementation of a sin-
gle crab cavity in the HL-LHC.The left side shows the actual hardware in place that needs simulating,
while the right side shows what part will be simulated and how the conversion to the digital domain
will be performed.
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On the left side of the diagram, it shows a crab cavity and the controller that drives
it. There is one controller for each cavity, and they receive the instantaneous fre-
quency and phase setpoint over a White Rabbit network as well as several RX/TX
lines. White Rabbit is essentially an Ethernet connection with deterministic latency
that lets all the controllers be synchronised.

On the right side, it is holistically shown how this hardware will be simulated, as
well as what will be included in- and excluded from the simulator. The block dia-
gram shows the input and output signals of the simulator. It is also shown how it
is planned to convert the LLRF signal into the digital domain, then perform a DDC
and decimation of the sampled input signal as part of the demodulation (see subsec-
tion 2.4.1). This moves the signal to baseband with a sample rate appropriate for the
FPGA to perform the cavity �lter. Then, to move back into the analogue domain, the
signal is modulated and parsed to a DAC before outputting the signal to the cavity
controller.

Now the cavity �lter designs will be explored.

4.2 Simulating cavity models

The plan is to eventually implement a cavity model on a piece of hardware, but the
selection of hardware will come later. With that goal in mind, three steps have been
laid out. First, the model, derived from the RLC model, will be tested without any
discretisation. Then, a model moved to the discrete time domain is designed. Then,
lastly, a �xed-point simulation. The last step should be the closest to eventually im-
plementing on actual hardware.

An environment and a framework have been set up to make parameters for the ac-
celerator, cavity model, and the simulation itself easy to change out and rerun the
simulations. A �le called parameters.py de�nes the different cavity classes and their
model parameters. A different �le calls the simulation needed for plotting the de-
sired responses and displays the results. An overview of this framework can be seen
in Figure 4.2.
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Figure 4.2: Overview of the simulation framework. Arrows show which block depends on which
block.

The diagram shows module dependencies in the simulation framework: arrows in-
dicate which block imports or depends on which other block. The three �lter im-
plementations (continuous-time, discrete-time, and HDL testbench) import rele-
vant presets and simulation settings from parameters.py, which holds cavity presets,
accelerator-ring parameters, and sweep con�guration (range and resolution). The
plotting routine instantiates the Python continuous and discrete �lter classes to pro-
duce comparative visualisations, while the HDL cavity testbench runs the HDL �lter,
saves response data to a �le, and the plotting block reads those �les for comparison
plots. This overview describes the coding environment and dependency �ow. Imple-
mentation details for each �lter will now be explained in detail.

4.2.1 Continuous model

The continuous model is stated as Equation 2.30:

d
dt

�
Vr (t)
Vi (t)

�
=

�
�w 1/2 �Dw

Dw �w 1/2

� �
Vr (t)
Vi (t)

�
+ w 1/2

�
1
1

�
u(t)

The Laplace transform of the differential equation is derived for the purpose of gen-
erating a frequency response plot. If zero initial conditions are assumed, it becomes;

s
�
Vr (s)
Vi (s)

�
= A c

�
Vr (s)
Vi (s)

�
+ B cU(s). (4.1)
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Rearranging,

(sI � A c)
�
Vr (s)
Vi (s)

�
= B cU(s), (4.2)

�
Vr (s)
Vi (s)

�
= (sI � A c) �1 BcU(s). (4.3)

The equation that relates input U(s) to
�
Vr (s)
Vi (s)

�
outputs are now obtained, resulting

in the transfer function:

H(s) = (sI � A c) �1 Bc. (4.4)

For calculating a frequency response s = jw is substituted:

H(jw) = (jwI � A c) �1 Bc. (4.5)

Continuous model implementation in Python

The continuous reference model is implemented in cavity_simulator.py (class
ContinuousSuperconductingCavity) using the state-space matrices

Ac =
�
�w 1/2 �Dw

Dw �w 1/2

�
, Bc = w 1/2 I2, (4.6)

In code, this is initialised as:

1 A_c = np. array ([
2 [ - omega_half , -detuning ] ,
3 [ detuning , -omega_half ]
4 ])
5 B_c = omega_half * np .eye (2)

In parameters.py under SYSTEM_PARAMS, a minimum and maximum frequency
are de�ned, as well as a frequency_sweep_points. It imports these parameters into
the class method and produces a numpy logspace that is then used to calculate the
frequency response using Equation 4.5.

For each sweep frequency, the implementation computes z, evaluates the matrix ex-
pression, and then combines I/Q outputs into one complex envelope response.

1 freqs = np. asarray ( frequencies )
2 mags_db = np. zeros_l ike ( freqs , dtype = float )
3 phases_deg = np. zeros_l ike ( freqs , dtype = float )
4

5 I = np .eye (self .A. shape [0])
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6 for idx , w in enumerate ( freqs ) :
7 z = np.exp (1 j * w * self .T_s )
8 # (zI - A) inverse
9 H = self .C @ np. l inalg . inv (z * I - self .A) @ self .B + self .D

10 # H is (2 ,1) complex ; combine I and Q into complex envelope
11 Hc = H[0 , 0] + 1j * H[1 , 0]
12 mags_db [ idx ] = 20.0 * np . log10 (np .abs (Hc) + 1e -20)
13 phases_deg [ idx ] = np . angle (Hc , deg=True )

The intermediate quantity H is a 2 � 1 complex vector (I and Q outputs for one
scalar input). To obtain a single Bode magnitude/phase pair, the code forms

Hc(w) = H I (w) + jH Q(w).

This is consistent with the complex-envelope representation Ṽ = V I + jV Q.

The term 10�20 in line 12:
20 log10

�
jHcj + 10 �20

�

is a numerical safeguard to avoid log 10(0), which would otherwise put it in a �¥
dB situation and confuse/destroy the plotting/post-processing results.

4.2.2 Discrete time model

The discrete model that is used is Equation 2.38:

�
Vr [n]
Vi [n]

�
=

�
1 � T sw1/2 �T sDw

TsDw 1 � T sw1/2

� �
Vr [n � 1]
Vi [n � 1]

�
+ T sw1/2

�
1
1

�
u[n].

We de�ne three coef�cients: a, b and g for simplicity

a = 1 � T sw1/2 , b = TsDw, g = Tsw1/2 ,

�
Vr [n]
Vi [n]

�
=

�
a �b
b a

� �
Vr [n � 1]
Vi [n � 1]

�
+

�
g
g

�
u[n].

This is the per-sample update used in the Python implementation for validating the
calculated Bode plot. If this model were to be used for the entire frequency sweep,
it would take ages with the high sample rate used for these simulations, matching
how it would eventually be implemented on �rmware/hardware.

Same as before, the transfer function for this model is needed to be able to produce
the Bode plot.

x[n] = Ax[n � 1] + Bu[n],
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where:

A =
�

a �b
b a

�
, B =

�
g
g

�
.

The transfer function is de�ned as:

H(z) = C(zI � A) �1 B, z = ejwTs. (4.7)

Discrete model implementation in Python

The discrete model is implemented in the SuperconductingCavity class by con-
structing A and B directly after setting the coef�cients:

1 a = 1.0 - ( self .T_s * self . omega_half )
2 b = self .T_s * self . detuning
3 g = self .T_s * self . omega_half
4

5 self .A = np. array ([
6 [a , -b] ,
7 [b , a] ,
8 ] , dtype = float )
9 self .B = g * np . array ([[1.0] , [1.0]] , dtype = float )

The per-sample state update is:

1 self . state = self .A @ self . state + self .B * input_signal

For the Bode plot, the same parameters as in subsubsection 4.2.1 were used to create
a logarithmic sweep. At each frequency, Equation 4.7 is being used for calculating
the response and then turned into magnitude and phase:

1 freqs = np. asarray ( frequencies )
2 mags_db = np. zeros_l ike ( freqs , dtype = float )
3 phases_deg = np. zeros_l ike ( freqs , dtype = float )
4

5 I = np .eye (self .A. shape [0])
6 for idx , w in enumerate ( freqs ) :
7 z = np.exp (1 j * w * self .T_s )
8 H = self .C @ np. l inalg . inv (z * I - self .A) @ self .B + self .D
9 Hc = H[0 , 0] + 1j * H[1 , 0]

10 mags_db [ idx ] = 20.0 * np . log10 (np .abs (Hc) + 1e -20)
11 phases_deg [ idx ] = np . angle (Hc , deg=True )

Here, H is a 2 � 1 complex response vector (I/Q outputs for one scalar input), and

Hc(w) = H I (w) + jH Q(w)

is used to report a single magnitude/phase pair per frequency. The 10 �20 term pre-
vents log10(0), avoiding �¥ dB artefacts in numerical plotting (same as before).
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4.2.3 Cocotb HDL model

Cocotb is a software in Python that makes it possible to test different Hardware De-
scription Languages (HDL) such as Verilog and VHDL. It is set up with a testbench
where the testing campaign is de�ned. This means what signals should be used as
input and where to store the results, as well as potential post-processing. Then, a
Make�le is constructed that calls the testbench. And then there is the �lter itself.

In this project, Cocotb is used to validate a �xed-point Verilog cavity �lter imple-
mentation against the analytical/discrete model and the continuous model described
earlier. The cocotb environment acts as a bridge between the model-level equations
and the cycle-accurate RTL behaviour.

The test setup consists of:

• RTL �lter module: cavity_filter_implemented_v2.v

• cocotb testbench: test_implemented_cavity_filter.py

• build/run wrapper: run_cocotb_windows_new.ps1

• Makefile

• output CSV �les used by examples.py for plotting and comparison

Rather than treating the Verilog �lter as a standalone block, cocotb runs it inside a
simulator, drives the clock, reset, and input stimulus from Python, and samples the
resulting HDL outputs at each simulation step. Those results are then compared
against the analytical and discrete models, so the testbench is effectively checking
whether the �xed-point model behaves the same way as the higher-level models un-
der the same conditions. These comparisons will be done in the next chapter5. The
�les all have a speci�c role: the RTL �lter module is the design under test, the cocotb
testbench contains the Python stimulus and checking logic, as well as data saving in
the CSV output �les that store the measured responses for later analysis and com-
parison against the model predictions. The PowerShell wrapper packages the cocotb
�ow on Windows because the cocotb library is intended to run on a Linux system.
The Make�le de�nes the build and run steps used by the simulator. It also speci�es
which simulation engine and code language is used. In this case, it uses the open
source icarus-sim and the HDL language Verilog.

The cocotb tests run at the same sample rate as the hardware-implemented �lter
( fs = 200 MHz, T s = 5 ns) and use the same �xed-point coef�cients generated us-
ing the cavity preset.
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Transfer function of the cocotb �lter

The implemented cavity �lter takes discrete I/Q as input and outputs the voltage of
the cavity. �

VI [n]
VQ[n]

�
=

�
a �b
b a

� �
VI [n � 1]
VQ[n � 1]

�
+

�
g 0
0 g

� �
uI [n]
uQ[n]

�
(4.8)

where a, b and g are the quantized �xed-point coef�cients. A transfer function of
this state-space model will be derived for calculating the Bode plot of this model.

It is split up into I and Q,

VI [n] = aV I [n � 1] � bV Q[n � 1] + gu I [n]

VQ[n] = bV I [n � 1] + aV Q[n � 1] + gu Q[n]

De�ning complex envelope variables

y[n] = V I [n] + jV Q[n] u[n] = u I [n] + ju Q[n]

These variables are then substituted into Equation 4.8:

y[n] =
�
aVI [n � 1] � bV Q[n � 1]

�
+ j

�
bVI [n � 1] + aV Q[n � 1]

�
+ g

�
uI [n] + ju Q[n]

�

= (a + jb)
�
VI [n � 1] + jV Q[n � 1]

�
+ gu[n]

= (a + jb)y[n � 1] + gu[n]

Take the z-transform (with zero initial condition), then becomes:

Y(z) = (a + jb)z �1 Y(z) + gU(z)

Rearrange:

Y(z)
�

1 � (a + jb)z �1
�

= gU(z)

H(z) �
Y(z)
U(z)

=
g

1 � (a + jb)z �1

For frequency response, z = ejw :

H(ejw ) =
g

1 � (a + jb)e �jw (4.9)

This is used by the cocotb reference model when comparing measured RTL tone re-
sponses to the theoretical quantised �lter response.
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Fixed-point representation and interface

The RTL implementation uses a �xed-point data path compatible with the RFSoC
I/Q stream:

• input/output stream width: 16-bit signed I and 16-bit signed Q packed into a
32-bit AXI-stream

• coef�cient format: Q8.24 (24 fractional bits)

• internal state update in the �xed version uses a linear fractional-preserving
state domain (32-bit).

AXI stream packing convention in the testbench is

tdata = fI[15 : 0], Q[15 : 0]g.

Inside the RTL, these 16-bit signed samples are �rst unpacked as two's-complement
integers and then converted into the internal �xed-point domain by sign extension
and left shift by FRAC_BITS=24:

uI = sign_extend(I 16) � 24, u Q = sign_extend(Q 16) � 24.

So an input integer value x becomes the Q8.24 value x � 224. In other words, the ex-
ternal stream carries 16-bit sample counts, while the �lter's internal data carries the
same value represented with 24 fractional bits, which add fractional resolution and
headroom for multiply-accumulate operations.

Without this conversion, coef�cient multiplications would lose fractional precision,
and the RTL response would no longer match the quantised transfer function refer-
ence.

Cocotb tests

Here, the implementation of the transfer function and the validation tests will be
explained. The transfer function is validated both by exiting the �lter with different
frequencies and amplitudes.

1) Quantised transfer-function CSV generation The �rst test computes the ex-
pected �xed-point frequency response directly from the quantised coef�cients and
writes cavity_bode_implemented.csv. This is the theoretical reference curve for the
implemented �lter.

2) Tone validation The second test drives sinusoidal tones through the �lter, waits
for settling, then demodulates the steady-state output to estimate the complex re-
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sponse at each tone.

For each validation frequency f k:

• settle for at least max(5t, 2/ f k)

• collect an integer number of output periods

• compute complex demodulated response

The steady-state complex transfer estimate is obtained by a demodulation of the
measured output samples:

Ĥ( f k) =
1
A

1
N

N�1

å
n=0

y[n]e�jw knTs,

Where: y[n]=V I [n] + jV Q[n] Complex output sample [ADC counts]
A Input amplitude [ADC counts]
N Number of steady-state samples [samples]
fk Validation tone frequency [Hz]
wk Angular frequency of the validation tone f k [rad/s]
n Sample index [�]
Ts Sample period [s]

The result is stored in cavity_tone_validation_implemented.csv.

3) Amplitude sweep validation The third test repeats tone validation for multi-
ple amplitudes (for example, 2000, 8600, 24000, 32000, 40000 counts) and stores all
results in one CSV. This checks amplitude linearity and saturation behaviour. It is
measured in counts meaning �xed point increments.

The output �le cavity_tone_validation_implemented_amp_sweep.csv includes both
packed-output metrics and, when available, internal-state metrics for debug separa-
tion between core arithmetic effects and output clipping effects.

Test execution

The full cocotb run is initiated from PowerShell via:

1 cd cocotb
2 ./ run_cocotb_windows_new .ps1 - InputMode IQ

For amplitude-sweep validation:

1 ./ run_cocotb_windows_new .ps1 - InputMode IQ -RunAmpl i tudeSweep
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Role in the complete framework

The cocotb HDL model is the �nal veri�cation layer in the current software frame-
work:

1. continuous model con�rms physical behaviour

2. discrete model con�rms sampled-time formulation

3. cocotb model con�rms bit-accurate HDL behaviour with the same coef�cients
and sampling assumptions

Cocotb is therefore used as the last test before implementing the code onto FPGA
hardware. The expectation is that each model introduces more quantisation error as
the models move away from contentious signals, but keeps the general behaviour/re-
sponse. This will now be evaluated in the next chapter.



5. Evaluation of model responses

In this chapter, the results from the three models are compared against each other.

But �rst, the parameters used for all these simulations are de�ned.

5.1 Parameters

The three models are evaluated under identical physical parameters to ensure fair
comparison. All parameters are stored in parameters.py. These are all parameters
used in the initial minimal viable solution.

5.1.1 Filter Parameters

The �lter was tested with the detuning term disabled (b = 0). Filter bandwidth is
1kHz, which is consistent throughout the simulations.

Fixed-Point Coef�cients (Q8.24)(
A_COEF 16776952 a = 1 � Tsw1/2
B_COEF 0 No detuning term (b = 0)
G_COEF 264 g = Tsw1/2

Table 5.1: RTL �lter coef�cients used for minimal viable solution.

5.1.2 Sampling Con�guration

The discrete-time and �xed-point models require a sampling rate speci�cation.

Parameter Value Description

Sampling Period Ts = 5 ns Discretization interval (matches RTL)
Sampling Frequency fs = 200 MHz Same as RTL implementation

Table 5.2: Sampling parameters (default preset).

5.1.3 Fixed-Point Format

The Verilog �lter uses signed �xed-point arithmetic with the Q8.24 format to pre-
serve precision while �tting in 32-bit registers:

44
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Parameter Value Description

Input Data Width 16 bits Range �32768 counts
Internal Datapath Width 32 bits State accumulator width
Fractional Bits 24 bits Q8.24 �xed-point format
Coef�cient Format 8Q24 All a, b, g stored as 32-bit signed integers

Table 5.3: Fixed-point format parameters for RTL cavity �lter implementation.

5.1.4 Cocotb Validation Test Parameters

The cocotb testbench performs three validation tests to characterise the RTL imple-
mentation:

Parameter Value Description

Frequency Response
Frequency Points 1000 points 0.1 Hz to 10 kHz (log-spaced)
Input Amplitude 8600 counts Fixed level

Tone Validation
Test Frequencies f330, 500, 750, 1000, 2500, 5000g Hz 6 tones
Input Amplitude 8600 counts Per tone
Settling Time 5t � 1591 ms 5 time constants
Coherent Averaging Up to 4 periods Post-settling window

Amplitude Sweep
Amplitude Levels f2000, 8600, 24000, 32000, 40000g counts Linearity and saturation
Frequencies Same 6 tones across amplitudes

Table 5.4: Cocotb validation test parameters.

5.2 Simulation Results

Bode plots of all three models will be shown in this section. In Figure 5.1, the Bode
plot of the continuous �lter is shown with the cutoff frequency at 500Hz as well as
the discrete and cocotb model on top for comparison:



46 Chapter 5. Evaluation of model responses

Figure 5.1: Bode plot of all simulated models.

The continuous �lter will be used as the reference when evaluating the rest of the �l-
ters. Since the frequency responses of all three models are very similar, a difference
plot is shown, see Figure 5.2:

Figure 5.2: Difference in magnitude and phase relative to the continuous model.

Here it can clearly be seen how the quantisation errors are climbing with frequencies
as expected. It can also be seen that errors from the cocotb �lter compared to the
discrete �lter appear larger, which is also expected since the discrete still uses �oats
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for the coef�cients, reducing the error compared to when using 8Q24 �xed-point
variables.

Figure 5.3 shows the validation points overlaid on the Bode plot of the cocotb trans-
fer function to validate the response at key frequencies de�ned earlier. This valida-
tion has been a success.

Figure 5.3: Cocotb Bode plot with validation points at key frequencies.

Lastly, the �lter must be checked for linearity by making sure it is not input ampli-
tude dependent within the input range. See Figure 5.4:



48 Chapter 5. Evaluation of model responses

Figure 5.4: Amplitude sweep of input signal for validation points for the cocotb �lter.

As can clearly be observed, it is only when the input amplitude reaches the satura-
tion of the 16-bit signed integer that the magnitude gets compressed, as expected.

This concludes the model evaluation and deems all three tests a success. The next
step is to implement the �lter on hardware.



6. Hardware Implementation

In this chapter, it will be explained how the cavity �lter is implemented in �rmware.
The surrounding signal processing needed to discretise the signals will also be ex-
plained. However, before any of that, a discussion about hardware selections is due.

6.1 Hardware Selection

A number of different things need to be taken into consideration when it comes to
selecting the right hardware for this project. It not only needs to be able to ful�l
the requirements for the minimal viable solution, but it also needs to support later
development stages of this project. Here is a list of features to have in mind when
looking at an option:

• Number of ADCs and DACs

• Frequency range

• Sample rate of ADCs and DACs

• Resolution of ADCs and DACs

• Internal clock of the FPGA

• Storage and compute capabilities

• Built-in signal processing hardware

• Synchronisation capabilities

• Scalability

• Interface and data connectivity

Two boards are proposed.

49
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The �rst one is a pair of SIS8300KU and DRTM-DWC8VM1. The SIS8300-KU serves
as the digitisation back-end, while the DRTM-DWC8VM1 acts as the RF front-end
with down-conversion capabilities. In Table 6.1 the capabilities are layed out:

Table 6.1: Hardware Speci�cations: SIS8300-KU + DRTM-DWC8VM1

Criterion SIS8300-KU + DRTM-
DWC8VM1

Number of ADCs 10 channels (16-bit)
Number of DACs 2 channels (16-bit feed-

back)
Frequency Range 500 MHz – 3.5 GHz
ADC Sample Rate 125 MS/s per channel

(programmable 10–125
MS/s)

DAC Sample Rate 125 MS/s per channel
ADC Resolution 16-bit
DAC Resolution 16-bit
Memory 2 GB DDR4 SDRAM
Compute Capabilities Theoretical Peak: �420

GFLOPS (single-precision)
Built-in Signal Processing Con�gurable via FPGA

(real-time �ltering, FFT)
Synchronisation White Rabbit (sub-

nanosecond phase coher-
ence)

Scalability MTCA.4 modular crate
(supports multiple cards)

Host Interface PCI Express Gen3 (4-lane)

The second option is the Xilinx ZCU208 Evaluation Kit, which is a complete inte-
grated RF system-on-chip solution. Unlike the modular pair approach, the ZCU208
combines RF-ADC, RF-DAC, and processing resources on a single device. In Ta-
ble 6.2 the capabilities are presented:
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Table 6.2: Hardware Speci�cations: Xilinx ZCU208 Evaluation Kit

Criterion ZCU208 (Zynq Ultra-
Scale+ RFSoC Gen 3)

Number of ADCs 8 channels (14-bit)
Number of DACs 8 channels (14-bit)
Frequency Range 0-4 GHz (direct RF sam-

pling, partial to 7.125
GHz)

ADC Sample Rate 5 GS/s per channel
DAC Sample Rate 10 GS/s per tile (up to 20

GS/s combined)
ADC Resolution 14-bit
DAC Resolution 14-bit
Memory (PS DDR4) 4 GB, 64-bit, 2400 MT/s
Memory (PL DDR4) 4 GB, 64-bit, 2666 MT/s
FPGA Resources 930K logic cells, 4,272 DSP

slices, 60.5 Mb on-chip
Compute Capabilities �2136 GFLOPS (theoret-

ical peak at 4,272 DSP at
250 MHz)

Processing System Quad-core Arm Cortex-
A53 (1.3 GHz) + Dual-
core Cortex-R5

Built-in Signal Processing Direct RF conversion, dec-
imation/interpolation,
SD-FEC cores (8×)

Host Interface 2× PCIe Gen3x16, 2×
100G Ethernet, 16× GTY
transceivers

This second option is chosen with the main reason being the number of DAC chan-
nels that will be needed for later stages in the product development. When the beam
loop and additional forward and re�ective current signals need to be fed back to the
cavity controller, it will be an issue having only two DACs. Apart for the number
of channels the main difference is the ADC/DAC sampling frequency that allows
for direct sampling for many of the systems that need testing. It integrates demod-
ulation and modulation IPs that simpli�es implementation. Then on top of that, the
ZCU208 simply has more storage, capabilities and interface options and faster clock-
ing speeds allowing for reduced quantisation noise. All this was enough to decide
on which hardware to use for the project.
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6.2 Block design

In Figure 6.1, the block design for the latest iteration of the hardware implementa-
tion of the cavity �lter is shown. Global/external input and output ports are shown
so that the input is on the far right side of the diagram and the outputs are on the
far left side.

Figure 6.1: Block Design.

It can be seen how RFDC has two output reference clocks, one for each clock net,
that need to be converted into a 200MHz reference input clock. Therefore, the out-
put of the clock wizard ports back into the RFDC as well as all the other blocks that
run on that same clock net.

Later in the test campaign, it was desired to be able to change the coef�cients, and
so for the b-coef�cient, it was done by the use of a VIO.

For the AXIS streams, they have a master slave relationship. It means they can have
multiple slaves but only one master. This is controlled by the t_ready and t_valid
signals parsed alongside the databus. Since the ILA acts as a slave, it can be used to
probe the signal along the data path without the need for an AXIS duplication block.
For more speci�cs on how the IPs are con�gured and how the different clocknets for
the AXIS streams are de�ned and connected, please read the test journal in Apendix
B. Here it is also described how the modulation/demodulation is set up.
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6.3 Test Results

The methodology and procedure of how the data have been collected are explained
in Appendix B (chapter 8). Figure 8.8 shows a span of 20kHz around the center fre-
quency at base band. It shows the expected complex low-pass �lter response with a
cut-off frequency at 500Hz.

Figure 6.2: Frequency response measured at base band.

It can be observed that the whole �lter has a constant negative gain of around 11dB.
This is due to a problem with how the DAC was con�gured. This level drop will be
offset in the comparison with the cocotb simulation data.

Figure 6.3 shows the sweep measurement data overlayed over the cocotb transfer
function. Magnitude and phase have been offset compensated.
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Figure 6.3: Overlay of measured (magnitude offset compensated) and simulated cocotb response at
base band.

The phase difference mainly comes from propagation delay in cables, connectors
and instrument paths. To account for this, the offset can be communicated to the
controller.

The minimal viable solution has been a success since it matches the simulated mod-
els and provides the required functionality described in section 4.1.

6.4 Detuning Test Results

This led to the �rst incremental improvement to the system, which is the ability to
change the detuning frequency from the hardware manager while the system is
running. This is done using the VIO set to a word length of 32 bits. This signal is
parsed to the cavity block, which has added the b-coef�cient as a signal input, see
Figure 6.1.

All the measurement data of this test are shown in Appendix B (chapter 8). In short,
the test showed that detuning worked as expected by shifting the �lter response
along the frequency axis by having a non-zero value in the coupling terms in the
state space matrix.

This �nding is a big improvement over the status quo in the group. How it is usu-
ally done is by "sandwiching" the �lter between modulation/demodulation blocks
with an NCO frequency at the desired detuning frequency. This approach has draw-
backs over the detuning approach used in this project. These blocks add computa-
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tional load and latency as well as more accumulating quantisation errors.

When looking at the real-time latency requirement of 650ns, this becomes a problem.
When testing the setup with the �lter bypassed, the system had a latency from input
to output (removing the external cable latencies of 2 � 6ns) of 550ns. The latency test
was done by doing a group delay analysis with the vector network analyser. So with
this hardware setup, adding another modulation and demodulation block internally
might push this over the maximum requirement of real-time latency of the simulator
or simply add unnecessary extra computational load to the board. The modulation
and demodulation are complex multipliers that adds about 4 cycles each.

In Figure 6.4 the �lter has been detuned by 485.7Hz and 7.8kHz respectively:

Figure 6.4: Frequency response of detuned �lters.

The responses will be counter-compensated by the expected detuning frequency
shift to see how well they align, see Figure 6.5.
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Figure 6.5: Overlay of measured frequency responses of detuned �lters. They have been frequency
shifted by their detuning frequency to evaluate detuning linearity.

As the �gure clearly shows, the responses keep their shape as expected.

When looking at the requirements for the minimal viable solution seen in Table 4.1
it can be concluded that all requirements have been met. This includes simulating
the response of the cavity where it has been shown that the model response can be
replicated when implemented on hardware. The frequency and number of DACs
and ADCs was also met. Finally it was shown that



7. Discussion

The work in this project shows that the cavity simulator is feasible as a practical tool
for studying and validating the low-level RF signal chain for the HL-LHC. It even
showed how such a tool could be implemented on hardware and is now ready to
be tested with a cavity controller. The measured responses align with the theoreti-
cal model once the observed offsets are compensated. The measured response has a
constant negative gain, and the phase response is in�uenced by propagation delay
in the cables and connectors (which was removed by calibration). What was left was
a phase offset (independent of frequency). These remaining offsets must be handled
by the controller. Magnitude level-drop seems to be more consistent, and the output
might be driven to an external power ampli�er to ensure unity gain at the resonance
frequency.

From a systems perspective, the main advantage of the approach is that cavity de-
tuning is handled directly in the state-space model rather than by inserting separate
modulation and demodulation stages. This reduces FPGA resource usage, lowers la-
tency, and avoids extra sources of quantisation error. That is important because the
available latency budget is limited, and additional processing blocks could easily
push the system closer to the maximum allowed delay. Since the target latency is not
a strict minimum or maximum but a value that should match the cavity-controller
setup, future development should include a variable latency block. By making la-
tency con�gurable, the simulator can reproduce the delay that the controller would
experience in a real machine test. This is important because control parameters such
as proportional gain are tuned in the presence of this latency, and representative
latency is therefore required to obtain realistic stability margins and transient be-
haviour.

There are still limitations. The project focuses on a minimal viable solution, so there
are several areas where the work can and will be extended. The current setup still
depends on external test equipment and of�ine analysis for validation. It also lacks
features described, such as beam control and pick-ups, as well as the non-linear be-
haviour of the power ampli�ers. To improve the cavity model, it is also important to
mention the lack of a mechanical model of the cavity and how that could be added
to improve the accuracy of the model.

To mention a disadvantage to this approach, it would be that it currently requires
the cavity to be tested using this �lter model with the three coef�cients available to
tune. If cavities that don't �t this model need testing, a new �lter block would need
to be constructed.

The system (demodulation and signal processing) is designed to use an RF/beam-
synchronous clock. This is in contrast to having a �xed clock. For this to be fully
functional, the Lorenz force detuning would need to be handled internally. Right
now, a VIO is used to communicate this using the b coef�cient. To simulate detun-
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ing, the �rmware could apply ramps autonomously to the b-coef�cient so that the
tuner loop would try to compensate. It is also often done by giving a certain detun-
ing frequency set-point, which is already possible using the VIO. Lastly, a test could
be, to derive the Lorenz force detuning from the input amplitude. When adding
beam dynamics to the simulator, this would also affect the Lorentz force detuning
since the beam affects the cavity �eld strength as well. In a beam-synchronous sys-
tem, the Lorenz force detuning frequency is only one part of the frequency differ-
ence that needs to be communicated to the �lter using the b-coef�cient. The other
one is the difference between the input RF signal and the absolute frequency. The
absolute frequency would be constant, like the 400.8MHz used in the LHC. When-
ever the input RF signal changes its frequency (like with a frequency program), the
system would use the absolute frequency as the reference when calculating the dif-
ference. Now, combining these two frequency differences would tell how much the
�lter should be shifted in frequency. This would be converted to a b-coef�cient be-
fore being sent to the �lter.

Looking forward to when implementing the power ampli�er model in the simulator,
it would also be running on the beam-synchronous clock. This would need to have a
modulation/demodulation "sandwich" in case that model didn't have the cross I/Q
coupling that the cavity model has.

Additionally, more logging features would be good in terms of future testing and
iteration with potentially other types of cavities. The long-term goal is for this sys-
tem to be �exible to a wide variety of test setups with different cavity and controller
types as well as different beams.

Overall, the project demonstrates that the proposed cavity simulator is technically
viable and that the chosen implementation strategy is appropriate for the intended
application. The results suggest that the model is accurate enough for development
and validation work while also leaving clear room for further re�nement and inte-
gration of more features. Additionally, a work�ow has been put in place to easily
validate the signal processing (from transfer function to HDL implementation) of
any model that needs testing and implementation on this system in the future.



8. Conclusion

This project set out to develop and validate a cavity hardware simulator for the HL-
LHC at CERN. The goal was to provide a model and hardware implementation that
could represent the cavity, and be used for hardware simulation and veri�cation of
the low level RF chain.

The results show that this goal was met. The continuous and discrete cavity mod-
els behaved as expected, and when implemented on an RFSoC platform it produced
responses that matched the simulated behaviour closely once measurement offsets
were compensated. It had the correct latency and frequency range. The number of
ADCs and DACs matched the requirements while also being open to further de-
velopment in terms of the long term goals of the project. The detuning test further
showed that the cavity response could be shifted along the frequency axis by adjust-
ing the b-coef�cient, which is an important step towards the project long term goals.

By representing the cavity in complex baseband and avoiding unnecessary modula-
tion and demodulation stages as substitution to detuning being done in the cavity
�lter, the design remains ef�cient in terms of resource usage while keeping the la-
tency requirements of the system. The use of simulation, cocotb veri�cation, and
hardware testing provided a consistent path from model development to hardware
implementation.

In conclusion, the cavity simulator ful�ls the requirements of the project and pro-
vides a foundation for further development.
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Appendix A: First order model derivation

This chapter is here to show how the second order cavity model can be represented
as a �rst order model using key approximations.

Starting from the cavity dynamics equation (Eq. Equation 2.26), the complex enve-
lope representation V(t) = Ṽ(t)e jwRFt is substituted. But before the substitution it
�rst needs the product rule for differentiation of �rst and second derivatives:

dV
dt

=
dṼ
dt

ejwRFt + Ṽ(t) � jw RFejwRFt =
�

�̃V + jw RFṼ
�

ejwRFt (8.1)

The second derivative is:

d2V
dt2

=
d
dt

h�
�̃V + jw RFṼ

�
ejwRFt

i
(8.2)

Applying the product rule again:

d2V
dt2

=
�

¨̃V + jw RF
�̃V
�

ejwRFt +
�

�̃V + jw RFṼ
�

� jw RFejwRFt (8.3)

Collecting terms:

d2V
dt2

=
h

¨̃V + 2jw RF
�̃V � w 2

RFṼ
i

ejwRFt (8.4)

Substituting these expressions into Eq. Equation 2.26 and dividing by e jwRFt through-
out:

¨̃V + 2jw RF
�̃V � w 2

RFṼ +
w0

QL

�
�̃V + jw RFṼ

�
+ w 2

0Ṽ =
w0R
QL

�̃u (8.5)

Rearranging by collecting coef�cients of ¨̃V, �̃V, and Ṽ:

¨̃V +
�

2jwRF +
w0

QL

�

| {z }
fast oscillation + damping

�̃V +
�

w2
0 � w 2

RF + jw RF
w0

QL

�

| {z }
detuning + damping

Ṽ =
w0R
QL

�̃u (8.6)

The Slowly-Varying Envelope Approximation
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Now this key assumption will be applied: the envelope Ṽ(t) changes much more
slowly than the RF carrier oscillates. This means the dominant frequency contents of
Ṽ(t) are around Dw = w 0 � w RF (the detuning), which is typically � w RF.

For such a slowly varying envelope, the terms �̃V and ¨̃V vary on the detuning timescale
rather than the RF timescale. The factor 2jwRF therefore acts as a large carrier-scale
multiplier, so the mixed term 2jw RF

�̃V is small compared with the dominant carrier
terms and can be neglected.

Under the rotating wave approximation [1], the non-resonant components at approx-
imately 2w RF average to zero over many RF periods, so only the slowly varying res-
onant terms are retained in the baseband model. After this reduction:

¨̃V +
w0

QL

�̃V +
�

w2
0 � w 2

RF + jw RF
w0

QL

�
Ṽ �

w0R
QL

�̃u (8.7)

Further Simpli�cation: Neglecting the Envelope's Second Derivative

Now, to make one more observation: if Ṽ(t) varies on the characteristic timescale
� 1/w 1/2 (where w1/2 = w 0/(2Q L)), then:

�
�
� ¨̃V

�
�
� � w 2

1/2 jṼj and
�
�
� �̃V

�
�
� � w 1/2 jṼj (8.8)

The second derivative ¨̃V is of order w 2
1/2 , whereas the damping term w0

QL

�̃V is of order

w1/2 . For high-Q cavities where Q L � 1, it can be said that w 1/2 � w 0, so ¨̃V is
negligible by comparison. Dropping ¨̃V and simplifying using w 2

0 � w 2
RF � 2w 0(w0 �

wRF) = 2w 0Dw (for small detuning):

w0

QL

�̃V + 2w 0DwṼ + jw RF
w0

QL
Ṽ �

w0R
QL

�̃u (8.9)

Dividing by w 0/Q L and using w1/2 = w 0/(2Q L):

�̃V + 4Dw Ṽ + j2w RFw1/2 Ṽ � R �̃u (8.10)

For high-Q cavities, w RF � w 0, so 2wRFw1/2 � 2w 0w1/2 is also large. With a �-
nal rotating-wave-approximation step (rotating at exactly w RF eliminates the term at
2wRF), the 1. order cavity dynamics equation can be de�ned as:

�̃V(t) = (�w 1/2 + jDw ) Ṽ(t) + w 1/2 ũ(t) (8.11)



Appendix B: Test journal

This test journal will show how the cavity �lter was implemented, including how
debugging was conducted, as well as a description of the setup in the lab. It will be
concluded in the discussion at the end.

8.1 Intentions and planing

The main intent of this hardware implementation and testing is to validate the cav-
ity �lter already tested in simulations. This will cover the minimal viable solution
described in section 4.1

The plan is to �rst make a simple implementation of a ADC - DAC pair with mea-
surement in between showing the base band signal. Later on, the �lter will be imple-
mented in the block design as an RTL block. Lastly a frequency sweep analysis will
be conducted to produce a frequency response, which will be used for validation.

8.2 Setup

Figure 8.1 shows the latest iteration of the lab setup. Initially, an oscilloscope was
used to measure input-output relations. Only when an expected result was achieved,
the network analyser was used to generate the frequency sweeping responses that
have been shown in this report.
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Figure 8.1: Lab setup overview.

In the picture, it is seen how the signal generator is used as a source for the two
clock signal inputs provided using the splitter. The ADC input and the DAC out-
put both go to the vector network analyser for testing. It uses a S21 measuring the
input/output relation. To get a better overview of the setup it has been made into a
block diagram, see Figure 8.2:
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Figure 8.2: Block diagram of the test setup showing the different hardware components and how they
are connected.

8.3 Block/IPs used for this test

An overview of the different blocks used in this test will be laid out in this section.

Radio Frequency Data Converter (RFDC)

For the modulation/demodulation going from RF to baseband and back, the RFDC
is configured. It has 8 ADCs and 8 DACs on tiles of two. Each tile shares a clock.
It can be enabled so that more tiles share the same clock. On the board, there are
two balanced clock pair inputs. These are used because it is needed to control the
frequency and phase relation of the ADC/DAC clocks and RF input/output. The
board also doesn’t support the clock generation for the frequencies needed for this
project. So they are produced by a signal generator, then through a splitter, it goes
to two BALUNs, which convert one unbalanced signal into two balanced signals
(180 degrees phase difference). The BALUNs have a limited frequency range they
can operate at and are chosen to match are 400 MHz operation. They sit on a board
mounted on top of the ZCU-208 as seen in Figure 8.1.

In Figure 8.3 it is shown how the ADC and demodulation is configured:
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Figure 8.3: RFDC interface showing ADC and demodulation configuration.

In the data settings, a decimation of 24x is selected, which results in an AXIS stream
clock of 200MHz. The 24x decimation comes from the sampling being 12x the input
clock at 400 MHz, then another 2x decimation to get under the maximum clock rate
of the FPGA. This was chosen with two considerations in mind. First, it is a mul-
tiple of the RF frequency of the cavity, which is useful when generating beam syn-
chronous pattern. Since quantisation errors are minimised at higher sample rates, it
is desired to keep it high if possible. It does introduce some issues when it comes to
logging, but that will be explained later. In the mixer settings, the NCO frequency is
set to 0.4MHz and output is set to I/Q.

In Figure 8.4, the DAC and modulation configuration settings are shown, which sim-
ply mirror the sampling and demodulation just described.
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Figure 8.4: DAC and modulation configuration.

In Figure 8.5, a table of all the clocking information i shown:

Figure 8.5: Table showing all the internal clocks and how they are configured and constructed using
PLLs and reference clocks.

Here it can be seen that the ADC samples at 4.8GHz with a 12x oversampling ratio.
It uses a PLL which means the needed reference clock is 400MHz, which is the clock
input provided by the signal generator described earlier.
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The ADC resolution is 14 bits, and so 2 dummy bits are added, giving the output a
bit width of 16 bits on both I and Q.

Virtual Input Output (VIO)

In the VIO, the number of outputs can be selected. Since there are multiple clock
nets, these outputs can only be ported to blocks on the same clock net. In figure Fig-
ure 8.6, it is shown how the number of bits in each binary output is selected. Since it
is used for coefficients, it is set to 32 bits, matching the 8Q24 structure of the coeffi-
cients used in the cavity filter.

Figure 8.6: VIO interface showing bitwidth configuration

Clock nets and AXIS streams

All the blocks in the design expect the I/Q stream on a combined 32-bit AXIS stream.
Since the ADC outputs I and Q individually, it is parsed through an AXIS com-
biner. Both sides remain on the same clock net. The design has two clock nets be-
cause ADC and DAC run on two different reference clocks through the two inputs.
Therefore, before parsing the signal to the DAC in the RFDC is is first run through
a Clock Converter that, in this case, manages the potential phase difference between
the two clocks.

The way the AXIS streams are propagated and logged for iterative testing and anal-
ysis is by using an Integrated Logic Analyser (ILA). Here, a number of samples can
be selected so that they can be read in the Hardware Manager while testing. This
will be used to troubleshoot the design in the next section.

8.4 Debugging

First, the ADC output was ported right back into the DAC to try and close the loop
with ILA probes in between. A lot of the troubleshooting came from misinformation
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in the datasheet saying DAC reference input clock was for Tile 229, while it was in
fact Tile 230. It was also discovered here that a constant level drop of about �13dB
is measured between. It was later reduced a bit by selecting the output current to
32mA (max setting), resulting in a level drop of only �10.9dB, which is the value
used to offset the response when comparing to the simulated models in the main
report. It was pursued to achieve a signal strength close to saturation to increase
SNR by utilising more of the dynamic range of the RFDC. By briefly going over the
rated maximum signal strength (but not too much to the point that the hardware
was damaged), it was only possible to get to just over halfway to saturation. How-
ever, this is with a configuration that only uses one ADC of one tile. This is not a
problem, but simply good to know the approximate limits of the current setup.

In the ILA, it was observed that the I and Q signals were reversed, so by crossing the
two AXIS lines before entering the combiner, this observation was reversed.

8.5 Results

First, the entire 800MHz spectrum is shown in Figure 8.7:
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Figure 8.7: Magnitude response measure over the 800 MHz spectrum.

Here, a few elements can be observed. The noise floor is down at around �130dB.
Then there is a different floor at just below �80dB with a bandwidth of about 200MHz.
This is the internal bandwidth that represents the the bandwidth of the decima-
tion filter of the demod/mod. Lastly, a spike in the middle is observed at 400MHz,
which is the resonance of the simulated cavity. Now, a close-up around 400MHz will
be shown. In Figure 8.8, the span has been reduced to 20kHz with the same number
of points, increasing the resolution.
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Figure 8.8: Frequency response measured at base band.

Figure 8.9 shows a span of 2kHz aorund the centre frequency of 400MHz.
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Figure 8.9: Frequency response measured at base band with a 2 kHz spectrum.

It fits the expected 500Hz cutoff frequency complex low-pass filter at baseband that
was designed for the minimal viable solution. An in-depth evaluation can be found
in the main report.
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It was then tested how adding a b-coefficient other than 0 affects the filter response
and if it aligns with the expectation. The expectation is that it simply shifts the cen-
tre frequency of the filter while keeping the amplitude and bandwidth constant. Es-
sentially, adding detuning to the filter, hence why it is called the detuning coefficient
or coupling coefficient. In Figure 8.10 the filter has been detuned by 485.7Hz and
7.8kHz respectively:

Figure 8.10: Frequency response of detuned filters.

To get a better view of the frequency shift, the responses will be counter-compensated
by the expected detuning frequency shift to see how well they align, see Figure 8.11.
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