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Abstract:

White Rabbit is a high-accuracy synchro-
nization protocol built on Ethernet and IEEE
1588, capable of achieving sub-nanosecond
timing accuracy. As its adoption grows in
critical infrastructure, verifying resilience
against physical layer faults becomes in-
creasingly important, yet no dedicated fault
injection tooling exists for White Rabbit sys-
tems. This report presents the design and
implementation of a VHDL fault injection
module, integrated into the White Rabbit
PTP Core, supporting multiple categories of
physical layer errors spanning data corrup-
tion, symbol manipulation, and DDMTD
phase disturbances. The module exposes
its control interface through Wishbone-
mapped registers, accessible from both sim-
ulations and through a command-line tool
on real hardware. The implemented mod-
ule is functionally verified in simulation and
partially validated on physical White Rab-
bit hardware, where eight of ten modes
produced observable hardware effects, one
caused unexpected PTP failure at low injec-
tion rates, and two timing modes remain
un-validated due to a SoftPLL lock issue.

The content of this report is freely available, but publication (with reference) may only be pursued due to agree-

ment with the author.
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Summary

White Rabbit er en hojnejagtig synkroniseringsprotokol baseret pa Ethernet og PTP (IEEE
1588), som er i stand til at opna sub-nanosekund praecision i lokalklokken pa tveers af dis-
tribuerede systemer. I takt med at teknologien far en stigende udbredelse i kritisk infras-
truktur sasom partikelacceleratorer og telekommunikation, bliver det stadig vigtigere at
verificere systemets robusthed over for fejl i det fysiske lag. Der findes i ojeblikket ingen
dedikerede veerktojer til fault injection til White Rabbit-systemer som ikke tilfgjer ikke-
deterministisk forsinkelse, hvilket efterlader et hul i metoderne til robusthedskarakteris-
ering.

Dette projekt adresserer dette hul gennem design og implementering af et VHDL-baseret
fault injection-modul integreret direkte i signalvejen i White Rabbit PTP Core. Mod-
ulet understotter ti injektions-funktioner fordelt pa fire kategorier af fejl: korruption af
bingere data, manipulation af kontrolsymboler, undertrykkelse pd ramme-niveau samt
forstyrrelser i clock- og fase-malinger. Injektionsparametre styres via Wishbone-mappede
registre, som kan tilgas bade fra simuleringsmiljoer og fra et dedikeret kommandolin-
jeveerktoj pa fysisk hardware via UART.

Modulet er funktionelt verificeret i simulering, hvilket bekreefter, at hver test-function ko-
rrekt manipulerer datavejen som tilteenkt uden utilsigtede sideeffekter under stabil drift.
Hardwarevalidering blev udfert gennem link-stresstest pa fysisk White Rabbit-hardware,
hvor otte ud af ti testfunktioner gav observerbare effekter pa datavejen. En tilstand forar-
sagede uventet PTP-fejl selv ved lave injektionsrater, en adfeerd hvor den underliggende
arsag stadig undersoges. To tidsafheengige testfunktioner kunne ikke fuldt valideres pa
grund af en SoftPLL lock-fejl pé testhardware, hvilket udger det primeere fokus for frem-
tidigt arbejde.

Modulet er implementeret som en parametriserbar og moduleer komponent, der under-
stotter bade 8-bit og 16-bit dataveje, med kontrolgraenseflader designet med henblik pa
portabilitet pa tveers af platforme. To af testfunktionerne aftheenger af FPGA-primitive fra
specifikke leverandorer, hvilket delvist begreenser portabiliteten for disse testfunktioner.
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Preface

This report was written during the 10th semester as a master thesis for the education Elec-
tronic Systems from Aalborg University. The error injection tool implemented through this
thesis is meant to address a gap in the White rabbit reliability testing. Previously it had not
been possible to inject known errors at specific rates into the system in a way that would not
destroy the link between the two modules, and this project addresses this lack by imple-
menting an error injecting tool that is not detectable to the White Rabbit communication
link, yet can inject errors of different types at varying rates,

I would like to express my gratitude to the White Rabbit team at CERN for their assistance
and guidance in developing this module. In particular i wish to extend thanks to Maciej
Lipinski for his significant contributions to understanding the internal architecture and
procurement of hardware. I would also like to thank Quentin Genoud for assisting with
the setup of a white rabbit network for testing. I also wish to extend my thanks to Henrik
Schigler for assisting through supervising and guiding the direction of the project.

Additionally, I wish to thank Odd @yvind Andreassen and Alvaro Martinez Landete for their
willingness to discuss ideas and provide input when needed throughout the project.

For this thesis, the error injector module is intended to be implementable across any White
Rabbit tool, but for this thesis has been limited to the WR-CUTE-DP hardware that was
received. This thesis will cover the analysis, design, implementation and testing of the error
injection tool in both simulations and on hardware.

Through this project i have gained a deeper understanding of the White Rabbit technol-
ogy and the interplay of modules required to achieve the performance requirements of the
White Rabbit technology.

Aalborg University, June 4, 2026

Oliver Falkenberg Damborg
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Introduction

Precision timing and synchronization are fundamental requirements for modern dis-
tributed systems, from financial trading networks to particle accelerators to telecommuni-
cations infrastructure[1]. As systems become more complex and geographically dispersed,
the demand for sub-microsecond, and increasingly sub-nanosecond, synchronization has
grown. In safety-critical systems, a small synchronization error can have cascading conse-
quences, making the reliability of the timing infrastructure itself a critical concern.

At CERN, the importance of clock alignment is exceedingly important for accelerators such
as the Large Hadron Collider (LHC) where a synchronization error can cause substantial
damage if parts of the system are not updated on the beam in due time. Failing to update
in due time could cause unintended beam interactions, equipment damage, or data loss
in critical detector systems.

White Rabbit (WR) is an open-source hardware and software project that extends stan-
dard Ethernet with deterministic, sub-nanosecond synchronization capabilities, making
it well-suited for demanding applications such as these[2]. By combining Precision Time
Protocol (PTP) with specialized hardware timestamps and fiber optic transmission, White
Rabbit achieves performance that far exceeds what conventional packet-based networks
can provide and has seen adoption in critical infrastructure across physics experiments,
power grids and telecommunications|1].

However, as White Rabbit becomes increasingly deployed in critical infrastructure, the
ability to systematically test and validate its robustness becomes equally important. The
very sensitivity that makes WR powerful, its sub-nanosecond precision, also means that
even minor faults in the physical layer can compromise the synchronization integrity. De-
spite this, no standardized method exists for systematically injecting controlled faults into
a live WR link without disrupting its operation|3, 4].

1.1 Problem Statement and Objectives of the thesis

Through its strict timing requirements and purpose-built hardware, White Rabbit achieves
sub-nanosecond synchronization across geographically dispersed devices. However, this
high performance creates a testing paradox. The system is so sensitive to timing distur-
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1.2. Thesis Structure Aalborg University

bances that introducing conventional testing instruments causes non-deterministic la-
tency, thereby triggering recalibration or link failure. This makes it di cult to systemat-
ically test rare fault scenarios or the robustness of the system to realistic link degradations
such as bit errors or signal degradation.

Currently, there is no controlled method for injecting faults into a WR link in a way that
is both transparent to the connected WR devices and programmable by the user[2]. Sys-
tematic robustness testing requires emulating realistic link degradations without violating
WRs strict timing and protocol requirements.

The objective of this thesis is to develop an error injection module that enables trans-
parent, programmable fault injection into WR links, emulating realistic link degradations
while preserving WR's deterministic behavior. This enables repeatable, automated robust-
ness testing across multiple WR device types and generations.

1.2 Thesis Structure

Through this thesis the implementation of an error injecting module for the WR system

is implemented. The report starts by introducing the problem statement in Chapter 1, af |
ter which the analysis of the White Rabbit Protocol and Core is described in Chapter 2. [ ]
The analysis chapter covers the White Rabbit structure, communication technologies and
points of interest for testing on White Rabbit hardware, and concludes with an analysis of
failure scenarios and relevant fault models that motivate the design choices in the follow-

ing chapter. Based on the analysis, Chapter 3 goes through the problem formulation and
requirements for the system along with restraints of hardware.

With the constraints and requirements formed, the implementation of the error injector
module occurs in Chapter 4, which includes the simulation environment setup as well as
the implementation of control tools on hardware. The implemented module is then tested
and veri ed in Chapter 5 in simulation and hardware, after which the report will be con-
cluded and re ected on in Chapter 7.

In Appendices, Appendix A contains the register map implemented in the software and on
the hardware. Appendix B contains repository links and relevant wikis for the developed
tool and Appendix C contains the results of link stress testing on hardware, utilizing the
tool.
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White Rabbit Protocol and
Core

To develop an error injection module that is transparent to the White Rabbit link, a thor-
ough understanding of the underlying protocol and its core components is required.
Through this chapter, the White Rabbit protocol, its parts and the White Rabbit core will
be explored, establishing the foundational knowledge necessary for the design decisions
made in subsequent chapters.

Figure 2.1: Example White Rabbit installation consisting of switches and optical ber links. Image credit:
CERN, photograph by Piotr Wojciech Traczyk [5].

The chapter begins by introducing the White Rabbit protocol and its synchronization prin-
ciples, followed by an examination of the White Rabbit PTP Core (WRPC), its internal ar-
chitecture and the PTP protocol. Key components such as the SoftPLL and the encoding
scheme are then analyzed, as these directly in uence the design of the error injection mod-
ule. Finally, the di culties of testing White Rabbit are examined, including potential fail-
ure scenarios and the relevant fault models to consider.
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2.1. Explanation of White Rabbit Aalborg University

2.1 Explanation of White Rabbit

White Rabbit (WR) is an open-source technology developed at CERN with the intention
of obtaining precise synchronization in large distributed systems, where devices are con-
nected over an Ethernet-based network[6, 7]. WR combines a sub-nanosecond accuracy
timing distribution with standard Ethernet data transfer, making it suited for large-scale
scienti c and industrial installations where conventional network timing protocols are in-

su cient in synchronization[1]. It can also be used to ensure a safe shutdown of equip-
ment. White Rabbit was originally developed to address the demanding synchronization
requirement of the LHC accelerator complex at CERN. Since then, the technology has since
been adopted across a broad range of applications including radio telescope arrays, power
grid monitoring systems and high-frequency nancial trading infrastructure [1].

At its core, White Rabbit is an extension of the PTP standard, de ned in IEEE 1588[8]. WR
was adopted into the standard under the High Accuracy(HA) standard pro le, with small

di erences between WR and HA[9]. The requirements for the WR extension, referred to as
White Rabbit Precision Time Protocol (WRPTP), is de ned inthe White Rabbit Speci cation
as a PTP Pro le compliant with IEEE 1588-2008 and its default pro les [10, 11]. To achieve
synchronization performance beyond what the standard PTP an o er, WRPTP changes
the base protocol with three key mechanisms: clock syntonization over the physical layer
(analogous to Synchronous Ethernet, or SyncE[12, 13, 14]), enhancement of timestamp
precision through sub-nanosecond phase detection and automatic precise evaluation of
link delay asymmetry[11, 15]. The combination of these mechanisms enables the reliable
distribution of timing with accuracy in the sub-nanosecond range and precision on the
order of single-digit picoseconds, across networks spanning thousands of nodes and long
ber optic links, lasting up to 10 kilometers between nodes[10]. The principles behind
these mechanisms, along with the full PTP protocol on which they build, are described
in detail in Section 2.3.

It is important to note that although WRPTP and the HA Pro le are not directly protocol-
compatible with each other, both are compatible with the underlying White Rabbit hard-
ware and both provide an equivalent level of synchronization performance[4, 15]. The
White Rabbit hardware and software supports both non-WR and WR protocol[15, 16]. The
HA Pro le therefore represents a standardized and vendor-neutral path toward the same
timing accuracy that White Rabbit has demonstrated in operational deployments for over
adecade.

2.2 White Rabbit Architecture Overview

A White Rabbit network is a Local Area Network using PTP that is compatible with
VLAN(IEEE 802.1Q[17]), Ethernet(IEEE 802.3[18]) and PTP(IEEE 1588[8]). From the per-
spective of data exchange, all interconnected devices operate as standard Ethernet end-
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2. White Rabbit Protocol and Core

points. From the perspective of timing distribution, however, the network has a hierarchi-
cal structure in whichtiming ows from an upstream reference source toward downstream
devices. The two fundamental building blocks of this hierarchy are the White Rabbit Switch
(WRS) and the WR Node [10, 19].

2.2.1 Network Topology and Scalability

White Rabbit networks are typically organized in a tree topology, with the Grandmaster at
the root and WR Nodes at the leaves (see Figure 2.2). Intermediate layers of WR Switches
provide the branching structure that scales the network to the required number of end-
points[10, 15]. The number of switching stages between the Grandmaster and any given
Node determines the cumulative timing error introduced along that path as each stage
contributes a small residual synchronization error. In well-designed White Rabbit installa-
tions, this per-hop error contribution is su ciently small that the end-to-end timing accu-

racy at the leaves remains within the sub-nanosecond speci cation even through multiple
switching stages[15].

Figure 2.2: White Rabbit network architecture showing the propagation of the clock, thereby ensuring the
timing between modules. Architecture is based on a gure from the Source [15].
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2.2. White Rabbit Architecture Overview Aalborg University

2.2.2 WR Grandmaster and Timing Hierarchy

At the top of the timing hierarchy sits the WR Grandmaster, which is responsible for pro-
viding an authoritative reference for both time-of-day and frequency to the entire network.
To do so, it requires two external input signals: a 1PPS signal providing the absolute time
reference and a 10MHz signal providing the frequency reference[7, 19]. These are typically
sourced from a GPS-disciplined oscillator or an atomic clock, providing a traceable link
to Universal Time (UTC). In installations where GPS coverage is unavailable or unreliable,
an external atomic clock connected through the expansion connector of the WRS may be
used to maintain holdover performance during periods of GPS outage[20]. This feature
however is not implemented in all Switches.

The Grandmaster distributes timing information downstream to WR Switches through
WRPTP or the HA Pro le as visualized on Figure 2.2. Each switch in the network synchro-
nizes to its upstream source of time and subsequently acts as a source of time for all down-
stream devices connected to it. This cascaded architecture allows a single Grandmaster to
synchronize a very large number of end devices through an arbitrary number of switching
stages, with each stage introducing only a precisely characterized and compensated delay
increment. In practice, White Rabbit networks deployed at large installations such as the
LHC at CERN comprise hundreds of switches and thousands of nodes organized in this
manner[10, 15].

2.2.3 The WR Switch

The WRS is the central element of a White Rabbit network. From the timing perspective,
the switch receives timing information from an upstream source via one or more of its
uplink ports, disciplines its internal oscillator to this reference and then distributes syn-
chronized timing to all downstream devices connected through its remaining ports as vi-
sualized on Figure 2.2. In this way, it simultaneously acts as a slave toward its upstream
grandmaster and as a master toward all connected downstream devices[7, 19].

Beyond its timing function, the switch also performs standard Ethernet layer-2 switch-
ing for data tra c, forwarding frames between its ports according to the standard MAC
address-based rules[19, 21]. The coexistence of high-precision timing distribution and
conventional data tra c on the same physical infrastructure is one of the de ning charac-
teristics of White Rabbit and it is what makes the technology attractive as a uni ed solution
for both data acquisition and timing in large-scale systems[10, 19].

The WR Switch is a complex system composed of several interdependent layers: hardware,
including PCB's and mechanical enclosure; gateware, implemented in VHDL, Verilog and
SystemVerilog running on an FPGA; rmware, comprising code executed on dedicated
embedded processors without an operating system; and software, consisting of an embed-
ded Linux environmentincluding drivers and user-space applications [19]. The separation
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2. White Rabbit Protocol and Core

of these layers is important from a testing perspective, as faults may originate at any level
and may manifest di erently depending on the layer at which they occur.

2.2.4 The WR Node

The WR Node constitutes the endpoint of a White Rabbit network, see Figure 2.2. It is
the device at which the precise timing distributed through the network is made available
for use by the application of interest, such as a detector readout system, a data acquisi-
tion module or an industrial sensor[19]. The Node synchronizes to an upstream WRS and
makes the resulting timing reference available locally, typically in the form of a 1-pulse-
per-second (1PPS) signal and a 10 MHz frequency reference, along with an absolute time-
of-day reading.

The WRPC is an open-source IP core that implements the full WRPTP stack together with
the supporting hardware mechanisms required for sub-nanosecond performance, includ-
ing the DDMTD phase detector and the physical layer clock recovery logic[11, 22]. It
forms the foundation of WR endpoint devices such as WR Nodes and is also used as a ref-
erence implementation across other WR hardware including switches and grandmaster
clocks[23]. The DDMTD will be explained in Section 2.4.

Being FPGA-agnostic in its design, the WRPC can be instantiated in a variety of FPGA
families through the use of Platform Support Packages (PSPs), which provide the vendor-
speci ¢ primitives required for clocking, serialization and 1/0[23]. Similarly, Board Sup-
port Packages (BSPs) handle hardware-speci ¢ aspects of a particular Node design. This
modular approach allows the WRPC to serve as acommon core across awide range of hard-
ware platforms while maintaining uniform timing behaviour[23].

2.3 Precision Time Protocol (PTP)

The IEEE 1588 standard, commonly known as PTP, is a protocol designed to provide pre-
cise time synchronization between devices connected through a network[8]. Unlike the
traditional clock distribution methods that rely on dedicated timing lines or external ref-
erences, PTP enables distributed systems to synchronize their internal clocks through the
exchange of timestamped messages over standard Ethernet networks[8]. This capability
makes PTP particularly valuable in systems where multiple modules are required operate
with a shared notion of time despite being physically separated.

PTP is a protocol that focuses on keeping a common clock frequency and a consistent time
reference across all participating devices. By synchronizing the clocks across the di erent
communication modules, the transmitted signals can be correctly interpreted on mod-
ules [8]. Without the synchronization, timing o sets between devices may cause sampling
errors, shifted data frames, or incorrect interpretation of control signals. If the shifts are
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2.3. Precision Time Protocol (PTP) Aalborg University

excessive, it may cause a packet to be dropped. In high-speed or high-precision systems, a
small timing discrepancy can accumulate and lead to signi cant operational errors which
is an undesired situation.

The protocol operates by designating one device in the network as the grandmaster
clock[8]. The grandmaster clock serves as the primary time reference that every other de-
vice in the network adjust their clock to match. The local clocks on other devices, referred

to as slave clocks[8], are continuously adjusted to match the grandmaster. This synchro-
nization process is achieved through an exchange of several types of PTP messages, in-
cluding Sync, Follow_Up, Delay_Req and Delay_Resp [8, 15]. These messages allow a slave
device to determine both the absolute time of the master and the propagation delay of the
network path between them. The ow of these messages can be seen on Figure 2.3.

Figure 2.3: Flow of PTP message exchange during a synchronization between PTP modules[8].

By comparing these timestamps and exchanging delay measurement messages, the slave
device can estimate the round-trip propagation delay and subtract it from the measured
time o set, observed on Equation (2.1) in Section 2.5.3 for the White Rabbit Synchroniza-
tion Flow[8]. This process allows the slave clock to accurately align its local time with the
grandmaster clock despite the presence of network latency.

To improve synchronization accuracy, PTP can utilize hardware time-stamping within
network interface controllers or switches. Hardware time-stamping records the precise
moment when a packet enters or leaves the physical layer of the network, implemented
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2. White Rabbit Protocol and Core

within the high-speed serial transceivers of the network interface, thus minimizing the
variable delays introduced by software stacks or operating systems[8]. Hardware time-
stamping signi cantly reduces timing uncertainty and enables synchronization accuracy
in the nanosecond range [24].

PTP networks can also sometimes include intermediate devices such as boundary clocks
and transparent clocks[8]. Boundary clocks act as synchronization relays, receiving timing
information from an upstream master and distributing it to downstream devices. Trans-
parent clocks instead measure and compensate for the time that PTP messages spend in-
side network switches, thereby preventing internal switch delays from degrading the syn-
chronization accuracy. These mechanisms allow PTP to scale e ectively across complex
network topologies while maintaining precise timing[8].

Through these mechanisms, PTP enables distributed systems to maintain tightly synchro-
nized clocks, ensuring that data acquisition, control signals and communication events
occur at precisely coordinated times. This capability is essential in applications such as
telecommunications, industrial automation, power grid management and large scienti ¢
infrastructures, where deterministic timing and accurate event correlation are critical for
reliable operation[25].

Depending on the requirements for the systems, there are di erent pro les each with their
own requirements. One pro le in particular is strict and with it, achieves high perfor-
mance. This pro le is called the High Accuracy (HA) pro le[8, 26]. The 1588-HA pro le
was introduced in the 2019 version of the standard and is meant for applications where a
sub-nanosecond level synchronization accuracy is required. Examples where the HA pro-
le would be used, would be for large-scale scienti ¢ infrastructures and industrial con-
trol systems, however it has also found use in commercial facilities such as stock trading,
where timing of sales is critical[25]. The HA pro le is how the White Rabbit technology
was adapted into the standard. While some features of the White Rabbit were not imple-
mented in the pro le, the main requirements and performance of the White Rabbit were
adapted[8, 9].

The High Accuracy (HA) pro le de ned within the IEEE 1588-2019 standard builds upon
the conventional PTP mechanisms by introducing stricter constraints on timing behavior,
message exchange and hardware support. In contrast to general-purpose PTP pro les, the
HA pro le assumes the presence of hardware time-stamping and requires deterministic
network behavior in order to achieve sub-nanosecond synchronization accuracy. This in-
cludes tighter limits on packet delay variation, mandatory use of peer-to-peer delay mech-
anisms and improved clock models with enhanced stability and resolution[8].

A key aspect of the HA pro le is the improvement of the clock synchronization algorithm.
It enforces more frequent message exchanges and reduces allowable jitter in timestamp
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2.3. Precision Time Protocol (PTP) Aalborg University

acquisition. Furthermore, it assumes that all participating devices are capable of precise
phase alignment, not only frequency synchronization. This functionality is critical in ap-
plications where the phase coherence between distributed systems directly impacts the
system performance.

2.3.1 Ethernetlink and recovery

The Ethernet Physical Coding Sublayer (PCS) layer contains multiple mechanisms for
maintaining synchronization and recovering from temporary communication faults[18].
Since transient physical layer errors are expected to occur occasionally during normal op-
eration, the receiver does not immediately declare link failure whenever a corrupted sym-
bol or encoding violation is detected. Instead, the Endpoint utilizes a progressive error
recovery mechanism that attempts to tolerate short disturbances while still disconnecting
links that become persistently unstable.

The synchronization mechanism operates through a sequence of recovery states which
gradually increase the severity of the recovery action depending on the amount of detected
corruption.

When a receive fault occurs, such as an invalid 8b10b symbol, corrupted K-character or
repeated encoding violation for the WR, the Endpoint transitions from State 0 into State
1. This transition acts as an early warning stage indicating that synchronization quality
may be degrading. At this stage the link itself remains operational and communication
continues normally while the receiver monitors whether the disturbance was temporary
or persistent.

If no additional errors are detected within the recovery interval, the Endpoint considers
the disturbance resolved and transitions back into State 0. If additional errors continue to
occur before the system has recovered back to State 0, the Endpoint instead escalates into
the next recovery level, State 2. The same behaviour continues through the synchroniza-
tion states.

Ifthe corruption persists through all recovery stages untilthe nalrecovery levelisreached,
the Endpoint ultimately declares synchronization failure and forces the Ethernet link
down[18]. Within the WRPC implementation this occurs after repeated escalation through
four consecutive recovery states[27] without ample recovery time. Once the nal state de-
tects an additional synchronization failure, the receiver abandons the current link state
entirely and initiates a complete re-synchronization sequence.

The gradual recovery behaviour implemented within the PCS is based on the synchroniza-
tion and error handling mechanisms de ned by IEEE 802.3 [18]. Rather than immediately
declaring link failure after a single corrupted symbol, the receiver attempts progressive
synchronization recovery before it ends up forcing a link re-establishment if persistent cor-
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2. White Rabbit Protocol and Core

ruption is detected. It prevents isolated transient faults from unnecessarily disconnecting
the link while ensuring that persistently corrupted communication channels are eventu-
ally reset and re-established in a controlled manner.

2.3.2 Synchronous Ethernet (SyncE)

Synchronous Ethernet (SyncE) is a standard that improves standard Ethernet by adding
the ability to distribute a frequency reference signal across the physical layer of the net-
work[12]. Unlike conventional Ethernet, where each device operates from an indepen-

dent local oscillator, SyncE allows a downstream device to recover and lock its clock to the
frequency embedded in the incoming Ethernet signal. This is achieved by replacing the

free-running oscillator in the Ethernet physical interface with a Phase-Locked Loop (PLL),

which disciplines the local clock to the received line signal.

SyncE operates independently of packet timing protocols such as PTP, as it functions at
the physical layer regardless of network load or packet delay variation. The synchroniza-
tion status is transmitted between devices through the Ethernet Synchronization Messag-

ing Channel (ESMC), de ned in ITU-T G.8264[14], which allows devices to propagate and
evaluate the quality of the available timing reference across the network.

2.3.3 White Rabbit version

The White Rabbit extension to the IEEE 1588-2019 version can be seen as a practical im
plementation that exceeds many of the HA pro le requirements by combining PTP with
Synchronous Ethernet (SyncE) and precise delay calibration techniques[11]. While the HA
pro le standardizes high-accuracy synchronization within the IEEE-1588, White Rabbit
introduces additional mechanisms such as continuous phase tracking and link delay cal-
ibration using Digital Dual Mixer Time Di erence methods. These improvements allow
White Rabbit systems to achieve sub-nanosecond and in many cases picosecond-level,
synchronization accuracy[11, 15].

Another important di erence is that White Rabbit enforces a fully deterministic network
infrastructure, where all switches operate as transparent clocks with known and cali-
brated delays. Fiber links are characterized to account for asymmetries and xed-latency
transceivers are used to eliminate uncertainty in the physical layer. These features go be-
yond the HA pro le requirements, e ectively making White Rabbit a better performance
implementation designed for extreme precision environments. The required protocol, ar-
chitecture and physical layer constraints between the HA pro le for IEEE 1588 and the WR
implementation of it, is summed up in Table 2.1.
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Clock model

Enhanced PTP clocks

Protocol and Architectural Re- IEEE 1588 HA Pro le White Rabbit
quirements

Hardware timestamping Mandatory Mandatory

Delay mechanism Peer-to-peer (P2P) P2P + calibrated delays
Sync message rate High High + phase correction

DDMTD-based extension

tation Constraints

Synchronous Ethernet (SyncE) Optional / recommended Required
Transparent clocks Required Required
Boundary clocks Allowed Typically avoided
Physical Layer and Implemen- IEEE 1588 HA Pro le White Rabbit

PHY latency knowledge

Link asymmetry compensation
Medium support

Deterministic latency
Calibration requirement

Bounded
Limited
Copper/ Fiber
Recommended
Minimal

Precisely known
Explicitly corrected
Calibrated ber
Strictly enforced
Extensive

Table 2.1: Requirement di erence between the HA pro le and the White Rabbit. Table contains a list of
the di erences in the protocol/architecture requirements and the physical layer and implementation con-

straints[8][11][7]-

While the HA pro le incorporates several concepts derived from White Rabbit, it does not
de ne all ofits mechanisms, allowing for greater exibility and broader applicability across

di erent industries. As a result, the HA pro le represents a standardized compromise be-
tween performance and deployability, whereas White Rabbit remains a specialized solu-
tion optimized for the highest levels of timing accuracy in scienti ¢ and industrial sys-

tems]8].

2.3.4 Performance di erence requirements between WR and HA

The HA pro leis the version of WR adapted into the IEEE 1588 standard. As itis a standard,
it tends to be more open in the requirements related to performance and implementation.
The standard does not enforce a single implementation strategy, allowing system designers
exibility in how these requirements are met. As a result, parameters such as jitter and
long-term stability are highly dependent on the quality of the hardware platform, clock

sources and network con guration.

White Rabbit on the other hand is a speci ¢ implementation of the HA pro le. The WR is
implemented as a fully deterministic system. In WR, both the protocol and the physical
layer are tightly controlled. This enables signi cantly improved performance, particularly
in terms of jitter and phase alignment. A comparison in requirements between HA and

White Rabbit is shown in Table 2.2.
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Parameter IEEE 1588 HA Pro le White Rabbit (WR v2/v3)
Time accuracy (node-to-node) -1ns C 1 ns (typ. 100 500 ps)
Time accuracy (network-wide) »1lns C 1 ns (large scale)
Jitter (time deviation) 100ps 1ns C 20 ps RMS
Phase alignment Required Deterministic, continuous
Frequency syntonization Yes Yes (SyncE + PLL)
Long-term stability High Very high (sub-ps drift)

Table 2.2: Synchronization performance comparison based on IEEE 1588-2019 High Accuracy pro le speci -
cations and White Rabbit technical literature [7, 8, 26, 28].

As shown in the Table, White Rabbit systems commonly achieve timing jitter in the tens
of picoseconds range, which is an order of magnitude better than typical HA implementa-
tions. Thisimprovementis primarily due to the use of Synchronous Ethernet for frequency
distribution and continuous phase tracking mechanisms through use of DDMTD(see Sec-
tion 2.4.4, which allow precise alignment of clock phases across all nodes. The onboard
clock is then adjusted through a servo-loop that adjusts the phase in order to obtain the
phase alignment and accuracy.

2.4 Overview of the WR PTP Core

The WRPC is the central VHDL module responsible for implementing the complete White
Rabbit synchronization stack within a single FPGA. It can be instantiated either as a stan-
dalone interface in a dedicated FPGA design or as an IP core embedded within a larger
system [29]. The WRPC implements an IEEE 1588 ordinary clock[8] capable of operating
in three distinct modes: Grandmaster, Master and Slave. There are additional small sec-
ondary modes such as Free-running Master which is a GM/Master without need for refer-
ences and can turn into slave. In Grandmaster mode, the core adjusts itself to a provided
1-PPS and 10 MHz reference signal from an external source and propagates precise timing
to downstream devices. In Master mode, the core uses a free-running internal oscillator as
its reference, if no grandmaster is connected and distributes the timing to connected WR
devices. In Slave mode, the core receives timing information from an upstream WR Master,
synchronizes its internal oscillator accordingly and exposes the resulting time reference to
other IP cores through a standardized VHDL interface.
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Figure 2.4: Block-diagram showing the relationship between individual modules inside the WR PTP Core[23].

The architecture of the WRPC is organized around a central Wishbone crossbar intercon-
nect, through which all internal functional modules are interconnected and made acces-
sible to the embedded soft-CPU processor[21]. This structure allows rmware running on
the processor to con gure, monitor and control each hardware sub-module through a uni-
form memory-mapped interface, while also permitting external host systems to access in-
ternal registers via an External Wishbone Slave interface. The latter is used, for example,
to load rmware into the core's internal RAM or to access the virtual UART for debugging
purposes [22]. A high-level view of the internal module structure of the WRPC is shown in
Figure 2.4.

2.4.1 Soft-Core Processor and Firmware

At the heart of the WRPC is a LatticeMico32 (LM32) soft-core processor, a Harvard-
architecture, 32-bit RISC CPU originally designed by Lattice Semiconductor and optimized
for implementation in FPGA fabric [28]. The Verilog source of the LM32 is open and car-
ries no vendor restrictions, meaning the core can be utilized without modi cation on FP-
GAs from any manufacturer[28]. The LM32 is connected to all peripheral HDL modules
through the pipe-lined Wishbone crossbar and executes rmware stored in a 64kB block
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of integrated dual-port RAM synthesized alongside it in the FPGA.

The rmware running on the LM32 is responsible for the full WR synchronization proce-
dure and operates in a freestanding mode, without any underlying operating system [28].
Its primary component is the WR PTP engine, implemented by the ppsi (PTP Ported To
Silicon) daemon. Its an open-source PTPv2 implementation extended with WR-speci ¢
synchronization mechanisms and designed to run as a freestanding application on a bare-
metal processor[27]. Alongside the PTP engine, the rmware includes a set of VHDL/de-
vice drivers that provide software abstractions for each hardware module accessible over
the Wishbone bus, including the MAC endpoint, SoftPLL, PPS generator and peripheral
devices such as the onboard EEPROM and atemperature sensor. A simple interactive user
shell is also provided, which allows an operator to con gure the operating mode through
implemented functionalities. This includes register readout, a gui for inspecting synchro-
nization state, ptp status and performing calibration. It can be controlled through an UART
connection.

2.4.2 WR Endpoint and Timestamping

The WR Endpoint module is the Ethernet MAC layer of the WRPC and the module respon-
sible for capturing the precise hardware timestamps on which the WR synchronization al-
gorithm depends[28]. Timestamps are recorded as close to the physical layer boundary as
possible. It is recorded at the point where the serialized data stream enters or leaves the
transceiver, thereby eliminating the non-deterministic latencies introduced by software
processing, operating system scheduling, or Direct Memory Access (DMA) transfers that
would otherwise degrade timestamp accuracy[29].

To communicate between the two devices, the data is encoded and decoded by using
8b10b encoding/decoding. The Endpoint is responsible for supplying the WR_GTP the
required byte and type of data, which is serialized and encoded to a 10 bit message, each
unique depending on the type of data and the data. Once received on a secondary device,
the WR_GTP decodes the data and the Endpoint receives the data and type, which deter-
mines the required actions for the data. The 8b10b encoding will be explained further in
Section 4.2.2.

The Endpoint also incorporates a programmable packet Iter, whose classi cation rules
are con gured by the LM32 rmware at startup[23]. Incoming Ethernet frames are clas-

si ed according to their type and content and are then assigned to one of several output
classes. Frames belonging to the WR PTP class are forwarded to the internal CPU packet
gueue for processing by the PTP daemon. Non-PTP frames intended for the user applica-
tion are redirected to the external WR Fabric interface, a pair of pipelined Wishbone mas-
ter and slave interfaces through which the WRPC exchanges Ethernet frames with external
logic blocks such as a Network Interface Component (NIC) or an Etherbone bridge [30].
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This separation ensures that PTP tra c is handled with deterministic latency by the em-
bedded processor, while data tra c is routed to the appropriate external logic without in-
terference.

2.4.3 Wishbone

The Wishbone bus is a synchronous, memory-mapped interconnection architecture de-
signed for on-chip communication between digital components, typically within FPGA
designs[31]. It provides a standardized protocol that enables modular integration of IP
cores while maintaining deterministic and predictable data transfers [22].

Wishbone follows a master slave communication model. The master initiates bus cycles
while one or more slaves respond to these transactions. Each transaction is de ned by a
set of control and data signals that help coordinate the transfer. The transaction consists of
the fundamental signals for an address bus (ADR), data buses for input and output (DAT _,
DAT_0), control signals such as write enable (WE), cycle indicator (CYC), strobe (STB) and
handshake signals like acknowledge (ACK). The protocol is synchronous to a shared clock
(CLK) and typically includes a reset (RST) signal to initialize the system[31]. Wishbone
supports multiple bus cycles, including single read/write cycles and read-modify-write
(RMW) cycles. The ow of these signals is visualized on Figure 2.5.

Figure 2.5: Wishbone signal timing during a normal read/write cycle, showing the master-driven handshake
and acknowledge response from the slave. Based on the Wishbone B4 speci cation [31].
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In the context of White Rabbit, the Wishbone bus plays a role that is similar to the trans-
port and coordination mechanisms described above for PTP, but at the internal hardware
level of a device rather than across a network. The Wishbone interconnect block ensures
seamless interconnection of Wishbone masters and slaves using a crossbar topology, con-
necting the embedded CPU to all internal VHDL modules[30], as illustrated in Figure 2.6.

Figure 2.6: Wishbone crossbar interconnect in the White Rabbit PTP Core, connecting the embedded CPU
(master) to internal HDL slave modules[21].

The crossbar works as a central address decoder and routing fabric, where each transac-
tion issued by the master is directed to the appropriate slave based on its address. Unlike
a shared bus, where all devices are communication using the same channel, the crossbar
allows multiple master-slave pairs to communicate simultaneously, provided they target
di erent slaves. In the context of WRPC, this means the embedded CPU can access any in-
ternal register through simple load/store operations, with the crossbar handling all routing
transparently[31]. Examples of such registers would be those of the timing core, the end-
point or the PHY con guration block.

In White Rabbit systems, precise timing is not only dependent on the accurate time-
stamping at the PHY level but also on deterministic handling of this timing information

inside the device. Wishbone contributes to the timing through exposing the internal reg-
isters of timing cores, PHY con guration blocks and control logic to the embedded CPU
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through its memory-mapped abstraction. With the registers exposed, it makes it possible
to con gure and control the system through simple load/store operations without interfer-
ing with the timing-critical data-path[2]. The endpointand PHY continue operating deter-
ministically regardless of CPU activity as the crossbar routes control tra c to its destina-
tion without disrupting other modules. This is critical for aligning internal operations with
the nanosecond-level precision achieved by the network synchronization protocol[15].

2.4.4 Digital Dual-Mixer Time Di erence (DDMTD) Phase Detector

The DDMTD phase detector is the hardware module responsible for the sub-nanosecond
phase measurement capability that di erentiates the White Rabbit from standard PTP im-
plementations [28]. The fundamental limitation of hardware time-stamping using con-
ventional counters is that timestamps are determined and quantized to the period of the
reference clock, which for 125 MHz clocking is 8 ns. With a resolution of 8 ns per clock
cycle, itis not su cient to obtain sub-nanosecond synchronization o set.

The DDMTD technique resolves this by generating an o set clock at a frequency slightly
below the reference, de ned as WNM ¢ fef, Where f,o¢ is the 125 MHz reference frequency
(125 MHz in 8-bit implementations such as the WR-CUTE-DP, or 62.5 MHz in 16-bit im-
plementations such as the WRS, both yielding an equivalent 1Gbps line rate) and N is a
large integer[10, 11, 21]. When this o set clock is mixed with either the reference clock
or the recovered physical layer clock, the resulting low-frequency beat signal of approxi-
mately 3kHz is extracted, with the high-frequency sum component being discarded by the
sampling circuit. The period of the 3kHz signal has a period that is many orders of mag-
nitude longer than the original clock period [28]. The phase di erence between two in-
put clocks, which would otherwise be unresolvable at nanosecond scale, is thus e ectively
stretched into a microsecond-scale interval that can be measured with a simple counter to
picosecond-equivalent precision. This principle is illustrated in Figure 2.7.

Figure 2.7: Figure showing the DDMTD detector extraction of the phase di erence between the internal ref-
erence clock and the recovered physical layer clock through mixing both with an o set clock and comparing
the resulting beat signals. Based on designs from source [11, 15].
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The phase di erence between the two beat signals directly corresponds to the phase dif-
ference between the two original clocks, now expressed at a measurable timescale. This
nanosecond measurement is combined with the coarse timestamp produced by the end-
point, in order to yield a complete, high-resolution timing measurement. This measure-
mentis passed to the SoftPLL to steer the local oscillator into alignment with the upstream
reference[28].

2.4.5 SoftPLL and Clock Discipline

The SoftPLL is a software-assisted phase-locked loop implemented as a combination of
FPGA gateware and LM32 rmware [2]. Its role is to continuously adjust the local os-
cillator on the WR device according to the upstream timing reference, to maintain both
frequency alignment (syntonization) and phase alignment (synchronization) simulta-
neously. The hardware portion of the SoftPLL includes the DDMTD phase detector, a
digital-to-analogue converter (DAC) interface for controlling a voltage-controlled oscilla-
tor (VCXO) or voltage-controlled crystal oscillator (VCTCXO) and registers accessible via
the Wishbone bus through which the rmware reads the phase measurements and writes
the corrected DAC setpoints.

Figure 2.8: Operational diagram for how the SoftPLL adjusts the clock based on inputs. Based on diagrams
from[11, 21].
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The software component of the SoftPLL implements the control loop algorithm. The con-
trol loop algorithm computes the required frequency and phase corrections based on the
phase error reported by the DDMTD detector and then applies the corrections through the
DAC. The loop operates continuously in the background of the LM32 software, updating
the DAC at regular intervals and tracking the upstream reference. Keeping the software as
part of the SoftPLL allows for con guration and tuning of the control algorithm without re-
quiring any change to the FPGA bitstream, allowing for each optimization and debugging
during implementation and commissioning. The SoftPLL is also capable of adjusting an
auxiliary 125 MHz tunable oscillator, which may be used as a clean reference for additional
output signals or for driving other logic within the hosting FPGA [22].

2.4.6 PPS Generator and Timescale Counter

The PPSgen module is responsible for generating the 1-pulse-per-second (1-PPS) output
signal that is the primary timing product delivered by the WRPC to the surrounding sys-
tem. The pulse is aligned to the WR timescale maintained internally by a hardware counter
composed of a seconds- and nanoseconds elds, both of which are readable via the Wish-
bone bus by the LM32 rmware and by external host logic [2]. The nanoseconds counter
increments with each cycle of the 125 MHz reference clock and rolls over at 10  °, at which
point the seconds counter is incremented and the 1-PPS pulse is asserted. The alignment
of this rollover with the upstream WR timescale is maintained by the SoftPLL and the PTP
engine working together. The SoftPLL ensures frequency lock[7, 11], while the PTP engine
computes and applies the phase o set correction required to bring the 1-PPS edge into
nanosecond-level alignment with the upstream reference[11, 15].

In addition to the 1-PPS output, the timescale counter also provides an absolute time-of-
day information in TAl or UTC format, which is made available to the user logic through a
simple VHDL interface[11, 29]. This is the primary mechanism by which WR Nodes asso-
ciate received data with precise timestamps in applications such as particle physics detec-
tor readout, radio telescope data acquisition and industrial process monitoring[1].

2.4.7 External Interfaces and Platform Support

The WRPC exposes several external interfaces for the integration into a host FPGA de-
sign. The WR Fabric interface provides a pipelined Wishbone path for exchanging Ethernet
frames between the WRPC and user logic and is the primary data exchange mechanism be-
tween the core and the application layer[22]. The External Wishbone Slave interface allows
a host processor outside the WRPC to access its internal register map, enabling rmware
loading, diagnostic access and virtual UART communication[22]. An Auxiliary Wishbone
Master interface additionally allows the LM32 to reach outside the WRPC and control user-
de ned VHDL modules connected to an external Wishbone crossbar, enabling tight inte-
gration between WR rmware and application-speci ¢ gateware[22].
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To abstract the vendor-specic FPGA primitives required for the high-speed serial
transceiver, clock management and PLL resources, the WRPC relies on Platform Support
Packages (PSPs). Platform Support Packages (PSP)s as described above. This layered ap-
proach allows the same WRPC to be deployed across a wide range of hardware platforms.
This entails Xilinx Spartan-6 and UltraScale+ devices to Intel Cyclone families, while pre-
serving identical synchronization behaviour across all of them[19].

2.5 White Rabbit Synchronization Flow

The synchronization procedure performed by a White Rabbit device, upon startup of hard-
ware and software, follows a de ned sequence of steps, each building upon the result of the
previous, with some steps operating simultaneously. Understanding the synchronization
sequence is important for interpreting the device behaviour during testing and for identi-
fying at which stage a fault has occurred. The ow described here applies to a WR device
operating in Slave mode setting up its synchronization to a master, which is the most com-
mon con guration for WR Nodes and for downstream ports of a WRS.

2.5.1 Physical Layer Bring-Up and Clock Recovery

The synchronization process begins at the physical layer, before any PTP message ex-
change takes place. When a ber cable link is established between a WR Master and a WR
Slave, the Gigabit Ethernet transceiver on the Slave device locks to the incoming serial data
stream and recovers the embedded clock. This recovered clock carries the frequency ref-
erence of the upstream Master, having been encoded into the physical layer data stream
in accordance with the SynckE mechanism[10]. The recovery of this clock is handled by
the high-speed serial transceiver within the FPGA, which is con gured and managed by
the PSP of the WRPC. For the WR-CUTE-DP hardware, this would be the spartan-6 GTP-
transceiver. The speci ¢ transceivers for di erent hardware is available along the soft-
ware[23].

Once the recovered clock is available, it is passed to the DDMTD phase detector, which
begins measuring the phase di erence between the recovered clock and the local oscilla-
tor of the Slave device[10, 21, 28]. At this stage the two clocks are not yet aligned in either
frequency or phase and the DDMTD output would be expected to output a large and po-
tentially drifting phase error. This measurement is made available to the SoftPLL running
on the LM32 processor, which uses it to begin steering the local oscillator toward the cor-
rect frequency[21].

2.5.2 Frequency Lock and Syntonization

The rsttask ofthe SoftPLL isto achieve frequency lock, sometimes called syntonization[4,
11]. This stage relies on two simultaneous mechanisms. The rst mechanism is the SyncE
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physical layer clock recovery performed by the high-speed serial transceiver. It provides a
continuous hardware-level frequency reference by extracting the clock embedded in the
incoming data stream by the upstream Master. In parallel, the DDMTD phase detector
measures the residual phase di erence between this recovered clock and the local oscilla-
tor. This provides the error signal on which the SoftPLL control loop operates. The control
loop algorithm running in rmware reads this phase error at regular intervals and com-
putes the correction required to bring the local oscillator into frequency alignment with
the recovered clock[4]. This correction is applied to adjust the control voltage of the VCXO
or VCTCXO and steers its output frequency accordingly.

The SoftPLL iterates with the correction loop until the rate of change of the DDMTD phase
measurement becomes su ciently small, indicating that the local oscillator is tracking the
upstream frequency reference without signi cant drift[4, 28]. At this point the device is
syntonized to its upstream Master, meaning all clocks within the Slave device are running
at the same nominal frequency as the grandmaster clock at the top of the WR hierarchy.
However, the absolute phase of the local clock remains uncorrected at this stage and the
device does not yet have an accurate understanding of the current time.

2.5.3 PTP Message Exchange and O set Estimation

Once the frequency lock has been achieved, the WRPTP daemon running on the LM32 be-
gins the PTP message exchange with the upstream Master[4, 21]. This exchange is followed
by a two-step message sequence, in which the Master transmits a Sync message followed
by a Follow_Up message carrying the precise hardware timestampt 1 of the Sync transmis-
sion. The Slave records the hardware timestamp s , atwhich the Sync message was captured
by the WR Endpoint at the boundary of the physical layer. This synchronization ow was
explained in Section 2.3 and on Figure 2.3. It contains the following messages.

" Master timestamps: t ; (Sync transmission), t 4 (Delay_Resp reception)
"~ Slave timestamps: s, (Sync reception), sz (Delay_Req transmission)

The Slave transmits a Delay_Req message with a recording of its transmission timestamp
sz and the Master responds with a Delay Resp message carrying the timestampt 4 of when
itwas received. From these four hardware timestamps, the WRPTP daemon computes the
round trip delay of the link and the clock o set between the Master and the Slave. The
round-trip delay + is given by:

+E(Lit 1)i(s3is2) (2.1)

where, t; is transmitted by Master in Follow_Up message, s » is recorded by Slave at Sync
message received, g is recorded by Slave at Delay_Req transmission and t 4 is transmitted
by Master in Delay_Resp message[11].

However, + assumesthatthe beroptics are symmetric, meaning equal propagation delays
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in both directions. In a WR ber optic link this assumption does not hold. This is due to
utilizing bidirectional bers with di erent optical wavelengths for each direction in the
transmission, thus resulting in unequal propagation delays. Thetotal link delay is therefore
decomposed into a forward delay + ys from Master to Slave and a reverse delay + gy from
Slave to Master, related through the asymmetry coe cient ® as[11]:

x ®Ct
*ms /E%, *sm ﬁEm (22)
where ® £ 5/t s is determined during the calibration procedure performed at instal-
lation time. In addition to the ber asymmetry, xed hardware delays ¢ 1x and ¢ rx are
introduced by the optical transceivers and FPGA logic delays must also be subtracted. The
corrected clock o set pis then given by:

spit 1)A(tsis +
u/E(zl 1)A(tsi 3)i * 2.3)
2 2
Which can be rewritten to
HA(SIt )it mMsi¢ Txi¢ rRx (2.4)

At this stage, the coarse timestamps carry a quantisation granularity of one reference clock
period, which is 8 ns at 125 MHz, corresponding to the resolution of the hardware counter
alone. The sub-nanosecond partial component of each timestamp is provided by the
DDMTD phase detector, which measures the precise phase of the clock edge at the mo-
ment of each packet transmission or at the reception. These fractional components are
added to the coarse timestamps to yield the full high-resolution timestamps used in the
o set calculation[11, 15].

2.5.4 Link Asymmetry Compensation

Before the computed clock o set can be applied as a correction to the local timescale, the
systematic error introduced by link delay asymmetry must be accounted for to achieve the
required performance, as expressed in Equations 2.2 and 2.3 above[11l]. The WRPTP dae-
mon compensates for this by applying the asymmetry coe cient ® which, along with the

xed hardware delays ¢ tx and ¢ rx are determined during the calibration procedure per-
formed at installation time and stored in the onboard EEPROM or ash memory. These
constants are loaded automatically by rmware at startup [22]. Once applied, the cor-
rected o set provides a timing correction accurate to the picosecond level[11].

2.5.5 Phase Correction and Lock

The corrected clock o set computed by the WRPTP daemon through timestamps and
DDMTD s passed back to the SoftPLL, which appliesitas a phase correctionto the local os-
cillator. This is the second and nal stage of the SoftPLL control loop. As the devices have
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already achieved frequency lock during syntonization, the loop adjusts the phase of the
local clock to bring the 1-PPS edge generated by the PPS-gen module into alignment with
the upstream WR timescale. The correction is applied gradually through the DAC, steering
the VCXO phase without introducing abrupt jumps that could disturb downstream devices
already synchronized to the local clock.[11]

Once the phase error falls below a de ned threshold, the WRPC PLLSs transitions to the
locked state. In this state, the 1-PPS output and the 10 MHz frequency reference produced
by the device are aligned to the WR grandmaster timescale with sub-nanosecond accuracy
and the absolute daytime counter maintained by the PPS-gen module shows the correct
UTC or TAI time[11]. The SoftPLL continues to run in the background, tracking any resid-
ual frequency drift and applying small ongoing corrections to maintain lock[15]. The time
required to progress from physical layer bring-up to a fully locked state is typically on the
order of tens of seconds, depending on the initial frequency o set of the local oscillator
and the convergence rate of the SoftPLL control loop.

2.6 Di culties of Testing White Rabbit

Testing systems that are based on WR presents a set of challenges that come from the ex-
tremely high precision and deterministic behaviour that the system is designed to achieve.
Conventional network systems are primarily concerned about functional correctness and
throughput. White Rabbit however must be validated at a level of picoseconds[3]. This
increases the complexity of both measurement techniques and test environments signi -
cantly.

One of the main di culties in testing WR is the accurate measurement of the synchro-
nization performance[8, 11]. Considering that White Rabbit aims at achieving sub-
nanosecond accuracy and a picosecond-level jitter, the test equipment itself must be able
to measure atthis level of precision. Due to the required precision, specialized instruments
such as high-resolution time interval counters or phase noise analyzers are required, often
accompanied by careful calibration procedures to ensure traceability and repeatability of
results[4].

Another challenge is the requirement for deterministic physical layer behavior. To achieve
the performance, White Rabbit uses calibrated link delays and xed-latency transceivers.
The e ect of even small variations in ber characteristics, temperature or connector qual-
ity would in uence the performance of the system[11]. Having reproduce-able consistent
test conditions therefore becomes a di cult task, especially in larger setups where mul-
tiple nodes and long ber optic cables are involved as any element could supply its own
source of error. Similarly, environmental factors such as temperature changes could pro-
duce subtle timing variations that may be hard to quantify during testing.
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The interaction between dierent subsystems complicates validation even further.
White Rabbit combines multiple technologies and mechanics such as PTP message ex-
change, synchronous Ethernet (SyncE) frequency distribution and phase tracking through
DDMTD and PLL-based servo loops. Verifying each component independently is not a
trivial task but ensuring the correct behavior when all the mechanisms operate simulta-
neously is even more challenging. Small errors in one subsystem could propagate through
the system and manifest as timing errors in other modules, making root-cause analysis dif-
cult. Arelated di culty arises from the two-loop internal structure of the SoftPLL, where

a fault in the Helper PLL destabilizing the DDMTD o set clock produces symptoms that
are di cult to distinguish from a fault in the Main PLL without direct access to internal
Wishbone registers[4, 7].

Scalability also introduces testing challenges. While a small scale setup can be validated
in a controlled laboratory environment, larger scale developments require test setups with
many nodes and long ber distances between modules. In such situations, ensuring con-
sistency inthe calibration and synchronization across the entire network becomes increas-
ingly complex. Additionally, debugging issues in large distributed systems is inherently
di cult due to the limited observability of internal timing states.

A further di culty speci ¢ to the WRS platform is the limited external observability of in-
ternal timing states during normal operation. While the internal registers of the SoftPLL,
DDMTD detector and PPSgen module are all accessible through the Wishbone bus, to be
able to interpret these values requires detailed knowledge of the hardware architecture[2].
Additionally, considering that the synchronization procedure goes through several syn-
chronization stages, as described in Section 2.5, verifying that each stage executes correctly
and transitions cleanly to the next requires either dedicated diagnostic rmware instru-
mentation on the hardware or a careful observation of external timing signals such as the
1-PPS output and the SoftPLL lock indicator[4]. This makes automated regression testing
of the full synchronization procedure particularly demanding, with a certain lack of visual
knowledge of its current state.

2.7 Fallure Scenarios in White Rabbit

Failure scenarios de ne the categories of failure or error that a test strategy must be ca-
pable of detecting and characterizing. In the context of White Rabbit, the relevant failure
scenarios to test are those that a ect the synchronization performance of the system, ei-
ther by causing a complete loss of lock or by introducing subtle timing errors that degrade
accuracy without producing an obvious failure indication[4]. The following failure scenar-
ios are considered relevant to the testing of the WR.
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2.7.1 Physical Layer and Data Path Faults

Physical layer faults are those that a ect the serial data stream between the GT X transceiver
and the WR Endpoint. Since the WR Endpoint performs hardware time-stamping at the
physicallayer boundary and relies on the recovered clock for syntonization, any corruption
of the data stream at this point has the potential to a ect both the frequency reference and
the timestamp accuracy simultaneously[28].

The parallel data path between the GTX and the WR Endpoint carries structured data con-
sisting of a data eld, a K- ag indicating whether the current word is a data character or
a special control character and associated disparity information[11]. Corruption of the K-
ag in particular can cause the Endpoint to misinterpret control characters as data or vice
versa, potentially disrupting the comma alignment and clock recovery mechanisms that
the physical layer depends on[11, 22]. Corruption of the data eld may cause malformed
Ethernet frames at the packet lter, resulting in dropped PTP messages or incorrect times-
tamp association[15]. Errors at this point can cause loss of lock or degraded timestamp
accuracy.

If clock recovery at the GTX is lost, the SyncE frequency reference is lost and the SoftPLL
can no longer maintain frequency lock[7, 28]. The system will attempt to hold over using
the local oscillator, but without an incoming frequency reference the oscillator will drift
and lock will eventually be lost entirely[4].

2.7.2 SoftPLL Faults

The SoftPLL is responsible for both frequency lock and phase lock of the local oscillator
to the upstream reference and faults within it can therefore manifest at di erent stages of
the synchronization procedure[4]. The SoftPLL internally consists of two PLLs, as seen on
Figure 2.8. One is a Helper PLL that stabilizes the DDMTD o set clock and the other is the
Main PLL that adjusts the local PTP clock using the resulting phase measurements[7].

A fault in the Helper PLL that causes the DDMTD o set clock to deviate from its nominal
frequency would degrade the quality of the phase measurements produced by the DDMTD
detector. Since the DDMTD relies on a stable beat frequency between the o set clock and
the reference clock to perform its phase stretching, an unstable o set clock would increase
the noise oor of the phase measurements and potentially reduce the achievable synchro-
nization accuracy[4, 28]. This fault is particularly di cult to detect externally because the
Main PLL may continue to track the upstream reference, maintaining an apparently locked
state while the timing accuracy is silently degraded[7].

Afaultinthe Main PLL, such as failure to converge during the syntonization stage or loss of
lock due to excessive phase noise or DAC mis-con guration, prevents the synchronization
ow from progressing and results in an observable loss of the locked state[4]. Unlike Helper
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PLL faults, Main PLL faults are generally detectable through the SoftPLL lock indicator and
the divergence of the reported clock o set[2].

2.7.3 PTP Protocol Faults

PTP protocol faults are those that a ectthe message exchange between the Master and the
Slave, disrupting the computation of the clock o setpu and the round-trip delay +. Since the

o set calculation depends on four hardware timestampst 1, s, s3 and t4 captured across
two devices, any fault that corrupts, delays, or loses one or more of these messages directly
a ects the accuracy of the computed correction.

The most straightforward PTP fault is message loss, in which one or more of the Sync, Fol-
low_Up, Delay_Req, or Delay_Resp messages fails to reach its destination. In standard PTP
implementations this is handled by retransmission or by discarding the incomplete ex-
change and waiting for the next cycle. In White Rabbit, however, message loss has an
additional consequence: since the DDMTD provides sub-clock-period timestamp com-
ponents that are tightly coupled to speci ¢ packet events, a lost message may cause the
daemon to associate an incorrect fractional timestamp component with the subsequent
exchange, introducing a systematic error proportional to the phase accumulated between
the two events.

Timestamp corruption at the WR Endpoint, whether caused by physical layer data corrup-
tion as described above or by a fault in the Endpoint time-stamping logic itself, results in
an incorrect value in one or more of the four timestamps used for calculating o set[28].
Depending on which timestamp is a ected, this manifests either as an error in the com-
puted round-trip delay +, an error in the clock o set p or both[11]. Because the correction
applied by the SoftPLL is derived directly from , a corrupted timestamp propagates into a
phase correction error and degrades the alignment of the 1-PPS output with the upstream
grandmaster timescale[15]. Such corruption is particularly tricky when it falls within the
plausible range of valid timestamp values, producing no protocol-level error indication
while silently biasing the o set computation.

2.8 Relevant Fault Models

The following Section describes the fault models selected for implementation in the error
injector module. Each model represents a distinct category of fault that can be injected
directly through the FPGA signal path, without requiring external hardware modi cations
or intervention at the ber level.

This constraint is an intentional scope decision. Faults such as propagation delay injec-
tion or ber-level signal degradation would require either an external clock source inde-
pendent of the system reference or dedicated hardware inserted between the ber and the
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GTXtransceiver. Both approaches fall outside the scope of this project given the associated
jitter, timing and hardware requirements.

The fault models to be tested are therefore those that can be applied directly to the internal
signal path of the WRPC. Table 2.3 gives a concise overview of each fault model.

Fault Model Injection Point E ect on Synchronization Detectable?
BER injection PHY data path Frame loss, timestamp degra- | Indirect

dation
Packet loss Packet lter Holdover, o set drift Yes
K- ag corruption 8b10b decoder Link reset or frame loss Partial
Full symbol inversion PHY output Frame discard Yes
Timestamp corruption Endpoint timestamping Silent o set error Through SW tool
Clock/phase  distur- | DDMTD/PLL Accuracy degradation Through SW tool
bance

Table 2.3: Overview of the testable fault models that will be described in the following sections.

The following subsections describe each fault model in detail, covering its physical moti-
vation and the e ect on the WR synchronization protocol.

2.8.1 BitError Rate (BER)

A bit ip occurs when a transmitted bit is decoded as the logical complement of its in-
tended value at the receiver. In physical layer communication this typically arises from
signal attenuation over long bers or cables, thermal noise raising the noise oor or elec-
tromagnetic interference causing transient voltage excursions across the detection thresh-
old[32]. As signal integrity degrades, the margin between the voltage levels representing
logic zero and logic one narrows, increasing the probability of an incorrect decision at the
receiver.

To quantify this e ect across di erent systems and standards, the Bit Error Rate (Bit Error
Rate (BER)) is de ned as the ratio of incorrectly received bits to the total number of trans-
mitted bits[33]:

Nerrors

BER A&A/——

total
The BER is one of the most widely used performance metrics in digital communication,
with standards across many domains setting explicit upper limits on the allowable ratio.
Testing system behaviour under varying BER conditions is therefore a natural and well-
motivated fault model for validating robustness.

As described in Section 2.4.2, the WR Endpoint contains an 8b10b decoder that processes
the received signal through three elds: the data eld, a K- ag indicating whether the cur-
rent symbol is a control character and a decoding error bit. The speci cs of the 8b10b de-
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coder are explained in Section 4.2.2. Given that faults at the physical layer boundary up-
stream of the 8b10b decoder can manifest as corruption of K- ags, the data eld oraforced
decoding error, any of these will a ect the clock recovery of the WR protocol, reducing the
timestamp accuracy and potentially causing frame misalignment.

Errors on the physical layer directly a ect the main functionality of the WR protocol. Since
the primary performance characteristic of WR is its high-precision synchronization, er-
rors a ecting SyncE clock recovery may cause the system to remain in a persistent cali-
bration state, leaving it consistently unlocked. Given the precise hardware timestamps of
White Rabbit, a su ciently high BER could cause timestamps to be associated with incor-
rect packets, thereby degrading synchronization[15].

Errors on the physical layer can arise from several sources, including signal degradation
dueto berquality or distance, electromagnetic interference, transceiver sensitivity degra-
dation and environmental factors such as temperature and humidity[32]. Testing under
controlled BER conditions therefore helps characterize how the system behaves in scenar-
ios where link degradation has occurred, as is a natural process of a product life-cycle.

There are di erent ways to apply the BER for testing. One approach is to introduce a spec-
i ed rate over the testing period. Another would be specifying the errors to be injected at
a speci c time, like a burst of multiple errors within a short period of time while the rest
is error-free. Performing a burst has the bene t of showing the behaviour of the system in
a scenario where the errors are arriving in strong bursts that could be caused by interfer-
ences like a high spike in electromagnetic interference for a short period of time.

The BER limit for the WR protocol is inherited from the Ethernet standard IEEE 802.3[18]
which setsitat BER 10i'? | establishing the baseline expectation for physical layer reliability
in WR deployments. While there is no direct BER requirementin PTP or the HA pro le[8], a
high BER would indirectly cause the primary synchronization requirement to fail, making

it a valid and important fault model to implement.

2.8.2 PacketLoss

White Rabbitand PTP require frequent message exchange to maintain synchronization be-
tween devices[19]. Between data frames, the physical layer continuously transmits 8b10b
idle symbols to maintain clock recovery at the receiver[18].

Packet loss can occur in several ways, most commonly when the receiver discards a frame
due to unrecoverable bit error in the transmission. Since retransmission does not occur
for WR timing messages[11], the system instead holds the last synchronization point until
a new valid exchange arrives[11]. The loss of a single packet is therefore unlikely to sig-
ni cantly a ect synchronization, as the servo loop will simply wait for the next exchange
cycle.
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A burst of consecutive packet losses is a more serious concern, particularly when com-
bined with subtle timestamp corruption on packets that are successfully received within
the burst. This scenario would cause the PTP daemon to compute its o set correction
from corrupted timestamps while simultaneously being deprived of the healthy message
exchanges that would normally average out the error. This combination represents a con-
siderably rare but realistic failure mode in environments with strong electromagnetic in-
terference.

This is particularly relevant in the context of particle accelerators, where powerful super-
conducting magnets generate strong magnetic elds in close proximity to the timing in-
frastructure. While WR equipment is typically placed at a safe distance from the magnets,
characterizing system behaviour under burst packet loss conditions remains a valid test
scenario for validating robustness in such deployments[1].

2.8.3 K-agerror

The K- ag error is speci ¢ to the 8b10b encoding used in the WR communication and uti-
lized by the WR Endpoints. The speci cs of this encoding and the de ned K- ag are ex-
plained in Section 4.2.2. Within the 8b10b standard, 12 valid K- ags are de ned[18], sev-
eral of which are used by White Rabbit for functions such as frame delimiting and comma
alignment during idle transmission[11].

The most commonly transmitted symbol in WR is the K28.5, which is consistently sent
during anidle period between data transmissions. Itis used to maintain comma alignment
and clock recovery at the receiver. A corrupted K28.5 could cause the Endpoint sync state
machine to lose word boundary alignment and trigger a full bitslide realignment[22]. This
resets the word boundary detection and forces the link to re-establish, during which no
timestamps can be taken and the servo loop enters holdover.

Corrupting a k- ag on a data frame may cause the frame to appear to terminate early,
which results in a truncated payload presented to the packet Iter. However, corrupted
frames are discarded by the CRC check before reaching the clock servo[34], meaning that
K- ag corruption on data frames manifests more like packet loss than a silent timing error,
thereby causing synchronization exchange lost but no incorrect correction to apply.

The K- ag is therefore an useful fault model to test, as its e ects range from link-level dis-
ruption in the case of idle symbol corruption to frame loss in the case of data frame cor-
ruption, both of which stress the WR recovery and holdover behaviour in distinct ways.

2.8.4 Full symbol inversion

A full symbol inversion fault is where all bits of a transmitted symbol are simultaneously
ipped, producing the logical complement of the intended codeword:
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transmitted: 0101 0110 10 (valid D symbol)
received: 1010 1001 01 (all bits inverted)

This fault model is physically motivated, as a swapped di erential pair on the serial link
or a stuck-at fault on the parallel bus after the GT decoder can produce this pattern[35],
making it a realistic fault to consider beyond purely random bit errors.

The outcome of a full inversion depends on which symbolis a ected and at which pointin
the signal path the inversion occurs. Due to the structure of the 8b10b decoder[18], the in-
verted code will either map to a valid but incorrect symbol, map to an unexpected but valid
symbol or produce an illegal code that the 8b10b decoder ags as an encoding error[18]. In
the rst case the running disparity tracker detects the anomaly and determines the encod-
ing error enc_err. In the second case the Endpoint state machine reacts to an unexpected
control character, corrupting or discarding the a ected frame. In the third case enc_erris
asserted immediately and K23.7 is propagated downstream, resulting in a controlled frame
discard[22].

In all three cases the fault is absorbed before it can reach the timing path, making full sym-
bol inversion another instance of degradation rather than silent timing corruption, similar
to the K- ag error discussed in the previous Section. The key di erence is that full inver-
sion simultaneously exercises all three PHY output signals, data, K- ag and encoder-error,
making it a more comprehensive fault model for verifying the robustness of the endpoint.

2.8.5 Timestamp Corruption

The White Rabbit protocol depends critically on accurate hardware timestamps for calcu-
lation of propagation delay and clock o set. Corruption of timestamp information there-
fore represents one of the most timing-critical fault scenarios within the system[11].

Unlike physical layer BER faults, timestamp corruption directly targets the synchroniza-
tion mechanism itself. An incorrect timestamp may become associated with an otherwise
valid synchronization frame, causing the servo loop to apply an incorrect phase or fre-
guency correction. This may result in silent synchronization degradation or even oscilla-
tion rather than immediate link failure. As synchronization is maintained to nanosecond-
level accuracy between the devices[8], asingle biterror in the timestamp eld could ip the
sign of the computed phase o set, turning a small positive di erence into a large negative
correction[11].

Timestamp corruption can occur due to metastability, register corruption, bit ip, syn-
chronization mismatches between clock domains or faults within the timestamp capture
logic itself. Since White Rabbit extends standard PTP with sub-clock-period DDMTD mea-

Page 32 0f 112



2.8. Relevant Fault Models Aalborg University

surements, even small timestamp errors may propagate into measurable timing inaccura-
cies[28].

The timestamp fault model is therefore a viable part of the White Rabbit to test. The ef-
fect of strong jitter in a sub-clock-period timestamp is a crucial point, especially as the
timestamp is used as a ground truth that the SoftPLL adjusts its internal clock and regis-
ters towards[7]. Implementing a fault injection method for the timestamp would enable
the investigation of how sensitive the WR servo loop is to timestamp inaccuracies of di er-
ent magnitudes.

2.8.6 Clock and Phase Measurement Disturbances

Precise clock synchronization is one of the fundamental performance characteristics of the
White Rabbit protocol[15]. Disturbances a ecting either the recovered clock phase or the
DDMTD phase measurement path therefore representimportant classes of timing-related
faults.

Clock phase disturbances may originate from PLL instability, recovered clock jitter, noisy
reference oscillators or disturbances within the clock distribution network[4]. Other types
would be faults a ecting the DDMTD measurement system. This error may originate from
phase detector noise, instability in the generated beat frequency, metastability within the
sampling logic or incorrect register read-back values[7, 28].

Unlike ordinary packet corruption, these faults primarily a ect synchronization accuracy
rather than frame integrity. Since White Rabbit relies on continuous phase tracking and
delay compensation between the master and slave clocks[11], disturbances within either
the clock recovery path or the phase measurement system may degrade the timing preci-
sion while ordinary Ethernet communication remains operational[4].

Such behaviour could be particularly problematic in distributed control systems requiring
deterministic synchronization between nodes. Incorrect phase measurements or unstable
clock recovery may cause inaccurate servo corrections, synchronization drift or temporary
holdover operation[4, 7].
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White Rabbit (WR) networks are designed to provide deterministic Ethernet communica-
tion with sub-nanosecond synchronization accuracy between distributed nodes[11, 15].
The strict timing that the network guarantees, impose strong requirements on the stabil-
ity and integrity of the communication link to be ful lled. Even minor disturbances on the
physicallayer, such as bit errors or temporary signal degradation, are typically detected im-
mediately by the WR protocol mechanisms and handled[4]. While this sensitivity ensures
the reliability of operational systems, it also makes systematic robustness testing di cult
under controlled conditions.

In practical deployments, WR networks may experience disturbances originating from en-
vironmental noise, hardware imperfections or unexpected network behavior[3]. In order
to ensure the reliability and robustness of WR devices, it is therefore necessary to evaluate
how the system behaves under well-de ned fault conditions. However, introducing such
disturbances directly into the live system is challenging as uncontrolled fault disturbances
may cause unpredictable behavior, dropping of synchronization or prompting a recalibra-
tion[4].

The problem to address in this thesis is the development of a controlled method for in-
jecting faults into a WR communication link while maintaining compatibility with WR de-
vices[1]. The goal is to enable the controlled injection of disturbances that would emu-
late realistic link degradations while remaining transparent to the linked WR devices. This
mechanism would allow developers and system integrators to systematically evaluate the
behavior of WR devices under degraded link conditions and would allow for testing of oth-
erwise rare errors.

3.1 Problem Formulation

As established in the preceding analysis, the sensitivity of White Rabbit to physical layer
disturbances, while essential to its performance, makes systematic robustness testing un-
der controlled conditions di cult[3]. Introducing faults directly into a live system risks
unpredictable behaviour, loss of synchronization or forced recalibration. These are out-
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comes that are undesirable in scenarios where link continuity must be preserved during
testing.

The problem addressed in this thesis is the lack of a controlled method for injecting
faults into a WR link in a way that is both transparent to connected WR devices and pro-
grammable by the user. Speci cally, there is a need for a mechanism that can emulate real-
istic link degradations, such as bit errors, without violating the strict timing or protocol re-

guirements of WR[11], thereby enabling repeatable and automated robustness testing[1].

To address this, a dedicated fault injection module is proposed, implemented in pro-
grammable logic on a multi-port SFP FPGA platform[36]. Based on this, the following
problem statement is formulated:

How can controlled and programmable disturbances, such as bit errors, be injected into a
WR communication link in a way that is transparent to connected WR devices, enabling
repeatable robustness testing?

The outcome of this work is a modular fault-injector module and an associated control
framework that enables systematic robustness testing of WR networks, providing a con-
trolled method for evaluating WR device behavior under degraded link conditions.

3.2 Functional Requirements

Based on the de ned system-level problem, several functional requirements can be de-
rived for the proposed fault-injection platform. These requirements describe the expected
behavior and capabilities of the implemented system. Based on the analysis of the WR and
the purpose, the following requirements have been formulated[29, 36].

ID | Functional Requirement

FR1 | The system must operate as a transparent communication bridge between two
White Rabbit (WR) devices, allowing normal data transmission when fault injec-
tion is disabled.

FR2 | The system must support programmable fault injection within the data path,
speci cally by allowing the introduction of a controllable error[18, 33].

FR3 | The design must support operation through 1 Gbps SFP interfaces using the GTP
transceiver of the target FPGA platform, compatible with the 8b10b encoded serial
stream of the WR physical layer.[22].

FR4 | The system must provide con guration and control mechanisms that allow users
to enable, disable and parameterize the injected faults.

FR5 | The system must expose internal status registers over the Wishbone bus, providing
read access to the current injection rate, injection type and error count, allowing
veri cation of module behaviour without external instrumentation.

Table 3.1: Functional Requirements for the White Rabbit Fault Injector.
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Together these requirements de ne a platform that is transparent during normal opera-
tion, fully con gurable through a software interface and compatible with the WR physical
layer and protocol stack.

3.3 Non-Functional Requirements

In addition to the functional requirements, the following technical requirements must be
satis ed to ensure correct operation within the WR environment. These requirements set
technical limits and structural requirements for how to implement the module. These re-
guirements can be seen in Table 3.2.

ID | Non-Functional Requirement
TR1 | The module must introduce a xed and minimal latency, such that the constant
delay can be calibrated out by the WR synchronization mechanism[11].
TR2 | Alldata path processing must operate at line rate in hardware, ensuring determin-
istic propagation independent of software scheduling[15].
TR3 | The module must operate continuously during extended test periods without
causing unintended link failures unrelated to injected faults[22].
TR4 | The module must maintain a clear separation between injection logic, physical in-
terfaces and con guration mechanisms, enabling reuse in other FPGA-based WR
systems[36].
TR5 | The module must support both 8-bit and 16-bit datapath widths at 125 MHz and
62.5 MHz respectively, covering the WR-CUTE-DP [36] and WR Switch V3[37] plat-
forms.
TR6 | The con guration interface must be accessible to external control software, en-
abling automated modi cation of injection parameters during experiments[2].

Table 3.2: Non-Functional Requirements for the WR Fault Injection Module.

TR1 and TR2 together re ect the core timing constraint of the WR environment; the mod-
ule must be invisible to the synchronization mechanism during normal operation and any
processing must be fully deterministic. TR3 ensures the module does not introduce its
own failure modes beyond the intended fault injection. TR4 and TR5 address re-usability
across di erent WR platforms, while TR6 constrains the con guration interface to support
automated testing work owsJ[2].

The module must also be reusable as described in TR4, supporting integration into dif-
ferent FPGA-based WR systems. This includes TR5 with support for both 8-bit and 16-bit
datapath widths and the corresponding clock frequencies of 125 MHz and 62.5 MHz, as
the WR-CUTE-DP[36] utilizes an 8-bit datapath while the WR Switch V3[37] utilizes a 16-
bit datapath. The con guration interface must be accessible to external scripts or control
software, allowing automated modi cation of injection parameters and monitoring of sys-
tem behaviour during experiments[2]. This constrains the interface design to use a stan-
dardized, software-accessible protocol rather than hard-coded parameters.
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3.4 Constraints

The development of the fault injection module is subject to several practical constraints
related to the available hardware, WR protocol characteristics and project scope. The
hardware environment is constrained to multi-port SFP FPGA platforms available through
OHWR][6], of which multiple versions exist across di erent FPGA families[23]. The imple-
mentation must therefore be compatible with the transceiver resources and SFP interfaces
of the target platform, using known-functional WR primitives for PHY instantiation. As es-
tablished in TR5, the module must further support both 8-bit and 16-bit datapath con g-
urations to cover deployment into the current WR hardware generations[36, 37].

The strict timing requirements of WR impose a further constraint on how disturbances
may be introduced. Injected faults must not disrupt the physical link in ways that prevent
WR devices from maintaining a valid connection, unless link disruption is explicitly the in-
tended test outcome[11]. This requires careful manipulation of the data stream within the
constraints of the underlying communication protocol. The project scope is additionally
constrained by the available development timeline and hardware resources. The primary
veri cation environment is simulation, which provides controlled insight into injection
behaviour and allows functional veri cation of the implemented fault mechanisms before
hardware deployment[36].

Finally, the architecture must remain modular and extensible, such that additional fault
types can be integrated beyond the initial implementation without requiring structural re-
design of the module.
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With the WR protocoal, its core components and the relevant fault models established in the
preceding chapter, the implementation of the error injection module can be addressed.
This chapter covers the full implementation from the target hardware platform and mod-
ule architecture, to the simulation environment used for development and the nal de-
ployment of control tools on hardware.

The chapter begins with an introduction to the FPGA platform and the WRPC architecture,
establishing the hardware and structural context in which the error injector module oper-
ates. The simulation environment is then presented, followed by a detailed description
of the error injector module implementation. Finally, the implementation of the software
control tools used to operate the module from hardware is covered.

4.1 FPGA Platform

As FPGA chip families mature and eventually reach end-of-life, the hardware platforms
built around them are required to be updated to newer generations to continue the pro-
duction of devices. WR has undergone the process of updating chipset several times since
its initial development in 2011, with each hardware iteration migrating to a newer FPGA
family to maintain the support and enable additional features[23].

For the WR Switch, this has caused it to move from the Spartan-6 and Virtex-6 families in
earlier generations to the Zynq UltraScale+ family in the V4[37]. For WR Node hardware,
chip families such as the Spartan-6 and Artix-7 have been used across di erent platforms.
One example isthe WR-CUTE board, a mezzanine card used as a WR node, which has gone
through several iterations including the dual-port version (WR-CUTE-DP) based on the
Spartan-6 and a subsequent upgrade to the WR-CUTE-A7 based on the Artix-7[36].

The hardware received for the projectis the WR-CUTE-DP (dual port) utilizing the Spartan-

6 FPGA chip.While this board has been superseded by the WR-CUTE-A7, it remains a fully
functional WR node and is su cient for the purpose of implementing and verifying the
fault injection module. The received WR-CUTE-DP is shown on Figure 4.1 and 4.2.
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