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Abstract:

One of the greatest challenges in GPU computing is

the overhead present in the communication layer be-

tween device and host. These challenges are exacer-

bated when we leave traditional deployments where

both CPU and GPU are present in the same device

and must communicate through alternate means.

Currently, TCP represents one of the best solutions

for achieving high throughput under stable network

conditions and RDMA over in�niband is an even

better alternative when under an HPC context, de-

livering the best bandwidth and latency, while op-

timizing data access between memory and the net-

work accelerators. However, in scenarios character-

ized by poor or unstable network conditions, such

as those found in IoT and edge computing, and

where dedicated accelerators may represent an un-

favourable cost-bene�t trade-off, QUIC emerges as a

serious contender for communication between host

and device. In this work, we extend the GVirtuS

framework with a QUIC-based communication layer,

introduce asynchronous communication support and

extend the support of CUDA Graphs. We show that,

under adverse network conditions, QUIC can achieve

up to a 6.67× mean speed-up compared to TCP. When

paired with our asynchronous implementation, in

an async-heavy application, we obtain up to 6.72x

mean speed-up compared to the previous TCP-based

approach. Applications employing CUDA Graphs

achieve a mean speed-up of up to 44× compared to

equivalent executions without CUDA Graphs.
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1 Introduction
Today, increased application of Arti�cial Intelligence in IoT systems, such as live video
processing and autonomous driving, face challenges due to IoT devices having limited
resources and are therefore incapable of running powerful Machine Learning models [1],
[2].

To address this resource gap, GPU virtualization solutions such as rInfer, rCUDA, and
GVirtuS, originally developed for High-Performance Computing environments, might
present as a promising opportunity for resource-constrained devices. These solutions
provide a virtual GPU for the device, allowing it to invoke CUDA calls on a remote GPU
without requiring local hardware resources.

General-Purpose Graphics Processing Units (GPGPUs) are designed to process general
computational problems and are especially ef�cient for parallel workloads due to their
large number of lightweight processing cores optimized for parallel execution. This
architecture has led to a growing demand for GPU-accelerated large-scale numerical
computations, such as matrix operations used for machine learning. To support such
workloads, programming frameworks such as CUDA and OpenCL enable developers to
of�oad computationally intensive tasks to GPUs, leveraging their massive parallelism to
achieve signi�cant improvements in performance and ef�ciency [3].

To enable more ef�cient ways of handling workloads in a more dynamic way, CUDA
virtualization and remoting has been investigated as mechanisms for enabling GPGPU
acceleration at the edge [3].

1.1 GVirtuS and GPU virtualization

gVirtuS (GPU Virtualization Service) [4] started as a tool for GPU virtualization, which
created a framework for which virtualized systems could access GPU outside the virtual
machine. This enables other VMs to have access to the GPU, which creates a speci�c use
case for better GPU utilization. Later gVirtuS was extended into GVirtuS [5]. This version
of GVirtuS splits the architecture from a general split-driver framework to a
frontend/backend split for GPU access. This allows multiple frontends to access the
backend, thus allowing for more general purpose use cases.
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1.2 Problem formulation

In this project, we will investigate core features of the GVirtuS framework and other
solutions of GPGPU virtualization and technologies that could in any way reduce the
overhead of GVirtuS.

Main problem formulation

How can the communication overhead of GVirtuS be reduced through alternative GPGPU
virtualization approaches, communication protocols, or related technologies?
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2 Methodology
2.1 Literature Search

To situate the project in existing research and knowledge and to ensure a robust
foundation of research in the �eld, we chose a systematic approach to literature similar to
that of a survey paper. We chose, speci�cally, to align our initial literature search with the
criteria listed in the PRISMA-S checklist, where the expected content of each section;
Information of sources and methods; search strategies; peer review; managing records
and their respective topics are described [6].

2.1.1 Sources and Search Strategy

Since the product of the project is not a survey paper, we chose to limit our literature
search to the platform hosted by Aalborg University; Primo. We chose Primo and only
Primo because we could expect a broad aggregation of relevant literature, but also an
aggregation that is limited enough to avoid a workload that would exceed our
capabilities when screening and consuming the literature for this project.

For our search on Primo we chose a simple search query and �ltering operators such as
topics, language, and publication date, aiming for as few irrelevant results as possible
without sacri�cing relevant context of the �eld. We had ,of course, a general discussion of
the most meaningful papers with our supervisor, but an actual peer review of our search
query and chosen �lters was deemed out of scope, by us, for this project. Therefore, we
will not be living up to the criteria of item 14 on the PRISMA-S checklist - Peer Review:
Describe any search peer review process [6].

2.1.2 Screening and Managing Records

We screened eligibility based on the provided abstract. The abstract screening was done
individually and managed by each member using a note app or text editor. Afterwards,
the results of each member were combined to include all literature that was deemed
relevant by at least one member of the group. An overview of the literature search
process can be seen in �gure 2.1.

The appendix contains a complete table (A.1) of all search results of our title �lter search
and which speci�c papers were included or discarded and the reasoning behind it.
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Figure 2.1: Prisma �owchart

2.2 Tools and work�ow

For this project we used several tools for planning and distributing work as well as share
our work with group members.

We used Github for hosting the project and to develop and share the project among the
group members. We initially forked the GVirtuS repository and used that version as a
base to implement our features. We used Jira to make tasks in the form of tickets and
used Jira's build in function to generate feature branches depending on the given
task.

We used Con�uence for taking notes from supervisor meetings, as well as plan work and
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make to-do lists that later was imported to Jira in the form of a ticket.

Using Con�uence gave us a single source for all group members to read and write notes
and other relevant information for all group members.

2.3 Requirements

In this project, we will de�ne and implement functional and non-functional requirements
to ensure that our proposed extensions are evaluated correctly and will be used to
validate or reject the hypotheses identi�ed during the problem analysis (Chapter 4).

These requirements are de�ned in Design and Implementation (Section 6.1) and are
derived from the SOTA, Problem Analysis, discussions with researchers, and
brainstorming.
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3 Background
This chapter presents the foundational concepts required to understand the design and
core features of this project. It begins with the CUDA API, which provides the
programming interface used to interact with NVIDIA GPUs. It then introduces GPU
virtualization and API remoting, two concepts which are central to GVirtuS and other
GPGPU frameworks. The chapter concludes by outlining communication protocols, since
remote GPU execution depends on data exchange over the internet.

3.1 CUDA APIs

The CUDA API is the programming interface that software used to communicate to
NVIDIA GPUs through CUDA (Compute Uni�ed Device Architecture). In practice, it
gives programmers the option to load GPU code, manage GPU memory, launch kernels
(GPU functions), and control execution context [7], [8].

The CUDA Toolkit documentation [8] describes the two main CUDA APIs: the Runtime
API and the Driver API. The Runtime API is the simpler, higher-level interface that
automatically handles tasks such as creating contexts and loading kernels, which makes
CUDA programs easier to write. The Driver API is the lower-level interface that exposes
more direct control over the GPU, such as manually loading and unloading modules or
explicitly managing execution contexts. This extra control makes it more �exible and
suitable for advanced systems, plugins, and applications that need dynamic behaviour
[7], [8].

A major concept in the CUDA APIs is the context, which represents the GPU execution
environment for a process or thread. The Runtime API usually manages contexts
automatically using a shared primary context, while the Driver API allows applications to
create and control contexts manually. In general, the CUDA API is essentially the bridge
between the CPU and the GPU, with the Runtime API emphasizing simplicity and the
Driver API emphasizing development control [7], [8].

3.2 Virtualization

Virtualization is a computing technique that allows multiple simulated environments or
virtual machines to run on a single physical hardware system. It works by abstracting the
underlying hardware resources (CPU, memory, storage, and networking) and distributing
them across multiple isolated operating systems or applications [9], [10].

Each virtual machine behaves like a separate physical system, even though they all share
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the same physical host. This is possible due to a software layer called a hypervisor, which
manages and allocates hardware resources between virtual machines while keeping them
isolated from each other [9], [10].

There are different types of virtualization, including server virtualization, desktop
virtualization, storage virtualization, and network virtualization. It is widely used in
cloud computing, testing environments, and server consolidation to improve resource
utilization and �exibility [9], [10].

3.3 API Remoting

API remoting is a virtualization technique in which an application issues API calls on one
machine, but execution is performed on a remote machine. Instead of the application
directly interacting with local hardware or software, a proxy or wrapper intercepts the
API call, sends the request over a network to a remote server, the server executes it, and
then sends the result back [11].

API remoting is a core feature in most GPGPU virtualization tools, and enables a
program to use a GPU that is physically located on another machine. Instead of the
application communicating directly with a local GPU driver, such as NVIDIA CUDA, a
wrapper library intercepts the API call and sends it over the network to a remote server
equipped with a GPU [11].

3.4 TCP

TCP (Transmission Control Protocol) is a connection-oriented transport protocol designed
to provide reliable communication between devices over the network. Before data is
exchanged, TCP establishes a connection using a three-way handshake. It ensures packets
arrive in the correct order, retransmits lost packets, and performs error checking, �ow
control, and congestion control [12].

In order to ensure packets arrive in the correct order, TCP implements a feature called
in-order delivery, when a packet is lost, all later packets must wait until the missing
packet is retransmitted, causing head-of-line blocking, stalling the transmission [12],
[13].

Because reliability is prioritized, TCP generally has higher latency and overhead than
UDP. TCP is commonly used for web browsing, email, �le transfers, and SSH connections
[12].
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3.5 UDP

UDP (User Datagram Protocol) is a connectionless transport protocol focused on speed
and low latency. Unlike TCP, UDP does not establish a connection before sending data
and does not guarantee delivery, ordering, or retransmission of packets. This makes it
lightweight and ef�cient for applications where speed is more important than reliability.
UDP is commonly used for online gaming, voice and video calls, live streaming, and
DNS queries [14].

3.6 QUIC

QUIC (Quick UDP Internet Connections) is a modern transport protocol built on top of
UDP and standardized by the IETF. It was originally developed by Google to improve
web performance. QUIC combines low latency with reliability and security by integrating
features such as multiplexed streams and TLS 1.3 encryption directly into the protocol. It
reduces connection setup time compared to TCP and avoids certain performance issues
such as the head-of-line blocking between streams through an acknowledgement-based
retransmission mechanism where each packet carries a unique, monotonically increasing
packet number that is never reused. Retransmitted data is always sent in a new packet
with a new number. This eliminates TCP's retransmission ambiguity and enables
accurate RTT estimation. QUIC is the transport protocol used by HTTP/3 and is widely
adopted in modern web browsers and internet services [15], [16].
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4 Problem Analysis
In this chapter, we will dive deeper into our research regarding core principles of GVirtuS
and what technologies it utilizes, as well as try to identify room for improvements in
different aspects of the system.

4.1 API Remoting in GPGPU Virtualization

API remoting in GPGPU virtualization is a technique where an application use a remote
GPU as if it were locally attached. In the GVirtuS framework, a client-side interception
library intercepts CUDA API calls and forwards them over the network to a remote
server containing the physical GPU. The server executes the GPU operations and returns
the results back to the client [11], [17].

The main bottleneck in API remoting is the network traf�c between client and server due
to the need to exchange data over the network rather than using fast local PCIe
communication [11], [17]. This introduces:

• Higher latency for API calls

• Lower bandwidth compared to local GPU memory access

• Overhead from serializing and transmitting data

As a result, applications that frequently exchange large amounts of data or require
low-latency GPU communication can suffer performance degradation, making network
communication the bottleneck in remote GPU virtualization.

This suggests that analysis of the communication protocol(s) used for GPU virtualization
in GVirtuS could be a crucial factor for signi�cantly reducing connection overhead and
thereby improving the systems performance. Alternatively, reducing data transfers
between the client and the server could also be a promising approach.

4.2 Communication Protocols

4.2.1 UDP vs TCP/IP

The TCP protocol generally achieves lower packet loss and a more reliable connection
than UDP due to its connection-oriented design, congestion control, and �ow regulation,
whereas UDP's connectionless nature leads to higher variability and packet loss under
load. However, UDP can provide lower latency in time-sensitive scenarios by avoiding
retransmission delays, while TCP's reliability mechanisms may introduce additional
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buffering and increased latency. These differences highlight a key trade-off between
reliability and responsiveness, where UDP favours speed at the cost of consistency, and
TCP prioritizes correctness and stability. In environments with shared resources and
scheduling overhead, such as GPGPU virtualization, these effects can become more
pronounced: TCP's structured behaviour helps stabilize traf�c and reduce contention,
while UDP may perform well under ideal low-latency conditions but is more susceptible
to congestion, packet drops, and inconsistent performance unless additional reliability
mechanisms are implemented at the application level [18], [19], [20].

4.2.2 QUIC

QUIC is a secure, general-purpose transport protocol designed to provide low-latency
and reliable connections with �exible features suited to different use cases. Unlike TCP,
which implements reliability in the transport layer, QUIC implements reliability and
connection management at the application layer while using UDP as its underlying
transport protocol. By building on UDP instead of TCP, QUIC reduces connection setup
overhead, improves throughput, and enables features such as faster handshakes, stream
multiplexing, and improved recovery from packet loss [21].

The paper: QUIC(K) communication for GPU Virtualization in Edge Computing [22] evaluates
the Age of Information (AoI) in an emulated remote GPU virtualization environment,
speci�cally API remoting in edge computing scenarios. A baseline evaluation was �rst
conducted using TCP, the dominant transport protocol. Building on these results, the
study investigated the peak AoI (pAoI) using QUIC, focusing on features unavailable in
TCP, including concurrent streams, stream cancellation, and prioritization.

The results demonstrate that concurrent streams and stream prioritization signi�cantly
reduce pAoI while stream cancellation negatively affects performance by increasing pAoI.
Compared with the TCP baseline, which achieved a pAoI of approximately 2 seconds, the
optimized QUIC con�guration reduced pAoI to around 400 milliseconds [22]. These
�ndings suggest that QUIC could be better suited than TCP for GPU virtualization.

The paper: QUIC(k) Enough in the Long Run? Sustained Throughput Performance of QUIC
Implementations [23] presents a throughput performance evaluation comparing six QUIC
implementations with UDP and TCP across different network scenarios. The �ndings
show that although QUIC implementations have improved signi�cantly compared to
earlier studies, TCP still achieves higher sustained throughput in several conditions,
particularly in networks with low RTT or environments with minimal packet loss, data
corruption, or packet reordering [23].

The study also highlights that network latency, measured as round-trip time (RTT), has a
substantial impact on TCP performance. In higher-latency scenarios, QUIC demonstrates
performance advantages due to its design features, including reduced connection
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establishment overhead and more �exible transport mechanisms. These characteristics
allow QUIC to better maintain throughput under conditions where RTT becomes a
limiting factor for TCP [23].

In summary, without effectively utilizing features such as concurrent streams and stream
prioritization, QUIC generally performs worse than TCP under good network conditions,
as it otherwise introduces additional overhead while providing functionality similar to
TCP-based communication. However, in networks with higher RTTs or a greater
likelihood of packet loss, QUIC generally performs better due to its more ef�cient
retransmission mechanisms as presented in section 3.6, whereas TCP suffers from
head-of-line blocking, where lost packets can delay subsequent transmissions while
waiting for ACKs (acknowledgments).

4.2.3 RDMA

Remote Direct Memory Access (RDMA) is a high-performance network communication
technology that enables one computer to access another computer's memory directly
without involving either system's operating system or CPU. It minimizes latency and
CPU overhead, making it critical for high-speed computing, data centers, and distributed
storage systems [24], [25].

In systems such as rCUDA and the remote inference framework described in the paper A
complete and ef�cient CUDA-sharing solution for HPC clusters [25], RDMA allows GPUs to
be decoupled from compute nodes and organized into shared accelerator pools without
incurring large communication penalties. This is especially important for GPU
workloads, where massive tensor and matrix operations can process data faster than
conventional networks can deliver it.

By minimizing data copies, serialization overhead, and CPU involvement, RDMA helps
remote GPUs behave almost like local devices, improving GPU utilization and scalability.
Both rCUDA and rInfer exploit this idea to enable �exible GPU sharing across clusters,
reduce hardware underutilization, and achieve near-local execution performance for
distributed GPGPU applications [25], [11].
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4.2.4 Communication technologies overview

To summarize, table 4.1 presents an overview of the different protocols and attributes
relevant to our research question.

Table 4.1: Comparison of communication protocols relevant to API remoting in GPU virtualization.

Protocol Reliability Latency Pro�le Key Features Limitations

TCP Transport-layer;
ACK-based re-
transmission with
�ow and conges-
tion control

Moderate; in-
creases with RTT
and packet loss;
retransmission
adds buffering
delay

Ordered delivery,
congestion avoid-
ance, stable and
widely supported

Head-of-line
blocking; through-
put degrades
signi�cantly with
high RTT

UDP None; best-effort
delivery with no
retransmission or
ordering guaran-
tees

Low under ideal
conditions; high
jitter and packet
loss under conges-
tion

Minimal overhead,
connectionless,
low per-packet
cost

Inconsistent under
load; requires
application-level
reliability mecha-
nisms

QUIC Application-layer
per-stream reliabil-
ity

Low; 0-RTT/1-
RTT handshake
reduces setup
overhead; stream
multiplexing limits
head-of-line block-
ing

Concurrent
streams, stream
prioritization and
cancellation, in-
tegrated TLS 1.3
encryption

Extra overhead
compared to TCP
without advanced
features; performs
worse in low-RTT,
low-loss networks
unless features are
actively exploited

RDMA Hardware-level,
guaranteed deliv-
ery

Very low; kernel
and CPU bypass
eliminates OS
scheduling over-
head

Zero-copy transfer,
direct memory
access, negligible
CPU involvement,
high bandwidth

Requires spe-
cialised hardware
(e.g. In�niBand);
less portable than
software-based
protocols

4.3 CUDA Asynchronous functions

The fundamental idea behind GPU computing is the extreme parallelization of
computations. However, we cannot focus solely on what happens inside the accelerator,
we also have to consider the synergy between what is executed on the host, what is
executed on the device, and the transfers between them, if we want to achieve the best
performance and make optimal use of resources.

One way to improve performance is to employ asynchronous execution. CUDA allows
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concurrent, or overlapping, execution of multiple tasks, speci�cally:

• computation on the host

• computation on the device

• memory transfers from the host to the device

• memory transfers from the device to the host

• memory transfers within the memory of a given device

• memory transfers among devices [26]

The CUDA Runtime API uses CUDA Streams to manage asynchronous execution,
allowing the CPU to avoid blocking between operations. Streams queue operations that
execute sequentially on the device for each CUDA stream, while operations from
different streams may be interleaved. The Default Stream is the exception: operations
submitted to it only execute once all previously issued operations on other streams have
completed, which is why it is considered a synchronization stream [27].

Since the biggest overhead in CUDA applications is the data transfer between Host and
Device, the possibility of asynchronous data transfers presents an opportunity for a
performance boost [28].

By using CUDA streams and asynchronous memory operations, data transfers and kernel
executions can overlap instead of executing sequentially. This allows the GPU to perform
computations while new data is simultaneously being transferred, improving device
utilization and reducing idle time. CUDA achieves this by scheduling operations in
streams, where independent tasks can execute concurrently without forcing
synchronization between every operation. This can signi�cantly improve throughput in
workloads with repeated or large memory transfers [28].

4.4 CUDA Graphs

CUDA Graphs allow a sequence of GPU operations to be represented as a graph and
launched with reduced overhead compared to repeatedly launching individual
operations. The CUDA Runtime API provides graph management functions such as
graph creation, node insertion, instantiation, and graph launch [29], [30].

The reason for the creation of CUDA Graphs are closely related to the overhead of
launching many GPU operations. Usually in CUDA execution each kernel launch
requires CPU-side computation, command interaction and synchronization with the GPU
execution. For workloads consisting of small kernels or repeated executions the launch
overhead may be a signi�cant part of the overall runtime and thus CUDA graphs might
provide a more ef�cient execution of the workload [31], [32].
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A study by Diakun and Czarnul investigates CUDA Graph performance for selected
parallel applications and how the bene�ts depend on workload structure and the amount
of launch overhead relative to computation time [31]. Likewise a study by Ekelund et al.
shows how kernel batching with CUDA Graphs for iterative GPU applications can reduce
overhead. This is done by batching repeated kernel launches into reusable graph
executions [32].

CUDA Graphs represent a sequence of GPU operations as a directed acyclic graph
(DAG), where nodes correspond to GPU operations and edges de�ne execution
dependencies [31], [33].

These studies suggests that CUDA Graph are bene�cial in workloads that contain a stable
sequence of GPU operations that are executed multiple times. Depending on the
workload itself, CUDA Graphs can achieve signi�cant performance improvements by
reducing kernel launch overhead and improving execution ef�ciency.

4.5 Delimitations

In this section, we outline which research topics and questions we have excluded and
why for this particular project.

4.5.1 RDMA Exclusion

Since another group also got the chance to work on GVirtuS and help improve its RDMA
capabilities and functionality, we decided to shift our focus more on the QUIC
implementation to investigate the potential of that protocol for this setup.

Therefore we will in this project not further investigate or implement anything related to
RDMA in GVirtuS.

4.5.2 UDP Exclusion

The initial idea was to implement pure UDP in the GVirtuS framework and then try to
use QUIC. However, during the initial test runs of the �rst draft UDP implementation, we
quickly discovered that a pure datagram-based approach was unsuitable for this use case,
as these GPGPU dependent applications have zero fault tolerance and, therefore, require
reliable delivery with retransmission mechanisms, something UDP does not
provide.

We redirected our focus towards QUIC, as it handles packet loss and retransmissions,
which we have established is needed in order to run GVirtuS reliably. Nevertheless, we
did create a �rst draft UDP communicator for GVirtuS and will present it later in the
Design and Implementation chapter in Section 6.4.1.
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4.6 Research focus

As stated in the Problem formulation (section 1.2), we want to reduce communication
overhead of GVirtuS, by implementing support for new features.

The features we conclude that could impact the GVirtuS framework positively are:

• QUIC communication protocol

• CUDA Async Support

• CUDA Graphs

From this, we formulate the following hypotheses to outline our research focus and
expected results.

4.6.1 QUIC communication protocol

The implementation and usage of QUIC in GVirtuS will enhance throughput for wireless
use cases.

With inspiration from the paper: QUIC(K) communication for GPU Virtualization in Edge
Computing [22] described in problem analysis (section 4.2.2), QUIC should theoretically
have lower overhead over TCP for GPGPU virtualization. However, the paper QUIC(k)
Enough in the Long Run? Sustained Throughput Performance of QUIC Implementations
[23](section 5.1.3) suggests that TCP in most cases outperforms QUIC in good network
conditions where RTT and packet loss are low. In this project, we will implement QUIC
protocol into GVirtuS to determine if similar results can be expected in real case
scenarios.

4.6.2 CUDA Async Support

The implementation and usage of CUDA Async function calls in GVirtuS will decrease
the total application runtime.

As investigated in the problem analysis (section 4.3), Async has the potential to enhance
application performance by allowing concurrent or overlapping execution of tasks. In this
project, we will add support for asynchronous execution, with the objective of reducing
execution time.

4.6.3 CUDA Graphs

The implementation and usage of CUDA Graphs in GVirtuS will reduce overhead and
decrease total application runtime.
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As discussed in the problem analysis (section 4.4), CUDA Graphs allow a sequence of
GPU operations to be represented as a directed acyclic graph (DAG) and launched with
reduced overhead compared to repeated individual kernel launches. Instead of issuing
separate runtime calls for each operation, the graph is constructed once and then
executed as a single unit.

The main motivation for CUDA Graphs is to reduce CPU-side launch overhead, which
can become signi�cant in workloads with many small or repeated kernel launches.
Studies show that batching GPU work into reusable graphs can improve performance
when the execution pattern is stable and repetitive [31].

In this project, we will extend support of CUDA Graph routines, and measure the
speed-up between applications with and without Graphs.
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5 State of the Art
In the State of the Art, we investigate the background of GVirtuS, as well as other GPGPU
virtualization tools to gain a deeper understanding of the available solutions, their use
cases, and their functional patterns.

5.1 GVirtuS

The GPU virtualization solution called GVirtuS [17] is an open-source framework that
supports a client-server architecture, enabling the client to use remote GPU resources of
the server device. This solution provides a framework for allowing non-GPU enabled
devices to forward the workload required to a more resource intensive server for GPU
utilization of a given process.

GVirtuS works by having a dynamic library hook on the client that captures runtime calls
such as memory allocation, data transfer, and kernel execution. Calls are then serialized
and transferred to the server for execution using the TCP/IP protocol. This behaviour is
seamless, since the calls are hijacked and from the clients perspective it is no different
than local execution [17].

Every CUDA API call is converted into a structured message containing the function
identi�er, its arguments, and any associated data payloads. The server accepts serialized
CUDA requests from clients and executes the corresponding CUDA runtime or driver
functions on the GPU. After execution, the results, such as device pointers, computation
output, or status codes are serialized and sent back to the client [17].

Figure 5.1 shows a general overview of this process.
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Figure 5.1: GVirtuS interaction overview [17]

5.1.1 Current State of GVirtuS

Currently, 720 routines have been implemented in the GVirtuS project.

Plugin Amount of routines API call categories
cublas 177 routines Extensions, Context / Helper functions, L1 L2 and L3

BLAS functions, Lt API
cuadr 91 routines Context Management, Device Management, Drive

Entry Point Access, Event Management, Execution
Control, Initialization, Memory Management, Module
Management, Stream Management, Stream Memory
Operations, Tensor Map Object Management, Texture
Reference/Object Management, Uni�ed Adressing,
Version Management, Virtual Memory Management

cudart 111 routines Execution Control, Device Management, Error
Handling, Event Management, Execution Control,
Graph Management, C++ API Routines, Memory

Management, OpenGL / Graphics Interoperability,
Stream Management, Stream Ordered Memory

Allocation, Version Management
cudnn 246 routines API - Legacy + Backend, Backend API,

API-rnn/CTC/Attention , API- Convolution,
API-Pooling, API-Tensor
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cufft 39 routines API - Handle Management, Xt API - Multi-GPU, API
- Estimated Work Area, FFT Execution, Re�ned Work
Area Size, Plan Creation, Memory Management, Plan

Speci�cation
curand 15 routines API - Generatoration Functions

cusolver 4 routines Helper functions
cusparse 6 routines Legacy API Subset

nvml 30 routines Device Query, Error Reporting, Event Handling
Methods, Initialization and Cleanup, Query /

Control API, System Queries
nvrtc 1 routines Error / Utility Function

5.2 GPGPU Solutions

This chapter surveys other existing GPU virtualization approaches and solutions. The
goal is to examine both software and hardware-based solutions with respect to their
architectures and trade-offs.

5.2.1 rCUDA

rCUDA is a similar framework to GVirtuS used to remotely virtualize GPUs, which
allows GPUs to be detached from the node on which they're installed to allow for a
greater �exibility for dividing workloads [34].

rCUDA is based on a client-server model. Which the client side links the CUDA
application against a rCUDA-compatible runtime layer that intercepts the CUDA calls.
The calls are then forwarded over the network to a remote server node which executes
the requested CUDA operations and returns the results back to the client. From the
application itself, the GPU appears to be available locally, while the actual execution takes
place on a remote accelerator [25].

Later work extends the rCUDA model with support for GPU-job migration. Prades and
Silla investigate how GPU jobs can be migrated in the rCUDA framework, allowing a
running GPU-accelerated application to be moved from one GPU to another [34].

With a focus directly on ef�cient CUDA remoting and GPU sharing in a cluster, it is
designed to provide a complete CUDA-compatible remote execution environment and
practical cluster-level resource sharing [25].
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5.2.2 DS-CUDA

DS-CUDA (Distributed-Shared CUDA) is a middleware system which similarly to
GVirtuS and rCUDA, is designed to let applications use CUDA-capable GPUs located on
remote machines.

Architecturally, DS-CUDA is a distributed client-server model. The application runs on
the client-side machine, while the GPU resources are provided by remote GPU servers.
CUDA-related operations are redirected from the client to the GPU server on which they
are executed on physical NVIDIA GPUs [35].

DS-CUDA should be considered an older remote CUDA virtualization framework rather
than a currently maintained production solution. Although it is relevant as one of the
early distributed CUDA systems, later comparison studies note that DS-CUDA only
supports older CUDA versions which limits its application to modern CUDA workloads
[36], [37], [3].

5.2.3 Flexdirect - VMware vSphere

Bitfusion FlexDirect is a VMware product for optimizing GPU use across multiple VMs.
The main purpose is to improve �exibility when using GPUs on vSphere, it allows
physical GPUs to be allocated either partially or as whole GPUs to applications running
in VMs. Importantly, the VM does not need to be on the same machine to utilize its GPU
resources [38].

Similarly to rCUDA, Bitfusion FlexDirect uses a client-server architecture. Server-side
VMs expose GPU resources, while client-side VMs execute the user application. The
GPU-providing server VMs form a GPU cluster, and communication between clients and
servers use TCP/IP or RDMA [38].

FlexDirect is used as one of three GPU con�guration methods on vSphere. It can be used
for full GPU usage, multiple GPUs per VM and shared GPU usage. Using Flexdirect can
also be used in conjunction with GPU passthrough [38].

5.2.4 rInfer

rInfer differs from transparent CUDA-remoting systems such as GVirtuS, DS-CUDA, and
rCUDA in both scope and abstraction level. While these aim to provide remote access to
CUDA-capable GPUs by intercepting and forwarding CUDA operations, rInfer, is
designed as a generic remote inference framework for heterogeneous accelerators. As a
result, it does not primarily address transparent execution of arbitrary CUDA
applications, but instead focuses on remote execution of inference workloads. This makes
rInfer less general as a CUDA virtualization mechanism, but more directly suited for AI
inference [11].
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The rInfer methodology for intercepting and transferring calls from the client to the
server works differently than the API-remoting convention of rCUDA and GVirtuS. rInfer
uses RPC (Remote Procedure Call) method for transferring CUDA calls from client to
server using its modules: rInfer Device, rInfer agent and rInfer worker [11].

Table 5.2: Comparison of remote GPU virtualization and remote accelerator execution systems.

System Type License Main Purpose Relevance to
This Project

rCUDA CUDA API re-
moting

Proprietary /
commercial
research-origin
solution

CUDA sharing
and remote
GPU access
in HPC clus-
ters through
a client-server
model

Comparison
point for re-
mote CUDA
execution, GPU
pooling, and
GPU-job migra-
tion

GVirtuS API remoting Open-source
research frame-
work

Transparent
GPU virtualiza-
tion through a
frontend/back-
end architecture

Architectural
foundation for
this project

Bitfusion FlexDirect Commercial
GPU disaggre-
gation

Commercial
VMware/Bitfu-
sion product

GPU pooling,
partial GPU
allocation, and
CUDA instruc-
tion remoting
for vSphere
environments

Commercial
comparison
point for GPU
pooling and
CUDA remot-
ing

DS-CUDA Distributed
CUDA middle-
ware

Research mid-
dleware

Remote use of
CUDA-capable
GPUs in dis-
tributed or
cloud environ-
ments

Historical
comparison
point; outdated
CUDA support
limits modern
applicability

rInfer Remote infer-
ence framework

Research frame-
work

Remote execu-
tion of inference
workloads on
heterogeneous
accelerators

Modern com-
parison point
for remote ac-
celerator use,
but operates
at a higher
abstraction level
than CUDA
API remoting
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5.2.5 NVIDIA Multi-Instance GPU - Hardware Partitioning

NVIDIA Multi-Instance GPU is a different technology for having multiple users for a
single GPU by doing hardware partitioning. Only a few high-end graphics cards
(enterprise and server grade) support MIG [39].

This feature allows the GPU to be partitioned into up to seven GPU instances for CUDA
applications, providing seperate GPU resources for optimal GPU utilization. The feature
is bene�cial for workloads that do not use the total GPU capacity and, therefore, may run
multiple workloads in parallel to maximize ef�ciency [39].

Speci�cally, Cloud Service Providers, who have multiple tenants, the usage of MIG
ensures isolation between clients [39].

With MIG, each instance's processor has seperated and isolated paths through the entire
memory system, on-chip ports, L2 cache, memory controllers and DRAM address buses,
all assigned to the individual instances. This ensures that each instance workload runs
with a predictable throughput and latency, even though other tasks are occupying their
L2 cache and DRAM bandwidth [39].

5.2.6 Single Root I/O Virtualization

A similar technology which allows GPU virtualization is Single Root I/O Virtualization,
which is a standardized way for a single I/O device to present itself to the IOMMU
(Input-Output Memory Management Unit) as multiple virtual devices [40].

SR IOV allows one PCIe device to expose multiple virtual functions to virtual machines.
It requires support from several parts of the platform. From the PCIe device which must
implement SR IOV and be able to expose virtual functions, to the CPU, chipset, �rmware,
and hypervisor which must support I/O management through IOMMU. The IOMMU
translates and isolates the DMA access between the host and the guest VM. This reduces
virtualization overhead, since the VM can communicate directly with the virtual function
of the device [40].

Commercial solutions which utilize Single Root I/O Virtualization include:

• AMD MxGPU

• Intel GVT-g

• Windows server Hyper -v

• nVidia vGPU
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5.3 Summary

The surveyed GPU virtualization approaches covers a variety of designs, from
software-level API remoting to hardware-level partitioning. Solutions such as GVirtuS,
rCUDA, DS-CUDA, and Bitfusion FlexDirect all follow a client-server model, where
CUDA calls are intercepted and forwarded to a remote GPU, differing primarily in their
target environments, openness, and maturity. Hardware-based approaches like NVIDIA
MIG and SR-IOV offer stronger isolation and more predictable performance, but are
constrained to speci�c high-end hardware and do not address the challenge of remote
GPU access across a network.

GVirtuS stands out as the architectural foundation for this project due to its open-source
nature and transparent virtualization model. However, its partial API coverage and
research-grade status highlight clear opportunities for extension and improvement. The
related works con�rm that remote GPU virtualization is a well-established problem
domain, while also demonstrating that no single solution fully addresses all use cases,
particularly IoT devices operating on edge networks where connectivity is unreliable,
latency is variable, and local GPU resources are unavailable. In such environments, the
transport layer and execution ef�ciency of the virtualization framework become
critical.

These constraints motivate the three directions pursued in this project: adopting QUIC as
a transport protocol more resilient to packet loss and high latency, integrating CUDA
Async support to overlap data transfer and computations, and avoid stalling on poor
connections. Lastly, extending CUDA Graphs to minimise the amount of data crossing
the network. Together, these target key bottlenecks that arise when of�oading GPU
workloads from constrained edge devices.
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6 Design and Implementation
6.1 Requirements

To verify our project goals and accordance to our sub-problem statements, we have
formulated functional and non-functional requirements.

The requirements were de�ned to ensure that our GVirtuS implementations support the
intended new functionalities so we can test our hypotheses. Additional requirements
were also included to verify that the changes remain compatible with use cases supported
by the original GVirtuS framework, ensuring that existing features are not broken or
disabled by our modi�cations.

6.1.1 Functional requirements

The functional requirements are stated and listed in table 6.1

# Requirement Source
1 GVirtuS should be able to utilize the QUIC protocol for

data transfer from host to device of the application's pay-
load

4.6.1

2 GVirtuS should be able to utilize the QUIC protocol for
data transfer from device to host of the application's pay-
load

4.6.1

3 A user should be able to de�ne QUIC settings using a json 2.3
4 GVirtuS should support asynchronous behaviour when

calling CUDA Async functions
4.6.2

5 GVirtuS should be able to utilize CUDA Graphs 4.6.3

Table 6.1: Functional requirements for GVirtuS extensions

6.1.2 Non-Functional requirements

The non-functional requirements are de�ned to preserve the existing behavior of GVirtuS
while extending the system with new functionality.

We don't have a direct source for these requirements but instead a rationale to ensure that
existing GVirtuS functionality and behavior are preserved while extending the system
without introducing breaking changes or disrupting current communication
mechanisms.
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The non-functional requirements are stated and listed in table 9.2

# Requirement Rationale
1 GVirtuS should preserve transparency Ensures usability
2 GVirtuS should preserve previously implemented commu-

nication protocols and their functionalities
Ensures
backward
compatibility

Table 6.2: Non-Functional Requirements for GVirtuS Extensions

6.2 Overview of GVirtuS

In this chapter, we will discuss how we decided to design and implement the changes
into GVirtuS. First, we will give an overview of the current architecture of the repository.
Then we will explain where our implementation lies and present the architecture of our
solution and how it �ts the existing one.

Diagram 6.1 presents a simpli�ed class diagram of the current GVirtuS status. Some
classes and methods were omitted because they did not provide any added value for the
understanding of both the high level functioning of GVirtuS and the design of our
solutions.
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Figure 6.1: GVirtuS Simpli�ed Class Diagram

In �gure 6.2, we can observe the sequence of events that occur the �rst time a CUDA call
is made, so we assume that the Execute method is being called for the �rst time here. The
calls made for every communicator are the same, so even when building a new one, we
have to take into account how it is currently structured.

The Backend begins by calling the Serve method, which starts the server/socket, then it
calls Accept, which blocks until we receive a connection from a frontend. After the
connection is established, the Communicator returns a new Communicator instance to
the Backend, which then starts a process associated with this communicator, responsible
for executing the requests from this frontend.
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Figure 6.2: GVirtuS Connection Diagram

6.3 Build System improvements

The ECN-AAU GVirtuS repository relies heavily on docker images, hosted on multiple
unof�cial repositories on Docker Hub, to build GVirtuS and run the benchmarks [41].
Even though, the usage of containers, simplify building for this project, we had no way to
push new images while implementing new features, which was somewhat inconvenient.
This, combined with missed opportunities to use Docker multi-stage builds and cache
optimized Docker�les, resulted in undesirably long build times during
implementation.

To address these issues, we restructured the build system around a single local base
image, gvirtus:cuda12.6, built via a new docker-build-gvirtus Make�le target. This
image builds both msquic and GVirtuS from source at image build time, eliminating all
dependencies on unof�cial third-party Docker Hub repositories.

The Docker�les for the benchmark applications, e.g. OpenPose, were rewritten as
multi-stage builds. The �rst stage compiles the application independently on a plain
CUDA base image, while the �nal stage layers compile artifacts on top of the
gvirtus:cuda12.6 base. This separation means that a GVirtuS source change no longer
invalidates the expensive application build cache, signi�cantly reducing iteration
time.
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All docker run targets in the Make�le were updated to volume-mount the src/,
include/, plugins/, and etc/ directories into the running container. This allows
source-level changes to take effect without triggering a full image rebuild, which is
particularly useful during active development.

6.4 Communicator

In this section, we will show the work that has been done to expand the communicator
options and the implementation details that make them function. For both new types of
communicators, we followed the already present interface, while to enable asynchronous
communication, we had to extend it.

This is how we planned it to be integrated into the current architecture:

Figure 6.3: New Communicators

6.4.1 UDP

We �rst took a chance to implement UDP in GVirtuS since it would give us a better view
of how to later implement the QUIC Communicator, and on �rst glance it should not be
too different from TCP.

The main differences we noticed immediately were the way to connect the Backend to the
frontend. On TCP the socket API takes care of accepting new connections and
establishing a new session for the Backend and Frontend to communicate. However, UDP
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works a bit differently since we exchange packets in a stream instead of establishing a
session. To get around this, when we receive a "connection" (�rst udp packet), we open a
new socket with the same con�guration as the listening one and bind it to the client's ip.
Finally, the Backend replies with an ACK so that the Frontend knows that information
can now be exchanged through that socket. This solution works only on Linux, since we
reuse port and address for the listening and communicating sockets. The operating
system handles incoming requests and assigns them to the correctly bound socket.

1 const gvirtus : : communicators : : Communicator * const UdpCommunicator : : Accept ( )  -
const {

2 i f ( ( client_socket_fd = socket ( AF_INET , SOCK_DGRAM , 0) ) < 0)
3 {
4 perror ( " socket c rea t i on f a i l e d " ) ;
5 exit ( EXIT_FAILURE ) ;
6 }
7 memset ( ( char * )&client_socket_addr , 0 , s i z e o f ( s t r u c t sockaddr_in ) ) ;
8

9 client_socket_addr . sin_family = AF_INET ;
10 client_socket_addr . sin_port = htons ( mPort ) ;
11 client_socket_addr . sin_addr . s_addr = INADDR_ANY ;
12

13 socklen_t len = s i z e o f ( cliaddr ) ;
14

15 i n t n = recvfrom ( mSocketFd , ( char * ) nullptr , 0 ,
16 MSG_WAITALL , ( s t r u c t sockaddr* )&cliaddr ,
17 &len ) ;
18 i n t on = 1 ;
19 i f ( setsockopt ( client_socket_fd , SOL_SOCKET , SO_REUSEADDR , &on , s i z e o f ( on ) )  -

< 0)
20 throw std : : runtime_error ( " se tsockopt SO_REUSEADDR f a i l e d " ) ;
21

22

23 i f ( bind ( client_socket_fd , ( const s t r u c t sockaddr * )&client_socket_addr ,
24 s i z e o f ( client_socket_addr ) ) < 0)
25 {
26 perror ( " bind f a i l e d " ) ;
27 exit ( EXIT_FAILURE ) ;
28 }
29

30

31 len = s i z e o f ( cliaddr ) ;
32 connect ( client_socket_fd , ( sockaddr * )&cliaddr , len ) ;
33

34 const char ack = �A � ;
35 i f ( : : send ( client_socket_fd , &ack , 1 , 0 ) < 0)
36 throw std : : runtime_error ( "UdpCommunicator : : Accept ( ) : f a i l e d to send  -

handshake ACK: " +
37 std : : string ( strerror ( errno ) ) ) ;
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38 }

Listing 6.1: Accept Function

Another important aspect is the way the TCP Communicator handles inbound and
outbound packets. These are handled by a stdio �le buffers which bind to the socket and
take care of receiving the incoming messages and writing them to a buffer which the
Backend can then read from, without having to explicitly call receive.

1 mpInputBuf = new __gnu_cxx : : stdio_filebuf<char >( mSocketFd , ios_base : : in ) ;
2 mpOutputBuf = new __gnu_cxx : : stdio_filebuf<char >( mSocketFd , ios_base : : out ) ;
3

4 mpInput = new istream ( mpInputBuf ) ;
5 mpOutput = new ostream ( mpOutputBuf ) ;

Listing 6.2: Input/Output TCP buffers

The problem is that this type of �le bufffer does not work with UDP sockets, so we have
to write our custom buffer implementation if we want to emulate the same behaviour as
TCP. We created the UdpStreamBuf that reimplements the necessary methods to stay in
accordance with TCP.

1

2 s t a t i c constexpr std : : size_t UDP_BUF_SIZE = 65507; // max UDP payload
3

4 c l a s s UdpStreamBuf : pub l ic std : : streambuf {
5 publ ic :
6 e x p l i c i t UdpStreamBuf ( i n t fd )
7 : fd_ ( fd )
8 , outBuf_ ( UDP_BUF_SIZE )
9 , inBuf_ ( UDP_BUF_SIZE )

10 {
11 // Set up put area ( wr i te bu f fe r )
12 setp ( outBuf_ . data ( ) , outBuf_ . data ( ) + outBuf_ . size ( ) ) ;
13 // Get area s t a r t s empty ; underflow ( ) w i l l f i l l i t .
14 setg ( inBuf_ . data ( ) , inBuf_ . data ( ) + inBuf_ . size ( ) , inBuf_ . data ( ) +  -

inBuf_ . size ( ) ) ;
15 }
16

17 pro tec ted :
18 // Cal led when the put bu f fe r i s f u l l , or on e x p l i c i t f l ush .
19 i n t overflow ( i n t c ) override {
20 i f ( flush_put_area ( ) == �1) re turn traits_type : : eof ( ) ;
21 i f ( c != traits_type : : eof ( ) ) {
22 * pptr ( ) = traits_type : : to_char_type ( c ) ;
23 pbump ( 1 ) ;
24 }
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25 re turn traits_type : : not_eof ( c ) ;
26 }
27

28 // Cal led by ostream : : f l ush ( ) / endl / sync .
29 i n t sync ( ) override {
30 re turn flush_put_area ( ) ;
31 }
32

33 // Cal led when the get bu f fe r i s exhausted .
34 i n t underflow ( ) override {
35 // sock len_ t addrLen = s i z e o f ( l a s t P e e r _ ) ;
36 ssize_t n = : : recv ( fd_ ,
37 inBuf_ . data ( ) , inBuf_ . size ( ) ,
38 0) ;
39 i f ( n <= 0) re turn traits_type : : eof ( ) ;
40

41 // Reset get area to the f r e s h l y rece ived data .
42 setg ( inBuf_ . data ( ) , inBuf_ . data ( ) , inBuf_ . data ( ) + n ) ;
43 re turn traits_type : : to_int_type ( * gptr ( ) ) ;
44 }
45

46 pr i va te :
47 i n t flush_put_area ( ) {
48 std : : ptrdiff_t n = pptr ( ) � pbase ( ) ;
49 i f ( n == 0) re turn 0 ;
50 // i f ( ! hasPeer_ ) re turn �1; // nowhere to send
51

52 ssize_t sent = : : send ( fd_ ,
53 pbase ( ) , s t a t i c _ c a s t <std : : size_t >(n ) ,
54 0) ;
55 // Reset put area rega rd less of r e s u l t .
56 setp ( outBuf_ . data ( ) , outBuf_ . data ( ) + outBuf_ . size ( ) ) ;
57 re turn ( sent == n ) ? 0 : �1;
58 }
59

60 i n t fd_ ;
61 std : : vector<char > outBuf_ ;
62 std : : vector<char > inBuf_ ;
63 } ;

With this class we can initialize our streams the same way as TCP keeping the rest of the
UDPCommunicator class very similar.

1 mpInputBuf = new UdpStreamBuf ( mSocketFd ) ;
2 mpOutputBuf = new UdpStreamBuf ( mSocketFd ) ;
3

4 mpInput = new istream ( mpInputBuf ) ;
5 mpOutput = new ostream ( mpOutputBuf ) ;
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Listing 6.3: Input/Output UDP buffers

6.4.2 QUIC

After implementing UDP, we felt that we had a good grasp of the communicators and
could take on the challenge of using the QUIC protocol as the communication layer. We
chose to use the MsQuic library from Microsoft, since it was the one used in the paper
[22] and we had already some foundational work done by Ralf Lübben using this library
(source: [42]).

When developing the QUIC Communicator we had to keep in mind that we will, at a
later time, want to support asynchronous calls, so we needed to extend the current
communicator interface to allow it.

Our idea was to make use of the stream concept that exists in both CUDA and QUIC and
match them one to one, meaning that, requests to different CUDA Streams would be sent
on different QUIC streams, respecting the asynchronous nature of the calls.

Figure 6.4: QuicCommunicator class diagram

In �gure 6.4 can be seen the extended version of the Communicator that would allow us
to, later, support async as well as the main components of the QuicCommunicator
class.
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Callbacks

Callbacks are an essential aspect of the MsQuic library and it is the way we de�ne how
the program behaves when receiving different events. We must de�ne three callbacks for
the server and two callbacks for the client. We must also add wrappers around these
callbacks that are static methods, since the library does not accept pure methods to be
used as callbacks. We can still emulate the same behaviour as if we were using methods,
by passing the current instance as context, so the wrapper can call the method of this
instance. An example of this can be seen in 6.4.

1 QUIC_STATUS QuicCommunicator : : ServerListenerCallbackWrapper ( HQUIC Listener ,  -
void * Context , QUIC_LISTENER_EVENT* Event ) {

2 auto quicCommunicator = s t a t i c _ c a s t <QuicCommunicator* >( Context ) ;
3 re turn quicCommunicator �>ServerListenerCallback ( Listener , Context , Event ) ;
4 }

Listing 6.4: Example of Callback Wrapper

All callbacks can receive a series of event types in different situations, however, we can
isolate their main functionality in a simple program.

• ServerListenerCallback

Called when a frontend starts a connection to the server. This callback stores the
received connection and noti�es the main thread that a connection event occurred.

• ServerConnectionCallback

Called when a stream starts. Sets the stream callback handler. If the stream is the
�rst from this Connection, it is set as the default stream, otherwise it is just added
to the list of available streams. Initializes the pipes used for communication and
noti�es the waiting threads that a new stream has been added.

• ServerStreamCallback

Called when receiving messages through a stream on the server. If the stream
where data is being received is not initialized, we read the data as a CUDA stream
and store it in the cudaStreamMap that binds CUDA streams to QUIC Streams. If
the stream has already started, the contents of the receiving buffer are written to the
write pipe associated with this stream.

• ClientConnectionCallback

Called when the connection is complete. It noti�es the client application that
communication with the server is ready.

• ClientStreamCallback
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Called when receiving messages through a stream on the client. The contents of the
receiving buffer are written to the write pipe associated with this stream.

Loading Con�gurations

The MsQuic library includes a native QUIC_SETTINGS struct used for con�guring
various parameters of a QUIC connection. Rather than manually adjusting individual
settings after MsQuic initialization, we implemented a QuicSettingsCon�g abstraction
layer to centralize con�guration management. This enables testing different
con�gurations for various experimental setups from a single source.

The QuicSettingsCon�g struct (de�ned in QuicSettings.h) mirrors the structure of
MsQuic's native QUIC_SETTINGS struct. Importantly, it includes two key features:

• Setting values:
The actual parameter values (e.g., IdleTimeoutMs, PeerBidiStreamCount,
MaxAckDelayMs)

• IsSet �ags:
Boolean �ags (e.g., IsSet_IdleTimeoutMs, IsSet_PeerBidiStreamCount) that indicate
whether each setting should be applied to the QUIC instance. This selective
application is critical because MsQuic only applies settings whose corresponding
IsSet �ag is true.

The actual Settings are loaded from a JSON �le where every setting from the MsQuic
QUIC_SETTINGS struct is listed. The complete overview of all settings of the
QUIC_SETTINGS struct can be found on Microsoft's documentation of MsQuic
[43].

The con�gured settings are passed to MsQuic's Con�gurationOpen() API, which creates
a con�guration object containing all the speci�ed parameters. This con�guration is then
used for all QUIC connections established through that con�guration instance.

1 QUIC_SETTINGS Settings = { 0 } ;
2

3 // Load s e t t i n g s from JSON
4 i f ( ! LoadQuicSettingsFromJson ( Settings ) ) {
5 re turn FALSE ;
6 }
7

8 // Apply server � s p e c i f i c s e t t i n g s
9 Settings . ServerResumptionLevel = QUIC_SERVER_RESUME_AND_ZERORTT ;

10 Settings . IsSet . ServerResumptionLevel = TRUE ;
11

12 // Pass the conf igured S e t t i n g s to MsQuic � s ConfigurationOpen ( ) API
13 QUIC_STATUS Status = QUIC_STATUS_SUCCESS ;
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14

15 i f ( QUIC_FAILED ( Status = MsQuic �>ConfigurationOpen (
16 Registration , // MsQuic r e g i s t r a t i o n handle
17 &Alpn , // ALPN pro toco l l i s t
18 1 , // Number of ALPNs
19 &Settings , // The conf igured QUIC_SETTINGS s t r u c t
20 s i z e o f ( Settings ) , // S ize of s e t t i n g s
21 NULL ,
22 &Configuration ) ) ) { // Output : Conf igurat ion handle
23

24 printf ( " ConfigurationOpen fa i l ed , 0x%x !\n " , Status ) ;
25 re turn FALSE ;
26 }

Listing 6.5: Loadning QUIC Settings in QuicCommunicator::ServerLoadCon�guration

1 QUIC_SETTINGS Settings = { 0 } ;
2

3 // Load the same s e t t i n g s from JSON
4 i f ( ! LoadQuicSettingsFromJson ( Settings ) ) {
5 re turn FALSE ;
6 }
7

8 // Create con f igu ra t i on with the S e t t i n g s
9 i f ( QUIC_FAILED ( Status = MsQuic �>ConfigurationOpen (

10 Registration ,
11 &Alpn ,
12 1 ,
13 &Settings , // Same s e t t i n g s passed here
14 s i z e o f ( Settings ) ,
15 NULL ,
16 &Configuration ) ) ) {
17

18 printf ( " ConfigurationOpen fa i l ed , 0x%x\n" , Status ) ;
19 re turn FALSE ;
20 }

Listing 6.6: Loadning QUIC Settings in QuicCommunicator::ClientLoadCon�guration

Serve Method

The serve method is the �rst one to be called after construction. It is responsible for
loading the con�guration, opening and starting the Listener, and setting the correct
callback, in this case the ServerListenerCallback.

1 void QuicCommunicator : : Serve ( ) {
2 QUIC_STATUS Status ;
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3 InitializeQuic ( ) ;
4

5 i n t argc = 2 ;
6 const char * argv [ 2 ] ;
7 argv [ 0 ] = ( char * ) " � c e r t _ f i l e : " GVIRTUS_HOME "/e t c /se rver . c e r t " ;
8 argv [ 1 ] = ( char * ) " � k e y _ f i l e : " GVIRTUS_HOME "/e t c /se rver . key " ;
9

10 i f ( ! ServerLoadConfiguration ( argc , argv ) ) {
11 re turn ;
12 }
13

14 i f ( QUIC_FAILED ( Status = MsQuic �>ListenerOpen ( Registration ,  -
ServerListenerCallbackWrapper , th i s , &Listener ) ) ) {

15 throw std : : runtime_error ( " ListenerOpen f a i l e d " ) ;
16 }
17

18 QUIC_ADDR Address = { 0 } ;
19 QuicAddrSetFamily(&Address , QUIC_ADDRESS_FAMILY_UNSPEC ) ;
20 QuicAddrSetPort(&Address , mPort ) ;
21 i f ( QUIC_FAILED ( Status = MsQuic �>ListenerStart ( Listener , &Alpn , 1 , &Address -

) ) ) {
22 throw std : : runtime_error ( " L i s t e n e r S t a r t f a i l e d " ) ;
23 }
24 }

Listing 6.7: Serve Method QuicCommunicator

Accept Method

While in TCP calling accept for a socket blocks until a new connection is established, we
have to come up with a different approach for QUIC since we are not working with
sockets. Our solution was to block until the callback was triggered, which will then notify
the Accept Method. After receiving a connection, we create a new QuicCommunicator
instance that will then be used to communicate with the target Frontend.

1 const gvirtus : : communicators : : Communicator * const QuicCommunicator : : Accept ( )  -
const {

2

3 // Wait f o r connect ion request to a r r i v e .
4 std : : unique_lock<std : : mutex> lock ( listenerMutex ) ;
5 cv . wait ( lock , [ t h i s ] { re turn connectionEventOcurred ; } ) ;
6

7 i n t stream_count = 65535;
8 QuicCommunicator* newQuicCommunicator = newQuicCommunicator = new  -

QuicCommunicator (* t h i s ) ;
9

10 newQuicCommunicator �>Connection = receivedConnection ;
11
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12 newQuicCommunicator �>MsQuic �>SetCallbackHandler ( newQuicCommunicator �> -
Connection , ( void * ) ServerConnectionCallbackWrapper ,  -
newQuicCommunicator ) ;

13

14 newQuicCommunicator �>MsQuic �>ConnectionSetConfiguration ( newQuicCommunicator  -
�>Connection , Configuration ) ;

15

16 newQuicCommunicator �>MsQuic �>SetParam ( newQuicCommunicator �>Connection ,  -
QUIC_PARAM_CONN_LOCAL_BIDI_STREAM_COUNT , s i z e o f ( i n t ) , &stream_count ) ;

17

18 newQuicCommunicator �>MsQuic �>SetParam ( newQuicCommunicator �>Connection ,  -
QUIC_PARAM_CONN_LOCAL_UNIDI_STREAM_COUNT , s i z e o f ( i n t ) , &stream_count ) ;

19

20 receivedConnection = NULL ;
21 connectionEventOcurred = f a l s e ;
22

23 re turn newQuicCommunicator ; //new
24 }

Listing 6.8: Accept Method QuicCommunicator

Connect Method

The Connect method is called by the client, when starting a connection to the server.
Firstly, we must open and start a QUIC Connection, followed by waiting for the
connection to be established (Waiting for a noti�cation from the callback). Finally, we
start the default stream for communication and initialize its pipes.

1 void QuicCommunicator : : Connect ( ) {
2

3 i f ( Connection != NULL ) {
4 printf ( " Connection i s a l ready open\n" ) ;
5 re turn ;
6 }
7 t h i s �>InitializeQuic ( ) ;
8 QUIC_STATUS Status ;
9

10 i f ( ! ClientLoadConfiguration ( f a l s e ) ) {
11 re turn ;
12 }
13

14 Status = MsQuic �>ConnectionOpen ( Registration ,  -
ClientConnectionCallbackWrapper , th i s , &Connection ) ;

15

16 i n t stream_count = 65535;
17 MsQuic �>SetParam ( Connection , QUIC_PARAM_CONN_LOCAL_BIDI_STREAM_COUNT ,  -

s i z e o f ( stream_count ) , &stream_count ) ;
18 MsQuic �>SetParam ( Connection , QUIC_PARAM_CONN_LOCAL_UNIDI_STREAM_COUNT ,  -
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s i z e o f ( stream_count ) , &stream_count ) ;
19

20 Status = MsQuic �>ConnectionStart ( Connection , Configuration ,  -
QUIC_ADDRESS_FAMILY_UNSPEC , mHostname . data ( ) , mPort ) ;

21

22 {
23 std : : unique_lock<std : : mutex> lock ( listenerMutex ) ;
24 cv . wait ( lock , [ t h i s ] { re turn connectionEventOcurred ; } ) ;
25 }
26

27 // Open Defaul t Stream
28 i f ( QUIC_FAILED ( Status = MsQuic �>StreamOpen ( Connection ,  -

QUIC_STREAM_OPEN_FLAG_NONE , ClientStreamCallbackWrapper , th i s , & -
DefaultStream ) ) ) {

29 printf ( " StreamOpen fa i l ed , 0x%x !\n " , Status ) ;
30 throw std : : runtime_error ( " StreamOpen f a i l e d " ) ;
31 }
32

33 // S t a r t Defau l t Stream
34 i f ( QUIC_FAILED ( Status = MsQuic �>StreamStart ( DefaultStream ,  -

QUIC_STREAM_START_FLAG_NONE ) ) ) {
35 printf ( " S t reamStar t f a i l ed , 0x%x !\n " , Status ) ;
36 MsQuic �>StreamClose ( DefaultStream ) ;
37 throw " St reamStar t f a i l e d " ;
38 }
39

40 multiStreams [ DefaultStream ] = InitializePipes ( ) ;
41 }

Listing 6.9: Connect Method

Read

In the TCP Communicator, reads are simple, since the receiving of data from the socket is
handled by the istream class, we simply need to copy the intended number of bytes from
one buffer to another.

In our QUIC solution, we decided to handle data receives using pipes. When receiving
data on both Server and Client Stream Callbacks, we write the received buffer into a
write pipe, associated with the current stream. Each stream is associated with a Pipes
structure, containing two �le descriptors, one for reading and one for writing.

When calling the new method Read_Async(), in addition to specifying the buffer to read
to, and the number of bytes to read, we now need to specify the associated stream, to
know which pipe to read from. The previously used Read() can still be used and assumes
the Default Stream's pipe as the standard.
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1 size_t QuicCommunicator : : Read_Async ( char * buffer , size_t size , cuda_stream_ptr  -
stream ) {

2

3 ssize_t ret_value =0;
4 ssize_t size_left=size ;
5 while ( size_left >0) {
6 ssize_t r = read ( multiStreams [ cudaStreamMap [ stream ] ] . read , buffer+ -

ret_value , size_left ) ;
7 i f ( r < 0) {
8 i f ( errno == EAGAIN || errno == EWOULDBLOCK ) {
9 cont inue ;

10 }
11 break ;
12 }
13 i f ( r == 0) {
14 ret_value = 0 ;
15 break ;
16 }
17 ret_value += r ;
18 size_left = size_left � r ;
19 i f ( size_left == 0)
20 break ;
21 }
22 re turn ret_value ;
23 }

Write

Analogous to the read methods, Write works in a similar manner. When called with its
asynchronous version, it sends the speci�ed buffer to the associated QUIC Stream. The
synchronous version sends data into the default stream.

Start/Stop Stream

The streams must be started and stopped by the frontend since they are dependant on
CUDA streams, and when a new CUDA Stream is created, we must create its associated
QUIC stream counterpart.

Its usage can be better understood by looking at the asynchronous implementation in
6.5.1.
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6.5 API support

6.5.1 CUDA Async support

Before designing our solution, we must understand the problem. We can look at the
sequence diagram of a call like cudaMemcpyAsync, that should copy data from the host to
the device asynchronously.

Figure 6.5: Sequence Diagram of MemcpyAsync call

We can observe that although, once the routine reaches the Process in the Backend it
executes asynchronously (or would if we actually pinned the memory), we still block the
main application for a long period of time since the data transfer from client to server
presents the longest wait time.

Our solution can be seen in �gure 6.6. Instead of waiting for the whole data transfer to
occur, we assume that the operation executes successfully, while the data transfer occurs
on the background. When we get the response from the Backend we have already
moved-on and must discard it.
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Figure 6.6: Sequence Diagram of MemcpyAsync call proposal

GVirtuS could not support this currently, so we must extend some parts of the Backend
and Frontend to allow true asynchronous behaviour. Our extensions can be seen in �gure
6.7.

Figure 6.7: Class Diagram changes

Frontend

We will start by the Frontend since its where the program �ow begins. Previously, each
Frontend ran on a single thread, meaning that one program would always run
sequentially. When making a CUDA call we would have to wait for the whole request to
be processed before proceeding.
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For this reason, we introduced the concept of multithreading into the Frontend, each
thread sends requests from one single CUDA stream, allowing asynchronous transfers
between streams. Requests to the same stream are queued and executed sequentially, like
it is expected from same CUDA stream calls. We extended the frontend class with the
following methods:

• Execute_Async

Adds the request to the speci�ed stream request queue, returning a success
immediately.

• Execute_Async_Wait

Adds the request to the speci�ed stream request queue, waiting for the request to
be executed. This might take longer since we have to wait for previous requests to
�nish, but may be needed when we require the result from the Backend to proceed.

• Start_Stream

Starts a new Stream in the communicator and launches a new thread to process the
Stream requests.

• Stop_Stream

Stops the speci�ed Stream in the communicator and wait for the detached thread to
exit.

• Wait_Stream

Waits for a stream to �nish executing all of its requests.

• �ndStream

Returns true if the speci�ed stream can be found, false otherwise.

• Execute_Detached

The function is run on a separate thread, reads requests from a queue, and
processes them similarly to how Execute would.

Backend

For the Backend, we had to make some changes to support concurrent execution between
streams. Similarly to the Frontend, we must also have one thread per stream in order to
achieve this.

We identify when a new CUDA stream is created (cudaStreamCreate routine is received)
and launch a new thread associated with it, by calling StartStreamProcess. Then,
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following our QUIC implementation, we use the Read_Async method to get the routines
from the correct QUIC Stream.

CudaRt Plugin

With the infrastructure ready for async we can start modifying the actual call behaviour.
Firstly, we added some helper methods to the CudaRtFrontend class that call the
corresponding methods on the Frontend, as can be seen in 6.7. The following calls were
changed to follow the new asynchronous API, along with an explanation of its
changes.

• cudaStreamCreate

For the Frontend, the execution was kept the same, but after starting the CUDA
stream we must also start the Communicator Stream by calling Start_Stream.

1 extern "C" __host__ cudaError_t CUDARTAPI cudaStreamCreate ( cudaStream_t*  -
pStream ) {

2 CudaRtFrontend : : Prepare ( ) ;
3 CudaRtFrontend : : Execute ( " cudaStreamCreate " ) ;
4 i f ( CudaRtFrontend : : Success ( ) ) {
5 * pStream = ( cudaStream_t ) CudaRtFrontend : : GetOutputDevicePointer ( ) ;
6 CudaRtFrontend : : Start_Stream ( * pStream ) ;
7 }
8 re turn CudaRtFrontend : : GetExitCode ( ) ;
9 }

Listing 6.10: cudaStreamCreate implementation frontend

• cudaMemcpyAsync

For data copying asynchronously, the most relevant kind of copies is Host to Device
and Device to Host. In the Frontend, Host to Device works as a �re and forget call,
returning success immediately. However, Device to Host presents some different
challenges, since we need to copy the result back to our buffer once it is �nished.
We came up with a callback system, that is passed to the execution and is �red once
the response is received.

1 case cudaMemcpyHostToDevice :
2 CudaRtFrontend : : AddDevicePointerForArguments ( dst ) ;
3 CudaRtFrontend : : AddHostPointerForArguments<char >(
4 s t a t i c _ c a s t <char * >( cons t_cas t <void * >( src ) ) , count ) ;
5 CudaRtFrontend : : AddVariableForArguments ( count ) ;
6 CudaRtFrontend : : AddVariableForArguments ( kind ) ;
7 CudaRtFrontend : : AddDevicePointerForArguments ( stream ) ;
8
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9 i f ( stream != nullptr && CudaRtFrontend : : findStream ( stream ) ) {
10 CudaRtFrontend : : Execute_Async ( "cudaMemcpyAsync" , nullptr , ( void * )  -

stream ) ;
11 re turn cudaSuccess ;
12 } e l s e {
13 CudaRtFrontend : : Execute ( "cudaMemcpyAsync" ) ;
14 }
15 break ;

Listing 6.11: cudaMemcpyAsync Host to Device implementation frontend

1 case cudaMemcpyDeviceToHost :
2 CudaRtFrontend : : AddHostPointerForArguments ( " " ) ;
3 CudaRtFrontend : : AddDevicePointerForArguments ( src ) ;
4 CudaRtFrontend : : AddVariableForArguments ( count ) ;
5 CudaRtFrontend : : AddVariableForArguments ( kind ) ;
6 CudaRtFrontend : : AddDevicePointerForArguments ( stream ) ;
7

8 // re turn immediately and copy output back when the async ca l l back  -
f i r e s

9 i f ( stream != nullptr && CudaRtFrontend : : findStream ( stream ) ) {
10 CudaRtFrontend : : Execute_Async ( "cudaMemcpyAsync" , nullptr , stream ,
11 [ dst , count ] ( ) {
12 i f ( CudaRtFrontend : : Success ( ) ) {
13 memmove ( dst , CudaRtFrontend : : GetOutputHostPointer<char  -

>( count ) , count ) ;
14 }
15 } ) ;
16 re turn cudaSuccess ;
17 } e l s e {
18 CudaRtFrontend : : Execute ( "cudaMemcpyAsync" ) ;
19 }
20 break ;

Listing 6.12: cudaMemcpyAsync Device to Host implementation frontend

• cudaPushCallCon�guration/cudaPopCallCon�guration

These calls are normally not explicitly invoked, and are added by the compiler
before a kernel is launched. The rationale is that the con�guration is pushed and
then popped, inside a stub generated by the compiler, getting the right
con�guration to run the kernel with. While push can be made �re and forget, we
would have to wait for pop to be called to retrieve the con�guration. Instead we can
store the con�guration on a stack when push is called and then pop it, this way we
do not need to wait for the response and can use the previously stored settings.
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1 extern "C" __host__ __device__ unsigned CUDARTAPI  -
__cudaPushCallConfiguration ( dim3 gridDim , dim3 blockDim , size_t  -
sharedMem , cudaStream_t stream ) {

2 CudaRtFrontend : : Prepare ( ) ;
3 CudaRtFrontend : : AddVariableForArguments ( gridDim ) ;
4 CudaRtFrontend : : AddVariableForArguments ( blockDim ) ;
5 CudaRtFrontend : : AddVariableForArguments ( sharedMem ) ;
6 CudaRtFrontend : : AddDevicePointerForArguments ( stream ) ;
7

8 i f ( stream != nullptr && CudaRtFrontend : : findStream ( stream ) ) {
9 CudaRtFrontend : : Execute_Async ( " cudaPushCal lConf igurat ion " , nullptr  -

, stream ) ;
10 callConfigStack . push ( { gridDim , blockDim , sharedMem , stream } ) ;
11 } e l s e {
12 CudaRtFrontend : : Execute ( " cudaPushCal lConf igurat ion " ) ;
13 }
14 re turn CudaRtFrontend : : GetExitCode ( ) ;
15 }
16

17 extern "C" cudaError_t CUDARTAPI __cudaPopCallConfiguration ( dim3 * gridDim ,  -
dim3 * blockDim , size_t * sharedMem , cudaStream_t * stream ) {

18 CudaRtFrontend : : Prepare ( ) ;
19 i f ( ! callConfigStack . empty ( ) ) {
20 CallConfig cfg = callConfigStack . top ( ) ;
21 callConfigStack . pop ( ) ;
22 * gridDim = cfg . gridDim ;
23 * blockDim = cfg . blockDim ;
24 * sharedMem = cfg . sharedMem ;
25 memcpy ( stream , &cfg . stream , s i z e o f ( cudaStream_t ) ) ;
26 i f ( CudaRtFrontend : : findStream ( cfg . stream ) ) {
27 CudaRtFrontend : : Execute_Async ( " cudaPopCal lConf igurat ion " ,  -

nullptr , cfg . stream ) ;
28 } e l s e {
29 CudaRtFrontend : : Execute ( " cudaPopCal lConf igurat ion " ) ;
30 }
31 re turn cudaSuccess ;
32

33 } e l s e {
34 CudaRtFrontend : : Execute ( " cudaPopCal lConf igurat ion " ) ;
35 * gridDim = CudaRtFrontend : : GetOutputVariable<dim3 >( ) ;
36 * blockDim = CudaRtFrontend : : GetOutputVariable<dim3 >( ) ;
37 * sharedMem = CudaRtFrontend : : GetOutputVariable<size_t > ( ) ;
38 cudaStream_t stream1 = CudaRtFrontend : : GetOutputVariable< -

cudaStream_t > ( ) ;
39 memcpy ( stream , &stream1 , s i z e o f ( cudaStream_t ) ) ;
40 }
41 re turn CudaRtFrontend : : GetExitCode ( ) ;
42 }

• cudaLaunchKernel
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Launching the Kernel is a �re and forget call, returning success immediately.

• cudaStreamSynchronize

When synchronizing a stream we must wait for all requests related to that stream to
�nish, and is done by calling Wait_Stream, before sending the routine synchronously
to the Backend.

• cudaStreamDestroy

The request for destroying a stream is treated synchronously, and then the
associated QUIC Stream is stopped.

6.5.2 CUDA Graphs extension

A few CUDA graph API calls were already implemented in an earlier version of GVirtuS
which made extending its support straight forward.

The frontend wrapper in frontend/CudaRt_graph.cpp is the module where CUDA
Graph related API Calls are de�ned and where part of our extension takes place.

An example is the cudaGraphClone in which we expect a CUDA graph from the API call,
as stated in the API documentation [44].

Each parameter of the CUDA routine is called as well as the return object if applicable to
the speci�c API call.

The function prepares a new request, sends the corresponding parameters to the Backend
and executes the CUDA call.

Parameters are sent to the Backend through different functions depending on the data
type. AddDevicePointerforArguments() is used to send whole objects like graphs, the
AddVariableForArguments() is used to send variables and
AddHostPointerForArguments() for sending pointers to host data[44].

In this example we are getting an object back from the Backend, we will have to handle
the incoming data from the buffer with a pointer.

1 extern "C" __host__ cudaError_t CUDARTAPI cudaGraphClone ( cudaGraph_t*  -
pGraphClone , cudaGraph_t originalGraph ) {

2

3 CudaRtFrontend : : Prepare ( ) ;
4 CudaRtFrontend : : AddDevicePointerForArguments ( originalGraph ) ;
5 CudaRtFrontend : : Execute ( " cudaGraphClone " ) ;
6

7

8 i f ( CudaRtFrontend : : Success ( ) ) {
9 * pGraphClone = CudaRtFrontend : : GetOutputVariable<cudaGraph_t > ( ) ;
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10 }
11 re turn CudaRtFrontend : : GetExitCode ( ) ;
12 }

Listing 6.13: Frontend Wrapper - cudaGraphClone

Each API call needs a Backend Handler Declaration in backend/CudaRtHandler.h

1 CUDA_ROUTINE_HANDLER ( GraphClone ) ;

Listing 6.14: Backend Handler Declaration - cudaGraphClone

This backend handler needs to be registered, which it does in
backend/CudaRtHandler.cpp

1 mspHandlers �>insert ( CUDA_ROUTINE_HANDLER_PAIR ( GraphClone ) ) ;

Listing 6.15: Backend Handler Registration - cudaGraphClone

In the Backend Handler, each data object and variable is read from the input buffer.

Data is sent back through an output buffer to the Frontend. In the cudagraphClone in
which the data is added to the buffer in the line
out->Add<cudaGraph_t>(pGraphClone);

1 CUDA_ROUTINE_HANDLER ( GraphClone ) {
2 t r y {
3 cudaGraph_t pGraphClone ;
4 cudaGraph_t originalGraph = input_buffer �>Get<cudaGraph_t > ( ) ;
5 cudaError_t exit_code = cudaGraphClone(&pGraphClone , originalGraph ) ;
6 std : : shared_ptr<Buffer> out = std : : make_shared<Buffer > ( ) ;
7 out�>Add<cudaGraph_t >( pGraphClone ) ;
8 re turn std : : make_shared<Result >( exit_code , out ) ;
9 } ca tch ( const std : : exception& e ) {

10 cerr << e . what ( ) << endl ;
11 re turn std : : make_shared<Result >( cudaErrorMemoryAllocation ) ;
12

13 }
14

15

16 }

Listing 6.16: Backend Handler - cudaGraphClone

In total 96 CUDA calls are implemented with 6 of them being from a previous
version:
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Category Implemented CUDA Graph API calls
Core graph lifecycle cudaGraphCreate, cudaGraphDestroy,

cudaGraphGetNodes, cudaGraphDebugDotPrint,
cudaGraphInstantiate, cudaGraphInstantiateWithFlags,
cudaGraphInstantiateWithParams, cudaGraphLaunch,
cudaGraphUpload, cudaGraphExecDestroy

Graph topology and de-
pendency management

cudaGraphClone, cudaGraphAddDependencies,
cudaGraphAddDependencies_v2,
cudaGraphRemoveDependencies,
cudaGraphRemoveDependencies_v2,
cudaGraphGetEdges, cudaGraphGetEdges_v2,
cudaGraphGetRootNodes, cudaGraphDestroyNode,
cudaGraphNodeGetType, cudaGraphNodeFindInClone,
cudaGraphNodeGetDependencies,
cudaGraphNodeGetDependencies_v2,
cudaGraphNodeGetDependentNodes,
cudaGraphNodeGetDependentNodes_v2

Node creation cudaGraphAddEmptyNode, cudaGraphAddChildGraphNode,
cudaGraphChildGraphNodeGetGraph,
cudaGraphAddKernelNode, cudaGraphAddHostNode,
cudaGraphAddMemcpyNode, cudaGraphAddMemcpyNode1D,
cudaGraphAddMemcpyNodeFromSymbol,
cudaGraphAddMemcpyNodeToSymbol,
cudaGraphAddMemsetNode, cudaGraphAddEventRecordNode,
cudaGraphAddEventWaitNode,
cudaGraphAddExternalSemaphoresSignalNode,
cudaGraphAddExternalSemaphoresWaitNode,
cudaGraphAddMemAllocNode, cudaGraphAddMemFreeNode,
cudaGraphAddNode, cudaGraphAddNode_v2
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Category Implemented CUDA Graph API calls
Non-executable node pa-
rameter APIs

cudaGraphKernelNodeGetParams,
cudaGraphKernelNodeSetParams,
cudaGraphKernelNodeGetAttribute,
cudaGraphKernelNodeSetAttribute,
cudaGraphKernelNodeCopyAttributes,
cudaGraphHostNodeGetParams,
cudaGraphHostNodeSetParams,
cudaGraphMemcpyNodeGetParams,
cudaGraphMemcpyNodeSetParams,
cudaGraphMemcpyNodeSetParams1D,
cudaGraphMemcpyNodeSetParamsFromSymbol,
cudaGraphMemcpyNodeSetParamsToSymbol,
cudaGraphMemsetNodeGetParams,
cudaGraphMemsetNodeSetParams,
cudaGraphEventRecordNodeGetEvent,
cudaGraphEventRecordNodeSetEvent,
cudaGraphEventWaitNodeGetEvent,
cudaGraphEventWaitNodeSetEvent,
cudaGraphExternalSemaphoresSignalNodeGetParams,
cudaGraphExternalSemaphoresSignalNodeSetParams,
cudaGraphExternalSemaphoresWaitNodeGetParams,
cudaGraphExternalSemaphoresWaitNodeSetParams,
cudaGraphMemAllocNodeGetParams,
cudaGraphMemFreeNodeGetParams,
cudaGraphNodeSetParams

Executable graph update
and control APIs

cudaGraphExecUpdate, cudaGraphExecGetFlags,
cudaGraphExecChildGraphNodeSetParams,
cudaGraphExecKernelNodeSetParams,
cudaGraphExecHostNodeSetParams,
cudaGraphExecMemcpyNodeSetParams,
cudaGraphExecMemcpyNodeSetParams1D,
cudaGraphExecMemcpyNodeSetParamsFromSymbol,
cudaGraphExecMemcpyNodeSetParamsToSymbol,
cudaGraphExecMemsetNodeSetParams,
cudaGraphExecEventRecordNodeSetEvent,
cudaGraphExecEventWaitNodeSetEvent,
cudaGraphExecExternalSemaphoresSignalNodeSetParams,
cudaGraphExecExternalSemaphoresWaitNodeSetParams,
cudaGraphExecNodeSetParams,
cudaGraphNodeGetEnabled, cudaGraphNodeSetEnabled
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Category Implemented CUDA Graph API calls
Graph memory APIs cudaDeviceGetGraphMemAttribute,

cudaDeviceSetGraphMemAttribute,
cudaDeviceGraphMemTrim

User object APIs cudaUserObjectCreate, cudaUserObjectRetain,
cudaUserObjectRelease, cudaGraphRetainUserObject,
cudaGraphReleaseUserObject

Conditional graph API cudaGraphConditionalHandleCreate

Table 6.3: Implemented CUDA Graph API calls in the GVirtuS CUDA Runtime plugin.

Overall extending the API support for both async functions and the CUDA Graph
functions, provides the foundation to evaluate whether Graph execution and
Asynchronous execution can help make computation more time ef�cient / less
communication heavy.
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7 Testing
We earlier de�ned these hypotheses:

• 1. The implementation and usage of QUIC in GVirtuS will enhance throughput for
wireless use cases. Reference: (4.6.1)

• 2. The implementation and usage of CUDA Async functions calls in GVirtuS will
decrease the total application runtime. Reference: (4.6.2)

• 3. The implementation and usage of CUDA Graphs in GVirtuS will reduce
overhead and decrease total application runtime. Reference: (4.6.3)

To properly test these hypotheses, we conducted experiments under controlled conditions
to determine whether they are supported. Table 7.1 outlines the scenarios used when
evaluating the performance in each benchmark.

Table 7.1: Overview of network scenarios and testbench con�gurations

Scenario Bandwidth Delay Jitter Loss Description

Emulated
URLLC1

– 1 ms – 0.1% Ultra-reliable low-
latency emulation

Emulated
5G Good

200 Mbit/s 8 ms 2 ms 0.1% Good 5G connection

Emulated
5G
Congested

50 Mbit/s 15 ms 5 ms 0.5% Congested 5G
network

Emulated
WiFi 5
Good2

300 Mbit/s 5 ms 2 ms 0.05% Good WiFi 5
connection

Emulated
WiFi 5
Congested2

40 Mbit/s 25 ms 10 ms 0.5% Congested WiFi 5
channel

Non-
emulated
WiFi 4 3

66.3-68.0
Mbit/s

5-30 ms - - Real wireless envi-
ronment

Native - - - - Native baseline

51



The benchmarks used to measure the performance under the speci�ed con�gurations are
listed in table 7.2.

Table 7.2: Benchmark applications and network con�gurations

Benchmark Con�gurations Tested

Simple Matrix
Arithmetics

1. TCP

2. QUIC 4

OpenPose 1. TCP

2. QUIC

CUDA Graph Demo 1. TCP without CUDA Graphs

2. TCP with CUDA Graphs

3. QUIC without CUDA Graphs

4. QUIC with CUDA Graphs

5. Native without CUDA Graphs

6. Native with CUDA Graphs

Pytorch CUDA Graph 1. TCP without CUDA Graphs

2. TCP with CUDA Graphs

3. QUIC without CUDA Graphs

4. QUIC with CUDA Graphs

5. Native without CUDA Graphs

6. Native with CUDA Graphs

async short kernel 1. TCP sync

2. TCP async

3. QUIC sync

4. QUIC async

5. Native sync

6. Native async

1Based on [22]
2Based on [45]
3Bandwidth measured using iperf3, see appendix A.3
4In all benchmarks QUIC was con�gured with 1ms ack delay, CUBIC congestion control, and 32MB receive

buffers as is con�gured in [22].
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7.1 Test benches

We worked with two different test benches throughout the testing phase: one to emulate
network scenarios and one to verify actual performance in a real world wireless
scenario.

7.1.1 Emulated wireless test bench

To emulate the different scenarios of network conditions, we utilized a cluster hosted on
campus containing 2 nodes: sec05 and sec06. Sec05 is equipped with a NVIDIA RTX
A5000 and functions as the server, while sec06 is the client. Both nodes are running
Ubuntu 22.04.5 LTS and we used Linux Traf�c Control (tc) to con�gure the emulations
according to the network scenarios listed in 7.1. We measured the existing latency
between sec06 and sec05 to ensure that it would be negligible compared to the emulated
conditions. The measurements can be seen in appendix A.4. A visualization of the
emulated wireless test bench can be seen in Figure 7.1. The commands used to con�gure
tc for each scenario can be seen in appendix A.2.

Figure 7.1: Emulated wireless test bench

7.1.2 Real world wireless test bench

To support the authenticity of the emulated test bench, we setup a real world wireless test
bench using two laptops and a WiFi 4 router. The server laptop a ThinkPad P15 gen 1
equipped with a quadro T1000 and the client a MacBook Air 2020 M1 laptop. We
connected the server to the router with a CAT 5 ethernet cable and connected the client
using WiFi. A visualization of the real world wireless test bench can be seen on �gure
7.2.
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Figure 7.2: Real world wireless test bench

7.2 Measuring improvements from QUIC vs TCP

To measure any improvements between QUIC and TCP we used two bencmarks. First
one being the Simple Matrix Arithmetics test and the second one being an inference test
of the OpenPose framework. For both benchmarks we measured end to end execution
time, �rst using QUIC, then using TCP. Each test case was run between 10 and 1000
times, depending on the runtime of the speci�c test in the speci�c network scenario, to
aim for a reliable and reproducible result.

7.2.1 Simple Matrix Arithmetics

Taking inspiration from the QUIC(K) communication for GPU Virtualization in Edge
Computing paper, we decided to measure and compare the execution time of a simple
matrix arithmetics application using TCP and QUIC [22]. The application creates two
one-dimensional matrices of N = 1382400 elements, transfers them from host (client) to
the device (server), multiplies each element in the �rst matrix with a scalar, does an
element wise addition, and transfers the result back. A summary of the CUDA routines
executed when running this can be seen in �gure 7.3.

==================================================================
Simple Matrix Arithmetics | (period=6 routines/run)

==================================================================
# Routine in out

------------------------------------------------------------------
1 cudaMemcpy 5.27 MB 0 B
2 cudaMemcpy 5.27 MB 0 B
3 cudaPushCallConfiguration 40 B 0 B
4 cudaPopCallConfiguration 0 B 40 B
5 cudaLaunchKernel 80 B 0 B
6 cudaMemcpy 29 B 5.27 MB

==================================================================

Figure 7.3: Simple Matrix Arithmetics CUDA routines
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7.2.2 OpenPose inference

To situate the potential improvements of QUIC vs TCP in an actual use case we chose to
run an inference benchmark using the OpenPose framework. The benchmark in its most
basic form was already present in the GVirtuS repository, but we updated it to be run
multiple times, measuring the end to end execution [41]. The test starts by uploading the
chosen model5 from the host (client) to the device (server). Once done, it uploads the test
image to the device, completes an inference, transfers the results back to the host and
outputs an image with the pose detection rendered on top. A summary of the CUDA
routines and how many times each call is run can be seen in �gure 7.4.

===================================================================
OpenPose inference test | (1474 routines/run)
===================================================================
# Routine Count/run
-------------------------------------------------------------------
1 cudnnSetTensor4dDescriptorEx 436
2 cudaLaunchKernel 118
3 cudaPushCallConfiguration 118
4 cudaPopCallConfiguration 118
5 cudnnAddTensor 92
6 cudnnGetConvolutionBackwardDataAlgorithm_v7 92
7 cudnnSetConvolution2dDescriptor 92
8 cudnnGetConvolutionForwardAlgorithm_v7 92
9 cudnnConvolutionForward 92
10 cudaMemGetInfo 92
11 cudnnActivationForward 80
12 cudaGetLastError 27
13 cudaPeekAtLastError 13
14 cudaGetDevice 4
15 cudaMemcpy 3
16 cudaStreamSynchronize 1
17 cudaOccupancyMaxActiveBlocksPerMultiprocessorWithFlags 1
18 cudaFree 1
19 cudaDeviceGetAttribute 1
20 cudaMalloc 1
===================================================================

Figure 7.4: OpenPose inference test CUDA routines

5When using the test bench depicted in �gure 7.2, we were limited to using the COCO model instead of
the default BODY_25 model, because of the 4GB VRAM available on the Quadro T1000
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7.3 Measuring improvements from CUDA graphs

To measure the direct potential improvement, we have derived a benchmark from the
following blog post [46].

The benchmark itself copies data from one buffer to another and clears the original input
buffer. It does this in an individual way, in which the memory allocation gets instantiated
again after every iteration.

CUDA Graphs allows for a sequence of CUDA operations to be recorded once and be
replayed many times with reduced CPU overhead.

1. Copy data from CPU to GPU.

2. Build a CUDA Graph.

3. Inside the graph: empty node -> device-to-device copy -> memset

4. Launch the graph.

5. Copy result from GPU back to CPU.

6. Check that the result is correct.

The graph copies data from one device buffer to another one and clears the original input
buffer. After the graph has been launched, the test veri�es that the output buffer still
contains the original input.

The following 2 tables show which CUDA routines and how many times each is called
during a run of the test. The �rst one is the run without CUDA Graphs and the second is
using CUDA Graphs.
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==================================================================
CUDA Graph [Without CUDA Graphs] | (61 routines/iter, setup: 14 routines)
==================================================================
# Setup (before iterations, inlcuding events) Total
------------------------------------------------------------------
1 cudaRegisterFatBinary 1
2 cudaRegisterFunction 1
3 cudaRegisterFatBinaryEnd 1
4 cudaMalloc 2
5 cudaMemset 2
6 cudaStreamCreate 1
7 cudaEventCreate 2
8 cudaEventRecord 2
9 cudaEventSynchronize 1
10 cudaEventElapsedTime 1
------------------------------------------------------------------
# Routine (per iteration) Count/iter
------------------------------------------------------------------
1 cudaPushCallConfiguration 20
2 cudaPopCallConfiguration 20
3 cudaLaunchKernel 20
4 cudaStreamSynchronize 1
==================================================================

Figure 7.5: CUDA routine summary of the CUDA Graphs benchmark without CUDA graphs
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==================================================================
CUDA Graph [With CUDA Graphs] | (2 routines/iter, setup: 71 routines)
==================================================================
# Setup (before iterations, including events) Total
------------------------------------------------------------------
5 cudaEventCreate 2
1 cudaPushCallConfiguration 20
2 cudaPopCallConfiguration 20
3 cudaLaunchKernel 20
4 cudaEventDestroy 2
6 cudaEventRecord 2
7 cudaStreamBeginCapture 1
8 cudaStreamEndCapture 1
9 cudaGraphInstantiate 1
10 cudaEventSynchronize 1
11 cudaEventElapsedTime 1
------------------------------------------------------------------
# Routine (per iteration) Count/iter
------------------------------------------------------------------
1 cudaGraphLaunch 1
2 cudaStreamSynchronize 1
==================================================================

Figure 7.6: CUDA routine summary CUDA Graphs bencmark with CUDA graphs

7.3.1 PyTorch Benchmark

We created a PyTorch benchmark used to evaluate the CUDA Graph improvements using
GVirtuS with an actual use-case for the end user. The benchmark creates a small neural
network and runs the same training workload in 2 different modes: Eager PyTorch
execution and CUDA Graph replay. The benchmark was inspired by a PyTorch blog post
[47].

The benchmark creates a simple perceptron consisting of: an input linear layer, a hidden
ReLU activation layer, and an output linear layer:

1 torch . nn . Sequential (
2 torch . nn . Linear ( input_dim , hidden_dim ) ,
3 torch . nn . ReLU ( ) ,
4 torch . nn . Linear ( hidden_dim , output_dim ) ,
5 )

Listing 7.1: Multilayer Percetron
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The input data and target data are randomly generated. The model learns to map
random input vectors to random target vectors. The loss function used is mean squared
error, while the optimizer used is stochastic gradient descent.

The eager mode executes each training step normally for each batch. Each eager iteration
performs:

1 optimizer . zero_grad ( set_to_none=True )
2 prediction = model ( data )
3 loss = loss_fn ( prediction , target )
4 loss . backward ( )
5 optimizer . step ( )

Listing 7.2: PyTorch Test - Eager Execution

In comparison the CUDA Graph implementation has a different execution plan. The
benchmark records one full training step inside a CUDA graph:

1 graph = torch . cuda . CUDAGraph ( )
2

3 with torch . cuda . graph ( graph ) :
4 static_prediction = model ( static_input )
5 static_loss = loss_fn ( static_prediction , static_target )
6 static_loss . backward ( )
7 optimizer . step ( )

Listing 7.3: PyTorch Test - CUDA Graph Execution

After the graph has been captured, each iteration copies the new random input and
target data into the static tensors and replays the graph. This allows the same sequence of
CUDA operations to be launched as a single graph replay instead of launching each
operation separately.

Figures 7.7 and 7.8 show the amount and which CUDA routines are executed during a
run of the test. The �rst table is the list of CUDA routines executed while not using
CUDA Graphs and the second one is the routines executed using CUDA Graphs.
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===================================================================
PyTorch [without CUDA Graphs] | (696 calls/run)
===================================================================
# Routine Count/run
-------------------------------------------------------------------
1 cudaGetDevice 397
2 cuDevicePrimaryCtxGetState 132
3 cudaStreamIsCapturing 57
4 cudaGetLastError 29
5 cudaPushCallConfiguration 26
6 cudaPopCallConfiguration 26
7 cudaLaunchKernel 26
8 cudaMalloc 3
===================================================================

Figure 7.7: PyTorch without CUDA Graphs CUDA routines
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===================================================================
PyTorch [with CUDA Graphs] | (5930 calls/run)
===================================================================
# Routine Count/run
-------------------------------------------------------------------
1 cudaGetDevice 3163
2 cuDevicePrimaryCtxGetState 933
3 cudaGetLastError 219
4 cublasLtMatmulPreferenceSetAttribute 170
5 cudaPushCallConfiguration 161
6 cudaLaunchKernel 161
7 cudaPopCallConfiguration 161
8 cublasLtMatmulDescSetAttribute 136
9 cublasLtMatrixLayoutDestroy 102
10 cublasLtMatrixLayoutCreate 102
11 cuCtxGetCurrent 85
12 cublasSetMathMode 85
13 cudaMemcpyAsync 61
14 cudaDeviceSynchronize 49
15 cublasLtMatmulDescDestroy 34
16 cublasLtMatmul 34
17 cublasLtMatmulPreferenceCreate 34
18 cublasLtMatmulDescCreate 34
19 cublasLtMatmulPreferenceDestroy 34
20 cublasLtMatmulAlgoGetHeuristic 34
21 cudaStreamSynchronize 27
22 cudaStreamIsCapturing 23
23 cudaStreamGetCaptureInfo 18
24 cudaMemset 17
25 cudaMalloc 12
26 cudaDriverGetVersion 11
27 cudaThreadExchangeStreamCaptureMode 10
28 cudaGraphLaunch 10
29 cudaFree 4
30 cudaGraphDestroy 1
31 cudaStreamBeginCapture 1
32 cudaGraphGetNodes 1
33 cudaGraphInstantiateWithFlags 1
34 cudaStreamEndCapture 1
35 cudaGraphExecDestroy 1
===================================================================

Figure 7.8: PyTorch with CUDA Graphs CUDA routines
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7.4 Measuring improvements from async

Taking inspiration from NVIDIA Developer Blog. CUDA Graphs, we decided to create a
similar test to measure the potential improvements from using async [46]. The
shortKernel as seen in listing 7.4 is a trivial, element-wise scaling kernel that, like in the
CUDA graphs test, is designed to expose the network latency introduced by GVirtuS.
Because the kernel itself completes in microseconds, GPU execution time is negligible
and the measured wall-clock time is dominated almost entirely by the cost of each
routine round-trip over the network.

1 # def ine N 65536
2 # def ine NSTEP 500
3 # def ine NKERNEL 8
4

5 __global__ void shortKernel ( f l o a t * out_d , f l o a t * in_d )
6 {
7 i n t idx = blockIdx . x * blockDim . x + threadIdx . x ;
8 i f ( idx < N )
9 out_d [ idx ] = 1 .23 f * in_d [ idx ] ;

10 }

Listing 7.4: shortKernel de�nition

The application allocates 4 memory buffers: host_in, host_out, device_in, and device_out.
Each buffer is partitioned into 8 segments of 65,536 �oat elements (256 KB each),
corresponding to the elements to be processed by the kernel. The application then
populates each element of the host_in buffer with a number corresponding to the
segment to which that element belongs. The application then synchronously transfers
host_in from the host (client) to the device (server), executes the kernel, and
synchronously transfers the result back to the host as host_out. It does this 500 times,
measuring the execution time of each run. The synchronous loop can be seen in listing
7.5. Afterwards, the application proceeds, transferring host_in from the host (client) to
the device (server), executes the kernel, and transfers the result back to the host as into
host_out, but this time asynchronously, 500 times, measuring the execution time of each
run. The asynchronous loop can be seen in listing 7.6.

1 f o r ( i n t k = 0 ; k < NKERNEL ; k++) {
2 CHECK_CUDA ( cudaMemcpy ( d_in [ k ] , h_in [ k ] , N* s i z e o f ( f l o a t ) ,
3 cudaMemcpyHostToDevice ) ) ;
4 shortKernel<<<blocks , threads >>>(d_out [ k ] , d_in [ k ] ) ;
5 CHECK_CUDA ( cudaMemcpy ( h_out [ k ] , d_out [ k ] , N* s i z e o f ( f l o a t ) ,
6 cudaMemcpyDeviceToHost ) ) ;
7 }

Listing 7.5: Synchronous CUDA calls
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1 f o r ( i n t k = 0 ; k < NKERNEL ; k++) {
2 CHECK_CUDA ( cudaMemcpyAsync ( d_in [ k ] , h_in [ k ] , N* s i z e o f ( f l o a t ) ,
3 cudaMemcpyHostToDevice , streams [ k ] ) ) ;
4 shortKernel<<<blocks , threads , 0 , streams [ k]>>>(d_out [ k ] , d_in [ k ] ) ;
5 CHECK_CUDA ( cudaMemcpyAsync ( h_out [ k ] , d_out [ k ] , N* s i z e o f ( f l o a t ) ,
6 cudaMemcpyDeviceToHost , streams [ k ] ) ) ;
7 }

Listing 7.6: Asynchronous CUDA calls

Figures 7.9, 7.10, and 7.10 summarises the CUDA rounties executed for setup,
synchronous runs, and asynchronous runs.

==================================================================
Shortkernel [Setup]
==================================================================
# Routine Total
------------------------------------------------------------------
1 cudaMallocHost 16
1 cudaMalloc 16
2 cudaStreamCreate 8
3 cudaRegisterFatBinary 1
4 cudaRegisterFunction 1
5 cudaRegisterFatBinaryEnd 1
==================================================================

Figure 7.9: Async Shortkernel setup CUDA routines summary

==================================================================
Shortkernel [Synchronous / serial] | (40 routines/run)
==================================================================
# Routine (per run) Count/run
------------------------------------------------------------------
1 cudaMemcpy 16
2 cudaPushCallConfiguration 8
3 cudaPopCallConfiguration 8
4 cudaLaunchKernel 8
==================================================================

Figure 7.10: Async Shortkernel Synchronous CUDA routines summary
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==================================================================
Shortkernel [Async / multi-stream] | (48 routines/run)
==================================================================
# Routine (per run) Count/run
------------------------------------------------------------------
1 cudaMemcpyAsync 16
2 cudaPushCallConfiguration 8
3 cudaPopCallConfiguration 8
4 cudaLaunchKernel 8
5 cudaStreamSynchronize 8
==================================================================

Figure 7.11: Async Shortkernel Asynchronous CUDA routines summary
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8 Results
As we ran a lot of benchmarks and do not want to overload the report with plots, the
complete list of all test and plot of results are located in the Appendix A.5.

8.1 QUIC vs TCP

We will �rstly present the results from running the simple matrix show OpenPose
benchmarks for the QUIC vs TCP tests.

8.1.1 Simple Matrix

Results from the Wi-Fi 5 emulated network benchmark, using setup described in �gure
7.1, show that using QUIC instead of TCP generally improves the median total runtime of
the applications. Under congested network conditions, QUIC outperforms TCP by an
even larger margin. See �gure 8.1.

Figure 8.1: Simple matrix on emulated WIFI 5

Figure 8.2 presents the results of the experiment conducted using the setup described in
7.2. Again we see an improvement when using QUIC rather than TCP when testing on a
real network connection. See appendix A.5.1 for an overview of all result plots.
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Figure 8.2: Simple matrix on WIFI 4

8.1.2 OpenPose

Figure 8.3 shows clear improvements running the OpenPose benchmark when utilizing
QUIC rather than TCP on the congested network conditions. However in good conditions
the difference is not as big, but median runtime of QUIC is still better and more stable
than TCP.

Figure 8.3: Openpose on emulated WIFI 5

The results of the WIFI 4 test on real networks connection, as seen in �gure 8.4 shows
that the difference is not big, but QUIC outperforms TCP with an average lower median
and more stable execution time and less long outliers.
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Figure 8.4: Openpose on WIFI 4

8.2 QUIC vs TCP Async

The results from four test con�gurations combining QUIC/TCP and Async
enabled/disabled on emulated wi� 5 network shows that QUIC outperforms TCP even
more when supporting async functions. Results also show that async is actually having a
negative effect on the TCP experiments. See �gure 8.5.

Figure 8.5: Shortkernel on emulated WIFI 5

The tests conducted on a real Wi-Fi 4 network setup using QUIC and TCP again show
similar results: QUIC generally improves performance compared to TCP, with even
greater improvements when async function calls is utilized. See �gure 8.6.
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Figure 8.6: Shortkernel on WIFI 4

8.3 Graph vs No-Graphs

8.3.1 CUDA Graph benchmark

Results from running the CUDA graph benchmark show great improvement of total
computation time when utilizing Graphs. See �gure 8.7.

Figure 8.7: Pytorch tests on emulated WIFI 5 and real WIFI 4

8.3.2 CUDA Graph with PyTorch

Results for the Graph vs No-Graphs also show clear improvements in total computation
time when using the Graphs for the PyTorch application runs. See �gure 8.8.
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Figure 8.8: Pytorch tests on emulated WIFI 5 and real WIFI 4

8.4 Results summary

In this section we summaries the result for each benchmark.

Table 8.1: Simple matrix arithmetic: end-to-end latency (mean � std, ms). All conditions n=1000 except
WiFi 5 Congested (n=100). Speedup is QUIC relative to TCP.

Condition QUIC (ms) TCP (ms) Speedup

5G Good 1178 � 474 2833 � 748 2.41�
5G Congested 3393 � 750 17805 � 1699 5.25�
URLLC 278 � 74 214 � 33 0.77�
WiFi 5 Good 696 � 171 822 � 208 1.18�
WiFi 5 Congested 4603 � 1492 30687 � 2465 6.67�
WiFi 4 2084 � 672 4037 � 638 1.94�

Table 8.2: OpenPose inference: end-to-end latency (mean � std, ms), n=10. High standard deviations re�ect
network jitter at small sample sizes. Speedup is QUIC relative to TCP.

Condition QUIC (ms) TCP (ms) Speedup

5G Good 48076 � 28598 51541 � 32310 1.07�
5G Congested 91248 � 54127 118668 � 88965 1.30�
URLLC 24884 � 11593 42859 � 35377 1.72�
WiFi 5 Good 31364 � 17968 122271 � 188550 3.90�
WiFi 5 Congested 149956 � 87994 181934 � 140219 1.21�
WiFi 4 13009 � 13456 26649 � 39432 2.05�
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Table 8.3: CUDA Graphs benchmark: mean latency � std (ms), n=1000 ( †n=1150). The graph speedup row
summarises the within-protocol acceleration.

With CUDA Graphs (ms) Without CUDA Graphs (ms)

Condition QUIC TCP QUIC TCP

5G Good 34.2 � 2.8 34.1 � 17.2 1014 � 16 1038 � 464
5G Congested 65.3 � 9.2 66.6 � 37.4 1903 � 53 2077 � 2012
URLLC 4.65 � 0.37 5.07 � 11.23 143 � 3 176 � 573
WiFi 5 Good 22.7 � 2.6 22.1 � 16.7 645 � 14 649 � 55
WiFi 5 Congested 66.4 � 8.3 65.7 � 33.7 1906 � 52 † 2902 � 19567
WiFi 4 8.2 � 2.7 10.2 � 2.3 283 � 44 334 � 68

Graph speedup: �29–35� (QUIC); �29–44� (TCP)

Table 8.4: PyTorch CUDA Graphs: mean latency � std (ms). n=1000 (URLLC), n=500 (WiFi 5 Good),
n=250/260 (WiFi 4). TCP Eager URLLC has extreme outliers; median = 684 ms.

Graphed (ms) Eager (ms)

Condition QUIC TCP QUIC TCP

URLLC 32.7 � 1.1 35.7 � 31.5 717 � 9 1435 � 12174
WiFi 5 Good 149.7 � 6.1 149.1 � 22.0 3289 � 30 3289 � 116
WiFi 4 87.1 � 18.0 85.8 � 29.6 1973 � 300 1930 � 258

Graph speedup: �22� (QUIC); �22–40� (TCP)

Table 8.5: Async Short Kernel: mean latency � std (ms), n=500 (WiFi 5 Congested TCP Sync n=499). Cells
marked † have extreme outliers; median values are substantially lower than the mean. Speedup is TCP Async
divided by QUIC Async.

QUIC (ms) TCP (ms)

Condition Async Sync Async Sync Speedup

5G Good 425 � 110 942 � 1006 2655 � 21591 † 1266 � 195 6.24� †

5G Congested 1144 � 291 2106 � 107 6530 � 887 6294 � 826 5.71�
URLLC 82 � 15 138 � 8 289 � 1705 † 150 � 51 3.51� †

WiFi 5 Good 264 � 44 614 � 603 4530 � 42476 † 1389 � 16829† 17.17� †

WiFi 5 Congested 1660 � 411 3289 � 311 11163 � 1262 10582 � 1271 6.72�
WiFi 4 504 � 95 635 � 97 1112 � 141 916 � 199 2.21�

Speedup (TCP Async / QUIC Async): 2.21–6.72� (17.17� WiFi 5 Good, mean-based†)
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9 Discussion
9.1 System requirements

We will address the system requirements made to ensure we could properly test our
hypotheses. We did not directly test these, but as we where able to do all the other tests
we deemed them all ful�lled.

Functional requirements:

# Requirement Ful�lled
1 GVirtuS should be able to utilize the QUIC protocol for

data transfer from host to device of the application's pay-
load

X

2 GVirtuS should be able to utilize the QUIC protocol for
data transfer from device to host of the application's pay-
load

X

3 A user should be able to de�ne QUIC settings using a json X
4 GVirtuS should support asynchronous behaviour when

calling CUDA Async functions
X

5 GVirtuS should be able to utilize CUDA Graphs X

Table 9.1: Functional requirements for GVirtuS extensions

As for the non-functional requirements we deemed them successfull as we did not touch
other aspects of the GVirtuS functionality.

# Requirement Ful�lled
1 GVirtuS should preserve transparency �
2 GVirtuS should preserve previously implemented commu-

nication protocols and their functionalities
X

Table 9.2: Non-Functional Requirements for GVirtuS Extensions

With our asynchronous implementation, by making some calls �re and forget, we obscure
part of GVirtuS transparency. We decided to follow this path to explore the true
capabilities of async and try and come up with an architecture that can be improved in
the future to preserve transparency.
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9.2 Interpretation of results

9.2.1 QUIC Implementation

From our results we can see a clear tendency. In congested wireless scenarios, the QUIC
implementation performs consistently better than the baseline TCP connector. This is in
contrast to better network conditions where TCP performs better. This is evident by the
results of the simple matrix bechmark. In the emulated URLLC conditions, we can see
that TCP outperforms QUIC slightly. While in the rest of the tests, the QUIC
implementation is either on par or better than TCP. Especially in the congested network
environment. This can be seen in table 8.1 in 8.4 and in �gure A.5 in A.5.

In the OpenPose benchmark in which more data is transferred, QUIC and TCP have a
similar speed in good conditions, though QUIC performs more consistently with a lower
deviation in execution times than TCP. This can be seen in table 8.2 in section 8.4 and
�gure A.3 in the 8.4.

A possible reason for the better performance of QUIC is the prevention of head-of-line
blocking as discussed in [22], if a packet, is lost, TCP blocks a larger chunk of data until
an acknowledgement has arrived. QUIC on the other the hand, has a more ef�cient
retransmission mechanism, which is especially evident in congested networks.

9.2.2 Asynchronous

The asynchronous routines consistently performs better under QUIC across most
conditions. This is expected, as QUIC allows the system to pipeline subsequent CPU
(host) calls while GPU (device) execution is still in progress, reducing execution times.
See �gure A.5.1 in appendix for all runs.

However, the asynchronous TCP routines performs even worse than the synchronous
routines. We suspect that this is because of the added overhead of the additional CUDA
streams.

The TCP communicator is calling the cudaMemCpyAsync routine but awaits a response
received from the backend before continuing to send the next CUDA call. This is
visualized in �gure 6.5. In the QUIC solution, the frontend is immediately returning a
success so that the client can forward the next call for that given stream. This is
visualized in �gure 6.6. This solution also comes with a downside as the new async
solution expects each CUDA call to succeed and will not know if any of the calls did
succeed or failed.
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9.2.3 CUDA Graphs

The CUDA Graph benchmarks have a clear indication that CUDA Graphs are way more
ef�cient than using traditional CUDA programming. In our tests we achieved a speed of
a minimum of 2200%. We didn't see any particular difference between QUIC and TCP.
For both the PyTorch (section 8.3.2) and the CUDA Graph test, see section 8.3.1.

A limitation of CUDA Graphs is that they are best suited for workloads with a stable
execution pattern. The graph assumes that the sequence of operations, memory objects,
input tensors, and output targets remain consistent between executions. If the work�ow
changes frequently, for example due to varying tensor shapes, changing memory
locations, or different execution paths, the graph may need to be rebuilt or updated. This
reduces the �exibility of CUDA Graphs and makes them less suitable for highly dynamic
workloads.

9.3 Anomalies

Looking at the OpenPose results summary, speci�cally the TCP WiFi 5 Good benchmark,
we see an interesting and relatively large outlier. A quite high standard deviation
indicates that, due to the small sample size, one or more outliers are impacting the mean
duration calculation. Looking at the actual runs in �gure A.7 in 8.4 shows that 2 of the 10
runs have a large spike in duration. This has impacted the speedup itself and skewed the
results in favour of QUIC. Similarly, in the Async Short Kernel result summary, we see
multiple TCP mean latencies being affected by a few extreme outliers, indicated by a high
standard deviation. Looking at the run breakdown in �gure A.8, we can verify the
presence of the these outliers.

9.4 Improvements

As mentioned in section 9.2, in order to send CUDA routines asynchronously we need to
return a success to the client before �nishing the request. This works for most cases as
these CUDA routines are expected to succeed on the server when forwarding them to the
GPU, but could eventually fail. If a failure occurs there is no way for the Server to notify
the Client and the program proceeds unknowingly of the error, causing a potential silent
failure.

There are two approaches that can be taken in the future to minimize these problems.
One would be to set callbacks to all of the current �re and forget calls, and throw an error
if a negative return value arrives. Another solution, would be to only call �re and forget
on data transfer heavy calls (cudaMemcpyAsync, cudaMemsetAsync, etc...). To further
boost reliability we might as well send some kind of dummy call ensure that the stream

73



used for sending the routines is good, and only then send the actual data
asynchronously.

The current implementation for asynchronous behaviour, expects the communicator to be
QUIC, so if any other communicator is selected, we return to the previous sequential
execution. This was done because the asynchronous logic is tightly coupled with Stream
logic, both in CUDA and QUIC. However, the architecture should be �exible enough to
allow for other protocols to use the asynchronous features albeit requiring some extra
work to handle multiple streams.

We additionally identi�ed that cudaMemcpyAsync executing is not truly asynchronous
even on the Backend. This requires that we �rst allocate pinned memory readable by the
GPU, however this is not done. We must then block for the copy to occur. We did not
tackle this since with our �re and forget implementation, these presents a negligible
overhead.
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10 Conclusion
To conclude this project we will start by addressing the hypotheses initially presented in
section 4.6:

• 1. The implementation and usage of QUIC in GVirtuS will enhance throughput for
wireless use cases. Reference: (4.6.1)

• 2. The implementation and usage of CUDA Async functions calls in GVirtuS will
decrease the total runtime application. Reference: (4.6.2)

• 3. The implementation and usage of CUDA Graphs in GVirtuS will reduce
overhead and decrease total application runtime. Reference: (4.6.3)

As we disclosed in the Discussion (section 9.2) we see an expected improvement by the
hypotheses in these �elds after implementation and testing. We can therefore con�rm all
3 hypotheses after conducting our experiments.

We will then again shed light on our initial problem statement (section 1.2):

How can the communication overhead of GVirtuS be reduced through alternative GPGPU
virtualization approaches, communication protocols, or related technologies?

To answer our problem statement: Adding support for asynchronous routines and
utilization of CUDA Graphs clearly shows to be a viable solution to reduced overhead
and faster application runtimes in the GVirtuS framework.

QUIC as communication protocol rather than TCP also show great promise to increase
performance. However, the effect is mostly prominent in poor network conditions, as
QUIC introduces additional overhead in good network conditions compared to TCP.
QUIC is still a viable alternative to TCP for this purpose and could prove vital in a setting
where remote devices in a congested environment need virtualized GPU resources.
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A Appendix
A.1 Prisma paper �lter speci�cation

Table A.1 contains all 71 papers from our initial titel search on PRIMO.

# Paper Relevance Included
1 Enhancing the performance of GPU acceler-

ation in virtual environments: Thoroughly
benchmarking the rigidity of mediated de-
vice passthrough

General X

2 NGS: A network GPGPU system for orches-
trating remote and virtual accelerators

General X

3 Analyzing GPU Performance in Virtualized
Environments: A Case Study

General X

4 Exploring the Impact of Virtualization on the
Usability of the Deep Learning Applications

General X

5 Accelerated serverless computing based on
GPU virtualization

General X

6 Maximizing resource usage in multifold
molecular dynamics with rCUDA

General X

7 CUDA virtualization and remoting for
GPGPU based acceleration of�oading at the
edge

General X

8 Empirical Analysis of Hardware-Assisted
GPU Virtualization

General X

9 GPU-Job Migration: The rCUDA Case General X
10 On the effect of using rCUDA to provide

CUDA acceleration to Xen virtual machines
General X

11 Visual Tool for Learning GPU Programming General X
12 Virtualized GPUs in High Performance Dat-

acenters
General X

13 On the Virtualization of CUDA Based GPU
Remoting on ARM and X86 Machines in the
GVirtuS Framework

General X

14 A Live Demo for Showing the Bene�ts of Ap-
plying the Remote GPU Virtualization Tech-
nique to Cloud Computing

General X

a



# Paper Relevance Included
15 A virtualized software based on the NVIDIA

cuFFT library for image denoising: perfor-
mance analysis

General X

16 Zorua: A holistic approach to resource virtu-
alization in GPUs

General X

17 Boosting GPGPU Virtualization and Multi-
plexing with RDMA Communication

Overhead Reduction X

18 QUIC(K) Communication for GPU Virtual-
ization in Edge Computing

Overhead Reduction X

19 Multi-Tier GPU Virtualization for Deep
Learning in Cloud-Edge Systems

Overhead Reduction X

20 Using remote GPU virtualization techniques
to enhance edge computing devices

Overhead Reduction X

21 Exploring the use of data compression for ac-
celerating machine learning in the edge with
remote virtual graphics processing units

Overhead Reduction X

22 Pipelined Compression in Remote GPU Vir-
tualization Systems using rCUDA: Early Ex-
periences

Overhead Reduction X

23 Redesigning the rCUDA communication
layer for a better adaptation to the underly-
ing hardware

Overhead Reduction X

24 Transparent I/O-Aware GPU Virtualization
for Ef�cient Resource Consolidation

Overhead Reduction X

25 qCUDA: GPGPU Virtualization for High
Bandwidth Ef�ciency

Overhead Reduction X

26 On the support of inter-node P2P GPU mem-
ory copies in rCUDA

Overhead Reduction X

27 Turning GPUs into Floating Devices over the
Cluster: The Beauty of GPU Migration

Overhead Reduction X

28 Enhancing the rCUDA Remote GPU Virtu-
alization Framework: from a Prototype to a
Production Solution

Overhead Reduction X

29 Tuning remote GPU virtualization for In�ni-
Band networks

Overhead Reduction X

30 Reducing the performance gap of remote
GPU virtualization with In�niBand Connect-
IB

Overhead Reduction X

b



# Paper Relevance Included
31 Extending access to HPC manufacturabil-

ity feedback software through hardware-
accelerated virtualized workstations

Use Case X

32 Methods of consumer GPU virtualization for
cloud services: comparative analysis of per-
formance and latency

Not eligible �

33 KernelPID: Fine-Grained GPU Virtualization
via Dynamic Kernel Dispatch Control

Not eligible �

34 Enabling RDMA and GPUs in Rootless Ku-
bernetes for Accelerated HPC and AI Appli-
cations

Not eligible �

35 A novel video compression model based on
GPU virtualization with CUDA platform us-
ing bi-directional RNN

Not eligible �

36 An Economy-Oriented GPU Virtualization
With Dynamic and Adaptive Oversubscrip-
tion

Not eligible �

37 gVMP: A multi-objective joint VM and vGPU
placement heuristic for API remoting-based
GPU virtualization and disaggregation in
cloud data centers

Not eligible �

38 GPUPool: A Holistic Approach to Fine-
Grained GPU Sharing in the Cloud

Not eligible �

39 Improving the management ef�ciency of
GPU workloads in data centers through GPU
virtualization

Not eligible �

40 Low-overhead dynamic sharing of graphics
memory space in GPU virtualization envi-
ronments

Not eligible �

41 Partial migration technique for GPGPU tasks
to Prevent GPU Memory Starvation in RPC-
based GPU Virtualization

Not eligible �

42 gQoS: A QoS-Oriented GPU Virtualization
with Adaptive Capacity Sharing

Not eligible �

43 Improving the performance of physics appli-
cations in atom-based clusters with rCUDA

Not eligible �

44 Analyzing the performance/power tradeoff
of the rCUDA middleware for future exas-
cale systems

Not eligible �
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# Paper Relevance Included
45 VirtualEdge: Multi-Domain Resource Or-

chestration and Virtualization in Cellular
Edge Computing

Not eligible �

46 Increasing Molecular Dynamics Simulations
Throughput by Virtualizing Remote GPUs
with rCUDA

Not eligible �

47 Leveraging rCUDA for Enhancing Low-
Power Deployments in the Physics Domain

Not eligible �

48 Exploring the Use of Remote GPU Virtualiza-
tion in Low-Power Systems for Bioinformat-
ics Applications

Not eligible �

49 Made-to-Measure GPUs on Virtual Machines
with rCUDA

Not eligible �

50 Scalable GPU Virtualization with Dynamic
Sharing of Graphics Memory Space

Not eligible �

51 Ef�cient Sharing and Fine-Grained Schedul-
ing of Virtualized GPU Resources

Not eligible �

52 GPU Virtualization and Scheduling Methods:
A Comprehensive Survey

Not eligible �

53 The Server Allocation Problem for Session-
Based Multiplayer Cloud Gaming

Not eligible �

54 Enhancing large-scale docking simulation on
heterogeneous systems: An MPI vs rCUDA
study

Not eligible �

55 A Cost-Ef�cient Cloud Gaming System at
Scale

Not eligible �

56 GSaaS: A Service to Cloudify and Schedule
GPUs

Not eligible �

57 FairGV: Fair and Fast GPU Virtualization Not eligible �
58 A Comparative Performance Analysis of Re-

mote GPU Virtualization over Three Genera-
tions of GPUs

Not eligible �

59 On the bene�ts of the remote GPU virtualiza-
tion mechanism: The rCUDA case

Not eligible �

60 GPrioSwap: towards a swapping policy for
GPUs

Not eligible �

61 Compressing DMA Engine: Leveraging Ac-
tivation Sparsity for Training Deep Neural
Networks

Not eligible �

d



# Paper Relevance Included
62 Pagoda: Fine-Grained GPU Resource Virtu-

alization for Narrow Tasks
Not eligible �

63 The development of VisLT visualization ser-
vice in Openstack cloud infrastructure

Not eligible �

64 Ballooning Graphics Memory Space in Full
GPU Virtualization Environments

Not eligible �

65 DymGPU: Dynamic Memory Management
for Sharing GPUs in Virtualized Clouds

Not eligible �

66 Toward an Adaptive Fair GPU Sharing
Scheme in Container-Based Clusters

Not eligible �

67 On construction of a virtual GPU cluster with
In�niBand and 10Gb Ethernet virtualization

Not eligible �

68 A Holistic Resource Management for Graph-
ics Processing Units in Cloud Computing

Not eligible �

69 Increasing the performance of data centers by
combining remote GPU virtualization with
Slurm

Not eligible �

70 VADI: GPU Virtualization for an Automotive
Platform

Not eligible �

71 GPUvm: GPU Virtualization at the Hypervi-
sor

Not eligible �

A.2 Linux Traf�c Control commands

1 sudo tc qdisc add dev bond0 .4001 root netem \
2 delay 1ms \
3 loss 0.1%

Listing A.1: Emulated URLLC

1 sudo tc qdisc add dev bond0 .4001 root netem \
2 rate 200mbit \
3 delay 8ms 2ms \
4 loss 0.1%

Listing A.2: Emulated 5G good

1 sudo tc qdisc add dev bond0 .4001 root netem \
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2 rate 50mbit \
3 delay 15ms 5ms \
4 loss 0.5%

Listing A.3: Emulated 5G congested

1 sudo tc qdisc add dev bond0 .4001 root netem \
2 rate 300mbit \
3 delay 5ms 2ms \
4 loss 0.05%

Listing A.4: Emulated WiFi 5 good

1 sudo tc qdisc add dev bond0 .4001 root netem \
2 rate 40mbit \
3 delay 25ms 10ms \
4 loss 0.5%

Listing A.5: Emulated WiFi 5 congested

A.3 WiFi 4 iperf3

A.3.1 Client

Connecting to host 192.168.1.116, port 5201

[ 5] local 192.168.1.123 port 53827 connected to 192.168.1.116 port 5201

[ ID] Interval Transfer Bitrate Retr Cwnd

[ 5] 0.00-1.00 sec 11.5 MBytes 96.1 Mbits/sec 0 2.64 MBytes

[ 5] 1.00-2.00 sec 6.50 MBytes 54.7 Mbits/sec 0 1.42 MBytes

[ 5] 2.00-3.00 sec 7.00 MBytes 58.6 Mbits/sec 50 1.33 MBytes

[ 5] 3.00-4.01 sec 6.25 MBytes 52.3 Mbits/sec 0 1.12 MBytes

[ 5] 4.01-5.00 sec 7.88 MBytes 66.2 Mbits/sec 0 1.40 MBytes

[ 5] 5.00-6.00 sec 6.12 MBytes 51.3 Mbits/sec 0 1.39 MBytes

[ 5] 6.00-7.01 sec 7.00 MBytes 58.7 Mbits/sec 12 1.02 MBytes

[ 5] 7.01-8.00 sec 7.75 MBytes 65.3 Mbits/sec 0 1.09 MBytes

[ 5] 8.00-9.00 sec 10.5 MBytes 88.2 Mbits/sec 54 836 KBytes
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[ 5] 9.00-10.01 sec 10.6 MBytes 88.7 Mbits/sec 0 885 KBytes

- - - - - - - - - - - - - - - - - - - - - - - - -

[ ID] Interval Transfer Bitrate Retr

[ 5] 0.00-10.01 sec 81.1 MBytes 68.0 Mbits/sec 116 sender

[ 5] 0.00-10.05 sec 79.5 MBytes 66.3 Mbits/sec receiver

iperf Done.

A.3.2 Server

———————————————————–

Server listening on 5201

———————————————————–

Accepted connection from 192.168.1.123, port 53826

[ 5] local 192.168.1.116 port 5201 connected to 192.168.1.123 port 53827

[ ID] Interval Transfer Bitrate

[ 5] 0.00-1.05 sec 8.00 MBytes 63.9 Mbits/sec

[ 5] 1.05-2.02 sec 7.50 MBytes 64.8 Mbits/sec

[ 5] 2.02-3.02 sec 7.12 MBytes 59.8 Mbits/sec

[ 5] 3.02-4.04 sec 6.75 MBytes 55.4 Mbits/sec

[ 5] 4.04-5.06 sec 6.88 MBytes 56.5 Mbits/sec

[ 5] 5.06-6.05 sec 6.62 MBytes 56.2 Mbits/sec

[ 5] 6.05-7.02 sec 7.50 MBytes 65.2 Mbits/sec

[ 5] 7.02-8.02 sec 7.75 MBytes 64.8 Mbits/sec

[ 5] 8.02-9.02 sec 11.0 MBytes 92.0 Mbits/sec

[ 5] 9.02-10.05 sec 10.4 MBytes 84.5 Mbits/sec

- - - - - - - - - - - - - - - - - - - - - - - - -

[ ID] Interval Transfer Bitrate

[ 5] 0.00-10.05 sec 79.5 MBytes 66.3 Mbits/sec receiver

———————————————————–
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Server listening on 5201

———————————————————–

A.4 Latency measurements between sec06 and sec05

PING 130.225.243.38 (130.225.243.38) 56(84) bytes of data.

64 bytes from 130.225.243.38: icmpseq = 1ttl = 64time = 0.174ms

64 bytes from 130.225.243.38: icmpseq = 2ttl = 64time = 0.122ms

64 bytes from 130.225.243.38: icmpseq = 3ttl = 64time = 0.126ms

64 bytes from 130.225.243.38: icmpseq = 4ttl = 64time = 0.115ms

64 bytes from 130.225.243.38: icmpseq = 5ttl = 64time = 0.109ms

64 bytes from 130.225.243.38: icmpseq = 6ttl = 64time = 0.119ms

64 bytes from 130.225.243.38: icmpseq = 7ttl = 64time = 0.112ms

64 bytes from 130.225.243.38: icmpseq = 8ttl = 64time = 0.121ms

64 bytes from 130.225.243.38: icmpseq = 9ttl = 64time = 0.118ms

64 bytes from 130.225.243.38: icmpseq = 10ttl = 64time = 0.117ms

— 130.225.243.38 ping statistics —

10 packets transmitted, 10 received, 0rtt min/avg/max/mdev = 0.109/0.123/0.174/0.017
ms
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A.5 All test plots

A.5.1 Boxplots

async_shortkernel

Figure A.1: async_shortkernel boxplots

i



cuda_graph

Figure A.2: cuda_graph boxplots
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openpose

Figure A.3: openpose boxplots
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pytorch_cuda_graphs

Figure A.4: pytorch_cuda_graphs boxplots
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simple_matrix

Figure A.5: simple_matrix boxplots
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A.5.2 Run Breakdown

Simple Matrix Arithmetics

Figure A.6: Simple Matrix Arithmetics run breakdown
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OpenPose inference

Figure A.7: OpenPose inference run breakdown
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async_shortkernel

Figure A.8: async_shortkernel run breakdown
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