SUMMARY

Accurate vessel trajectory forecasting is a critical capability underpinning maritime safety, traffic management, collision avoidance, and route
optimization. The dominant paradigm in state-of-the-art (SOTA) models, such as TrAISformer and TG-GPT, encodes Automatic Identification
System (AIS) data using absolute geographic coordinates, training models to primarily memorize regional traffic patterns rather than the
underlying physics of vessel motion. As a consequence, these models are geographically constrained: they must be retrained whenever
deployed in a new region, and they fail entirely in data-sparse areas where sufficient historical AIS coverage does not exist.

This thesis presents TRAIT (A Translation invariant AIS Transformer), a backbone-agnostic framework that reframes trajectory forecasting
as a generative sequence modelling task grounded in relative vessel motion rather than absolute geographic position. The central insight is
that while geography is local, vessel dynamics are universal: a cargo vessel executing a gentle starboard turn in Danish waters obeys the
same physical constraints as one performing an identical manoeuvre in American waters. By representing each trajectory as a sequence of
heading-aligned local displacement tokens, vectors encoding how far and in which direction a vessel moved relative to its own previous
heading, TRAIT achieves translation invariance by construction. Any spatial translation cancels exactly in the differencing step, so the model
never receives absolute coordinate information at any point in the pipeline.

A preliminary empirical analysis of Danish and American AIS datasets for cargo and tanker vessels demonstrates that local displacement
distributions are highly consistent across regions, with a Jensen-Shannon divergence of 0.186, and a Sliced Wasserstein distance of 0.033.
This cross-regional kinematic alignment suggests the feasibility of a single translation-invariant model.

The TRAIT framework consists of six modular components. The Discretizer resamples raw AIS messages to a uniform temporal resolution via
linear interpolation, ensuring that displacement magnitudes reflect vessel speed rather than irregular transmission intervals. The Tokenizer
converts each discretized segment into a heading-aligned local delta and maps it to the nearest cell in a fixed rectangular vocabulary grid.
An accumulation correction mechanism prevents quantization errors from compounding over the sequence. The Decoder, a lightweight
decoder-only GPT in the style of NanoGPT, receives the token sequence and outputs a probability distribution over the displacement
vocabulary, from which the most probable token is selected greedily.

Removing absolute coordinates introduces a key challenge: the model loses awareness of coastlines, shipping lanes, and shallow banks.
TRAIT addresses this by reintroducing geographic context through scalar environmental signals fused additively into the decoder at each
prediction step. The Scalar Map Constructor builds precomputed raster maps from historical AIS data and bathymetric sources. The Signal
Extractor queries these maps at the vessel’s current position and compresses the result to a single lateral scalar in [—-1, 1], which is projected
into the embedding space via a learned MLP and added directly to the displacement token embedding. The Reconstructor decodes each
predicted token back into absolute geographic coordinates for downstream use.

To preserve translation invariance during training, real map signals are replaced by ideal signals derived from the ground-truth trajectory,
specifically the lateral component of the next observed displacement. This requires no external map data during training, allowing the
model to be trained on AIS data from any region. At inference time, any real signal source, traffic density, bathymetry, or otherwise, can be
substituted freely without retraining.

Experiments evaluate TRAIT across four training and evaluation combinations of Danish and American datasets, as well as ablation studies
on environmental signal types, data sparsity, token duration, and historical context length. In intra-regional settings TRAIT performs on
par with TRAISFORMER, the strong SOTA baseline, with median final displacement errors within a few hundred meters at a three-hour
horizon. In cross-regional settings, where TRAISFORMER suffers catastrophic degradation due to its coordinate dependence, TRAIT maintains
consistent predictive accuracy, demonstrating effective translation invariance. Under data-sparse conditions, a TRAIT model trained on
American data and guided by scalar maps built from as few as 500 Danish trajectories outperforms a TRAISFORMER model trained on the
same sparse Danish data, confirming that the scalar map representation is robust to limited local coverage.

Ablation studies show that the traffic density scalar map provides the greatest individual improvement in prediction quality, that finer
token durations (1-minute) yield lower trajectory error than coarser ones (10-minutes) at the cost of increased inference time, and that
TRAIT degrades gracefully when only a short historical context window is available. Even a single minute of history produces reasonable
predictions, with performance saturating well before the full three-hour mark.

The primary limitation of the current framework is its centroid-based signal aggregation, which can introduce directional bias at navigational
intersections where traffic or depth signals are ambiguous. Future work should explore branching during autoregressive generation to resolve
such ambiguities, alternative hierarchical tokenization schemes to reduce quantization artifacts, and richer environmental representations
that expose raw map patches directly to the model rather than compressing them to a single scalar.

In summary, TRAIT demonstrates that translation-invariant trajectory forecasting is both theoretically principled and empirically effective,
offering a practical path toward maritime trajectory models that generalize without retraining.
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ABSTRACT

Accurate vessel trajectory forecasting is a critical operational task
for maritime safety, traffic management, and route optimization.
State-of-the-Art (SOTA) machine learning models rely heavily on
absolute geographic coordinates, making them geographically de-
pendent and prone to performance breakdown when deployed in
unseen or data-sparse regions. To overcome this limitation, we
present TRAIT, a backbone-agnostic framework that transitions
trajectory forecasting from region-specific memorization to gener-
alized motion modelling.

By operating entirely on displacement tokens within a heading-
aligned local coordinate frame, TRAIT achieves translation invari-
ance, ensuring that predictions depend strictly on universal vessel
kinematics rather than localized geographic grids. To counteract the
environmental blindness caused by removing absolute coordinates,
TRAIT reintroduces geographic context through scalar environ-
mental signals fused additively into a decoder-only transformer at
each prediction step. A novel training strategy using ideal signals
derived from ground-truth trajectories preserves translation invari-
ance during training, requiring no external map data and allowing
any real environmental source, such as historical traffic density or
bathymetry, to be substituted freely at inference without retraining.

Empirical evaluations on Danish and American AIS datasets demon-
strate that TRAIT achieves cross-regional generalization, perform-
ing on par with absolute-tracking SOTA models in native regions
while significantly outperforming them in unseen or data-sparse
geographic zones.

GitHub repositories: https://github.com/P10-AIS

1 INTRODUCTION

The ability to forecast where a vessel will be in the next several
hours is not only a technical challenge, but also a critical operational
task for safety and efficiency. For search-and-rescue operations,
a few hundred meters of uncertainty has a large impact on the
search area. Beyond emergency response, the ability to forecast
vessel positions hours into the future is becoming increasingly
important in maritime awareness [16, 19]. In congested straits and
busy ports, traffic management and collision avoidance rely on
these forecasts to deconflict traffic flow and anticipate hazardous
encounters before they occur. Simultaneously, the demand for route
optimization has never been higher, as the maritime industry faces
pressure to reduce carbon emissions while maintaining economic
viability [5]. By forecasting the future positions of surrounding
vessels hours in advance, routing systems can anticipate hazardous
encounters and dynamically adjust planned routes before conflicts
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Figure 1: Cross-regional generalization comparison. Both
models are trained on American trajectories and evaluated
on Danish trajectories. The blue paths represent the histori-
cally known part of the trajectory, while the red paths depict
predicted continuation.

arise, enabling both safer and more fuel-efficient navigation. From
maritime surveillance to collision avoidance, the stakes in trajectory
forecasting can be high.

To address these needs, modern research has turned to machine
learning, leveraging the vast streams of data provided by Automatic
Identification System (AIS). AIS transmits temporal sequences in-
cluding latitude, longitude, Course over ground (COG) and Speed
over ground (SOG). However, a fundamental limitation persists in
how this data is utilized. Current State of the art (SOTA) models,
such as TrAISformer [10] and TG-GPT [1] are tied to geography
rather than motion. By training a model within a specific geographic
area, such as the American waters, the model learns where vessels
typically move in America, rather than the underlying physics of
vessel movement. If a model trained on American waters encounters
coordinate values outside of that range, e.g. coordinates from Den-
mark, the input is rendered out of distribution. This vulnerability is
illustrated in Figure 1, where Figure 1(b) demonstrates the perfor-
mance breakdown of an absolute-coordinate transformer trained
on American data but deployed in Danish waters. Conversely, Fig-
ure 1(a) displays the cross-regional generalization achieved by the
relative representation proposed in this work. These models lack
geographical generalizability, as they require retraining for de-
ployment in new unseen areas, and remain largely ineffective in
data-sparse regions where historic AIS coverage is insufficient. This
phenomenon highlights a failure to achieve translation invariance
[20], a property which dictates that the relationship between two
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observations should depend only on their relative di erence rather
than their absolute geographic position.

The realization of this work is that while geography is local, the

Alongside these contributions, we accompany this work with a
suite of tools for maritime trajectory research, covering dataset con-
struction, experiment orchestration, evaluation, and visualization.
These components are designed to be reusable independently of

dynamics of vessel motion are universal. A cargo vessel perform-
ing a light turn in the Danish waters is constrained by the same
physical laws as a vessel performing a similar turn in American The remainder of this paper is structured as follows. Section 2 sur-
waters. Its turning radius, SOG and heading changes are ruled by veys related work on Transformer-based trajectory forecasting and
vessel dynamics and maritime protocols, and not absolute latitude environmental context. Section 3 presents the formal de nitions
and longitude. Hence, by shifting the focus from local geographic and a preliminary analysis of regional distribution similarity. Sec-
patterns to vessel behaviour, we can develop a model unconstrained tion 4 motivates the use of a generative classi er rather than a
by the sparsity of the available historic data in speci c areas. This regression-based approach. Section 5 discusses the principal chal-
can be achieved by using relative displacements as training data lenges of translation-invariant AlS trajectory modelling, and Sec-
rather than absolute positions. Instead of latitude and longitude, a tion 6 details the proposed TRAIT framework. Experimental results
model interprets how far and in which direction a vessel has moved and ablation studies are presented in Section 7. Section 7.8 discusses
since last observation. Our preliminary similarity analysis between the ndings and their limitations. Finally, Section 8 concludes the
Danish and American maritime datasets suggests that vessel mo- paper, while Section 9 outlines paths for future work.

tion distributions remain consistent even across distinct geographic
regions, suggesting a foundation to build a translation invariant
framework upon.

TRAIT and are described in Appendix C.

2 RELATED WORK

The immediate question is then: how can the model remain aware of The domain of vessel trajectory prediction is a rapidly expand-
land, shipping lanes, shallow water, and coastlines if absolute coor- ing eld, with signi cant advancements driven by the application

dinates are removed? We address this by reintroducing geographic of machine intelligence to spatiotemporal data. To contextualize
context through scalar environmental signals at each prediction the methodology proposed in this thesis, this section situates our

step. These signals are derived from precomputed raster maps. For approach within three distinct clusters of the literature.

instance, aggregated historical AlS data naturally reveals shipping
lanes as high density corridors, while bathymetric data encodes nav-
igable depth. Each signal compresses the surrounding environment
into a single lateral cue indicating whether favourable navigational
conditions lie to port or starboard.

To preserve translation invariance during training, real map data
is replaced by ideal signals derived directly from the ground truth
trajectory. This requires no external map data during training, al-
lowing the model to be trained on AIS data from any region. At
inference time, any real signal source can be substituted freely
without retraining, enabling deployment in new geographic areas
without modi cation.

In this work, we present TRAIT, a framework that treats trajectory
forecasting as a generative sequence prediction task. Unlike prior
work that relies on geographic memorization, TRAIT grounds pre-
dictions in relative vessel motion and environmental signals rather
than absolute coordinates, transitioning trajectory forecasting from
region-speci c prediction to cross-regional motion modelling. The
framework is designed with a modular architecture that cleanly
separates the data pipeline from the underlying model, making the
core contributions independent of any speci ¢ backbone choice.
Our work makes three primary contributions:

A translation invariant displacement tokenization scheme
of trajectories that uni es trajectory distributions across
geographic regions.

A training procedure using ideal signals derived from the
ground truth trajectory that allows swapping of environ-
mental context during inference.

Empirical demonstration of cross-regional generalization
on Danish and American datasets.

2.1 Transformer-Based Architectures and
Limits of Absolute Tracking

Recent advancements in maritime trajectory forecasting have in-
creasingly adopted transformer-based architectures due to their
capacity for long-term sequence modelling. Current SOTA models
typically process trajectory data by encoding absolute geographic
coordinates alongside kinematic variables like SOG and COG. For
instance, models such as TrAISformd] and TG-GPT [] uti-

lize multi-hot vector embeddings to discretize localized coordinate
grids. Similarly, AISFormerl[9 builds upon this localized multi-hot
paradigm to predict trajectories within bounded geographic zones.

The fundamental limitation of these absolute tracking approaches
is their lack of translation invariance. Because these models train
on absolute latitude and longitude values, they inherently focus
on memorizing regional geographic patterns rather than learn-
ing generalized vessel motion. Consequently, their predictions are
constrained to the same spatial area as their training dataset, e.g.,
Kattegat [L( or a high-density estuary in America4]. Adapting
these models to new regions requires historical data and regional
ne-tuning [ 1, 19, limiting their scalability to open-water naviga-
tion or regions with sparse data.

2.2 Trajectory modelling as Language modelling

A growing branch of the literature maps trajectory analysis to natu-
ral language processing, discretizing spatial coordinates into token
sequences and framing prediction as a generative sequence mod-
elling problem. This approach is attractive because it decouples
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the model architecture from domain-speci ¢ assumptions, allow- 3.1 Key Concepts and Problem Statement

ing general-purpose language model machinery to be applied to
trajectory data. In the following, we de ne relevant notations and metrics that will

be used throughout the paper.
Frameworks like MixTRAJJ and Kamel [9] tokenize absolute g pap

geographic positions using hierarchical spatial indices such as the
H3 [17 hexagonal grid. While this achieves broader geographic
coverage than region-speci ¢ models, it does not resolve the dis-
tribution shift problem: a hexagonal cell in Denmark still encodes " = fimmsie timee late lone coge soge 2° |
Danish geography, and a model trained on such tokens cannot gen-

3.1.1 AIS Messages and Trajectories. An AlIS messéages de-
ned as a 7-tuple within the set":

: . X mmsi 2 Z ¢
eralize to unseen regions. Furthermore, as noted by Drapier e8hl. [ i
autoregressive models operating on absolute grid tokens su er from time 2 -
hallucinations, predicting physically unfeasible manoeuvres such lat 2 » 90 90Yae L
as abrupt turns and zigzagging. lon 2 » 180 180Y4e @
. . cog 2 »0e 360%a¢
2.3 Integrating Environmental Context s0g 2R+
Vessels do not navigate in a vacuum. Their movements are shaped 22 g

by both dynamic and static environmental constraints. Recognizing
this, recent literature has shifted from purely kinematic modelling
toward environmentally constrained forecasting. The integration
of environmental context generally falls into three categories. The
rstis ocean-related dynamics, such as wave forces, which help sta-
bilize long-range predictions19. The second is tra c interaction
maps that capture the in uence of nearby vessef§.[The third To access the attributes of any message2 " , we de ne the
is geospatial boundary information, including radar imagery and  following projection functions:

bathymetric data, which helps models respect land-water bound-

aries and channel depths [2, 18]. Identity: ID1<® = mmsi

Timestamp: g<° =time

Position: posi<® = 1|ate lon°®

wheremmsiis a unique vessel identi etime is a Unix timestamp,
lat and lon denote the geographic coordinatespg denotes the
course over groundsog denotes the speed over ground, and
denotes the set of all vessel types de ned in the AlS protocol where
jj=23.

Existing methods fuse environmental features directly with absolute
geographic anchor points or localized sensor frames. As a result,
the environmental awareness of these models is non-transferable 5 trajectory T of length=

. . . . is de ned as an ordered sequence of AIS
as it remains coupled to the speci c region where the context was

messagel<i*<y*”""e<i that satis es three foundational condi-
collected. tions forall 8 2 f1+"""e= 1g:
2.4 Research Gap (1) Identity Consistency: All messages must originate from

the same vessel: ID’® = ID*< g 1°.

A review of the literature reveals a clear synthesis gap at the in- (2) Temporal Ordering: The sequence must be strictly
tersection of trajectory modelling, spatial invariance, and environ- chronological: g1<° Y g 1<g 10,
mental conditioning. Current SOTA models force a compromise. (3) Temporal Continuity: The duration between consec-
Researchers must either choose regional models with physical ac- utive observations must not exceed a prede ned maxi-
curacy grounded in absolute space, or global tokenized models mum threshold <o, ensuring the trajectory is unbroken:
prone to infeasible spatial hallucinations. The core realization of 0<g1° g< ¢  <0G.

this work is that while geography is local, the underlying physics

of vessel motion are universal. No existing framework captures 35 1 - Spatial Translation and Translation Invariance. Let

generalized vessel behaviour in a coordinate-free manner, while 2=1Ge~92R 2bea spatial translation vector wher& and

retaining the capability to dynamically reintroduce target-region  _ ;0 ongitudinal and latitudinal o sets, respectively. We de ne

enwronm_e_ntal context dur.lng inference. TRA_IT bridges this gap the translation of an individual message by as spatial translation

by comblplng the ggner.atlve.sequenc.:e archltecturg of language vector ? as< ? .Here denotes coordinate-wise addition,

models with translation-invariant spatial representations, decou- ie< ? producesanew message identical to m except tigt

pling mptlo_n modelling from map data to achieve cross-regional and ~ are added to its geographic coordinates. The spatial transla-

generalization. tion of an entire trajectoryT is the element-wise translation of its
sequence:

3 PRELIMINARIES

In this section we de ne key concepts and the problem statement.
Additionally, we conduct a preliminary analysis to ensure thatthe LetF be a trajectory forecasting model that maps an input trajec-
foundation on which TRAIT will be built is realistic. tory to a predicted future trajectory. The modél is translation

T =h<y 2e< 5 2e777e<o 7 @
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invariant if, for any spatial translation vector? , its predicted
output remains identical:

FiTo=F1T © ®3)

3.1.3 Deltas. We represent vessel motion as a sequence of displace-

ment vectors rather than absolute positions. This section de nes
representations used throughout the paper, illustrated in Figure 2.

Global Deltas Given a trajectoryT = h<ie<y¢”""e<i, we rst
convert each consecutive pair of positions into a displacement
vector expressed in a global Cartesian frame. For each 8tép
f2¢”""e=g, the global deltagl?bal 2 R?is:
? glObalzngﬂ ~ P ()
where Ggand ~ g are the meter displacements in the East and
North directions respectively, obtained by projecting the geographic
coordinate di erenceposi<g® posi< g 1°into alocal at-earth ap-
proximation. The sequence of global deltag 9%« 202
encodes the same trajectory asup to the choice of origin and is
therefore invariant to spatial translatio as de ned in Section 3.1.

Local Deltas While global deltas eliminate the dependence on
absolute position, they remain sensitive to the vessel's geographic
heading. Two vessels executing the same manoeuvre in di erent
waters will produce di erent global delta sequences if their headings
di er. To remove this remaining orientation bias, we rotate each
global delta into a local, heading-aligned frame.

For each ste@ we estimate the vessel's current heading angle
relative to North from the preceding displacement:

\g=atan2! Gg 1» ~g1°

®)

Note that we use the navigational convention for atan2, taking
1G+~%o compute the clockwise bearing from true North. The global
delta, ? S'Oba', is then rotated into the vessel's local frame using the
rotation matrix '\ &:

sint\ &
cost\

Gs
~8

~ global _ cost\g

7 local — 1\ o ;
8 & 78 sini\g°

(6)

In this local frame the--axis points in the direction of the vessel's
previous heading (forward), and th@&axis points to starboard (lat-
eral). A local delta? g’ca' thus captures how the vessel accelerates
and turns relative to its own perspective, independently of which
direction it faces on the map. As shown in Figure 2, the dashed line
in each local delta panel marks the previous heading against which
the rotation is measured.

3.1.4 Problem Statement. Given a vessel's recent movement his-
tory, the objective is to forecast its continuous future trajectory over
a set time horizon. Crucially, this predictive model must generalize
across geographic regions by being translation invariant. The core
problem is to achieve cross-regional generalization, while remain-
ing responsive to the unique physical and navigational constraints
of any new local environment.

Figure 2: Visualization of relationship between absolute po-
sitions, global deltas and local deltas.

3.1.5 Error Measures. To rigorously evaluate the geographical
and operational accuracy of the predicted trajectories, we utilize
distance metrics derived from the Haversine formula to properly
account for the Earth's curvature. We utilize the following suite of
metrics:

Final Displacement Error (FDE): The Haversine distance be-
tween the nal predicted coordinate and the ground truth desti-
nation at the end of the forecast horizon, aggregated as a median
across all predictions. Found in [15, 19].

Error at Step K (E@K): The FDE measured at speci ¢ temporal
intervals (e.g., 15 minutes, 30 minutes, 1 hour) along the forecast
horizon, aggregated as a median across all predictions at that
step. This metric assesses how spatial prediction error propagates
over time across the population of trajectories. Found in [2].
Tactical Horizon: The maximum contiguous duration during
which the Haversine distance remains below a prede ned opera-
tional threshold, taken here as 10 nmi (nautical miles), the ap-
proximate visibility range under clear weather conditions. Found
in [10, 19].

Failure Rate: The proportion of individual predictions whose
error exceeds the 10 nmi tactical threshold established by the
Tactical Horizon. While the median metrics characterise typical
prediction accuracy and are robust to outliers, the Failure Rate in-
dependently quanti es the frequency of catastrophic prediction
failures.

The median is used as the aggregation function for FDE and E@K
rather than the mean, as the mean is highly sensitive to outliers
arising from predictions at complex maritime intersections where
vessels may traverse in any direction. Such cases can disproportion-
ately in ate the mean and obscure the model's typical predictive
performance. The Failure Rate provides a complementary measure
that accounts for these extremes directly.

3.2 Preliminary Analysis: Distribution
Similarity Across Regions

Cross-regional generalization is only a realistic objective if vessel
motion distributions are su ciently consistent across geographic



regions. We assess this empirically before committing to the frame-
work design

An initial exploratory analysis of a Danish and American trajectory

dataset revealed signi cant discrepancies in vessel type representa-

tion. Speci cally, cargo and tanker vessels were notably overrep-

resented in the American dataset, whereas other categories, such

as shing or recreational vessels, appeared much less frequently
compared to the Danish data. Furthermore, from a kinematic per-
spective, cargo and tankers navigate more consistently, in con-
trastto shing vessels and other types that often make erratic or

task-speci c manoeuvres. To ensure a robust, stable, and balanced

cross-regional comparison, we narrowed the scope of this analysis
exclusively to cargo and tanker vessels.

Focusing solely on these two classes, we extract trajectories from
Danish and American AIS data covering March to December of
2024, ltered to durations of six hours and interpolated to a uniform

Anders Andresen To , Mikkel Klitlund Jensen, and William Woldum

(a) Danish distribution (b) American distribution

Figure 3: Heatmap visualizations comparing the Danish and
American relative displacement distributions.

4 CHOICE OF MODEL CLASS

1-minute resolution. This yields 77,262 Danish and 15,885 American Most trajectory forecasting models approach the task as a continu-

trajectories. For each trajectory, we compute the heading-aligned
local displacement ¢ 720 at every step.

To isolate active behaviour, our preprocessing pipeline applies a
clipping lter at the 1st and 99th percentiles. This operation bounds
the active data within a lateral range of 41me41m¥and aforward
range of»161me598m¥4Over a 1-minute window, these bounds
translate to a physical velocity spanning up td3lkknots laterally

and 5”2 to 19”4 knots forward.

Figure 3 visualizes the resulting empirical densities of the cargo and
tanker classes. Both distributions exhibit a shared kinematic foot-
print characterized by the same elongated ridge along the forward
axis, a narrow lateral spread, and a consistent taper toward the
extremes. These visual similarities are supported by two metrics.
Computing the Jensen-Shannon Divergence yields a valu€l&ib
(lower is better) B], indicating a relatively low divergence in proba-
bility mass. This suggests that a model optimized on Danish token
frequencies will likely not treat the American token frequencies
as extreme out-of-distribution anomalies. The Sliced Wasserstein
Distance [7], measuring the minimum cost of transforming one
distribution into the other by moving probability mass, yields a
minimal distance of 327 (lower is better), con rming that the
two distributions occupy similar regions of the local displacement
space.

However, while these metrics demonstrate robust macro-level align-
ment, they also quantify distinct regional deviations. The non-zero

ous regression problem, directly predicting future latitude and longi-
tude coordinates. This paradigm has proven e ective across a range
of scenarios and bene ts from conceptual simplicity and end-to-
end trainability. However, regression models face well-documented
challenges when applied to inherently multimodal spatial deci-
sions. As noted in autonomous driving literature, a single-output
regression objective can struggle to represent the full distribution of
plausible futures, sometimes producing predictions that represent
a weighted average over distinct behavioural modes rather than
any individually coherent trajectory 11]. In the maritime domain,
this limitation becomes particularly salient at navigational decision
points, for instance, when a vessel approaches an island with navi-
gable channels on either side. In such cases, the optimal regression
output may correspond to no physically realizable path, motivat-
ing approaches that can explicitly represent discrete behavioural
alternatives.

Framing trajectory forecasting as a discrete next-token classi ca-
tion task using a generative model addresses these failure modes.
By predicting a full probability distribution over a nite vocabulary

of possible next tokens, the model naturally quanti es uncertainty.
When multiple plausible paths exist, the probability is distributed
and the model does not collapse to an averaged prediction. This
discrete token framing maps naturally onto the transformer ar-
chitecture, treating trajectory sequences analogously to natural
language. This is a structured parallel where temporal ordering
and physical dynamics act as semantic constraints and grammatical
rules [9]. Operating over discrete displacement tokens has also been

Wasserstein distance and Jensen-Shannon distances re ect localizedshown to achieve strong results in other domains of continuous mo-

variations in the data. These deviations require minor spatial prob-
ability mass reallocation to align, stemming from factors like local
tra ¢ regulations or regional di erences in the standard cruising
speeds. Consequently, while the foundational physical constraints
remain invariant across the datasets, the exact local density of
speci ¢ manoeuvres exhibits minor geographical specialization.

These ndings con rm that the local displacement representation

substantially reduces distributional di erences across regions, estab-

lishing an empirical foundation for cross-regional generalization.
6

tion, such as automotive tra ¢ modelling 9, 17. For these reasons,
TRAIT adopts a discrete generative classi er over displacement
tokens as its core prediction mechanism.

It should be emphasized that within the class of discrete generative
models, the TRAIT framework is designed to be backbone-agnostic,
that is, any decoder-only transformer could theoretically serve as
the underlying backbone. For our implementation, we selected a
NanoChat-style architecturef]. More speci cally, NanoGPT (the
underlying model in NanoChat), a direct successor to the GPT-2



TRAIT: A Translation invariant AIS Trajectory Forecaster

variant used by TrAISformer®d. Its straightforward implementa- ~ Challenge 3: Environmental Blindness

tion allows for the seamless integration of our framework's core
contributions. Solving Challenge 1 by removing absolute coordinates creates a

new problem: the model is fundamentally disconnected from the
geographic environment. Two identical token histories may de-
mand completely di erent subsequent movements depending on
their invisible context, one vessel may be approaching a shallow
bank requiring a turn, while another is in open water and can main-
tain its course. Without environmental context, the model cannot
distinguish between these scenarios. We address this challenge in
Sections 6.7 and 6.8.

5 CHALLENGES

The decision to formulate continuous spatial forecasting as a dis-
crete generative classi cation task introduces distinct challenges
that would not exist in a standard regression framework. Speci -
cally, mapping spatial displacements to a discrete vocabulary creates
the problem of vocabulary sparsity, i.e., the model must encounter
each token su ciently often under training to learn meaningful
representations. Additionally, working with local deltas (asdened ¢ METHOD

in Section 3.1.3) introduces the challenge of overcoming the loss of

geographical information. This section details the architecture of the TRAIT framework, which
treats trajectory forecasting as a generative sequence modelling
task. All design decisions in the framework are made with a sin-
gle guiding requirement: translation invariance. As de ned in Sec-
tion 3.1, aforecasting model is translation invariant if its predictions
depend only on relative motion rather than absolute geographic
position. This property is not an emergent approximation in TRAIT,

it is a structural guarantee enforced by construction throughout
the pipeline.

We view these not as oversights, but as acceptable challenges of
this design choice. Note that the challenge of distribution shift is
not a consequence of the classi er choice, as it would equally af-
fect regression models and is resolved by our tokenization scheme
regardless of the underlying model. These challenges are not arbi-
trary design constraints, but rather inherent problems that arise
when modelling continuous spatial data with discrete generative
architectures. Below, we list the challenges and describe them in

more detail. Translation invariance is achieved by operating exclusively on
displacement vectors between consecutive positions. Any spatial
Challenge 1: Distribution Shift from Absolute translation ? cancels exactly in the di erencing step, yielding an

identical token sequence regardless of where in the world a vessel
is located. Consequently, the decoder backbone receives no absolute
Models trained on absolute geographic coordinates learn a distri- co0rdinate information atany pointin the pipeline. Its inputis fully -
bution tied to their speci ¢ training region, as discussed in Sec- determined by the token sequence and er_lwronmental S|gnals_. This
tion 2. Coordinate normalization fails to resolve this, as it merely MeansFT° =FT ©holds by construction for any translation
shifts the local distribution without enabling cross-regional trans- 7+ Provided the environmental signals are equivalent.
fer. Fine-tuning on target regions would defeat the objective of a  Thjs section begins with an architectural overview in Section 6.1
generalizable model. We address this challenge in Section 6.3. that introduces all components at a high level. Each component
is then described in depth in Sections 6.2 to 6.7, followed by the
Challenge 2: Vocabulary Sparsity training and inference procedures in Sections 6.8 and 6.9.

Coordinates

Treating each possible geographic location as a discrete token pro-
duces a vocabulary so massive that the model lacks su cient train-
mE expo_:,]l_Jre o Ie_,arn _meanlngful representatl_ons for |nd|V|d_uaI The framework comprises six components, illustrated in Figure 4,
?n;:%g pzi!:)s?cr)?llt):f?/gievs\/r?:r?Z?sfrggi dcf[);)gj'Q:;e;r?(;eé::\?:r?:;uSwher_e solid arrows indicate connecFion_s actiye during both training
" o - . " ’ .2 and inference and dashed arrows indicate inference only.
a large maritime region requires millions of distinct geographic
cells. Unlike natural language modelling, where a vocabulary of Discretizer. Takes a raw trajectory and interpolates along the
30,000 words may each appear hundreds of thousands of times,polyline to place new points at uniform timestamps evergeconds.
absolute spatial tokenization su ers from a severe training data See Section 6.2.
de cit. As noted in Kamel [9], a typical car trajectory dataset con-
tains approximately 2 million GPS points of which 1.5 million are
spatially distinct, meaning most locations appear only once before
any tokenization is applied. Kamel addresses this through coarser
hexagonal cell clustering to increase token frequency, but such
tokens still rigidly encode absolute geography. Furthermore, vocab-
ulary sparsity is far more damaging in autoregressive forecasting Decoder. Receives the token sequence, each additively fused with a
than in bidirectional imputation, as the model lacks future context  scalar environmental signal, and outputs a probability distribution
and must rely entirely on learned token representations. We address over the vocabulary. The most probable token is selected as the
this challenge in Section 6.3. output. See Section 6.4.

6.1 Architecture Overview

Tokenizer. Converts each discretized line segment into a heading-
aligned local delta and maps it to the nearest token ID in a xed
rectangular vocabulary grid. An accumulation correction loop pre-
vents quantization errors from compounding over the sequence.
See Section 6.3.



The remaining components form the online autoregressive infer-
ence loop.

Reconstructor. Decodes the predicted token back to its physical
local delta, rotates it into the global frame, and accumulates an
absolute geographic position to serve as the anchor for the next
prediction step. See Section 6.5.

Scalar Map Constructor. Builds static precomputed raster maps
from regional bathymetric and historical AlS data, encoding depth,
tra c density, and mean course as scalar grids. See Section 6.6.

Signal Extractor. Queries the scalar maps at the vessel's current
position using a heading-aligned probe grid and collapses the re-
sulting patch to a single scalar in 1+1%representing the lateral
navigational preference at that location. During training, real sig-
nals are replaced by ideal signals derived from the ground truth,
requiring no map data whatsoever. See Sections 6.7 and 6.8.

Because the discretizer xes the temporal resolutiorf teeconds,
the number of autoregressive steps required to reach any target
horizon is known in advance. See Section 6.9 for an explanation of
the inference loop.

Figure 4: TRAIT architecture overview.

6.2 Discretizer

The rst step toward a translation invariant representation is re-
moving the temporal irregularity that would otherwise cause dis-
placement magnitudes to vary with the sampling rate rather than
vessel dynamics. AlS data is naturally sampled at irregular intervals,
as it is determined by how often the vessel transmits, and messages
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with equal intervals between timestamps. A similar pre-processing
step is seen in SOTA models such as TrAlISformer, AISFormer, and
TG-GPT [1, 10, 19].

Uniform temporal spacing is also vital for the downstream tokenizer
component, described in Section 6.3. Because this work aims to
model vessel behaviour using displacement rather than absolute po-
sitions, the spatial coordinates must be translated into displacement
vectors. However, a displacement of 200 meters carries a funda-
mentally di erent physical and semantic meaning if it occurs over

a 30-second window compared to a 5-minute window. Without
establishing a uniform temporal baseline, a vessel moving at full
speed and a vessel traveling at a slow speed could produce the ex-
act same displacement vectors if their transmission intervals di er.
Standardizing the timeline ensures that the size of the displacement
vector re ects the actual speed and direction of the vessel rather
than the irregular temporal sampling.

To achieve uniform temporal sampling, we apply linear interpola-
tion between consecutive AlS points, an example is given in Figure 5.
While we acknowledge that linear interpolation is a geometric sim-
pli cation of the real world, particularly across larger temporal
gaps, we treat the interval step, as a tuneable parameter to sup-
port di erent sequence resolutions. It is also easily interchangeable
to a more complex method.

Figure 5: Discretization of trajectory via linear interpolation.

6.3 Tokenizer

Displacement tokenization simultaneously addresses Challenge 1
by operating in a coordinate-free local frame, and Challenge 2 by
bounding the vocabulary to the physically plausible range of vessel
motion.

Even after temporal discretization, the spatial displacement between
consecutive points remains continuous and in nite. To frame trajec-
tory forecasting as a discrete sequence modelling task, we require
a nite vocabulary of tokens that are observed frequently enough
during training to allow the model to develop meaningful latent
representations. We achieve this through a three-step process:

Step 1: Global to Local Rotation: As de ned in Section 3.1.3,
each displacement vector is rotated from the global frame into the

can also be lost during transmission. To give the model the opti- vessel's heading-aligned local frame. This computation can be seen

mal baseline conditions, it is important to sample the trajectories
8

in the sub procedure in 13-14 in Algorithm 1.



TRAIT: A Translation invariant AIS Trajectory Forecaster

This rotation removes the dependency on absolute geographic ori-
entation and thereby resolves Challenge 1. A vessel executing a
starboard turn produces the same local motion signature regardless
of whether it operates in Danish or American waters. Consequently,
the resulting token distribution becomes a function of intrinsic ves-
sel dynamics rather than geographic heading.

Step 2: Quantization: The continuous local displacement vector,
? goca', is mapped to the nearest cell in a rectangular spatial grid
G, as seenin line 14 as the antize call in Algorithm 1.

The index of the selected grid cell is used as the integer token ID.
This quantization naturally addresses Challenge 2, since the physical
constraints of vessel dynamics limit the range of plausible local
displacements and therefore bound the token space, which stands
in sharp contrast to the extreme sparsity issues encountered when
tokenizing absolute coordinate space. While some low-frequency
tokens remain at the distribution tails, this sparsity is substantially
reduced relative to absolute coordinate tokenization, as discussed
in Section 7.8 and appendix B.

Figure 6: Tokenizer process from discretized trajectory to
token sequence.

While tokenization strategies have recently gained traction in se-
guence modelling, the approaches vary signi cantly. In the automo-
tive domain, Trajeglish utilizes a related relativedisk tokeniza-
tion strategy to predict next-step tra ¢ movements12. However,
within the maritime domain, literature has predominantly focused
on absolute coordinate binning. For example, the four-hot vector
strategy as seen in TrAISformel (], while MiXTRAJ transforms
geographic space into absolute H3 hexagonal ced]s Because
these prior maritime methods tokenize absolute geographic space
rather than relative displacement, they fundamentally fail to ad-
dress Challenge 1.

Step 3: Accumulation Correction: A critical feature of our tok-
enizer is its mechanism for preventing quantization error buildup.
If each segment were rounded to the nearest cell independently,
the small spatial deviations from grid snapping would accumulate,
causing the tokenized trajectory to heavily diverge from the true
trajectory over time. Instead, after a segment is tokenized, it is im-
mediately decoded back to the physical displacement, rotated back
to the global frame, and used to reconstruct the vessel's absolute Algorithm 1 Tokenizer with Accumulation Correction.
geographic position. This can be seen in line 15 in Algorithm 1. The Input: Discretized trajectory T = h<;s”""+<i, token grid G
displacement vector for the next segment is then computed from Output: Token sequence tokens = #C" " +C

this reconstructed anchor point to the next true observation. Any
discretization error introduced at steis therefore compensated
for at step8 , 1, ensuring the tokenized trajectory aligns as closely
as possible to the original.

1: tokens hi
2: 7, posi< ;°
3 G '?‘g'Oba' Encode 10¢1% posis® 7
2 ,?2 ,?1 i 5 global
The rst line segment is a special case, as no previous segment s: tokens tokensjjG
exists from which to derive a heading. It is therefore assumedto 6: for8 =3 to=do
be north-aligned, corresponding to the unit vectd®»1° at line 3 7 @ ? g'Obal Encode 7 g'i”a'- posi<g® 7?31
of the algorithm. Once the rst token is obtained from the initial 8 P %y, % g'oba'
two trajectory points (line 5), each subsequent point yields one 4 tokens tokens jj G

additional token (lines 6 9). The resulting sequence contains 1 10': end for
tok_ens, equal to the number of line segments in the discretized ;. return tokens
trajectory.

. . - . ) . 12: procedure Encode( ? 9% 7 goba
Figure 6 illustrates the tokenization pipeline applied to a dis- P 5 glo(ball ,)globaloz )
cretized trajectory. The input (left) is a sequence of vessel positions, 13~ \ a@an2t? 5% 25
where each coloured segment represents a local displacement vec- 14: C antizet't\° ? g'Oba'- G°
tor ? local between consecutive observations. Each such vectoris ;5. 49 .o > pecogeice Go
mapped to its nearest cell in the rectangular token grid (centre), return Ce 4 9ba

where each cell represents a bounded region of local motion. The
grid is heading-aligned, so cells in the left columns correspond
to leftward motion, rightward motion to the right, and forward
motion toward the top. As an example, the blue segment of the
trajectory executes a sharp left turn, which maps to tok€gin 6.4 Decoder

the far-left region of the grid. The output (right) is the temporally

ordered token sequencegy Go* Ge* Ge* @Gs#which encodes the full As the underlying backbone, we adopt NanoGH, [the light-
trajectory. weight decoder-only transformer behind NanoChat, which shares

17: end procedure
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its architectural lineage with the GPT-2 variant employed by TrAIS-
former [10. The full architectural con guration is listed in Table 1.
As emphasized in Section 4, the TRAIT framework is backbone-
agnostic and can interface with any decoder-only transformer with-
out a ecting its core contributions.

During training, the model is optimized with teacher forcing. Given
the ground truth tokenG as a one-hot targety the cross-entropy
loss over the sequence is:

L= ye logpe )
8
where yg 2 f0+1g I is the one-hot target and gis the predicted
probability distribution over the vocabulary. Figure 7: Heatmap visualization of the Danish tra ¢ density

At inference, the token with the highest predicted probability is scalar map.

selected greedily and passed to the reconstructor.

In addition, we have constructed two supplementary scalar maps
6.5 Reconstructor from bathymetric and AIS data, namely a depth map and a course

alignment map. While these maps do not improve over tra c alone
The nal component of the framework is the reconstructor, which  in our experiments (see Section 7.3), they are described in full in
is responsible for converting the discrete sequence of predicted Appendix A for completeness and to support future use.
displacement tokens back into a continuous trajectory. While the
decoder outputs tokens, end users require predictions in absolute
geographic coordinates. Starting from a known initial position and

heading, each predicted displacement is cumulatively applied to The purpose of this component is to reintroduce environmental
reconstruct the vessel's future path in geographic space. context into the model and thus address Challenge 3. Speci cally,
_each trajectory token is accompanied by one signal value derived
from the tra c scalar map, given the absolute geographical position
reached by performing the displacement action represented by the
token.

6.7 Signal Extraction

The reconstruction process operates as a step-by-step spatial accu
mulation. For each predicted toke®, the reconstructor retrieves
its physical centroid, which corresponds to the local delta. This
vector is rotated by the vessel's current heading to yield the global
displacement vector which is then added to the current absolute To extract this signal, we construct a rectangular heading-aligned
coordinate to compute the vessel's next location. Because each probe grid, projected outward from the vessel's current position
displacement token holds the semantic value of a direction and a along its heading, extending both forward and laterally. Each probe
distance traveled over a xed time, COG and SOG can be derived queries the underlying scalar map at its corresponding geographic
from this information but are left unused in this work. coordinate, yielding a small, discretized image matrix of the sur-
rounding environment oriented from the vessel's forward-facing

6.6 Scalar Map Constructor perspective. We refer to this matrix as an environmental patch.

To compress this patch into a lower-dimensional navigational cue,
To provide the model with environmental context, we constructa  the patch is mapped to a scalar value using a centroid operation. We
static precomputed scalar map: a geographical grid of scalar values normalize the patch values and compute a standard center-of-mass
where each cell represents a square geographical region. This for- centroid, using the lateral X-component as the nal signal. This
mat is essentially a single-channel image, making it highly exible yields a single scalar i» 1s1¥indicating whether the high-density
with respect to coverage, resolution, and content. tra c region lies to the port or starboard side of the vessel.

The primary scalar map used by TRAIT throughout experimen- Restricting the signal to the lateral X-component ensures it has a sin-
tation (Section 7) is a tra ¢ density map derived from historical  gle unambiguous role: indicating whether navigationally favourable
AIS data. Each cell counts how many times it was visited across conditions lie to the port or starboard side of the vessel. A Y-
all trajectories in the dataset. We normalize the map and enhance component would implicitly encode a preference to accelerate to-
smaller values by introducing the parametéf 2 @1%Speci cally, ward or decelerate away from features ahead, which is not mean-
each normalized value is raised to the poweMglLastly, the map is ingful navigational behaviour. A busy port entrance directly ahead,
smoothed with a light Gaussian bldrmap to correct for sparse cells for instance, should attract the vessel's heading laterally toward
adjacent to heavily tra cked areas that happen to fall just outside  the correct approach lane, not increase its speed. By discarding the
the recorded tracks. The Danish tra ¢ scalar map is shown in Fig- Y-component we ensure the signal acts purely as a lateral steering
ure 7. To avoid data leakage, this map is built upon data strictly not cue. When multiple maps are used simultaneously, the extracted
contained in the training and test sets, and also by using vessels signals can be combined using a weighted average elaborated upon
with mutually exclusive MMSIs. in Appendix A.1.

10
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6.8 Training Signal Strategy

While signal extraction addresses Challenge 3 at inference time,
training on real signal data would reintroduce a geographic de-
pendency. A model trained only where depth maps exist would
learn to use signals only in those regions. Real environmental data
such as depth maps and tra c density maps can be sparse and
geographically uneven. Training on real signals therefore means
the model only learns to interpret signals where such data is avail-
able. In regions lacking historical AIS coverage or bathymetric data,
signal-guided prediction could not be learned, thus undermining
the translation invariance goal.

Instead, during training, real signals are replaced entirely with
ideal signals derived from the ground truth trajectory. The ideal
signal at steBis the Gcomponent of the local displacement at
step8 , 1, being the direction the vessel went. This value is always
available from the trajectory data alone, requires no external maps,
and encodes the lateral navigational information the model should
learn to respond to.

To prevent the model from learning to blindly follow signals at the
expense of ignoring vessel motion dynamics, Gaussian noise with
standard deviatior signa is injected into each ideal signal during
training. This forces the model to treat signals as soft navigational
preferences rather than deterministic commands, and to balance
signal guidance with vessel movement dynamics. The noise level
f signal IS @ tuneable hyperparameter.

Through this procedure, the model learns that signals encode lateral
navigational preference where positive values indicate a preference
for rightward movement and negative values for leftward move-
ment. At inference time, the model does not know or care what
physical meaning the signal represents. Any signal derived from
either depth, tra c, shore proximity, wind, etc. can be plugged in
directly without retraining.

This design carries important bene ts for the framework. First,
training requires only trajectory data, meaning the model can be
trained on AIS data from anywhere in the world. Second, at infer-
ence time any signal source can be substituted freely.

It is important to clarify what constitutes the model's input and
output during training. The decoder operates exclusively on token
sequences: given the sequence of tokb@s” " " &G i, it predicts the
next tokenG using a causal attention mask that prevents the model
from attending to future positions. At no point during training does
the model observe or produce absolute geographic coordinates.
The reconstructor is not invoked, meaning the model never sees a
latitude or longitude value. Neither as input nor as a supervision
signal. The sole training objective is the cross-entropy loss between
the predicted probability distribution over the vocabulary and the
one-hot encoding of the correct next token. This formulation is
entirely discrete and contains no spatially aware loss terms. The
spatial meaning of a token is implicit in its position within the
vocabulary grid but the loss function treats tokens as categorical
labels indistinguishable from word identi ers in a language model.
This con rms that translation invariance is not merely approxi-
mated during training, but structurally guaranteed: the decoder has
11

no pathway through which absolute geographic information could
in uence its learned weights.

6.9 Inference Loop

The inference loop ties all components together into a single au-
toregressive procedure, summarized in Algorithm 2. The historical
trajectory is rst discretized and tokenized to produce the con-
text token sequence (line 2). The reconstructor then resolves the
full geographic trajectory from the anchor position and token se-
guence, providing the current vessel position and heading for signal
extraction (line 3).

At each prediction step, the signal extractor queries the scalar map
at the current position to retrieve a scalar lateral navigational die
(line 5). To incorporate this signal into the decoder, it is projected
into the token embedding space via a two-layer multilayer per-
ceptron (MLP), a linear layer followed by a ReLU activation and a
second linear layer mapping to the embedding dimensmand
added directly to the displacement token embedding before the
decoder forward pass:

eg = Embed@ | MLPB (8)
This additive fusion, implicit in theDecoder!tokense Ball in line
6, avoids expanding the context window, which would be costly
over long prediction horizons. Alternatives such as cross-attention
over signal embeddings or interleaving soft signal tokens were
explored but discarded, as neither showed signi cant gain over
simple addition. Conceptually, the additive formulation encourages
the model to interpret the projected signal as a lateral correction
applied on top of its kinematic state, a nudge toward a more naviga-
tionally favourable position. The predicted token is appended to the
sequence and the reconstructor updates the trajectory, providing
the updated position for the next signal extraction step (line 7-8).
Although Algorithm 2 reconstructs the full trajectory at each step
for clarity, in practice only the most recently predicted token needs
to be decoded and appended to the already reconstructed path.

Algorithm 2 TRAIT Inference.

Input: Historical trajectoryT = h<e”""e<i, scalarmaM , hori-
zon
Output: Predicted trajectoryT
anchor posi< 1%\
: tokens Tokenize!DiscretizelT °°
- T Reconstructlanchore tokens®
. for =1to do
B ExtractSignalt T M°
¢ Decodertokense B°
tokens tokensjj €
T Reconstruct’anchore tokens®
end for
return T




7 EXPERIMENTS

This section presents a comprehensive empirical evaluation of
TRAIT across several dimensions. First, we document the exper-

imental setup used across experiments. We then assess TRAIT's

core claim of translation invariance by evaluating cross-regional
generalization, followed by ablation studies on the contribution of
individual environmental signals, data sparsity, token duration, and
historical context length. Finally, we report computational perfor-
mance and discuss current limitations.

7.1 Experimental Setup

Here we describe the con guration common to all experiments,
including the hyperparameters of TRAIT, the competing baselines,
and the datasets used for evaluation. Unless otherwise noted, all
models are trained and evaluated under identical conditions to
ensure fair comparison. Further details about the experiment in-
frastructure can be found in Appendix C.

7.1.1 TRAIT Con guration. Table 1 lists the hyperparameters
used in all experiments unless otherwise speci ed.

The discretizer step duration and tokenizer grid size are tightly cou-
pled: longer step durations require a larger token grid to accurately
represent the resulting displacements, increasing the step duration
also reduces the required size of the context window and number
of autoregressive predictions, but expands the token space quadrat-
ically if cell resolution is kept constant. The grid bounds are set
according to the displacement ranges observed in the preliminary
analysis (Section 3.2) at a 10L0 m cell resolution. A padding mar-
gin on the grid bounds of 150 m in each direction is included to
support the accumulation correction mechanism of the tokenizer.
As vessels primarily sail straight ahead it is recommended to have
an odd number of lateral cells to have a centred column.

The probe grid size meaningfully impacts predictive performance.
Although a vessel travel only a limited distance per token step,
extending the probe grid further ahead allows the model to antici-
pate upcoming navigational structure rather than reacting to it. A
balance must be struck between probe coverage and computational
cost, as ner resolutions yield only marginal gains while incurring

a gquadratic increase in computation.

The decoder is a lightweight decoder-only GPT in the style of
NanoGPT [6]. The chosen depth and width were not exhaustively
tuned, as preliminary experiments showed no signi cant bene t
from larger con gurations.

During training, early stopping is applied with a patience of 5
epochs on the validation loss. The ideal signal ndiggnal is kept

small relative to the» 1+1¥signal range, as larger values were found
to increase training duration and reduce predictive performance.

7.1.2 Competitors. We evaluate TRAIT against two baselines de-
scribed below.

SIMPLE is a purely algorithmic baseline introduced to isolate the

contribution of learned vessel dynamics from that of scalar map

signals. Itis identical to TRAIT except that the decoder is omitted
12
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Component Parameter Value
Discretizer Step duration ( 60s
Grid size 41 100
Tokenizer Lateral bounds 205m
Forward bounds 01000m
Scalar maps used Trac
Scalar map Enhancement W 0.1
Gaussian blur fhap 1.0
Sianal extractor Probe grid size 75 150
9 Probe coverage (lat. fwd.) 1500 3000m
Layers 6
Decoder Attention heads 8
Embedding dimension 256
Optimizer AdamwW
Learning rate 6 10°
Batch size 64
Training Gradient clipping 1.0
Weight decay 0.1
Patience 5 epochs
Ideal signal noise {ignal 0.01

Table 1: TRAIT hyperparameters used in all experiments.

entirely: the signal centroid is interpreted directly as a local dis-
placement vector, whose magnitude is determined by a running
average of historical displacements.

TrAlSformer is a strong and well-established baseline for vessel
trajectory prediction [L{. It predicts a one-hot vector over a dis-
cretized geographic grid, after which a regression unit maps the
prediction to real-valued coordinates. Since TrAlSformer operates
on absolute coordinates normalized to a xed region of interest,
we extend its grid to cover both Danish and American waters si-
multaneously. To preserve the original@L bin resolution, this
requires 3426 latitudinal bins and 2030 longitudinal bins. Because
further ne-tuning of the core optimization hyperparameters to
match the new bin resolution yielded no subsequent performance
gains, these parameters were left at the optimal default con gu-
rations established by the original authors to maintain structural
consistency.

7.1.3 Dataset. To evaluate the claim of translation invariance, we
constructed two geographically independent datasets derived from
historical AlS archives. The rst dataset covers the Danish Exclu-
sive Economic Zone (EEZ), which yieldec 282 trajectories. The
second dataset isolates the Straits of Florida in the United States,
resulting in 15885 trajectories. Sourced from the same datasets uti-
lized in Section 3.2, both regional subsets span a temporal window
from March 2024 to December 2024. The dataset is split such that
90% of the trajectories are used for training and 10% are reserved
for testing.

To ensure experimental consistency and isolate behavioral kinemat-
ics, a uniform set of spatiotemporal ltering criteria was applied to
both datasets. First (to stay consistent with TrAISformer exper-
iments [L(Q) the vessel types were restricted exclusively to cargo
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and tanker vessels. Second, to eliminate stationary or uninforma-
tive data while Itering out unfeasible anomalies, consecutive data
points were required to exhibit a spatial displacement of no less
than 10metersand no greater than®00meters Third, to preserve
sequential continuity and mitigate severe data loss, the maximum
allowable temporal gap between consecutive raw observations was
capped at 208econdsFinally, all qualifying trajectories were par-
titioned into continuous windows representing exactly six hours
of active vessel transit. This is to allow for a three-hour historic
window and three-hour prediction horizon. The latter three hours
of each trajectory in the test set act as the ground truth during eval-
uation. Unless otherwise speci ed, all models receive three hours of
historical data and are tasked with predicting three hours into the
future, following the experimental protocol of TrAISformer LQ.

The tra c scalar maps are constructed from cargo and tanker tra-
jectories that are fully disjoint from the training and test sets, both
by time window (sampled every ten days across March December
2024) and by vessel identity (mutually exclusive MMSIs). This yields
a Danish map built from 7,339 trajectories and an American map
from 983 trajectories.

7.1.4 Hardware. The experimental evaluations and model training
were conducted on a high-performance cloud instance running
Ubuntu 20.04.6 LTS. Computational workloads were powered by
an Intel Xeon (Icelake) processor equipped with 60 virtual cores
running at 2.89 GHz, backed by 100 GB of system memory. To
accelerate deep learning training and transformer inference loops,
the system utilized a NVIDIA A10 Tensor Core GPU.

7.2 Translation Invariance

To examine the translation invariance of TRAIT, we evaluate model
performance under two conditions: intra-regional scenarios, where
the model is tested on trajectories from the same region as its train-
ing data, and cross-regional scenarios, where the model is tested
on trajectories from a di erent region. The results are presented
in Figure 8. Each column represents a distinct combination of the
Danish (DK) and American (US) datasets, withIXX'Y denoting

a model trained on trajectories from region XX and evaluated on
trajectories from region YY. The rst row reports the median E@K
in meters as a function of prediction horizon in minutes, and the
second row reports the corresponding failure rate.

In the intra-regional scenarios (Figures 8(a) and 8(b)), a consistent

ordering emerges across both datasets. SIMPLE begins to diverge

noticeably at the 30-minute mark and degrades substantially at
longer horizons, suggesting that signal extraction from scalar maps
alone is insu cient and that learned knowledge of vessel dynam-
ics is necessary. TRAIT does not exhibit this behaviour, instead
showing a more linear degradation that closely follows that of
TrAlSformer. At the three-hour prediction horizon (E@180), the
gap between the two models remains within a few hundred me-
ters, which we consider a competitive margin. A clearer distinction
emerges when examining the failure rate, where TrAlSformer
achieves a roughly 5 percentage point lower score than TRAIT. We
discuss potential explanations for this gap in Section 7.8. Note that
the performance of TRAIT is comparable across both intra-regional
13

settings despite the American dataset being considerably smaller
than the Danish one, suggesting that the displacement tokenization
scheme is robust to training set size and does not require large
volumes of regional data to learn e ective vessel dynamics.

The cross-regional scenarios (Figures 8(c) and 8(d)) reveal the key
strength of TRAIT. Its performance remains largely consistent
with the intra-regional results, whereas TrAlSformer su ers a
catastrophic degradation in predictive accuracy. This demonstrates
that TRAIT generalizes e ectively across geographically distinct
training distributions, providing strong empirical evidence of its
translation invariance.

7.3 Impact of Environmental Signals

To assess the contribution of scalar map signals, we conduct an abla-
tion study evaluating TRAIT under di erent scalar map availability
conditions at inference time. We consider ve con gurations. All

has access to all scalar maps, while None has access to no scalar
maps. We also evaluate three single-map con gurations: Depth,
Tra c, and Alignment, each with access only to its corresponding
scalar map.

Inspecting the results in Figure 9, each scalar map individually
contributes positively to predictive performance relative to none,
though with varying degrees of impact. The depth map yields the
lowestimprovement, which is consistent with the nature of the Dan-
ish test trajectories, a large proportion of which are in open waters
where bathymetric information is less discriminative. The tra c
density map, by contrast, yields the greatest individual improve-
ment, suggesting that vessel tra ¢ patterns are a highly informative
contextual signal for trajectory prediction. Interestingly, despite
our best e orts, we were unable to tune the weighted average of
multiple signals to outperform using tra ¢ data alone. This is the
case for any combinations involving two scalar maps as well. We
discuss potential explanations and remedies in Section 7.8.

7.4 Impact of Tra ¢ Signal Density

A reasonable critique of deriving tra c scalar maps from existing
trajectories is that a geographically specialized model such as TrA-
ISformer could be trained on the same trajectory set, rendering the
translation invariance motivation of TRAIT redundant. To address
this, we evaluate both models under data-sparse conditions.

We construct three subsets of the Danish dataset comprising 500,
1,000, and 2,000 trajectories, and train a separate TrAlSformer mod-
els on each. Another set of TrAlSformer models are pretrained
on the American dataset and then further netuned using these
small Danish datasets. A single TRAIT model, trained on the Amer-
ican dataset, is then evaluated on Danish trajectories using scalar
maps derived exclusively from each of the three sparse subsets. For
brevity, we report only the median E@180.

The results in Figure 10 show that TRAIT can outperform all TrAIS-
former variants under these conditions. TrAlISformer fails to learn
meaningful geographical patterns from such limited data, whereas
TRAIT can exploit the structural information encoded in the sparse
scalar maps e ectively. Notably, the performance of TRAIT remains
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(a) DKIDK (b) USIUS (c) DKIUS (d) USIDK

Figure 8: Performance of intra- and cross regional datasets.

Figure 9: Scalarmaps. Figure 10: Sparsity. Figure 11: Token Duration. Figure 12: Lead Length.

Figure 13: Training time. Figure 14: Inference time.

comparable to that achieved with scalar maps derived from the full quantization artifacts but requires the model to generate propor-

dataset, suggesting that the scalar map representation is robust to tionally more tokens to cover the same horizon, thus increasing

data sparsity. inference time. A larger token duration reduces the number of steps
at the cost of a coarser spatial resolution per token.

7.5 Impact of Token Duration Figure 11 compares three token durations: 1 minute, 5 minutes and
10 minutes all evaluated on the Danish intra-regional setting. The 1-
The token duration controls the temporal resolution of the dis- minute con guration consistently achieves the lowest median E@K,
cretizer and therefore determines how many autoregressive steps demonstrating that ner temporal resolution translates directly into
are required to reach a given prediction horizon. A smaller token more accurate trajectory prediction and reconstruction. The 5- and
duration produces ner-grained displacement tokens and fewer 10-minute con gurations perform comparably to each other, both
14
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diverging noticeably from the 1-minute baseline as the horizon to the CPU to compute heading-aligned rotations of the scalar map
extends, suggesting that coarser tokens accumulate spatial error probe grid and perform raster lookups, which is a process that is
more rapidly over longer forecasts. currently unoptimized and constitutes a bottleneck. We expect this
overhead to be substantially reducible through GPU-accelerated

The practical implication is a trade-o between accuracy and in- . -
raster operations or precomputed probe transformations.

ference speed. The 1-minute token duration requires 180 autore-
gressive steps to cover a three-hour horizon, whereas a 10-minute
con guration requires only 18. Depending on the use case, TRAIT
can be con gured accordingly. E.g. for o ine safety-critical applica-
tions the 1-minute token duration could be used, but by sacri cing
some accuracy by con guring TRAIT with a longer token duration
prediction time can be lowered.

The practical implication is a con gurable accuracy-speed trade-o .
For o ine or safety-critical applications, the 1-minute con gura-
tion is preferable. For latency-sensitive deployments, the 10-minute
con guration o ers a competitive alternative as discussed in Sec-
tion 7.5.

7.6 Impact of Lead Length

7.8 Limitations

We evaluate how the length of the historical context window pro-

vided to TRAIT at inference time a ects predictive accuracy. Fig- The following limitations were identi ed through experimental
ure 12 reports the median E@K in meters across three lead lengths evaluation and theoretical analysis of the framework. They are
(the historical context window): 1 minute, 90 minutes, and 180 presented not as fundamental aws but as known boundaries of
minutes, corresponding to 1 token, 90 tokens, and 180 tokens, re- the current design, each pointing toward concrete directions for
spectively. future work.

The most striking observation is that TRAIT degrades gracefully

as the lead length is reduced. Even with only a single minute of 7.8.1 Signal Interpretation. A high-level characterization of
historical context, the model produces reasonable predictions, and TRAIT is that of a line-follower: a model that captures vessel dynam-
the gap between the 1-minute and the 90-minute conditions while  ics but requires navigational cues to resolve geographic ambiguity.
visible, remains moderate. With only 1-minute lead length, the The framework generalizes across regions if informative signals
E@180 is 5934.15 meters for TRAIT, compared to TrAISformer's  are available, e ectively transferring the core challenge from geo-

4165.87 meters with a lead length of 180 minutes.

Equally notable is the marginal di erence between 90- and 180-
minute lead lengths. The two curves are nearly identical indicating
that TRAIT reaches e ective saturation of contextual information
well before the three-hour mark. This has the practical implication
that TRAIT can be deployed in scenarios where only a short obser-
vation window is available, such as the scenarios where the vessel
has just left a port.

7.7 Computational Performance

To provide experimental nuance, we evaluate two con gurations of
TRAIT: one discretized at 1-minute token durations, which achieves
the best predictive accuracy, and one at 10-minute token durations,
which prioritizes inference speed. TrAlSformer is kept at its default
10-minute token duration, as reducing it to 1-minute would require
a proportionally ner bin resolution and a ten-fold increase in
context window length, making it prohibitively memory-intensive.

Figure 13 reports training times across models. Despite operating on
a substantially longer token sequence, the 1-minute TRAIT con g-
uration adds only approximately 5 minutes of training time relative
to TrAlSformer, demonstrating that the framework imposes mini-
mal training overhead.

At inference, however, TrAISformer is signi cantly faster than
the 1-minute TRAIT con guration, as shown in Figure 14. The

graphic memorization to signal construction. We demonstrate that
signals derived from bathymetric and historical AIS data positively
in uence prediction quality even under data-sparse conditions (Sec-
tions 7.3 and 7.4). However, the centroid-based signal aggregation
introduces a directional bias toward high-density tra ¢, which can
be misleading at navigational intersections. Consider the exam-
ple in Figure 15 which depicts two TRAIT predictions originating
from same historical context but using di erent scalar maps. A
transparent image of the tra ¢ scalar map is overlaid. If following
high-density tra c, as seen in Figure 15(a), the vessel will make
a slight right turn, following the majority of the tra c. However,

if alignment is the foundation for prediction, the vessel will con-
tinue straight as seen in Figure 15(b). TrAlISformer, by contrast,
may implicitly encode the geographic context that a southward
approach typically implies a northward continuation, which we
suspect explains the cases where TrAlSformer achieves a lower
failure rate despite its geographic dependency. A natural remedy
would be to introduce branching during autoregressive generation,
analogous to the bidirectional beam search employed by Kar@gl [
selectively exploring alternative prediction paths when token un-
certainty is high. However, two obstacles complicate this extension
in the current framework. First, TRAIT receives only a single scalar
signal per generation step and tends to assign high con dence to
the token most consistent with that signal, suppressing the uncer-
tainty that would otherwise motivate branching. Second, providing
multiple candidate signals simultaneously is not directly supported,

increased inference time of TRAIT stems from two compounding as doing so would require exposing multi-signal supervision during
factors: the longer autoregressive generation sequence required training, which would compromise the decoupling between ideal
to reach the three-hour horizon, and the per-step overhead of the signals and real environmental data that enables the framework's
signal extractor. Speci cally, each generation step requires returning cross-regional generalization.
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