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Abstract 

It is acknowledged that "explainability" is commonly regarded by many researchers as 

one of the key aspects of Ethical AI. Yet nearly all the techniques which are identified 

under this term were designed primarily for use by engineers and/or auditors (as 

opposed to those end-users who currently experience large language models via a chat 

interface). As these systems continue to increase in capability, they become increasingly 

difficult to trace/understand. Both for the people creating the models, and for the 

explanations generated by the system regarding its own behavior resemble fluent 

stories, rather than faithful records of any underlying reasoning process. 

This thesis will take a distinct approach. Rather than treat explainability as something 

either present or absent within a model, explainability will be viewed as a practice: 

something which occurs (or does not occur) between an individual user, the interface 

through which he/she interacts with a system, an answer to a question posed through 

that interface, and a specific context/situation. 

In order to explore how that practice works, we created ExplainGround, a low-fidelity, 

model-agnostic prototyping tool that includes a post-hoc explainability layer, a five item 

prompt set and two forms of user interaction on top of a functional chat interface. 

ExplainGround was tested in two participatory design workshops involving 12 individuals 

representing varying degrees of technical/non-technical background. Transcripts of 

workshop conversations, images of the shared boards used during the workshops, and 

usage logs of ExplainGround were analyzed using reflexive thematic analysis. Through 

that analysis six findings emerged. 

Explanations were negotiated by the users rather than simply being presented. The 

degree to which explanations provided value to participants was directly related to how 

much control the participant had over the explanations provided. Whether or not an 

explanation would be deemed satisfactory was contingent upon whether there existed a 

relationship between a user's level of technical knowledge/expertise and how well the 

model performed relative to that user. A common issue often viewed as having 

significant technical complexity was reframed in terms of user interactions resulting in a 

form that is far more manageable for designers. Finally, ExplainGround served as a 

research instrument providing sufficient clarity to develop arguments regarding 

explainability. Together, these findings provide evidence against developing 

computational transparency and support the development of explainability-oriented 

interfaces. 
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1. Introduction 

 

1.1 Background and problem statement 

 

Admittedly, explainability is widely considered one of the most important principles of 

ethical AI, and it often goes hand in hand with well-established ethical values like 

transparency, accountability, trust, and fairness. Over the past few years, the rapid 

advancements in the development of large language models, such as ChatGPT, Claude, and 

Gemini, have highlighted the urgency of designing AI systems that are easier for their users 

to understand (Ganatra et al., 2024). These models are now deeply integrated in several 

everyday contexts, shaping how users access and perceive information, make decisions, and 

navigate complex issues. At the same time, they are widely characterized as black-box 

systems, meaning their internal processes remain opaque and difficult to interpret (Burrell, 

2016). 

Within the field of Explainable AI, explainability is typically defined as “the ability of an AI 

system to provide reasons or justifications for its outputs that are understandable to its 

users” (Arrieta et al., 2020). However, on a practical level, explainability has been 

operationalized primarily through computational techniques that are designed to highlight 

aspects of an AI/ML model's internal logic. While these approaches are quite valuable for 

developers and technical experts, deploying and interpreting them requires a certain level of 

expertise and technical competencies that most everyday users simply do not have.  

Furthermore, these methods seem to be successful to some extent in classic machine learning 

models, but this changes dramatically with the emergence of large language models, which 

are significantly more complex (Akerkar, 2025). This creates a fundamental misalignment 

between the ethical aspirations of explainability and its application on a tangible level (Ehsan 

& Saha, 2023). Explanations are traditionally designed primarily for expert audiences, and 

their ability to support meaningful understanding for broader populations remains limited or 

even impossible.  

Users who increasingly rely on AI systems in everyday decision-making are left without 

sufficient means to interpret, question, or contest the outcomes they receive (Scharowski et 

al., 2024). In the meantime, AI models tend to rely on increasingly more complex 

architectures as they develop, meaning that even developers and data scientists may struggle 

to explain the internal reasoning processes and the behavior of these systems. Consequently, 
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explainability risks becoming a formal requirement that can (in theory) be technically 

satisfied, while in practice it remains socially ineffective (Giovine et al., 2024). 

An additional challenge emerges from the nature of explanations generated by large language 

models themselves. Unlike traditional computational explainability methods that attempt to 

approximate model behavior, conversational AI systems often generate explanations in 

natural language as part of the interaction. Most recent versions of LLMs include a reasoning 

feature that analyzes the bot’s thought process during the generation of the response. Also, 

some of them are fine-tuned to be a bit more explainable (Sokol & Flach, 2022). However, 

these explanations do not necessarily provide direct access to the model’s actual internal 

reasoning processes. Instead, they frequently function as plausible and coherent narratives 

generated through probabilistic language prediction, which is the same process that happens 

during the response generation in the first place. In this sense, explanations produced by 

LLMs might seem convincing and authoritative without necessarily representing faithful 

accounts of how outputs were computationally constructed. This introduces a significant 

tension within explainability research: even when explanations are available, they may not 

constitute genuine transparency into the system’s internal logic as they emerge through the 

same probabilistic reasoning that is equipped to generate the response. 

From a human-centered and techno-anthropological perspective, this gap can be explored as a 

mismatch between how explainability is conceptualized and how AI systems are actually 

encountered in practice. Daily users do not engage with the architecture of the AI models or 

the probabilistic representations that lead to a certain output. They interact with AI through 

interfaces, language, and situated forms of communication. Therefore, understanding AI is 

not simply a matter of accessing its internal mechanisms, particularly as this becomes 

increasingly difficult even for experts as AI systems evolve. Instead, a valid point could make 

a difference: understanding emerges through processes of sense-making, interpretation, and 

negotiation within specific social and cultural contexts (Ehsan & Riedl, 2020). 

The recent studies in human-computer interaction and sociotechnical AI research have 

already challenged the assumption that explainability should be considered only a technical 

property of models (Ehsan & Saha, 2023). Explanations are increasingly understood as 

situational and based on the context in which they are formulated. They are also shaped by 

user expectations, prior knowledge, and the interactional setting in which they are produced 

(Miller, 2019).  

This shift opens up the possibility of rethinking explainability not necessarily as a form of 

transparency that fully reveals the inner workings of AI, but as an interactional practice that 
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supports users in engaging critically and reflectively with it based on their particular social, 

political, or economic context. Within this perspective, the value of explainability is not 

necessarily met in exposing the “true” reasoning of AI models, but in structuring how 

explanations like uncertainty, assumptions, limitations, and alternative perspectives are 

surfaced and negotiated in an interactional context. This interactional and human-centered 

perspective on explainability constitutes the core foundation of this thesis. As for the broader 

importance of explainability, a simple (perhaps poetic or provocative) reflection may help 

frame the issue: if humans cannot meaningfully understand or critically engage with 

AI-generated outcomes, the “users” risk becoming the “used.” 

Based on this perspective, this thesis addresses the need to reconceptualize explainability as 

something that is not exclusively generated by models, but co-constructed through interaction 

(Sokol & Flach, 2022). Rather than focusing exclusively on exposing the internal logic of AI, 

the project shifts attention toward another fundamental part of the equation: the input (the 

users). The objective is therefore to explore how interaction design can support more 

meaningful, critical, and accessible engagement with AI-generated outputs. To investigate 

this, the thesis explores explainability as a user-centered interaction layer operating at the 

interface level, contributing to what we describe as “explainability for the people.” 

 

1.2 The gap: what happens when explainability meets everyday use 

The misalignment described in the previous section is particularly visible when explainability 

is explored in the context of daily use. Most popular explainability methods were developed 

in research and engineering contexts, where the audience is mostly people with technical 

backgrounds and the main objective is to use these methods for inspection, auditing, or 

debugging during the development of a certain AI model (Scharowski et al., 2024). When 

these same methods — or the assumptions underlying them — are applied to everyday users 

interacting with conversational AI, the limitations become clear from the outset. 

AI models like ChatGPT, Claude, or Gemini operate through natural language interfaces that, 

by design, are fine-tuned to showcase coherence, confidence, and authority, even when a 

large part of their responses is based on uncertainty, ambiguity, and controversial or missing 

information (Akerkar, 2025). On a fundamental level, these models are designed to provide 

outcomes based on rational estimations through probabilistic reasoning, but the requests of 

users sometimes require more than a convenient and plausible rationale (Ganatra et al., 2024). 

In everyday contexts, a user might ask for advice about their career or their interpersonal 
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relationships, where there is no single answer — at least not without emphasizing the specific 

context in which the discussion takes place. 

Since structured and accessible forms of explanation are not present in modern LLMs, users 

face an interpretive vacuum: they must either accept AI outcomes or end up rejecting them 

entirely, without having the means to critically evaluate what they are being told. This leads 

either to under-reliance or, most importantly, to over-reliance and passive adoption 

(Schomäcker, 2025), neither of which supports the kind of informed, reflective, and critical 

engagement that AI ethics researchers and regulators consistently highlight as the main 

objective. 

The challenge is not only the absence of explanations, but also their nature: as noted above, 

the explanations LLMs generate are often plausible narratives rather than faithful accounts of 

internal processes (Longo & Vilone, 2021). If computational XAI methods already fail to 

capture these inner workings as AI evolves with more complex architectures, does fully 

exposing its internal logic become an unavailing task? 

Crucially, this gap cannot be resolved simply by increasing the amount of explanation 

provided. As it will become clear later, more explanation does not automatically produce 

better understanding. In some cases it generates confusion or cognitive overload, significantly 

affecting the user experience. The relationship between explainability and trust is therefore 

not inherently positive; it is shaped by what kind of explanation is offered, in what context, 

and for whom (Ehsan & Saha, 2023). These realizations point towards a more fundamental 

question: if explainability is no longer reliably achievable at the model level, should we shift 

our focus to how users can interact with AI in a more explainability-oriented way — one that 

facilitates more critical engagement even without full access to model internals? 

This thesis addresses this gap by shifting the focus from explainability as a property of 

models to explainability as an interactional practice. Rather than attempting to fully open the 

black box or expose the true internal reasoning processes of AI systems, the project 

investigates how explainability can be structured at the level of interaction through 

participatory, user-centered design. The fundamental goal is therefore not to produce fully 

faithful explanations of model cognition, but to support more impactful and critical 

engagement with AI-generated outputs — making explainability more accessible, 

contextually relevant, and responsive to the diverse needs of users who are not developers or 

computer scientists. 
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1.3 Thesis argument 

On a fundamental level, the main argument of this thesis is that explainability in AI cannot be 

understood exclusively as a design property of AI models but must also be explored and 

conceptualized as a user-centered, socio-technical interaction practice. In terms of how this 

argument can be examined and validated, participatory design is equipped. Participatory 

sessions have been conducted with both technical and non-technical users. One of the main 

objectives was to gather user insights into what constitutes a meaningful explanation. In order 

for these insights to emerge organically, we decided to develop ExplainGround, a 

provotypical post-hoc explainability interaction layer that would serve as a research 

instrument that would help us capture user feedback in a more contextualized and impactful 

way.  

The main angle of this study attempts to showcase how explanations are interpreted, 

negotiated, and evaluated in interaction rather than simply delivered by the system. Rather 

than focusing on exposing the true internal logic of large language models, the thesis treats 

explainability as a mediated, contextually relevant, and interactional process through which 

users engage more critically with AI outcomes. The findings suggest that meaningful 

explainability cannot be achieved just by enhancing transparency alone, as the true nature of 

any explanation is bidirectional.  

In this study, we investigated how explanations are requested, presented, and negotiated in 

certain contexts, aiming to highlight why explainability, apart from a matter of design or 

engineering, could also be approached more effectively as a matter of interaction. 

ExplainGround is a user-centered and user-shaped explainability interaction framework that it 

is not considered a finalized solution or a traditional computational explainability method. It 

works as an interactional artifact that mediates how explanations like uncertainty, 

assumptions, limitations, and alternative perspectives are provided in the context of any 

interaction. Its main objective is to reflect key tensions in explainability design: the balance 

between user agency and system intervention, and between trust, uncertainty, and critical 

reflection. 

By framing explainability at the interaction level rather than AI models’ internal mechanisms, 

the thesis aims to bridge the gap between computationally oriented explainable AI and the 

lived realities of everyday AI usage. One of the most important outcomes of this study is that 

even in an extremely ambitious scenario where all LLMs are fully explainable, meaning 

would still be negotiated through interaction, as contextual relevance is most of the times 

external to AI. This overall idea that explainability is primarily an interaction, and not an 
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engineering problem and it should be approached bidirectionally proposes a meaningful 

distinction. By following an approach like this one, framing explainability as an interaction 

practice would be helpful in making it more accessible to everyday users that do not have the 

background to perform the traditional computational explainability methods. Even if LLMs 

become so complex that would make explainability impossible, framing it in the interaction 

level would (at least) lead to more critical engagement. 

 

1.4 Research questions 

This thesis is guided by the following research questions: 

RQ1. How do users with different levels of technical expertise interpret, negotiate, and 

evaluate AI-generated explanations in everyday interaction? 

RQ2. What constitutes a meaningful and trustworthy explanatory interaction for users in the 

context of AI systems, particularly in relation to uncertainty, limitations, and contestability? 

RQ3. How can explainability be designed as a user-centered interactional practice through 

participatory design, rather than solely as a technical feature of AI systems? 

RQ4. How does the development of ExplainGround as a provotypical interaction layer 

illuminate the tensions, limitations, and possibilities of designing explainability as an 

interactional practice? 

 

1.5 Contribution and scope 

As far as the epistemic contribution of this thesis is concerned, the overall goal is to highlight 

how the synergy between human-computer interaction, participatory design, and Explainable 

AI (or AI Ethics in general) can help in reconceptualizing explainability as a user-centered 

and socio-technical interaction practice. The project investigates how explanations are 

experienced and negotiated by users in daily interaction, and there is no aspiration to expose 

the internal logic of AI systems in the computational explainability sense.  

At this point, it is good to mention that the field of explainability is characterized by 

continuing discussions about its definition and scope (Ganatra et al., 2024), and this thesis 

deliberately positions itself within that open space. More specifically, these discussions also 

include a socio-technical gap in Explainable AI that Ehsan and Riedl properly identify as a 

major challenge, and although this is not the main objective, this thesis could provide 

meaningful contributions to this “debate”. To leave no space for assumptions, this 

socio-technical gap refers to the persistent divide between the technical capabilities of AI 
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algorithms and the real-world social or cognitive needs of the people using them (Ehsan & 

Riedl, 2024).  

On a fundamental level, we aim to demonstrate how explainability can be explored, 

redefined, and even co-designed through a participatory approach, which could be considered 

our main contribution. Despite the fact that the classical perception of explainability in 

principle involves a small team of data scientists and engineers, we want to shift the focus to 

the people who actually interact with the technology and carry the essential contextual depth 

that could be crucial in the process of defining what a meaningful explanation might be 

(Ehsan & Riedl, 2020). Through a series of participatory design workshops, the study 

identifies what constitutes interactional explainability in practice, as well as the tensions and 

trade-offs that emerge when explainability is introduced into real-world interaction contexts. 

To facilitate this endeavor, we introduce the concept of interactional explainability, which 

could be considered a meaningful contribution, as it aims to address the aforementioned 

socio-technical gap and, at the same time, includes the idea that explanations make more 

sense when examined in a bidirectional context, especially when it comes to a technology 

that is increasingly becoming more black-box and complex. 

In terms of how this study could actually be translated into something more tangible, 

ExplainGround could be considered a crucial contribution as it can pave the way for similar 

initiatives that approach AI in a more human-centered way. ExplainGround’s contribution lies 

in how it bridges the gap between the classic computational explainability research and the 

proposed interactional explainability. Although this explainability interaction layer should not 

be considered a solution that serves as a counter-proposal to current challenges in 

explainability, it could be framed as a solid foundation or as a trigger for placing further 

emphasis on how participatory provotyping could unlock new areas of innovation in 

human-centered explainable AI. 

Regarding the scope of this thesis, we made a strategic choice to keep it relatively limited for 

a number of reasons. As it becomes clear so far, the goal is not to develop or adequately 

evaluate current computational explainability methods. Therefore, there is no meaningful 

connection with current computationally oriented XAI research, which is either focused on 

the design aspect or the legislative dimension. Instead, the scope includes highlighting the 

socio-technical gap in explainable AI and addressing it with the idea of explainability as an 

interaction practice. 

Furthermore, from a theoretical perspective, explainability is often linked to issues like trust, 

accountability, and transparency, which, along with explainability, are considered core values 
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in AI Ethics research. However, although this conceptual connection is relevant, we decided 

that this would mislead us from our goal: to dig deeper into the problem of explainability 

itself and also develop new theories, new artifacts, or whatever could potentially address it. 

Therefore, sacrificing broader analysis for in-depth analysis is considered a wise choice, 

especially in the context of this thesis, where flow and readability are quite crucial. 

In terms of the scope behind the provotype, ExplainGround is deployed as a low-fidelity 

layer and serves primarily as a research instrument within a workshop setting. Therefore, the 

findings of the participatory design workshops should be understood as exploratory and 

context-dependent and not generalizable across all AI systems or user populations. However, 

workshops on a bigger scale could point in this direction. Also, a fruitful conclusion is that 

this kind of working lo-fi provotypes could produce more meaningful insights in participatory 

sessions that might focus on different subjects. 

 

 

1.6 Thesis outline 

Regarding the structure, this thesis is divided into seven sections, and each one addresses a 

specific aspect of the research problem while collectively supporting the overall argument. In 

Section 1, the focus is placed on the background and the motivation behind this study, 

highlighting the limitations of current explainability approaches and presenting the research 

questions, the main argument of the thesis, and the contributions. 

Section 2 provides the theoretical framework, situating the study within current discussions in 

Explainable AI, HCI, and socio-technical research. It starts with clarifying the problem of the 

opaque design of modern LLMs and why explainability is generally considered a response to 

it. Furthermore, in this section, the reader can get a better understanding of what 

explainability essentially means and how it is approached as an interdisciplinary concept. 

Most importantly, though, they can get a proper introduction into the socio-technical gap and 

the limits of computational explainability methods, which lead to the suggestion of 

interactional explainability that serves as the base for ExplainGround. 

Section 3 is focused on the research design and methodology, analyzing the 

techno-anthropological approach of the study, the use of provotyping as a research method, 

and the rationale behind the design of the participatory workshops. It also provides relevant 

information like participant recruitment, data collection, and the thematic analysis process 

that played a crucial role. 
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Moreover, in section 4, we present ExplainGround, the provotypical explainability interaction 

layer we developed as part of this research. We mainly emphasized describing the design 

rationale, the structure of the explainability prompt kit and the role of the interaction 

controller, as well as how these components function together within a user-centered 

workflow. 

In section 5, the findings from the participatory design workshops are presented. The main 

goal is to analyze how participants interpret and negotiate AI-generated explanations, what 

they perceive as meaningful explanations in their own personal context, and how different 

explanation strategies are received across user groups. 

In Section 6, we discuss how and whether the findings relate or validate what has been 

analyzed in the theoretical framework, reflecting on explainability as an interactional 

practice. We explore the implications of the provotype for designing user-centered 

explainability and highlight the key tensions and insights that emerge from the study, while 

trying to link certain user observations with the theoretical insights that we have equipped. 

Ultimately, in section 7 we highlight the main conclusions of this thesis by summarizing the 

main contributions, properly responding to the research questions, and outlining directions 

for future studies. 
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2. Theoretical framework 

 

2.1 Why large language models are opaque and why explainability enters the chat 

Admittedly, explainability is at the center of this thesis, and before investigating it further, it 

might be a wise choice to clarify why it is important and, more specifically, why the opacity 

of LLMs triggers the need for explainability. This introductory subsection aims to analyze the 

root of the problem, provide a clearer overview and lay the foundation for further exploration 

regarding what explainability essentially is and how this thesis attempts to frame it. 

During this endeavor, an initial meaningful question could be raised: What does it mean that 

LLMs are black-box, and how is this linked with explainability? The goal is not necessarily to 

answer these questions from a critical point of view, but to provide a more nuanced context 

before digging into how the users reflect their perspectives on these concerns. 

Modern LLMs are widely considered black-box models since they are trained with huge 

datasets and their complex functions are too opaque and impenetrable (Sahpo et al., 2024). 

The reasoning and the logic of these black-box models are not transparent or understandable, 

and the process of tracing and interpreting an outcome is challenging, or even impossible. 

More specifically, the term black-box is used to describe “a data-driven algorithm that 

produces an outcome without revealing any information about its internal workings” (Sokol 

& Flach, 2022). Therefore, a black-box model can be a function that is too intricate for 

anyone to understand (Atf & Lewis, 2025): 

 
Figure 1: A black-box vs a white-box model (Ganatra et. al., 2024) 
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Admittedly, as discussed earlier from a technical perspective, there are several reasons why 

modern LLMs are considered black-box by design. In this part of the study, it will be useful 

to dig into not purely technical features. Although classical ML models are characterized by a 

more well-defined structure regarding the inputs and the outputs, the problem of opacity is 

still a concern. In modern LLMs, the structure is more flexible as its usage requires complex 

computational reasoning, which is essential for complicated tasks that require miscellaneous 

competencies. Putting out all the technical terms, it is easy to understand that there is a 

difference between a traffic light system needing to turn on the green lights and a person 

asking for the traffic code of Hungary because their car might be heavier than the limits 

established in the country.   

The second scenario has different parameters that need to be taken into account and requires 

deeper levels of examination and more competencies to be leveraged. In LLMs like Claude or 

ChatGPT, researchers identify some “emerging capabilities” (Wei et al., 2022) that are 

detected in tasks like the second scenario. In these scenarios, the LLMs do not only have to 

summarize, classify, and elaborate on certain pieces of information they have been trained on. 

In contrast, they also “have to perform arithmetic or chain-of-thought reasoning”, which is 

something that smaller-scale models or traditional machine learning models are not capable 

of (Wei et al., 2022).  

Similarly, another way the constant advancements in LLMs contribute to a darker nuance of 

their black-box nature is their non-deterministic feature. Based on the sampling strategy that 

is followed, the outputs can be non-deterministic since the same prompt could lead to 

different responses, which, in certain cases, might present a different point (Holtzman et al., 

2020). Therefore, although these updates aim to enhance the bot’s performance, the process 

of tracing why a certain outcome was provided becomes even more challenging.  

Crucially, another reason behind the black-box nature of modern LLMs is their massive and 

opaque architecture. As mentioned earlier, “the complexity and massive scale of modern 

LLMs discourages the development of techniques that could shed light on the complete 

picture of the knowledge reflected in a model or the reasoning that is used to produce its 

output” (Bowman, 2023). However, the biggest problem that derives from the architecture is 

the fact that the training process requires a huge amount of training data, while at the same 

time, their origin remains unclear (M. Khan & Hanna, 2022). Therefore, how can a user or 

even a computer scientist explain an outcome and the whole thought process behind it if they 

are not able to trace the origin and assess the credibility of this data? (Liao & Wortman 

Vaughan, 2024).  
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Another critical reason behind the opacity of LLMs is their proprietary nature. ChatGPT or 

Gemini are based on proprietary technology, which makes the evaluation of their inner 

workings quite a challenging task. For instance, if a team of engineers is responsible for 

gathering the training data but then this process is delegated to another team, tracking the 

origin, the character, and the selection criteria for this data might be a difficult process 

(Touvron et al., 2023).  

This massive architecture, where different teams are responsible for different aspects of the 

LLMs, leads to the situation where not only the users who engage with LLMs cannot explain 

their outcomes, but also engineers and other relevant stakeholders who developed the models 

in the first place. At this point, the concerns about explainability step in as it is considered a 

direct response to these problems. However, it is quite important to gain a better 

understanding regarding whether these concerns are valid in a real-world context, and 

investigating how non-technical and technical users perceive explainability will be helpful in 

exploring whether these challenges are generally understood. 

In conclusion, these are some of the reasons behind the opaque design of LLMs and partially 

highlight why explainability could be considered a response to this problem. However, to get 

a better understanding at this point, a set of basic questions should be answered: what is 

explainability? How is it applied in a real-world context? Could we achieve explainability 

despite the fact that we interact with these complex AI models? 

 

2.2 Explainability in AI systems 

Admittedly, explainability is considered an important challenge for the adoption of modern 

large language models. Primarily, explainability emerged as an endeavour to tackle the 

opaque nature of LLMs. As analyzed earlier, most prominent LLMs are characterized as 

opaque for a number of reasons. After digging into the opaque design of AI, it is also crucial 

to clarify further what explainability essentially means: 

“Explainability in AI refers to the ability of an AI system or model to provide 

human-understandable reasons or justifications for its outputs—that is, to clearly 

communicate why and how it reached a specific decision, prediction, or behaviour” (Longo 

et. al., 2024). An explainable AI system makes transparent what would otherwise be 

considered “black box” by offering explanations in terms humans can interpret, enabling 

trust, and oversight of the model’s reasoning (Longo & Vilone, 2021).  

These explanations go beyond the raw outputs, and they are focused on describing the “why” 

and “how” aspects behind an AI outcome. As mentioned earlier, explainability also falls 
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within the umbrella of Explainable AI (XAI), which is a collection of methods and tactics 

that enable human users to understand and trust the outcomes and productivity of machine 

learning algorithms (Ganatra et. al., 2024).  

However, exploring the term from a historical perspective, it seems that concerns regarding 

how humans interpret machine outcomes are nothing new. In 1973, a system for clinical 

decision-making was developed, and G. A. Gorry, an American computer scientist, stated: “If 

experts are to use and improve the program directly, then it must be able to explain the 

reasons for its actions. Furthermore, this explanation must be in terms the physicians can 

understand” (Cortese et al., 2022). 

These concerns regarding explainability emerge as the main argument in a pretty 

straightforward way: if AI models are opaque by design and none of the engaging 

stakeholders is able to adequately interpret the inner workings behind an AI outcome, how 

can trust or transparency be guaranteed? These kinds of questions are quite central to the 

field of XAI and AI Ethics in general. For a better understanding of the explainability 

techniques or methods for more white-box AI models, it makes sense to explore the kinds of 

explainability. 

 

2.2.1 Intrinsic and post-hoc explainability 

 

During the past few years, certain computational approaches to explainability (methods like 

SHAP or LIME) have emerged. Furthermore, XAI also features studies from fields like 

Human Computer Interaction, Science and Technology Studies, or AI Ethics that equip a 

more socio-technical lens (Ehsan & Riedl, 2024). Admittedly, it quickly becomes clear that 

the interdisciplinary nature of XAI concentrates perspectives from several disciplines as 

computer scientists aspire to follow computational methods to address this challenge, while 

social scientists examine it in the sense of developing a framework that could be incorporated 

into regulation requirements or even design choices, which is also the case for this thesis. The 

main aspect that probably everybody could agree on, which can serve as a solid foundation 

for all these approaches and help with a better understanding of the concept in general, is the 

distinction between intrinsic and post-hoc explainability: 

1) Explainability by design (intrinsic explainability): Explainability by design refers to the 

idea of developing AI models, where their structure and design contribute to a more 

interpretable, understandable, and transparent decision-making process (Atf & Lewis, 2025). 
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These models need a simple structure and include linear regression, decision trees, rule-based 

systems, and more. Linear regression provides coefficients that quantify the correlation 

between input features and the target variable. Practically, this means that a negative or a 

positive coefficient that leads to a decrease or an increase in the input will simultaneously 

lead to a decrease or an increase in the predicted value. Linear regression is a formula that 

indicates how things are connected in straight-line equations (e.g. electricity bill=20+5 x 

Hours). Therefore, it is easy to explain linear regression as it is obvious how much each 

factor affects the outcome. 

Furthermore, another critical approach is the decision trees (Gerlach et al., 2022). This 

approach represents decisions as a tree structure and each node is related to a decision rule 

based on the input. Additionally, the path from the root to the upper parts of the tree properly 

delineates the rationale behind a certain prediction. A decision tree formulates multiple 

questions in order to find the correct answer. For example, if a person asks for a loan, there 

are specific set of questions that their answers could contribute to a trustworthy outcome:  

●​ Does their annual income exceed 150.000€? 

●​ Does their credit score exceed 700? 

●​ Do they owe money to the state? 

Therefore, in the case of decision trees, following the path of the whole set of questions is an 

effective way of discovering why a certain decision was made (Atf & Lewis, 2025). 

Similarly, rule-based systems equip lists like the “if this, then that” conditions. This method 

contributes effectively to the understanding of the decision-making processes since observing 

this set of rules makes the thought process and the decision of a system more transparent and 

explainable. For instance, in the case of a traffic light system that requires controlling cars in 

a complex intersection, the set of rules would go like this:  

●​ If a pedestrian presses the button, you must turn the light red for the coming cars. 

●​ If no cars are spotted, the light for pedestrians should be green. 

●​ If more cars are detected, and no pedestrians are present, keep the light green for two 

more minutes. 

The structure of these methods is simple as everyone can trace the reasoning behind a certain 

decision (Ganatra et al., 2024). However, complicated problems might require more complex 

methods. The following category addresses problems that require more intricate reasoning: 
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2) Post-hoc explainability: Admittedly, explaining more sophisticated models like deep 

neural networks (DNN) is a more challenging process, as these models are used for more 

complicated problems. Therefore, researchers place emphasis on post-hoc explanation and 

interpretation (Atf & Lewis, 2025). Post-hoc explainability is oriented towards the 

explanation of a machine learning model after the process of training and it is an effective 

framework for addressing the opacity of these more complex models (M. Y. Kim et al. 2021).  

One of the benefits of the method of post-hoc explainability is that it can be applied to any 

model and, in particular, it is an effective method of shedding more light on the black-box 

models that are widely considered opaque by default. At this point, another important benefit 

is that post-hoc explainability works externally, and no modification of the model is required 

after its training. Understanding the behavior of the model requires the analysis of “the input, 

the intermediate results, and the output of the model” (Atf & Lewis, 2025).  

In addition, the majority of the researchers divide post-hoc explainability into two main 

types. On the one hand, local explainability focuses on explaining and interpreting individual 

predictions (Shulner-Tal et al., 2022). For instance, leveraging the previous example about 

the loan, in a local explainability context, the main goal would be to analyze why the loan 

request of a specific person was rejected. On the other hand, global explainability is a critical 

method when it comes to explaining the overall behavior of a model (Shulner-Tal et al., 

2022). In this case, the focus of this type of post-hoc explainability would be oriented toward 

explaining what are the most crucial factors that affect the approval of a loan. 

As it has been thoroughly discussed so far, explainability is widely considered the response to 

the opaque design of large language models. Before exploring the concept in the suggested 

interactional context, it is useful to dig a bit deeper into whether current computational 

explainability approaches are efficient, which can properly pose the need for a 

reconceptualization of explainability. 

 

2.3 The limits of computational explainability and the case for an interactional 

approach 

 

The main goal of the previous subsection was to provide an overview of current 

explainability methods. However, to set the stage for reframing explainability might require a 

careful assessment of these methods. Constant advancements in the evolution of LLMs 
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highlight that these computational methods cannot effectively dig deeper into the internal 

logic of these complex models. For example, intrinsic explainability techniques were 

considered to be relatively bulletproof for classic machine learning models, but, as discussed 

in the first subsection, the landscape changed when LLMs with more complex architectures 

and more computational power and resources were developed (Schomäcker, 2025). 

Therefore, a meaningful question could be raised: if the progress in AI is so rapid, and 

current explainability methods cannot adequately align with it, is true explainability 

unapproachable? By extension, would it make sense to shift our focus to a more interactional 

conception of explainability so we can foster (at least) more critical engagement? 

Existing explainability methods struggle to capture the internal logic of modern AI systems 

reliably. Current literature frames the problem in terms of faithfulness, meaning the degree to 

which an explanation truly reflects what a model is doing internally. As Zhao et al. (2024) 

highlight, the internal mechanisms of large language models remain largely unclear, and 

many widely used techniques, such as SHAP and LIME that were mentioned above, are not 

only computationally expensive but also face significant difficulties in scaling effectively for 

billion-parameter models.  

Local Interpretable Model-agnostic Explanations (LIME) and SHapley Additive exPlanations 

(SHAP) are essentially computational techniques that “estimate the contribution of input 

features to a particular prediction and provide explanations in the form of feature importance 

scores or local surrogate models” (Ganatra et al., 2024). These approaches can, in theory, 

provide quite useful insights into how a model performs under specific conditions and are 

generally used in the context of model inspection, debugging, or auditing. However, they 

heavily rely on statistical abstractions that require a degree of technical expertise to interpret, 

making them accessible only to developers and data scientists (Doshi-Velez & Kim, 2017).  

However, as mentioned earlier, the biggest challenge is that they struggle to effectively reveal 

internal logic as LLMs are evolving way faster, and these computational methods cannot 

reflect the amount of complexity in the internal logic. Furthermore, post-hoc methods are 

further undermined by inconsistency, as just a bunch of slight variations in the input can 

produce widely differing explanations, which significantly affect their reliability and 

trustworthiness (Lopes et al., 2025). These computational methods are, in principle, used in 

classic machine learning models, which are more deterministic and have a clearer structure 

and architecture. Nonetheless, it seems that there is a huge distance from modern LLMs, as 

they can perform significantly more complex tasks. 
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Most computational explainability methods, despite their variety, are characterized by a 

common set of assumptions: 

1.​ The AI model is the main source of explanation.  

2.​ Enhancing transparency will ultimately lead to proper understanding 

3.​ The explainability concern can be addressed through better algorithms, 

representations, or visualization techniques.  

 

These hypotheses can serve as important technical foundations, but they also leave a gap 

where crucial questions remain unanswered, especially in terms of how explanations are 

actually interpreted, negotiated, and leveraged by people in different real-world contexts. 

Adopting a critical lens, a rational argument could emerge: if these computational methods 

focus on providing explanations for objective data (e.g., under which conditions a traffic light 

should turn green), there is no indication that this could work when it comes to multifaceted 

subjective matters (e.g., which career path should somebody follow). Also, since these 

approaches take only the model (and not the user) into account, the contextual depth is never 

part of the equation, although it is quite critical when it comes to subjective matters. 

Furthermore, even when a model is asked to provide an explanation of its own reasoning, that 

explanation is not necessarily faithful to its actual internal workings (Heschl et al., 2024), 

which means that the challenge is not simply to interpret what was said, but to comprehend 

why it was said. This is a distinction that computational methods alone cannot resolve, but it 

is also partially met in the current interactional socio-technical context of this thesis (Rožanec 

et al., 2025). These limitations suggest that explainability cannot be treated as a purely 

technical problem with a purely technical solution. Instead, a lot of fruitful insights could 

emerge if this is approached as a design problem, which by definition means that the user is 

placed at the center. There might not be a problem with the solution to the problem. There 

might be a problem with how the problem is approached. 

If current explainability methods cannot guarantee that their outcomes reflect the inner logic 

of a certain model, then the question of what makes an explanation meaningful should 

propose a critical shift from the architecture of the model to the experience of the users. 

Several benefits could potentially emerge during this shift. Initially, it is feasible to place the 

contextual relevance into the equation of explainability since the input plays a crucial role, 

and the users can reflect different social contexts or norms. Moreover, this shift can highlight 

a insightful realization: if meaningful explainability is impossible in any case, an interactional 
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approach could still foster more critical engagement. This is precisely the ground that 

ExplainGround seeks to occupy. 

Apart from the fact that these methods cannot be considered a bulletproof solution to the 

explainability problem, their main issue is that they were not built with everyday users in 

mind. However, it is also rational to assume that a technological solution that is developed is 

rarely accessible to everyday users from day one. However, in this context, the users are way 

more important as they are the ones who essentially train these models, and the input is a 

fundamental part of how LLMs are designed and fine-tuned. 

Admittedly, this expert-centric orientation in these methods can be extremely valuable in 

certain contexts. Nonetheless, since they ignore the user input and its contextual depth, and 

they essentially focus on objective explanations that visualize AI outputs, it is quite 

challenging to imagine how these approaches could be effective in all-around large-scale 

LLMs that become increasingly more complex and perform tasks like consulting or 

emotional support.  For example, here’s a typical SHAP explanation (Safjan, 2024): 

 

 
Figure 2: SHAP explanation 

 

This clearly indicates that there is a critical gap between the technical production of 

explanations and the practical realities of how AI systems are encountered in daily life. It 

might be useful and easy to see how a machine learning model can capture issues in the 

performance of a certain device, and at the same time provide explanations on how it does it. 

However, discussing the same topic (e.g., career advice as a lawyer) with a different person 

can probably require heterogeneous explanations since the context might significantly differ 
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(a lawyer in New York vs. a lawyer in Bengaluru). In conclusion, these computational 

approaches, for the most part, have not been designed to close this critical gap (Rožanec et 

al., 2025). 

This gap sharpens considerably when only conversational AI is taken into account. Users 

engage with LLMs directly through their natural language, and they primarily interpret the 

responses through social and communicative expectations. The average user perceives the AI 

system as an intellectual interlocutor, and undoubtedly not as a probabilistic model that 

generates tokens. In this context, explainability is experienced as part of an ongoing 

discussion, and not as a separate informational layer, which mainly happens in traditional 

machine learning contexts. The AI interface becomes a place of sense-making, and what 

counts as an effective explanation is defined by the interaction itself, not only by what the 

system outputs (Schomäcker, 2025). 

As highlighted earlier, there is also a widespread assumption in the explainability literature 

that more transparency produces better understanding (Saled, 2025). However, this is not well 

supported on an empirical level and especially when it comes to complex LLMs, as 

transparency is partially achieved even when these computational techniques are employed. 

Explanations that are extremely technical or generally detached from what a user is actually 

trying to do can generate confusion and cognitive overload rather than insight. In this case, 

more explanation cannot be faithfully linked to more appropriate trust. A wide range of 

research endeavors documents cases where additional explanation increased overconfidence, 

or where users misunderstood confident justifications as evidence of accuracy, which is also a 

strong indication of passive adoption (Atf & Lewis, 2025). 

A related problem is that almost all computational explainability methods by default 

prioritize transparency and sacrifice contestability. They are designed to explain and further 

clarify outputs, but they do not offer users meaningful support for questioning or challenging 

what the system says. This indicates that explainability is primarily approached as a 

one-directional transfer of information (from the system to the user), and not as a negotiated 

exchange. This also leads to passive adoption, where users are positioned directly as 

recipients of the explanations rather than active participants who assess and critically engage 

with them (Akerkar, 2025). 

In conclusion, these limitations clearly highlight exactly what this thesis aims to propose: the 

explainability problem is not only technical but interactional. The question should not be 

oriented towards how the model’s internal logic can be revealed, but how can explanations 

should be designed towards enabling users to encounter, interpret or even question them in 
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the specific contexts where they actually use AI. That is a design problem as much as an 

engineering one, and it is the problem we aim to address in this thesis. 

 

2.4 Human-centered and sociotechnical approaches to explainability 

 

As it has been thoroughly analysed earlier, these limitations highlight the need for a 

human-centered and sociotechnical turn within Explainable AI. Undoubtedly, there are 

countless contexts where these computational XAI methods can be effective and deliver 

meaningful value for the users that leverage them. However, an exploration of the 

sociotechnical gap in explainability could essentially unlock new ways of approaching the 

overall problem. Adopting a critical stance is also necessary as these human-centered and 

sociotechnical approaches can introduce some challenges.  

On a fundamental level, the overall idea suggests that explanations could be understood in 

relation to the people, certain contexts, and practices in which AI models are used. 

Explainability, as approached in the context of this study, is not approached as a property of 

an AI system. Instead, it is perceived as a situated process that is shaped by interaction, 

interpretation, negotiation and meaning making. 

In a human-centered context, explanations are only meaningful insofar as they address the 

needs, the expectations, and interpretive capacities of the users. The questions shift from 

whether an AI model is technically explainable to whom explanations are designed. Ehsan 

and Riedl contributed significantly to highlighting the importance of embracing 

human-centered approaches to address the sociotechnical gap in XAI. Their reflective 

sociotechnical approach requires moving beyond the model as the unit of analysis and 

placing the broader social and organizational contexts in which explanations are produced 

and received (Ehsan & Riedl, 2024).  

This is not a minor adjustment as it implies a fundamentally different starting point for 

thinking about what explainability is actually for. Essentially, it is a simple starting point: 

instead of trying to address the explainability concern through studying how AI systems can 

be more explainable, this approach suggests that it might make sense to observe in which 

kind of context an explanation becomes meaningful. To dig deeper into this context, the same 

emphasis that is placed on AI, it should also be placed on the users who engage with it. 

Within HCI, explanations are increasingly understood as communicative and interactional 

phenomena rather than static outcomes and this is not new. Dourish and Suchman in mid-00’s 

both argued, by equipping slightly different lenses, that understanding in human-computer 
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interaction emerges through engagement with systems in practice, not just by providing users 

access to isolated technical information (Dourish, 2004), (Suchman, 2007). By applying this 

to explainability, it is rational to assume that explanations cannot be separated from the 

interface through which they are delivered, the workflow they are embedded in, or the social 

context in which the user encounters them. Conversational AI makes this argument way more 

obvious than in other technologies. Explanations in AI models should not be considered 

independent outputs but part of an ongoing negotiation, which is shaped by what came before 

and what the user aims to do next. 

Drawing from perspectives rooted in social science and philosophy of explanation, this thesis 

suggests that effective AI explanations (and any explanation) should be grounded in how 

humans actually explain something to each other selectively, contrastively, and with attention 

to what the listener already is aware of (Miller, 2019). Exploring explanations in a more 

general sense makes it obvious that even a perfect explanation can be pointless if it is not 

bidirectional. However, an insightful question could emerge: does this bidirectional 

dimension open a “pandora’s box” since it sounds almost impossible to develop a solution 

that could fit all these different contexts?  

As Schmude et al. suggest, the users that do not have technical knowledge are identified as 

“lay people” or “AI novices” and they are primarily people who “may use AI products in 

their daily life but have no technical background nor knowledge about the underlying logic 

and construction of these systems” (Schmude et al., 2026). This study essentially argues that 

AI practitioners and technical users often need to deal with more scientific or subjective 

matters, or simply within the context of whether something works or not (Schmude et al., 

2026). This could mean that any explanation evolves into a kind of clarification in this 

context.  In contrast, “AI novices” most of the times engage with AI for matters where more 

than one perspective could be considered valid, and the context can vary significantly: career 

advice, travel tips, how to guides and these are just a few (Bove et al., 2022). Similarly, any 

kind of explanation in these contexts needs to be adapted to the perceptions of these users. 

That is the point where human-centered Explainable AI (HCXAI) steps in as its primary goal 

is to contribute to equitable and ethical Human-AI interaction (Schmude et al., 2026). 

HCXAI starts from arguing that transparency alone is not enough to make AI systems more 

explainable (Wenzelburger et al., 2024) as it fundamentally lacks the essential contextual 

depth. Schmude et al. and Conati et al. suggest the idea of personalization whereby 

explanations are suited to stakeholder role, prior knowledge, beliefs, and explanatory stance. 

Additional considerations include the explanation’s purpose and the user’s familiarity with AI 
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(Shulner-Tal et al., 2023). However, although these approaches sound effective, they might 

still ignore a crucial aspect. Here’s how Ehsan et al. frames the sociotechnical gap in XAI: the 

systematic distance between what technical explainability methods can produce and what 

users actually need in order to make sense of AI behavior in real-world contexts (Ehsan et al., 

2023). 

This idea of what the users actually need in order to make sense of AI is crucial. The previous 

studies are quite accurate in highlighting the sociotechnical gap in XAI and framing how 

these explanations could be designed both as strategic design choices and as artifacts. They 

also effectively indicate how explainability should be approached as a design problem, and 

not as a computational problem, which is essentially in line with the claims in this thesis.  

However, they sound like a one-off. They give the impression that if an AI interface is 

tailored to different social contexts, belief systems or the users’ familiarity with AI, the 

explainability problem could be properly addressed. This might be the case, but this one-off 

situation totally ignores how emancipating negotiation can be in the context of receiving an 

explanation, interpreting it, contesting it, and asking for a new one. The whole point about 

explainability is keeping the user in control, and to be in control, negotiation and contestation 

are elements of vital importance in critical engagement. To be able to frame how this could 

be achieved, a slightly different framework should be developed: interactional explainability, 

the little cousin of human-centered explainability. 

 

2.5 Defining interactional explainability 

 

The perspectives reviewed above primarily reflect what this thesis takes as its main 

theoretical commitment: explainability needs be understood and designed as an interaction 

practice rather than solely as a property of models. The shift this commitment implies is not 

just terminological. It has real consequences that pave the way for design choices that are 

worth pursuing. Nonetheless, although these perspectives meaningfully highlight that 

explainability is not a solely a computational problem anymore, this ignorance in the 

importance of negotiation can partially undermine the interactional aspect as a continuing 

process. 

Essentially, to treat explainability as an interaction practice is to argue that an explanation 

does not exist independently of the context in which it is produced, received, and interpreted 

(Guesmi et al., 2024). It is not a fixed output that a system either has or lacks and it is 

something that happens (or fails to happen) in the exchange between a user and an AI system, 
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shaped by who the user is, what they are trying to do, and what interpretive resources they 

bring to the encounter (Shulner-Tal et al., 2023).  

This understanding is obviously rooted in the HCXAI tradition, but it might make sense to 

draw a line in the sand by arguing that to understand an explanation, we need to perceive it as 

a circular process with a certain lifecycle. This thesis suggests that explainability is not a 

problem that can be solved once at the level of the model and then delivered to users in a 

finished form. It is a problem that must be continually negotiated at the level of interaction, 

across different users, social contexts, and purposes. As Ehsan & Riedl highlight a singular, 

monolithic definition of explainability is neither feasible nor desirable, precisely because 

diverse stakeholders bring different interpretations that shape what explainability means and 

what it is for (Ehsan & Riedl, 2024). This perspective essentially set the stage for 

reconceptualization. In a world where AI systems evolve in an unprecedented way, using a 

static definition of explainability would actually harm the impact that this moral value could 

have on a design, computational or legislative level. In fact, during the past five years, great 

insights have emerged due to its conceptual fluidity. 

Therefore, although focusing on definitions might be pointless, building on these foundations, 

this thesis proposes a definition that adds a twist into the multifaceted nature of 

explainability. The endeavour to develop this definition guides the design and the analysis of 

ExplainGround as well: interactional explainability is the ongoing, context-dependent 

process through which the outputs of an AI system become meaningful to the user — not 

through the technical properties of the system alone, but through the active, negotiating and 

continuous interpretive work that users perform in relation to those outputs, shaped by their 

goals, prior knowledge, and the specific circumstances of the interaction.  

From a critical perspective, three premises could emerge from this definition. On a 

fundamental level, explainability should be perceived as processual and not as propositional: 

it is not a feature that a system either possesses or lacks, but something that unfolds over time 

as a user engages with a system and constructs an understanding of it. Also, it is relational 

and not intrinsic: an explanation is not meaningful in itself. It is meaningful only in relation 

to a specific user in a specific context, which means that the same output can be more or less 

explainable depending on the user that encounters it and under which conditions (Schmude et 

al., 2026). Even a perfect explanation can be irrelevant in certain contexts.  

Last but not least, explainability is designable: if explainability is produced in interaction 

rather than embedded in a model, then it can be shaped through design choices that structure 

how users engage with AI outputs, what interpretive resources they are given, and what 
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opportunities for negotiation and reflection the interaction affords. This third commitment 

contributes a lot to the perspective that explainability should be approached as a design 

problem and not only as a technical one, and that motivates the provotyping approach of this 

thesis. 

These premises enhance that has been previously mentioned: explanations emerge within 

certain interactional contexts rather than being fixed properties of systems. In this case, the 

concern of explainability will not be resolved by improving model internals alone, even when 

the explainability methods that were highlighted earlier indeed work (Ehsan & Saha, 2023). 

The focus of explainability shifts from the model to the exchange between the user and AI: 

something co-constructed in practice rather than something the system simply produces.  

To address this gap there must be a shift beyond optimizing algorithmic explainers towards 

the interface design, the communication protocols, and the interactional structures that can 

actually bridge technical outputs and human sense-making (Sokol & Flach, 2022). These 

ideas are quite central in the design of ExplainGround, where sense-making and negotiation 

are considered the main drivers. 

Apparently, framing technical explanations with social dimensions is quite practical, but still 

the focus remains on optimising technical XAI with sociotechnical research findings. 

However, these findings cannot decisively relocate the problem from the model to the 

interaction, as they do not provide a concrete solution or artifact that could make this have a 

real-world impact  (Sokol & Flach, 2022). Current findings are essentially a call for action. 

That could happen in engineering or design contexts, but due to the interdisciplinary nature of 

explainability, XAI practitioners and AI Ethicists struggle to have a critical role in the 

implementation, which is still the responsibility of engineers. Techno-anthropology can 

effectively bridge this gap. 

The term interactional explainability slightly differentiates from human-centered 

explainability, as its primarily goal is not only to integrate a set of user-centered principles in 

the design of an AI model. Instead, it suggests that there should be designed more concrete 

interaction layers that can facilitate this idea of negotiation and contestation. 

The main contribution of interactional explainability is that it attempts to take 

human-centered explainability to the next level, highlighting the importance of negotiation 

and that the idea that explainability is not a static outcome. However, the next level comes 

when proposing that this situation should be the main driver of the design, which essentially 

suggests that integrating explainability requires some kind of proactivity that would be 

crucial in ensuring that an AI system is explainable by design (Schmude et al., 2026). 

 



25 

Treating explainability as an interaction practice also positions it as a participatory concern 

(Boer & Donovan 2012). If explanations are co-constructed through interaction, users have a 

legitimate stake in shaping which kinds of explanations could be considered meaningful and 

what forms of contestation they make possible. This is not a peripheral consideration but a 

central one and it is what motivates the participatory design approach taken in this thesis. 

Therefore, the definition of interactional explainability that is developed here is not only a 

theoretical claim but a methodological one: it implies that the most meaningful knowledge 

about explainability will come not from studying models in isolation, but from studying users 

in interaction which is precisely what the participatory design workshops with 

ExplainGround are designed to do. Nonetheless, before digging into the methodology it 

might be a wise choice to elaborate specifically on explainability as negotiation, which is 

what makes interactional explainability slightly differ from current human-centered 

explainability trends.  

 

2.5.1 Explainability as negotiation 

 

Considering explainability an interaction practice is a start, but it lacks the essential depth in 

terms of which kind of interaction applies in this context. As mentioned earlier, the 

interaction that is proposed in this thesis has a particular shape, which aims to adapt 

specifically to the users’ routines. The user asks a question. The system produces an outcome. 

The user evaluates the outcome, often only partly. They ask again, rephrase, switch a feature 

on or off, look up a source, push back on a confident claim, or even simply accept the answer 

with reservations. The system responds with another version. The explanation that emerges is 

built across this sequence rather than handed over in a single move where an output is 

provided after a certain input.  

There is no need to complicate this process: it looks like (and it probably is) a negotiation. 

Calling it a negotiation is a choice among several similar terms, and this is a strategic choice 

that is worth defending. Dialogue or co-construction gesture at the right thing, but they tend 

to soften features of the exchange that we think do real work. Negotiation is characterized by 

three features that make it even more meaningful.  

The first is bidirectionality. A negotiation is something both engaging parties contribute to, 

with each move depending on the move before, and not something handed from one party to 

another. This sets it apart from the more familiar picture of explanation as a one-shot 

information transaction, where the system speaks and the user listens (Vassiliades et al., 
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2021). The second is contestability. A real negotiation usually includes the option of saying 

no, refusing the proposed terms, proposing a counteroffer or even suggesting which answer 

might be more correct. When that option is not part of the whole process, it is more about 

dictation rather than negotiation.  

Furthermore, the third feature is provisional convergence. A negotiation by definition ends in 

deals that hold for now, for a specific context, and it might be reopened. It does not end in 

finished objects, as a slightly different topic might require a renegotiation with different terms 

(Vassiliades et al., 2021). This idea of temporariness has also been observed during the 

participatory design workshops. They were good enough for the task, for this attempt, with 

these caveats, and could be reopened the next time something looked off. 

This framing builds on and does not attempt to replace the literature that has already been 

leveraged. Miller’s philosophy of explanation points that human explanation is selective, 

contrastive, and shaped by its audience continues to hold, and it also comes close to the 

aforementioned temporariness (Miller, 2019). The contrast is not made in a single moment 

but it is built up across moves, with each move carrying forward what the previous one made 

visible. This thesis also aspires to add an extra layer to the theory about the socio-technical 

gap in XAI (Ehsan & Riedl, 2024). Explainability as an interaction practice and more 

specifically as negotiation aims to serve as a concrete proposal about how and under which 

conditions this gap could be bridged from a design perspective. In addition, Sokol and Flach’s 

study places the locus of explainability in the mind of the beholder, which is one way of 

saying it is relational. In this thesis, the locus is one step further out, from the beholder’s 

mind to the exchange that produces the beholder’s reading (Sokol & Flach, 2022). 

The framing adopted here also sits comfortably with the participatory design tradition that 

has inspired this thesis. Participatory design has long treated design itself as a negotiation 

between designers and users (Bjerknes, Ehn, & Kyng, 1987), and the working pattern for 

decades in this tradition is oriented towards mutual learning, the back-and-forth in which both 

sides come to know things they did not know before and the artifact that takes its shape 

through this process. In the context of interactional explainability, the designer’s job is not to 

deliver an explanation. Instead, the only thing that the designer needs to do is to set up the 

conditions under which a useful negotiation can take place: visible affordances for asking 

again, for refusing, for requesting or suggesting a broader or narrower scope, and for making 

sure when the model is working with concrete data or is simply guessing. 
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On the contrary, calling this a negotiation might raise a counterargument: the user and model 

do not meet on equal footing, as the model has nothing to lose, and at the same time, the user 

may have a great deal at stake (sometimes quite literally, in the case of investment decisions). 

Therefore, AI does not carry any kind of commitment across sessions, but the user usually 

does. However, this thesis argues that this form of the exchange, the move-and-counter-move 

structure with provisional outcomes, is quite the same as that of a negotiation, and that this 

form is what makes explanation possible at all when internal model transparency is out of 

reach. The design needs to provide the user with the tools to do what the model (by design) 

cannot do for itself: ask better questions, highlight uncertainty, or refuse a confident answer. 

 

This framing carries forward into the rest of the thesis. In Chapter 5 the first finding works 

through the workshop material with the negotiation lens explicitly in hand, reading specific 

episodes as moves in an exchange rather than as reactions to a finished output. In Chapter 6 

the second theme returns to the concept to ask what it implies for interface design, and how it 

bears on the tension between giving users control and burdening them with audit work. In the 

conclusion we treat explainability as negotiation as one of the two main contributions of the 

thesis, alongside the methodological role of the provotype itself. 

 

2.6 Positioning the thesis within this debate 

 

The theoretical framework developed in this section establishes the conceptual ground on 

which this thesis stands. Moving from the opacity of large language models, through the 

promises and the limitations of computational explainability, and towards a sociotechnical 

and interactional understanding of what it essentially means for AI to be explainable under 

these circumstances, the chapter has built towards the main argument: given that AI systems 

evolve exponentially faster, explainability in AI cannot be solely understood as a property 

of AI models, but must also be approached as a human-centered and sociotechnical 

interaction practice. The concept of interactional explainability, as defined earlier, is the 

thread that aims to connect these perspectives and solidify the project’s analytical coherence.  

Undoubtedly, this is not a rejection of computational explainability methods, as those 

approaches are quite valuable for developers, auditors, and AI practitioners in general. 

Nonetheless, this argument highlights the limits of those approaches when applied to the 

broader population of everyday users (AI novices) who encounter AI mainly through 

interfaces, language, and conversation (Schmude, 2026). 

 



28 

Before proceeding with the methodology, it might be a good choice to highlight how this 

thesis sits at the intersection of three interrelated fields. Initially, AI Ethics provides the 

normative angle, highlighting explainability as an ethical principle that ideally should be 

accessible to any user, as it can also serve as a requirement for establishing trust and 

transparency in AI (Giovine et al., 2024). By extension, Explainable AI research provides the 

technical context with the expert-centric assumptions that this thesis aims to challenge.  

Human-Computer Interaction and sociotechnical research offer a conceptual vocabulary that 

is extremely useful in understanding explanations as communicative, situated, and 

interactional. At the same time, HCI is also the ground for designing systems that aspire to 

support user agency and participation rather than bypassing it (Hagensby et al., 2025). Due to 

the interdisciplinary nature of the topic, none of these fields alone is sufficient. However, 

their intersection provides the necessary tools not only in terms of exploring different 

approaches when formulating the argument, but also in terms of how an AI interface that 

supports interactional explainability should be designed. 

As discussed above, the gap this thesis attempts to address is the distance between 

computationally-oriented XAI and the lived realities of everyday AI use, which is generally 

defined as the sociotechnical gap in XAI (Ehsan et al., 2023). Bridging that gap does not only 

require technical refinement. The need for a fundamental reorientation is obvious: from 

explainability as transparency to explainability as a user-centered, participatory interaction 

practice. ExplainGround is the means through which this reorientation is explored on a 

practical level. This AI interface is not presented as a solution, but as an analytical artifact 

that makes the design tensions and possibilities of this shift visible and examinable. In this 

sense, the theoretical framework and the design of the provotype are not separate 

undertakings, as the provotype is essentially a materialisation of the theoretical commitments 

developed in this chapter. 

The methodology is analyzed in the following section, and it follows directly from these 

theoretical commitments. The use of participatory design as a method, the adoption of 

provotyping as a research strategy, and the decision to treat users as active participants in 

defining what meaningful explainability looks like reflect a view of explainability that is 

interactional, situated, and co-constructed.  
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3. Research design and methodology 

 

This chapter develops on how we designed the study, why we have prioritized certain choices 

and what kind of insights the research is set to produce. Chapter 2 argued that explainability 

is better understood as an interactional, socio-technical practice than as a property a model 

either possesses or lacks in its design. That argument has direct consequences for how the 

research was carried out. If explainability happens in the encounter between people and 

systems, then the study had to take place in settings where that encounter could be observed, 

shaped, and reflected on together with participants (Suchman, 2007). The chapter is 

organised around nine sub-chapters that walk through those choices, from the general 

approach, through the case for provotyping, participant selection, the structure of the 

workshops, the role of the ExplainGround artifact, data we collected, how we analysed it, 

what the workshops imply for the next iteration of the design, and finally the ethical and 

reflexive commitments that were considered and part of the process. 

 

 

3.1 Overall research approach 

 

The study, conducted through a participatory PD workshop, is qualitative, exploratory, and 

rooted in practical experience. Each of these elements shaped how we designed it, so it’s 

worth briefly explaining what they mean for us before we move forward.  

Being qualitative meant our main focus was on understanding how people interpreted AI 

explanations in their own words, not just counting how many preferred one type over another. 

While a survey might tell us which explanations are most popular, it wouldn’t reveal why a 

certain explanation resonated deeply with one person but fell flat for someone else. That kind 

of insight comes from listening closely to individual stories and perspectives. That “why” is 

really at the heart of what we’re trying to explore with our thesis. It’s the kind of nuance that 

qualitative methods excel at capturing, things like tone, context, and subtle shifts in meaning 

(Braun & Clarke, 2022). Since our approach was exploratory, we weren’t testing a specific 

hypothesis from the start. Instead, as we laid out in Chapter 2, we argued that explainability 

isn’t just a straightforward concept, but something better understood as an ongoing 

interaction, in short something that evolves through practice. Giving the data room to speak 

meant we could see how ideas challenged or deepened our initial assumptions, sometimes 

even turning them on their head. That’s crucial because what really matters here is how 
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people make sense of their experiences, something that often gets lost or oversimplified when 

it's reduced to a neat hypothesis or test. 

Finally, this was a practice-based study because we designed it around real sessions where 

users interacted with a tangible artifact, rather than relying on distant interviews or 

observations. Our goal was to explore explainability as something people actively do—so we 

needed to give them meaningful tasks to engage with. This approach echoes Suchman’s 

(2007) longstanding view that human–machine actions are rooted in the specific context 

rather than just following fixed plans or procedures. That perspective shaped our decision to 

focus on actual interactions rather than more detached methods. 

The project is grounded in Participatory Design (PD), a tradition that has evolved over 

decades. Its origins trace back to the workplace democracy experiments in Scandinavia 

during the 1970s and 1980s, where workers and designers collaborated closely to shape their 

environments (Bjerknes, Ehn, & Kyng, 1987). Since then, PD has continued to grow and 

adapt, reflecting new insights and challenges (Robertson & Simonsen, 2013). We touched on 

these roots earlier in Chapter 2, but for this chapter, three core principles from that tradition 

have guided our choices and shaped the approach we took in designing this workshop. 

 

• First, users are treated as co-investigators rather than informants. This reflects PD’s 

foundational orientation toward Mutual Learning (Bjerknes et al., 1987).The idea that 

designers and users possess complementary but asymmetric knowledge, and that the 

workshop’s job is to reduce that asymmetry in both directions. Every activity in the 

workshops described in 3.4 was constructed so that learning could move in both directions 

rather than only from researcher to participant. 

 

• Second, the technical artifact, ExplainGround, is not treated as a backdrop but as a full 

participant in the interaction. This commitment is grounded in the wider STS position on the 

epistemic opacity of computational systems (Humphreys, 2009) and in PD’s long tradition of 

artifact-centred inquiry (Bødker, 1991). How participants engaged with the artifact is itself 

part of the data. 

 

• Third, knowledge is produced through participation rather than extracted from it. What 

participants surfaced was not treated as raw opinion to be aggregated but as situated 

reasoning about explanation, produced in and through their contact with the artifact (Boer & 

Donovan, 2012). This perspective is what makes this study different from a straightforward 
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usability test. Our goal wasn’t to judge whether ExplainGround functions perfectly as a 

product. Instead, we aimed to understand what kinds of explanations people naturally seek 

when they encounter an AI system, and what an interface needs to do to support that process. 

 

These guiding principles underpin the theoretical framework outlined in Chapter 2 and 

inform decisions made throughout the research design process. They serve as a lens through 

which the choices below should be understood. 

 

3.2 Why provotyping is the right method here 

 

A prototype and a provotype have similarities,  both are early, unfinished versions of a 

designed artifact, but they are built to answer different questions. A prototype asks “does this 

work?”, and its success is measured by criteria such as: usability, completion, or 

performance. On the other hand, a provotype tackles questions such as “what does this 

reveal?”, and its success is measured by the quality of the conversation it provokes and by the 

tensions it surfaces when people engage with it. 

Mogensen (1992) first introduced the idea of provotyping within the Scandinavian 

systems-development scene. He described it as a way for designers to provoke thought 

through tangible experiences—deliberately shaping artifacts to reveal assumptions that 

practitioners often take for granted. Later, Boer and Donovan (2012) adapted this concept for 

modern interaction design. They argued that in settings where multiple stakeholders are 

involved, provotypes succeed because they lay bare and embody the underlying tensions in 

the design space, rather than trying to smooth them out (Boer & Donovan, 2012, p. 388). This 

approach sparks conversations and reveals complexities that might otherwise remain hidden. 

Read together, Mogensen’s and Boer and Donovan’s formulations give us a methodological 

tool that treats friction as the point, not the problem.  

Provotyping proved to be the right fit for this study because the research questions tackle 

meaning, not performance. We weren’t trying to prove that ExplainGround is ready to go 

live, instead, we wanted to understand how people interacted with it when they had the 

prototype in front of them. What did they expect? Where did they push back? How did they 

modify or interpret it? What frustrations arose, and what alternatives did they imagine? The 

purpose of the artifact during the workshop was to spark conversations about explainability, 

something that often feels abstract or hard to pin down when discussing AI systems. It’s 
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much easier for users to point out what’s wrong with a specific prompt than to articulate what 

a truly good AI explanation should look like. 

Positioning ExplainGround as a provotype helped ease some of the pressure on the artifact 

itself. It didn’t need to be perfect or fully polished, instead, it had to be functional enough to 

earn credibility, coherent enough to feel like a space participants could genuinely engage with 

during a session, and open enough that they felt comfortable stepping in and making changes. 

We settled on a Figma-based interaction layer, complete with a working prompt kit linked to 

a live model.  

Keeping the artifact at this level of fidelity was intentional. A more detailed, high-fidelity 

version might have suggested we were further along in the process than we were, while a 

simpler, lower-fidelity version could have made it harder for participants to picture how they 

would use it. This approach leads to a couple of important points. First, rejection isn’t a 

setback, but valuable data. When someone told us that selecting all five prompts produced too 

much information, it was actually a clear signal about what explainability should feel like in 

practice. That kind of honest feedback is exactly what our research aimed to uncover. Boer 

and Donovan (2012) talk about this kind of response as one of the key benefits of 

provotyping. Second, the provotype isn’t the final goal of our work, but a tool to explore and 

reflect. Methodologically, it’s closer to a technology probe in the realm of generative design 

(Gaver, Dunne, & Pacenti, 1999) than a finished deliverable. Its purpose is to provoke 

thought about existing practices, not to replace or finalize them. 

 

3.3 Participant groups and recruitment logic 

 

We recruited twelve participants across two workshop sessions held in May 2026, with the 

sampling done deliberately to contrast technical and non-technical users. Our goal wasn’t to 

compare their levels of explainability needs directly, but rather to understand how the same 

artifact is interpreted differently depending on their starting point. This approach aligns with 

the idea that explainability isn’t just a technical feature, but a practice deeply influenced by 

context. By including both groups, we aimed to uncover those subtle differences in 

perception and understanding. Ehsan and Riedl’s (2020) argument for Human-Centered XAI 

directly motivates this choice. Without participants who relate to technology in varied and 

differentiated ways, it would be impossible to truly explore the “who” behind their argument 

and its significance.  
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Concerning recruitment and regarding “Technical users”, we mean participants with 

professional software engineering, data, or AI/Machine-Learning adjacent backgrounds who 

use LLMs regularly in their work. These participants typically have established habits for 

verifying outputs, awareness of common model failures, and the ability to articulate 

explanation needs in relation to a concrete workflow.  

By non-technical users, we mean participants who use LLMs regularly for writing, learning, 

research, administrative work, or everyday questions, but who do not have a technical or 

engineering background. This group is especially relevant to an “explainability for the 

people” framing, since its members encounter AI systems through language and interface 

rather than through model internals, and their explanation needs are often underrepresented in 

XAI work aimed at engineers (Ehsan & Riedl, 2020). Sampling in this thesis is purposive 

rather than representative.  

The study does not seek to produce findings generalizable across a population. Its aim is to 

generate analytically rich, context-specific insights that hold up under the diversity of users 

the sampling frame can surface which is a standard epistemological orientation in qualitative 

and participatory research (Robertson & Simonsen, 2013). In methodological terms, 

purposive sampling is, as Etikan et al. (2016, p. 2) define it, "the deliberate choice of a 

participant due to the qualities the participant possesses", a technique in which participants 

are selected not for statistical representativeness but because they are information-rich cases 

capable of illuminating the phenomena under investigation.   

Recruitment was carried out through the facilitator's personal and professional networks, a 

common method in qualitative research when a clear sampling frame isn't available 

(Biernacki & Waldorf, 1981). This approach works well when the target group is defined by 

specific skills or practices rather than demographics, and when the quality of participants 

engagement is more important than how statistically representative they are.  

However, there are some risks. As Noy (2008) points out, recruiting through social networks 

can lead to a lack of diversity because participants and their contacts often share similar 

social, professional, and cultural backgrounds to the researcher, which can limit the variety of 

data collected even before the sessions begin. To minimize this risk, the study used two 

different recruitment methods: technical participants were approached through professional 

and institutional channels, while non-technical participants were recruited via public channels 

such as social media and university networks, to encourage a more diverse group outside the 

tech-focused community. The limitations of this approach, including its susceptibility to 
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selection bias and its constraints on analytical transferability, are discussed further in section 

3.8.  

In practice, the two sessions went as follows. Session 1 lasted about one hour and 

twenty-three minutes. It included four participants, all of whom identified as non-technical, 

recruited as friends of the facilitators, and joining via Microsoft Teams in English. Session 2 

lasted about one hour and twenty minutes. It included eight participants from various 

professional backgrounds, five of whom identified as technical (such as software engineering 

and related fields) and three as non-technical.  

Overall, across both sessions, there were seven non-technical and five technical participants. 

One important point about how the study was conducted needs to be stated clearly because it 

affects how the comparison between groups is understood. All the technical participants were 

in Session 2, and no technical participants took part in Session 1. This means the difference 

between technical and non-technical groups is also a difference between two different 

sessions, which involved different groups of people, different professional and language 

backgrounds, and, as noted in the next section (3.4), one session was disrupted by a technical 

outage.  

The original plan was to recruit the two groups into separate but comparable rounds. 

However, due to recruitment challenges, the technical group could only be formed within one 

organization, and the two non-technical groups ended up being split across the two sessions. 

Because of this, the comparison between technical and non-technical groups is not a clean 

experimental contrast. Throughout Chapter 5, it is made clear which findings are based on 

different cohorts and which are influenced by the session differences. This issue is 

acknowledged as a limitation in section 6.5. 

 

Table 1. Workshop participants (anonymized). NT = non-technical, T = technical. 

 
ID Session Background Focus / role in the study 

NT1 1 Non-technical Most vocal Session 1 participant; recurring focus on source 
attribution and traceability. 

NT2 1 Non-technical Most structured design critique (front page versus settings 
redundancy); prioritised correctness over speed. 

NT3 1 Non-technical Tested travel-planning queries; asked for more sources and an 
on-demand view of the explanation cards. 

NT4 1 Non-technical Joined partway through the session; limited verbal contribution. 

NT5 2 Non-technical Convergent complaint about question/answer visual contrast; 
proposed category-specific kits for work versus personal use. 
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ID Session Background Focus / role in the study 

NT6 2 Non-technical Most prolific contributor to the nice-to-have frame; emphasised 
factfulness and honesty about limits. 

NT7 2 Non-technical Tested general-knowledge queries; valued being able to 
influence the answer. 

T1 2 Technical Surfaced the under-distribution issue in Controller mode (three 
of five categories triggering). 

T2 2 Technical Tested an SSL-renewal question; valued Confidence and 
Missing-Information cues; preferred Controller. 

T3 2 Technical Provoked the prototype into sycophancy during an investment 
query; raised the question/answer contrast issue. 

T4 2 Technical Proposed a taxonomy of LLM failure modes; joined for the 
second half of the session. 

T5 2 Technical Procedural clarifier early in the session; limited contribution to 
the design-reflection round. 

Table 1. Thematic map of the six findings, showing the central organising concept and the four layers of analytic work the 

findings do 

 

3.4 The structure of the workshops 

 

Each session lasted around an hour and a half and was structured as a participatory space 

rather than as a test or an interview. Both sessions were co-facilitated by the two authors over 

video, with a shared Miro board on which participants placed contributions throughout. 

The goal wasn’t to gather opinions in isolation but to create an environment where 

participants could demonstrate, observe and discuss explanation practices together,  a 

distinction that reflects the broader PD commitment to what Brandt, Binder, and Sanders 

(2012, p. 145) describe as bringing together "different actors with varying backgrounds, 

interests and competencies" through making, telling, and enacting rather than through passive 

information extraction. 

The structure of each session was inspired by the Future Workshop framework. 

Originally created by Jungk and Müllert (1987) for civic and political imagination, this 

method was adapted into Participatory Design by Kensing and Madsen (1991), who used it to 

help groups envision future uses of technology. The framework consists of three phases - 

critique, fantasy, and implementation, each serving a unique purpose: critique identifies 

current problems, fantasy allows imagining alternatives without worrying about feasibility, 

and implementation connects these ideas to real-world possibilities. As the Routledge 

Handbook of Participatory Design describes the method, the future workshop operates such 

that "at first a group of people, in a brainstorm-like format, list points of critique to their 

present-day situation" before moving into a utopian phase in which "criticism of the realism 
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of the proposals is not allowed" (Simonsen & Robertson, 2012, p. 152). Due to the unique 

characteristics of this study, we used this three-phase structure as a flexible guide rather 

than a strict script. 

In practice, the sessions were run as a sequence of ten short, concrete segments mapped onto 

the three Future Workshop phases. After a brief onboarding in which participants chose a 

personal sticker on the Miro board and wrote their name, the critique phase combined four 

attitudinal polls with two short narrative tasks: participants recounted a recent episode of AI 

use and what they had trusted or hesitated about, and an occasion when they had caught an AI 

being confidently wrong, noting what kind of explanation would have helped. The fantasy 

phase asked them to add free-text "nice-to-have" explanations and to categorise eleven 

pre-prepared explanation questions (for example, "Where does this information come from?", 

"How confident is the AI in this answer?", "What could be wrong or uncertain about this 

answer?") into Useful, Depends, Not useful, or Annoying.  

The third phase loosely follows the implementation logic of the Future Workshop, grounding 

fantasy against present constraints but replacing action planning with direct engagement with 

the provotype which is in line with the cooperative provotyping tradition developed by 

Bødker and Grønbæk (1991). Thus, the prototype serving not only as a blueprint to be 

committed to but as a collaborative artifact that enables participants to 

render their envisioned explanations tangible and open to critical examination. In this phase 

we introduced our artifact ExplainGround. Starting a ten-minute walkthrough of its 

structure, followed by open testing of its features—the toggle switch, prompt kit, Manual and 

Controller modes—a reflection on individual design choices, a task where each 

participant tried again with a question they previously found difficult to trust AI with, and 

a final brainstorm on additional explanation prompts and potential design changes.  

Not all segments contributed equally to the analysis, and that should be stated clearly. The 

four attitude surveys mainly helped participants understand the topic; only the 

accountability survey influenced the findings. The first storytelling task set the context rather 

than generating analysis. The second storytelling task and the eleven-question 

categorization grid provided meaningful input, which is discussed in section 5.7. The order of 

the segments was important. Following the Future Workshop method, critique came 

before fantasy to prevent participants from jumping to solutions before clearly 

understanding the problem. The process was flexible and with adaptation from us as 

facilitators to each session as needed, and Session 2, in particular, deviated from the plan 

when a technical issue merged the test of a difficult question into the brainstorm (see sections 
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3.6 and 6.5). Still, the three-phase structure remained consistent across both sessions, making 

the learning from each session broadly comparable. 

 

3.5 How the provotype was used in the workshops 

 

ExplainGround played three roles inside each session, and keeping those roles distinct 

matters for how the data are read. 

 

As a shared reference: The presence of the artefact in the room affected the nature of the 

conversation. Instead of questioning participants about what they desired from artificial 

intelligence explanations generally, we asked them what they wanted from this actual existing 

artefact that was filled with content they could both refer to and dispute. In addition, the 

artefact levelled the conversation across participants possessing varying levels of technical 

vocabulary: even though the underlying models used by developers are epistemologically 

opaque to their creators (Humphreys, 2009), criticisms need to locate themselves on a 

publicly visible surface. Criticisms may therefore come from individuals who do not possess 

the necessary vocabulary to criticize the model itself, but can instead criticize the user 

interface (Bødker, 1991) or the output that passes through the user interface. 

 

As a provocation: The artefact was somewhat intentionally unfinished and somewhat 

opinionated about the type of explanation it would give. The prompt kit selected particular 

options regarding how to construct explanations that included disclosing confidence and 

uncertainty in explaining an argument, highlighting implicit premises in arguments, 

presenting alternative viewpoints on arguments, and indicating system boundaries in 

explanations, and these selections provided something to push back against (Boer & 

Donovan, 2012). We learned something that a completely neutral artefact would not have 

revealed in the way that NT1 said he viewed the same query as more valuable without any 

prompt kit than with all five active across his prompt, and in the way that T1 noted that 

Controller produced only three of the five categories for each of his queries. 

 

As something that participants reshaped: Participants reacted to ExplainGround and also 

provided groundwork to modify it. Some verbalized modifications to ExplainGround during 

the design-reflection and brainstorm phases of the study, suggesting possible revisions 

including adding a category concerning sources and provenances, creating a single 
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“everything” prompt for users who might otherwise select all available options, increasing 

the visual distinction between the question and answer, moving meta-information to the 

bottom of the response. Other participants modified ExplainGround internally. At least one 

participant instructed the model to display the explanation block after its responses while in 

session, effectively modifying the way explanations are presented by ExplainGround. While 

engagement with ExplainGround was variable across participants, this variability is analyzed 

in Chapter 5. 

 

Across these three functions, ExplainGround was not created to provide definitive answers, 

but rather to help create dialogue, to provide something sufficient for people to think against, 

to deny, and to modify. The knowledge generated by this study occurred within the 

interactions between people and ExplainGround, which is consistent with a broader STS 

perspective described in Chapter 2 that explainability is a relational accomplishment among 

humans, artifacts, and settings (Suchman, 2007). 

 

3.6 Data collection & analysis approach 

 

This section describes what empirical materials the workshops generated and how we 

analysed the data. There were four forms of empirical materials generated in this study. The 

workshops were recorded and fully transcribed for both sessions and conducted via Microsoft 

Teams. Transcripts of the workshop provided the majority of the information regarding what 

participants stated or implied, along with how they expressed themselves (doubts, 

interruptions, etc.) all of which contribute to a reflexive thematic reading.  

Miro board artifacts captured the poll placements, the "last time I used AI" and 

trust-or-hesitation stickies, the caught-AI-wrong stickies, the nice-to-have stickies, the 

eleven-item categorisation grid, the per-participant design-reflection frame, and the 

brainstorm frame. We treat the boards as their own source of data. Following Pink et al. 

(2016, pg.30), who emphasize that digital ethnographic research is a collaborative process in 

which "we make knowledge and ways of knowing with others, and not as lone researchers", 

we read the boards and provotype usage as situated productions, shaped as much by the 

workshop setting as by participants' underlying preferences.. 

Screenshots of provotypes were sent by participants during and after open testing. 

Participants mostly provided screenshots while using Manual mode in Session 1 and 

Controller mode in Session 2. These provide images of the explanation pane as seen by 

 



39 

participants, including one image that shows a participant altering the explanation surface in 

mid-interaction. Field notes were prepared by both researchers during and shortly after each 

session. We attempted to record not only what was said but also what was avoided, what 

produced visible discomfort, and what participants refused. As such, these notes reflect a 

situational perspective from our side as facilitators and not neutrality, belonging to us and not 

the participants. And as such we treat them as prompts for interpretation (Pink et al., 2016). 

Two aspects of the dataset restrict how certain portions of the dataset can be interpreted, and 

we address them here prior for transparecy. Firstly, due to the fact that the eleven-item 

categorisation grid was populated with category-coloured stickers as opposed to personally 

coloured stickers, the results of those votes are reportable only at an aggregated level and 

therefore cannot be associated with individual participants. Secondly, Session 2 reached an 

API rate limit on the model approximately 8 minutes into the open testing period which 

effectively froze most activity for almost five minutes and limited the test a “struggled 

question” segment to only partial completion in real time. Many participants entered their 

answers post-test. While neither of these issues is critically detrimental to the dataset, both 

will impact what assertions can be made based upon the data, and both are discussed further 

as limitations in Section 6.5. 

We analysed the collected material as a single corpus, due to the workshops being exactly the 

same, using reflexive thematic analysis (RTA) in the form set out by Braun and Clarke 

(2022). RTA suits the study methodologically for three distinct reasons. Firstly, unlike other 

thematic approaches which often rely on a pre-empted or implicit assumption that meaning is 

inherent in the data, RTA assumes meaning is constructed by the interpretative actions taken 

during the analytic process. Braun and Clarke (2022, p. 9) put this directly: "themes do not 

passively 'emerge' from data but are actively produced by the researcher through their 

systematic engagement with, and all they bring to, the dataset". As such, RTA affords the 

researchers significant agency over how they create their own interpretations about the 

themes and concepts emerging from their data. 

Secondly, RTA can work effectively across a variety of different forms of data. It 

accommodates "a wide range of data collection methods and data types" (Braun & Clarke, 

2022, p. 27), and unlike codebook approaches to thematic analysis, it does not require coding 

to be guided by a pre-set framework (Braun & Clarke, 2022, p. 55). This allowed us to work 

with the heterogeneous material the project produced — workshop transcripts, sticky note 

comments, categorisation grid responses, brainstorming session notes, screenshots of user 
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interfaces and system functionality, and field notes — without forcing them into a common 

coding scheme. 

Finally, RTA is reflexive in nature. Braun and Clarke (2022, p. 5) describe the reflexive 

researcher as "a subjective, situated, aware and questioning researcher", and they emphasise 

that reflexivity "considers the researcher’s role in shaping meaning" (p. 179) throughout the 

analysis. Before conducting this research, both researchers already understood explainability 

as something emerging from practice rather than as a property of systems. Rather than 

viewing this previous understanding as a source of potential bias to be eliminated, we have 

chosen to treat it as a resource to be acknowledged and worked with, supported by Braun and 

Clarke's (2022, p. 55) position that "subjectivity is a strength, rather than a weakness or a 

source of 'bias'".  

This commitment cuts both ways, and we are aware that themes closely aligned to a prior 

position invite the charge that the data were organised into pre-existing language rather than 

read for what they complicated. We worked against this in two concrete ways: by letting the 

Session 1 material develop its own framing in familiarisation and coding before any 

cross-cohort reading (see above), and by giving greater evidential weight to unsolicited, 

convergent critiques and to moments where participants resisted the artifact than to prompted 

agreement. Where the data pushed against the framing — NT1 preferring the unaided query, 

the technical cohort declining to converge on a single mode, NT2's lone dissent on 

accountability — we have tried to report it as such rather than smooth it over. 

Following Braun and Clarke's contemporary RTA (Braun & Clarke, 2022; Byrne, 2022), four 

theoretical positions were addressed before coding began. Epistemologically, the analysis is 

constructionist: meaning was treated as produced in the interaction between participants and 

the artifact, rather than as a reflection of inner attitudes the workshops could neutrally 

surface. Orientation to data was experiential: we reported how explanation looked from the 

participants' side and what they did with it, rather than interrogating the wider XAI discourse 

as a discursive object.  

Analysis was predominantly inductive with a measured deductive influence: open coding was 

guided by the research questions but not bound to a prior framework. Coding worked at both 

the semantic and the latent level: participants' explicit statements were coded as said, and 

patterns of meaning that the saying implied — for example, the move from describing an 

experience to enacting a contestation — were also coded. 
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In practice, the analysis of the data proceeded through the six stages described by Braun & 

Clarke (2022) being: familiarising yourself with the data, coding, creating preliminary themes 

from the coding, developing and examining the themes, refining, defining, and naming the 

themes, and writing-up. The stages were viewed as iterative rather than strictly linear, 

consistent with their (2022, p. 92) description of this type of research as “going back and 

forth” in the process.  

Familiarising ourselves with the data was achieved through multiple readings of each 

transcript while simultaneously viewing the artefacts produced by the Board and screenshots. 

At first we wrote down impressions of each reading (as opposed to making them into codes). 

Coding then proceeded at the semantic and latent levels described above. Candidate themes 

were developed based upon these codes and were held together by central organising 

concepts. These candidate themes were subsequently examined against all of the coded data 

and against the entire dataset. Some candidate themes collapsed, some separated, others were 

redefined.  

Finally, each theme was defined and named based upon what it represented and what it did 

not represent. The six findings presented in Chapter 5 are derived from the preceding 

analytical process.  Within this single corpus, we examined cohorts patterns. Since all 

members of the technical cohort fell into Session 2, we made sure to allow for the material 

from Session 1 to emerge with their own framing in familiarization and coding before asking 

if differences appeared at the theme level across cohorts, so any such differences would not 

be artifacts of using a different session categories to code another. Cohort reading represents 

an important analytical point in Chapter 5, however, as indicated by 3.3, it is considered 

directionally, and not as a control. 

 

3.7 From workshop insights to design implications 

 

The initial research plan was to run iterations of ExplainGround between sessions to create an 

evolving version history of the artifact that could also be analyzed. However, due to time 

constraints, both sessions were conducted close to each other and using the exact same 

version of the artifact. By maintaining the artifact constant, it became easier to analyze the 

cross-cohort reading discussed in Chapter 5. If the two sessions had utilized different versions 

of the prompt kit, then the cohort level differences regarding participant use of Manual and 

Controller, what they desired to obtain from ExplainGround, and what they rejected from 

ExplainGround would have been confounded with the artifacts version effect and ultimately a 
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finding about cohort would have been a finding about whichever version of the artifact each 

cohort observed. Due to utilizing a single version of ExplainGround, when participants in 

Session 1 and Session 2 articulated explanations differently, that difference was performing 

analytical work, not the artifact. This interpretation aligns with the provotype tradition that 

we rely upon (Boer & Donovan, 2012) as it is our belief that the value of a provotype artifact 

lies in the responses it elicits from participants rather than putting the focus on developing 

multiple versions based on participant feedback. 

The iterative movement envisioned in the original design occurs after both sessions. As such, 

the location for this movement is between the workshops and the next version of 

ExplainGround. Following both sessions we posed three general questions of the aggregated 

materials. First, what did participants resist or which aspects of the prompt kit, modes or 

framing did they resist, revise or dismiss. Second, what did participants add, revise or 

emphasize, which ideas did participants cluster around in ways that indicated some aspect 

was absent in the current version. Third, what did the artifact prevent participants from 

articulating, what ideas seemed inaccessible to participants due to their inability to express 

them within the limitations presented by the current version of ExplainGround. These 

answers represent the studies design contributions and are detailed in Chapter 6 rather than 

here where they may appear prior to the empirical data supporting them (see 6.6 and Table 4). 

 

3.8 Ethics, positionality, and reflexivity 

 

Ethical considerations ran continuously alongside the methodology as opposed to being 

separated from it (Guillemin & Gillam, 2004) and arise directly from the same Mutual 

Learning ethos which guided the design. Participation was voluntarily and prior to 

participation were informed that there would be no expectation of any technical knowledge 

on their part and that honesty was valued over performance. Recordings made during sessions 

were used exclusively for transcribing and analyzing data generated in these sessions and 

participants will remain anonymous within this research via pseudonyms. Extracts from 

participant interactions have also been reviewed in order to ensure that they could not be 

linked using a combination of potentially identifiable information. 

Positionality must be addressed directly here because of how the study was recruited. The 

Session 1 participants were acquaintances of the facilitators. The Session 2 participants either 

came from a shared professional context or were connected to the facilitators through that 

professional network. This proximity was an asset for a small, exploratory study as it 
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produced open, engaged participation from people willing to spend an hour and a half 

thinking aloud about an unfinished artifact, but it also shaped the material in a particular 

methodological direction (Taylor, 2011). Participants who are familiar with the researchers 

may feel inclined to respond favorably, may temper their criticism, or may be more reluctant 

to voice harsh evaluations than strangers would be, as Taylor (2011, p. 15) puts it, "empathy 

and affection between a researcher and informant may result in an informant wanting to 

please his/her friend and the subtlety of such a gratifying gesture may make it hard for the 

researcher to detect given their reciprocal affection." The familiarity that produced productive 

engagement during the sessions is therefore also a source of bias that cannot be entirely 

factored out.  

We attempt to remain mindful of this when interpreting expressions of enthusiasm in the 

transcripts, and, in keeping with Lincoln and Guba's (1985) principle that agreement among 

independent sources increases the strength of qualitative claims, we treat unsolicited, 

convergent critiques, for instance, the independent complaints about visual contrast, or the 

redundancy critique of the front-page configuration as carrying greater evidential weight than 

prompted positive responses. 

 

4. The ExplainGround provotype 

 

4.1 ExplainGround as an interactional explainability mediation layer 

 

Before detailing the design rationale, it is worth establishing the conceptual and technical 

positioning of ExplainGround within the broader landscape of explainable AI (XAI). As 

discussed in the theoretical framework, post-hoc explainability refers to approaches that do 

not intervene in the internal architecture or the initial design choices of a model, but instead 

apply an interpretive layer on top of an already functioning system in order to make its 

outputs more transparent and understandable.  

ExplainGround operates precisely in this way, as, instead of modifying how a given LLM 

processes or generates responses, it introduces an explainability layer that runs in parallel 

with the model's standard operation, prompting it to account for its outputs without altering 

its underlying design. This is a meaningful distinction, as the internal mechanisms of large 

language models remain largely unclear, and this lack of transparency poses unwanted risks 

for downstream applications (Zhao et al., 2024), risks that post-hoc approaches like 

ExplainGround seek to address at the level of interaction rather than architecture. 
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However, as it becomes clear through the theoretical framework of this thesis, 

ExplainGround does not approach explainability purely as a computational problem to be 

solved through better algorithms or more sophisticated interpretation techniques. Instead, it 

understands explainability as something that is fundamentally socio-technical and 

interactional in nature, that is shaped not only by what a model outputs, but by who is asking, 

in what context, and for what purpose.  

This represents the aforementioned shift away from the dominant computational framing of 

XAI, which has historically focused on developing model-level techniques such as feature 

attribution, saliency maps, or attention visualization, and towards a perspective that situates 

explainability within the lived experience of users interacting with AI systems. From this 

perspective, an explanation is not meaningful because it is technically accurate. It is 

meaningful because it is relevant and useful to the person receiving it. Therefore, 

ExplainGround is designed not to generate explanations on behalf of the user, but to create 

the conditions under which users can articulate what kinds of explanations matter to them and 

why. 

Equally important is the model-agnostic character of ExplainGround. The entire interface was 

designed in Figma and connected to the API of Grok, a platform that provides fast inference 

for a range of modern LLMs. Crucially, because ExplainGround operates through an API 

layer, it is not bound to any single model: the same interface and explainability logic can be 

connected to the APIs of other systems, such as ChatGPT, Claude, or Gemini, with minimal 

adjustment. This means that the explainability layer functions independently of the specific 

model underneath it, making ExplainGround model-agnostic in both design and intent. 

Post-hoc explanation tools interpret and explain a model's decisions after the model makes a 

prediction, and by sitting at this layer rather than intervening upstream, ExplainGround 

preserves compatibility across different model providers while still introducing a meaningful 

degree of transparency into the interaction. 

The whole idea about this artifact also carries implications for user trust. Atf and Lewis, in a 

meta-analysis of 90’s studies examining the relationship between AI explainability and user 

trust, found a statistically significant but moderate positive correlation between the two, 

suggesting that while explainability contributes to trust, it is neither automatic nor sufficient 

on its own (Atf & Lewis, 2025). Their findings also emphasize the normative importance of 

facilitating authentic trustworthiness in AI systems, rather than focusing exclusively on 

immediate trust effects.  
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This resonates with the socio-technical orientation of ExplainGround: if trust in AI is not 

simply a function of technical transparency but is instead shaped by the broader context in 

which a system is used and understood, then the design of explainability tools must engage 

with users as active interpreters of meaning rather than passive recipients of information. 

ExplainGround takes this seriously. Instead of assuming that adding an explainability layer 

will straightforwardly produce trust, it treats the question of what makes an explanation 

meaningful as something that needs to be explored with users themselves. This is precisely 

why this post-hoc explainability interaction layer is paired with a participatory design 

process. The overall goal is not only to make the model's outputs more legible, but to 

understand how and why certain explanations resonate with different users in different 

contexts. 

 

4.2 From exploration to design 

 

As mentioned above, the fundamental goal of this design is to serve as the "space" where all 

the perspectives of the users will come to the surface and help evolve into a practical 

human-centred solution. However, the primary priority is to use the provotype as a method of 

exploration, and not to focus on designing a final product. This aligns with Mogensen's 

original framing of provotyping as a bridge between the investigation of current practice and 

the design of new possibilities (Mogensen, 1992).  

This is an approach that sits between analysis and design, prioritizing the provocation of 

reflection over the prescription of solutions. Crucially, Mogensen argues that the goal of 

provotyping is not to present users with ready-made answers, but to help them experience 

current practice in new ways by doing it in alternative ways. The overall goal of this thesis is 

not to conduct research solely from an anthropological lens. On the contrary, the objective is 

to facilitate an organic emergence of the users' insights that could be translated into a 

counterproposal. 
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4.3 The concept behind ExplainGround 

 

As it becomes clear throughout this thesis, the idea about ExplainGround emerged from a 

quite practical concern: the AI models we use are black-box by design, and they are getting 

increasingly more complex. Examining explainability from a socio-technical and 

interactional perspective can highlight that we should approach opacity not as a 

computational problem, but as a design problem. If this thought is valid, then user 

perspectives regarding why a certain explanation is meaningful become a matter of vital 

importance, as this could be translated into a user-centered interface that is shaped by these 

insights. This concern clearly reflects what Mogensen describes as the taken-for-grantedness 

of practice: the way in which the tools and systems we use daily become invisible precisely 

because they work (Mogensen, 1992). Just as provotyping seeks to call forth what is usually 

taken for granted in a workplace, ExplainGround aims to surface the assumptions embedded 

in how users relate and interact with AI-generated responses. 

Therefore, the idea of a provotype that could act as the "ground" for this endeavor was 

considered a rational choice. The initial idea about ExplainGround was to create a working 

provotype where the user feedback would not emphasize the operational aspect, as the only 

goal would be to make it work on the level where gathering user feedback in a meaningful 

way would be possible. Thus, it needed to be an interface that works on a fundamental level: 

the user can open it and interact with the chatbot, so they can play a crucial role in its design 

and in formulating meaningful explanations that could essentially turn it into a useful tool.  

In this sense, ExplainGround is conceived less as a prototype of a final system and more as 

what Boer and Donovan describe as a type that embodies tensions surrounding an area of 

interest, in order to support collaborative analysis of that area and to collaboratively explore 

design possibilities (Boer & Donovan, 2012). 

 

4.4 Design choices and modes 

This initial version of the tool was focused on design choices that would help the users 

unlock their views more efficiently. Initially, there is a landing page that aspires to guide the 

user about how this explainability mode works. Then, the user can proceed to the main chat 

interface: 
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Figure 3. ExplainGround landing page 

 

The general idea about ExplainGround is that explainability prompts can run in parallel with 

any user prompt, so the AI model will be forced to provide more explainable responses. 

Depending on the objective and the context of the conversation, these explanations will 

probably need to change during the participatory design sessions. However, the initial idea 

started from the question: what if the user is able to run an explainability prompt whenever 

they want throughout the conversation? This idea would be crucial in supporting the 

interactional and processual aspects. A sub-question later emerged, which could also be 

revisited during the participatory design workshops: what if the LLM can be forced to detect 

the user's intent and provide these explanations automatically without the user having to 

manually select their explainability prompts? This rationale led to two different modes, 

where the first one gives the user total control, and the second one includes the explainability 

mode while the user has the typical interaction with the chatbot. Furthermore, the user can 

switch between the two modes at any point during the conversation when more or less 

thorough negotiation is required: 
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Figure 4. Mode selection 

The first path was actually a more doable design feature, as the user can select the 

explainability prompts on the front page, and then run them in parallel with their own 

prompts at any part of the conversation. At the beginning, we decided to include only five 

explainability prompts, hoping that the users would be able to provide more meaningful 

explanations and extend the prompt catalogue. Non-technical users might be interested in 

including prompts that are more relevant to psychological, medical, lifestyle, or daily life 

discussions. In contrast, technical users might be more interested in adding prompts that are 

more relevant to productivity, organization, and prioritization, etc. Initially, the first five 

explainability prompts are considered more generic and are intended to be used as a frame for 

reference during the workshops. To optimize the prompts and maximize the quality of the 

responses, we used an AI Prompt Enhancer:  

 

1.​ Confidence Level & Evidence Calibration 

 "Evaluate the response you just provided on a scale of 0-100% certainty. Break this score 

into three specific layers: (1) Data Certainty: How much of this is based on direct, 
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high-quality training facts versus probabilistic patterns? (2) Reasoning Stability: If the 

framing of my question changed slightly, how likely is it that your answer would shift? (3) 

Internal Conflict: Were there any competing data points or 'weights' in your processing that 

suggested a different answer? Please highlight the specific sentences in your previous output 

that carry the lowest confidence." 

2.​ Hidden Assumptions & Contextual Framing 

"To generate that response, what specific profile did you 'assume' I fit into (e.g., professional, 

student, skeptic)? List the cultural, socio-economic, or geographic norms you used as a 

default setting to interpret my request. Finally, identify one major assumption you made 

about the 'goal' of my query—if that assumption is wrong, explain how the entire logic of 

your answer would need to be rebuilt from scratch." 

3.​ Alternative Perspectives & Counter-Logic 

"Adopt the persona of a critical expert who holds an opposing view to the answer you just 

gave. Provide a detailed counter-argument that challenges your own primary logic, citing the 

specific 'weak points' in your previous response. Present two additional alternative 

frameworks—one based on a different ethical school of thought and one based on a different 

technical methodology—to show how this problem can be viewed from multiple, valid 

directions without favoring your original output." 

4.​ System Boundaries & Ethical Risk Marking 

"Explicitly define the 'boundary' of your knowledge regarding this specific topic. At what 

exact point does your reasoning transition from 'evidence-based' to 'pattern-prediction'? 

Identify three specific real-world scenarios or 'edge cases' where following the advice in your 

previous response would be factually incorrect, ethically risky, or physically unsafe. Tell me 

exactly what you cannot know about this situation due to your nature as a post-hoc observer." 

5.​ Missing Information & Data Gaps 

"Analyze my original prompt and identify three specific pieces of missing context—such as 

personal data, real-time events, or specialized domain knowledge—that you lacked but would 

have fundamentally improved the accuracy of your response. Furthermore, identify any 'stale' 

data in your training set that might make your answer outdated for 2026. What specific 

question should I have asked you to get a more transparent and ethically grounded result?" 

 

These explainability prompts are presented as a catalogue on the front page, and the user can 

select which ones are relevant to them before proceeding to the AI interface, regardless of the 

path they choose: 
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Figure 5. ExplainGround Prompt Kit 

The user should also select which mode they prefer before proceeding to the AI interface. 

However, as mentioned earlier, they can switch between features at any point during their 

interaction with the chatbot:

 

Figure 6. ExplainGround - Manual & Controller modes 
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In this respect, the catalogue and the switchable modes were designed to function as what 

Boer and Donovan (2012) call "handles for exploration": concrete affordances that invite 

users to engage with and through the provotype, rather than merely observe it (Boer & 

Donovan, 2012). This design choice also reflects a tension between inconspicuousness and 

intrusion that Boer and Donovan identify as central to effective design provocations: the 

provotype should be intrusive and at the same time estrange enough to challenge perceptions 

and stimulate ongoing reflection, but also sufficiently embraced so as not to be rejected 

outright. By giving users the ability to switch modes and select prompts freely, 

ExplainGround aims to strike this balance: present enough to provoke, but not so imposing as 

to shut down engagement. All these design choices were mainly inspired by the idea of 

negotiation. 

The idea of having the LLM detect user intent and provide context-relevant explanations is 

implemented as a design choice through the Controller Mode. In this mode, the user can still 

select their explainability prompts, but they don't have to manually select the prompts 

throughout the conversation. This option is provided as an alternative that focuses more on a 

seamless application of the explainability prompts. Boer and Donovan further suggest that it 

can be beneficial to maintain some mystery around a provotype's workings during 

deployment, allowing users to form their own interpretations before the rationale is revealed 

(Boer & Donovan, 2012). The Controller Mode operates on a similar logic: by automating the 

selection of prompts, it obscures part of the mechanism and invites users to reflect on what is 

being explained and why, rather than focusing on the mechanics of selection itself. 

 

4.5 Laying the foundation for participatory exploration 

Again, these design choices were implemented mostly as an endeavor to lay the foundation 

for the participatory exploration. The participatory sessions aimed to question these choices, 

as this should also be part of how interactional explainability should be conceptualized, 

reflecting the argument that discrepancies in current practice are not obstacles to be avoided 

but resources to be drawn upon (Mogensen, 1992).  

In provotyping terms, the role of the designer here shifts from that of an expert prescribing 

solutions to what Mogensen calls a provocateur: someone who stands behind the 

practitioners, supplying the means to find out about the present in order to know what to look 

for and what to avoid in the future. Nonetheless, the decision to include these two 

paths/modes also aimed to help users who might not be familiar with the concept of 
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explainability explore it in different contexts, which is more in line with how we should deal 

with AI novices.  

After choosing the mode and the prompts, the user can proceed to the interface. The manual 

mode looks like this:  

 

Figure 7. Interface - Manual Mode 

The Controller Mode is similar, but the explainability prompts are not visible as the selection 

is automated by the chatbot itself:  

 

 

Figure 8. Interface - Controller  Mode 
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In conclusion, ExplainGround was designed not as a finished product but as a deliberate 

provocation. It is mostly a working interface that aims to make the opacity of AI systems 

tangible enough to be discussed and negotiated collectively. The design choices outlined 

above were never intended to be final since they were conceived as a starting point for 

conversation, structured loosely enough to leave room for the users' own perspectives to 

reshape them. A lot of design choices and suggestions for other features could emerge from 

the participatory sessions.  

Furthermore, starting a theoretical conversation about explainability and the opaque nature of 

modern LLMs would probably end with the belief that only interventions in the design can 

help us understand the full spectrum of the problem. And, maybe, a discussion about 

explainability could probably lead to a dead end, as the only tangible outcome could be a call 

to action or an initiative that could be reflected with actions like the AI Act. However, this 

would be the part where AI Ethicists take over, and the participatory dimension might be left 

out. Our goal is to explore the idea of “Explainability for the people” and provotyping and 

participatory design can play a crucial role in ending up believing that something tangible can 

come out of it. 

The following section presents the findings from the participatory workshops in which 

ExplainGround was deployed, exploring how users engaged with the tool, what tensions it 

surfaced, and what insights emerged from that process that could inform a more meaningful 

and human-centred approach to explainability. 

 

Link for the initial design of Explainground: 

https://duct-ballet-41282728.figma.site 

 

5. Findings from the participatory workshops 

 

This chapter sets out what the workshops produced. The material described in Section 3, two 

session transcripts, the Miro boards from both sessions, the screenshots participants 

forwarded, and our own field notes, was worked through using reflexive thematic analysis 

(Braun & Clarke, 2022). Rather than walking through the sessions segment by segment, the 

chapter is built around six findings that the analysis drew out of the material as a whole. We 

chose to present analytically framed findings instead of a chronological report because, as 

Section 3 argued, the workshops generated a lot of data, and the harder task was deciding 

what data is relevant. 

 

https://duct-ballet-41282728.figma.site
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Before working through the findings it is worth saying explicitly how they relate to the 

questions the workshops opened with. The four attitudinal polls that started each session 

asked participants how important they thought it was to understand why an AI had produced 

an output, how often they relied on outputs they did not fully understand, whether they felt 

accountable for AI outputs they used, and in which contexts they used AI. The two narrative 

tasks that followed asked them to recall an episode they had trusted or hesitated about and an 

occasion when they had caught an AI being confidently wrong, noting what kind of 

explanation would have helped.  

The eleven-item categorisation grid then asked them to sort candidate explanation questions 

into Useful, Depends, Not useful, or Annoying, and the nice-to-have frame asked them what 

they wished AI tools provided. The findings below take these up. F2 picks up the 

accountability question directly. F4 builds on what participants wished for and on the 

categorisation results. F1 and F3 grow out of the trust and hesitation narratives. F5 and F6 

emerge from the prototype testing the earlier prompts had set them up for. The findings are 

not floating analytic constructs; they are our way of organising what participants gave us in 

response to these initial prompts. 

Each finding is handled the same way. We state the claim, lay out the workshop evidence 

behind it, say what we read that evidence as showing, and connect it back to the wider 

argument that explainability is a socio-technical practice rather than a property of the model. 

The findings are not watertight compartments. Ownership, negotiation, and relationality in 

particular bleed into one another, and the chapter closes by pulling them back together. 

Participants are referred to throughout by the background-coded identifiers introduced in 

Chapter 3 (Table 1): NT for non-technical participants and T for technical ones.  

Where a claim holds across both cohorts we say so, and where it leans on Session 2 alone, 

and is therefore tangled up with the session and cohort confound noted in 3.3, we flag it as 

suggestive rather than settled. Following the reflexive thematic analysis, the six findings 

share a central organising concept, namely that explainability is a socio-technical practice 

rather than a property of the model, and each finding articulates a distinct facet of that 

concept. Table 2 gives an overview of the six findings before we take them one at a time. A 

short closing section (5.7) brings in the structured exercises that the findings draw on more 

sparingly. 
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Figure 9. Thematic map of the six findings 

 

Finding Core claim Primary evidence Addresses 

F1: Negotiated 
interaction 

Explanations are produced 
in the back-and-forth, not 
delivered intact. 

T1 testing proofs against the model and 
baiting System Boundaries; T3 reading 
sycophancy critically; the live reshaping of 
the explanation block; NT1 judging the 
no-kit version more useful. 

RQ1, RQ2 

F2: Ownership and 
contextualisation 

Explanation matters when 
users control it and fit it to 
their role, and they already 
accept accountability. 

Unanimous non-technical preference for 
Manual; NT1's all-inclusive prompt; 
role-specific kits (NT7, T1, NT6); 
near-unanimous accountability vote. 

RQ2 

F3: Relational, 
expertise-dependent 

Adequacy depends on the fit 
between a user's expertise 
and the model's behaviour. 

Non-technical feedback on experience 
versus technical feedback on system 
behaviour (T1, T2, T3); NT6 on honesty 
about limits; differing trust thresholds 
(NT2). 

RQ1, RQ3 

F4: Technical to 
socio-technical 

Reframing around users 
surfaces needs that 
computational methods 
miss. 

Source attribution as the convergent need 
(NT1, NT3, T1, T4, NT6); T4's 
failure-mode taxonomy; NT6's 
honesty-about-limits requirement. 

RQ3 
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Finding Core claim Primary evidence Addresses 

F5: Provotype as 
instrument 

The artifact made 
explainability tangible and 
was reshaped by users. 

Cross-cohort convergence on provenance, 
contrast, and a bundled prompt; T4's 
endorsement; the in-prototype reshaping of 
the explanation surface. 

RQ3, RQ4 

F6: 
Explainability-oriente
d interaction 

Explanation options became 
visible and contestable 
without exposing internals. 

T3's sycophancy episode; T2's confidence 
and knowledge-gap cues on the SSL task; 
T1 reasoning about the explanation layer's 
behaviour. 

RQ2, RQ4 

 

Table 2. Overview of the six findings and the research questions they bear on. 

 

5.1 Finding 1 — Explainability as negotiated interaction 

 

This first finding is the empirical face of the concept developed in 2.5.1. Read against that 

concept, the exchanges we observed between participants and ExplainGround took the shape 

of a negotiation: bidirectional, contestable, and producing provisional outcomes rather than 

finished objects. The episodes we draw on are scattered across both sessions and both 

cohorts, which matters, because it suggests this is not a feature of one user type but a 

description of what explanation looked like, in practice, for the participants we worked with. 

Start with the most basic of the three features, that explanation moved in both directions 

rather than from system to user.  

NT1 ran the same query twice, once with the prompt kit switched off and once with all five 

prompts on, and judged the unaided version more useful to him for that question. That is a 

user move that adjusts the scope of the exchange and reports back on it. T1, working through 

a mathematical claim, found that the model had done the calculation wrong and started 

checking it by reasoning through proofs of his own, producing the next user move out of the 

previous model output. T2 ran into an answer he already knew was wrong, told the model so, 

and asked again, with the added remark that being able to see the model's reasoning would 

have helped him settle the matter. None of these are passive receptions. Each involves the 

user feeding their own assessment back into the exchange in a way that changes what the next 

system move can be. 

The second feature, contestability, was the one we saw most often, and it is what marks 

negotiation off from dictation. T3 spent part of the open testing trying to get the prototype to 

reassure her about a suspicious investment outcome, and when it did reassure her she read 

that reassurance with suspicion rather than relief. The system had made a move, and the user 

had refused it. T1 repeatedly rephrased a question in different ways to try to trigger the 
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System Boundaries card, watching each time whether it would appear, which is contestation 

in a different mode, of the system's reluctance to disclose its limits. NT7 described picking 

holes in a model output and asking it to think again, which is familiar enough from everyday 

use but which we want to take seriously rather than treat as background behaviour. The most 

striking case of contestation was the one that reshaped the artifact in real time. A Session 2 

participant, mid-interaction, told the model to place its explanation block at the end of the 

response so that the explanation would stop crowding the answer. That was not a comment 

about the system; it was a counter-proposal to the system, accepted by it for the rest of the 

conversation, and visible to all of us in the screenshot trail. The user had moved against an 

arrangement the system had imposed, and the arrangement gave way. 

The third feature is what makes these exchanges look more like deals than like transcripts. 

T2's struggled-question test on automating SSL certificate renewal is the clearest example. 

He finished the test with an answer that included reasons, an admission of uncertainty, and a 

stated knowledge gap, and he was willing to work with that. None of those three components 

is what we would normally call a complete answer to a technical problem. What he was 

willing to call good enough, for this task, with these caveats, is what convergence looks like 

in a negotiation. NT1's report that the unaided version of the query suited him better in his 

use is the same shape, the other way round. It is not an endorsement of either configuration in 

the abstract; it is a temporary settlement, for that question, with him as the user, against which 

the kit's defaults can be revisited next time. 

The asymmetry between user and model was visible throughout, and it is worth naming 

directly rather than leaving it unremarked. The model did not push back on anything. It did 

not refuse to answer when it should have, it did not check what the user was assuming, it did 

not retain commitments across the conversation in any reliable way. When it produced 

sycophancy in T3's investment exchange, it had nothing at stake in being wrong. All of the 

moves that count as moves in this account were the user's moves, and the system's 

contribution sat somewhere between a stage and a partner. This is why the design of an 

explainability layer matters as much as it does in our argument. If the user is doing all of the 

work of refusal, scope-adjustment, source-checking, and confidence-calibration, then the 

interface has to make those moves easy to make. The kit, the modes, the visible explanation 

surface, the toggling, the option of injecting in-conversation steering, are not extras; they are 

the conditions under which the negotiation can run at all on the user side. We return to this 

point in 6.2 and 6.3, where the burden it puts on users is the next thing the discussion has to 

take up. 
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If explanation were a property of the model, we would expect a different shape: acceptance, 

rejection, perhaps a request for more, with the model's output as the fixed thing in the room. 

What we saw was the opposite — the output was the first move, and what counted as an 

explanation was decided after, and in the back-and-forth, even when only one side of the 

exchange was capable of negotiating in any real sense. 

 

5.2 Finding 2 — User ownership, agency, and contextualisation 

 

Explanation mattered to participants when they had some ownership over it: control over 

when an explanation appeared, which kinds they got, and which parts of the model's 

behaviour they put under scrutiny. It mattered, too, when they could shape it to their own role 

and task. 

Mode preference is where this came through most plainly. Every non-technical participant 

who stated a clear preference picked Manual mode, and each gave a version of the same 

reason, that it gave them more control. NT1 preferred Manual outright, NT2 and NT3 said the 

same, and NT7 chose it because, in his words, it was “fun to influence the answer”. 

Ownership also showed up in how people wanted the kit shaped to them rather than simply 

maximised. NT1 proposed a single all-inclusive prompt, on the grounds that a less confident 

user, he pointed to his mother as the example, would tick every box anyway and would be 

better served by one bundled option.  

Fitting explanation to context came up explicitly in the closing discussion. NT7 separated 

work, where she wanted categories like technical facts or scientific proof, from personal use; 

T1 contrasted students learning a concept with professionals after a quick analytical answer, 

and judged the Alternative Perspectives card useful for the first group and less so for the 

second; NT6 singled out factfulness, whether an article or a photo is real, as the explanation 

need that matters in his personal life.  

The accountability poll then connects ownership to something heavier. Of the participants 

who voted, all but one said they would feel accountable for an AI output they had used, and 

in Session 2 the vote was unanimous. The single exception was NT2, whose vote of 

“depends” reflected a position he held consistently across the session: accountability should 

track the degree to which the user shaped the output, not the use of an AI tool in itself. That 

dissent is worth holding onto rather than averaging out, because it picks at the same question 

the other eleven participants answered “yes” to, and it shows that even within near-unanimity 

there is a substantive disagreement about what one is being accountable for. 

 



59 

What this points to is a shift away from explanation as something the designer defines and 

toward sense-making the user drives. Participants did not want a system that explained itself 

at them. They wanted one they could direct, so that it explained what they needed, when they 

needed it, in terms that fit the job. The near-universal acceptance of accountability sharpens 

this. These users were not looking to hand off responsibility for AI outputs; they already took 

it on.  

So the design problem is less about convincing people to feel responsible than about giving 

them the means to act on a responsibility they already feel — which is what control over 

explanation, source-checking, and confidence cues is for. That same ownership has a cost, 

though, and we return to it in the discussion: handing users control over explanation also 

hands them the work of staying vigilant. For RQ2, this means user control is not an abstract 

preference; it is the form responsibility takes once the user has already accepted it. 

 

5.3 Finding 3 — Explainability as a relational, expertise-dependent achievement 

 

What made an explanation adequate depended on the fit between a user's expertise, the task 

in front of them, and how the model behaved. Technical and non-technical participants came 

at the same artifact with different priorities and different habits, which is to say that 

explainability behaved like a relationship between a particular user and a particular model 

rather than a fixed property of either. 

The two cohorts more or less spoke different languages about the same prototype. 

Non-technical participants kept returning to the experience of using it: too many clicks before 

you could even ask a question, the heavy use of asterisks in the replies, the difficulty of 

telling your own question apart from the model's answer, and the wall of text that appeared 

when all five prompts were on at once.  

Technical participants tended to talk about how the system behaved. T1 worked out that 

Controller seemed to be surfacing only three of the five categories across his prompts. T3 

named what the model was doing as sycophancy. T2 noticed that the Confidence and Missing 

Information cards showed him exactly where his own knowledge ran out, and that the kit 

nudged him into sharpening his query, a kind of scaffolding he liked. Honesty about limits cut 

across the divide rather than sitting on one side of it: NT6, who is non-technical, valued that 

the model would say what it could not do, and contrasted that with how a workplace assistant 

usually behaves. Trust thresholds varied too. NT2 was firm that getting it right mattered more 
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than getting it fast, putting it in his own terms: he “would rather wait 5 minutes for the right 

answer than get the wrong one in 1 minute”.  

The mode preferences from 5.2 fit the same pattern: Manual read as a control surface to 

non-technical participants and as a probe to technical ones. The technical cohort itself did not 

converge — of the technical participants who stated a clear preference, T2 chose Controller 

because it had, as he put it, “all the tabs that are required”, T1 started in Controller and 

switched to Manual to probe, and the rest tested both modes without committing. That 

internal split matters: even within the technical cohort, what made an explanation usable 

differed from one participant to the next, which is exactly what a relational view of 

explainability would predict. 

There was no single good explanation the kit could have handed to everyone. Non-technical 

participants mostly wanted judgement they could apply and an experience they could 

manage; technical participants used the explanation layer as an instrument trained on the 

model's behaviour. Explainability sat in the fit, or the friction, between what each person 

brought and what the model and interface gave back. We are careful about how hard to push 

the cohort contrast, for the reason set out in Chapter 3: all of the technical participants were in 

Session 2, so the difference between cohorts is partly a difference between sessions.  

We read the divergence as a solid qualitative pattern, not a measured effect. Even with that 

caution, this is where the thesis departs most directly from the dominant XAI framing. Where 

computational approaches treat explanation as a function of the system, something that can in 

principle be made adequate by improving the model, what we observed is something that 

varies by role, by task, and by the model's behaviour on the day. That is what RQ1 and RQ3 

together come down to: adequate explanation is achieved between a particular user and a 

particular model in a particular task, not delivered by either side alone. 

 

5.4 Finding 4 — From a technical problem to a user-centred, socio-technical one 

 

Problems that get framed as purely technical, explainability among them, look different once 

they are reframed as user-centred design problems, and they become more workable. 

Bringing users into the process surfaced needs that no computational method had on its list. 

The single most repeated concern in the whole dataset was where the answer came from. NT1 

raised it during the walkthrough, returned to it in his design reflection, wrote it on a 

nice-to-have sticky, and made it the first thing he brainstormed; he was explicit that “if 

sources are not shown for some topics he will not believe the answer”. NT3 agreed with him 
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about wanting more sources. T1 proposed a prompt that would say more about where a 

response originated. T4 wanted research pulled from several reliable references rather than 

the first thing the model found. NT6 liked that a workplace assistant had cited specific emails 

and meeting notes, which made its summary feel credible. None of the post-hoc 

explainability methods on the market actually delivers this, a legible account of provenance, 

and yet it was the thing participants came back to most often. Sourcing was not the only 

example. T4 sketched a set of common LLM failure modes worth tracking, hallucination, 

answers that drift out of context, claims that do not match reality, a kind of amnesia across a 

conversation, and sycophancy. T3's investment episode suggested a reality-check or 

suspicious-reassurance prompt. And NT6's recurring frustration that AI will not admit when 

it cannot do something turned, in his hands, into a design requirement: an explanation type 

that owns up to the limits of the answer. 

Once users were in the room, the explainability problem stopped looking like a question of 

better model interpretability and started looking like a question of provenance, of honesty 

about limits, and of guarding against a few characteristic ways the model fails. Those needs 

are social and interactional before they are computational. The workshops did more than 

restate this conceptual move; they produced concrete, user-authored requirements that a 

model-internal approach would not have generated on its own. For RQ3, this is the answer in 

operational form: provenance, failure-mode visibility, and honesty about limits are not 

interpretability problems but problems of how interaction handles what the model cannot do. 

 

5.5 Finding 5 — ExplainGround as a participatory research instrument 

 

The prototype, shaped as it went by the workshops, worked as a research instrument. It made 

explainability concrete enough to discuss, and participants did more than react to it; they 

helped redesign it. Having a specific artifact to engage with pushed the inquiry further than 

abstract discussion would have. 

Participants kept reshaping the artifact. Across the two sessions they converged on a fairly 

specific set of changes. Both cohorts asked, independently, for a dedicated source or 

provenance category. NT1 wanted a single bundled prompt for users who would otherwise 

turn everything on. T3 and NT7 separately complained that you could not easily tell a 

question from an answer in the chat pane, and T4 backed them up, which makes the contrast 

issue the one piece of UX feedback in the dataset with clear cross-cohort agreement. NT7 and 

T1 both wanted the asterisk clutter cut down. One participant proposed, and then actually 
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enacted, moving the explanation block to the end of the reply to stop it overwhelming the 

answer. NT7 suggested that Controller should simply enable all five prompts by default. That 

participants generated this much actionable direction is itself evidence the artifact was doing 

methodological work. So is the contrast with what abstract questioning tends to yield. Asked 

in general what explainability means, people usually return the recycled language Chapter 3 

warned about. Asked to react to a particular pane, a particular button, or a particular failure, 

they produced something closer to their own thinking. T4's verdict, that the tool was “really 

cool and definitely needed” for the kind of deep, multi-source research he had in mind, 

captures the level of engagement even as he was busy proposing how to extend it. 

The prototype's value came partly from a productive friction. Because it was opinionated and 

a little unfinished, it gave people something to push against, and the pushing is where much 

of the data came from. Explainability is hard to talk about in the abstract; it becomes legible 

when there is a concrete artifact to point at, test, and contest. The low fidelity of the 

Figma-and-API build was not a weakness here but a condition of the method: finished 

enough to take seriously and unfinished enough to invite people to intervene. The 

contribution is not a product but an instrument — a sociotechnical device for studying how 

people and AI systems do explanation together. That is what answers RQ3 and RQ4 in 

tandem: the cross-cohort convergence on provenance, contrast, and a bundled prompt, 

together with the in-prototype reshaping of the explanation surface, are what the artifact 

produced that interview-only or model-internal methods would not have. The wider 

methodological argument about why a provotype was the right instrument here, and what 

alternative methods would have yielded, is taken up in 6.4. 

 

5.6 Finding 6 — From computational transparency to explainability-oriented 

interaction 

 

Put together, the workshops show the prototype moving the focus off computational 

transparency and onto explainability-oriented interaction. By making explanation options 

visible, contestable, and adjustable, it let participants ask sharper questions and manage their 

own uncertainty, and it did all of this without ever exposing the model's internal logic. 

The clearest single episode is T3's investment exchange. During open testing she got the 

prototype to reassure her about a suspicious investment outcome, which is to say she 

provoked the very sycophancy the Confidence, Hidden Assumptions, and System Boundaries 

cards were meant to expose. It is the best demonstration in the dataset that the artifact can 
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surface the failure mode it was built to make visible. The point was not that the model 

became transparent, but that the interaction made its overconfidence something she could see 

and challenge. T2 points the same way. Testing a software question he usually cannot get a 

straight answer to, he found that the Confidence and Missing Information cards showed up 

the gap in the model's knowledge and helped him build a better prompt; he finished his 

struggled-question test, on automating SSL-certificate renewal, with reasons, an admission of 

uncertainty, and a stated knowledge gap, rather than a bare answer. T1's observation that 

Controller surfaced only three of five categories belongs here too. He was attending to, and 

reasoning about, the behaviour of the explanation layer itself. 

None of this gave participants a window into the model's internals, and none of it was meant 

to. What the artifact did was rearrange the interaction so that uncertainty, assumptions, limits, 

and provenance became things a person could notice and act on. Explainability, in this 

account, is a matter of designing the conditions of an interaction — the prompts, the controls, 

the feedback — so that users can ask better questions and handle uncertainty, rather than a 

matter of prising open the box. ExplainGround is a small but working illustration of what 

designing for that looks like, which is the second half of the answer to RQ2 and RQ4. 

 

5.7 What the structured exercises added 

 

The findings so far have drawn most of their evidence from the testing and design-reflection 

segments of each session. The structured exercises that preceded those segments, the four 

attitudinal polls, two short narrative tasks, and an eleven-item categorisation grid, gave us a 

different kind of material, more dispersed and less narrative, and we want to bring it in here 

rather than leave it sitting in the methodology. This section is supplementary to the six 

findings rather than a seventh; its purpose is to show that two of the structured exercises 

corroborate Findings 3 and 4 with material that does not come from the testing segment. 

The second narrative task asked participants to recall an occasion when they had caught an 

AI being confidently wrong, and to say what kind of explanation would have helped. The 

responses split sharply along the technical and non-technical line, in a way that converges 

with Finding 3 and extends Finding 4. Among non-technical participants, several reported 

that this had not happened to them: NT3 said it had not happened yet, NT4 said the same, and 

NT1 said the model had been only partly wrong and attributed that to his own prompts not 

being the best. That is itself a finding worth noting rather than averaging out: roughly a third 

of the non-technical participants who answered did not recognise the caught-AI-wrong 
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scenario in their own use, which fits the broader pattern that the cohort tends to absorb model 

failures as user error or as ordinary friction. Those who had caught the model out described 

the encounter in everyday language and as a tedious correction loop. NT2 located the failure 

in logic and memory checks, and said that correcting the model was tedious. NT6 said the 

model many times produced confident wrong answers for work-software formulas, and 

named the most frustrating feature directly: the model “always tries to provide an answer; 

never says ‘I cannot do it’”.  

Among technical participants, the pattern was different. They named specific failure modes. 

T1 caught the model in mathematical errors and started questioning it by working through 

proofs of his own. T3 described Gemini repeatedly insisting on solutions inside its own suite 

that did not exist, a documentation loop she eventually broke by reading the docs herself. T2 

had caught a confident wrong answer he already knew was wrong, and pushed back; he said 

being able to see the model's reasoning would have helped him settle the matter. T4 named 

the failure outright as sycophancy: the model, in his words, “stopped objective reasoning and 

became a sycophant, just confirming what is fed to it without questioning if the answer is 

valid”. 

What this divergence shows is not that one cohort experiences AI errors and the other does 

not. It is that the technical participants have a vocabulary for what counts as a failure, and the 

non-technical participants describe similar phenomena either as not-quite-failures or as 

tedious work the user absorbs. The implication for explainability is the one Finding 3 already 

made and Finding 4 already built on. An explanation type that works for the technical user, a 

confidence cue, a named failure mode, a request to see the reasoning, is not yet calibrated for 

the user who would not have flagged the same encounter as a failure to begin with, or who 

treats it as a problem with their own prompting. The honesty-about-limits requirement that 

surfaced in Finding 4 lands particularly hard against NT6's complaint that the model never 

says it cannot do something. The second narrative task is where that requirement first 

becomes legible in the data. 

The eleven-item categorisation grid asked participants to sort candidate explanation questions 

into Useful, Depends, Not useful, or Annoying. The sticker colour encoded the category 

rather than the participant, so per-person attribution is not possible for this exercise; what we 

have is the aggregate pattern. The grid was sparser in Session 1 and denser in Session 2, but 

the two converge on the same top tier. Four explanation types come out densely Useful in 

both cohorts: where the answer comes from, how confident the model is, what could be 

wrong or uncertain, and how the user might verify the answer. The bottom of the grid is also 
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consistent across cohorts. Questions about alternative answers the model could have given 

and about legal or ethical concerns were either lightly populated or skewed toward Depends 

and Not useful. The technical cohort, in addition, registered Annoying votes against the 

question of what the model had assumed about the user and the question of whether using the 

model could put the user's data at risk, which neither received in Session 1. Table 3 sets out 

the pattern. 

 

Explanation question Session 1 (non-technical) Session 2 (mixed cohort) 
Why did the AI give THIS particular answer? Useful Useful (dense) 
What other answers could the AI have given? Lightly covered Depends / Not useful skew 
Where does this information come from? Densely Useful Densely Useful 
What influenced the answer most? Useful Useful 
What did the AI assume about me or my question? Mixed Some Annoying votes 
What could be wrong or uncertain about this answer? Densely Useful Densely Useful 
Are there any legal or ethical concerns? Lightly covered Depends / Not useful skew 
What happens if I act on a wrong answer? Useful Useful 
Could using this put my data at risk? Useful Some Annoying votes 
How confident is the AI in this answer? Densely Useful Densely Useful 
How could I verify whether this answer is correct? Densely Useful Densely Useful 

Table 3. Aggregate categorisation of the eleven explanation-type questions (Q VI). 

 

What the grid adds to the analysis is the converse of Finding 4. Where Finding 4 says that 

source attribution and honesty about limits were the most repeated wishes, the card sort says, 

more structurally, that source attribution, confidence, error-or-uncertainty, and verification are 

the top-tier explanation needs across both cohorts, and that questions about model internals 

and edge-case concerns are not. The result lines up with the rest of the chapter and gives the 

design implications in 6.6 a second source of evidence rather than only the testing material. 

Together with the second narrative, then, the structured exercises corroborate Findings 3 and 

4 with material that does not come from the testing segment, while the attitudinal polls and 

the first narrative did not produce evidence we have built findings on. 

 

5.8 Summary of findings 

 

The six findings describe explainability as something done rather than handed over. 

Participants negotiated explanations as they used the tool (5.1). They wanted ownership and 

fitted explanation to their roles, while already accepting responsibility for the outputs they 

relied on (5.2). What counted as adequate depended on the relationship between their 
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expertise and the model's behaviour (5.3). Bringing users into the process turned a 

supposedly technical problem into a socio-technical one (5.4). The provotype made all of this 

concrete and discussable (5.5), and the overall effect was a move from chasing computational 

transparency toward designing explainability-oriented interaction (5.6). The structured 

exercises corroborate the cohort divergence and the top-tier explanation needs from a 

different angle (5.7). 

Mapped to the questions the thesis opened with, the findings divide cleanly. RQ1, on what 

adequate explanation looks like for users of different backgrounds, is answered by Findings 1 

and 3: explanation looks like a negotiation rather than a delivery, and what counts as adequate 

sits in the fit between a particular user and a particular model. RQ2, on what user control over 

explanation means in practice, is answered by Findings 2 and 6: control means the means to 

shape what is explained, when, and in which terms, and the conditions of an interaction can 

make uncertainty, assumptions, limits, and provenance visible without exposing the model's 

internals. RQ3, on what counts as an explainability requirement when users are part of the 

inquiry, is answered by Findings 4 and 5: provenance, honesty about limits, failure-mode 

visibility, and a small set of cross-cohort design priorities, all generated in the users' own 

terms with the artifact as the instrument. RQ4, on whether the provotype can support this 

work, is answered by Findings 5 and 6 together: the artifact made explainability tangible 

enough for participants to push against, and the pushing produced both the design directions 

and the conceptual move from transparency to interaction-oriented design. 

The findings also leave a set of tensions on the table, between control and burden, between 

provocation and overload, and between the explanation that satisfies a technical user and the 

one that serves an everyday one. The next chapter takes those up. They are not loose ends so 

much as the kind of thing a provotype is built to expose. 

 

6. Discussion 

 

The overall goal of the previous section was to provide an overview and an analysis of what 

the workshops showed. In this section, the focus shifts closer to what it means for 

explainability, everyday use of LLMs, and techno-anthropology. The objective is not to 

repeat the findings. On the contrary, the priority is not to read across them under four themes, 

and then turn to the study’s limitations and the directions it opens. Following the literature 

strategy adopted for the thesis, the discussion leans on a relatively small number of strong 

references. Human-centred, interactional explainability could be considered a young area that 
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is concentrated in a handful of research programmes, and the goal here is to extend that line 

of work with empirical material, and not to catalogue it. 

 

 

6.1 Explainability beyond computational transparency 

 

The broadest implication is that explainability should not be equated with unveiling the 

model’s internal logic. The workshops produced no transparency into how the model 

computed information, and participants still did recognisably explanatory work. The users 

surfaced uncertainty, questioned assumptions, weighed alternatives, highlighted the need to 

provide sources, and contested answers. What made that possible was not access to the 

model’s internal reasoning but a set of interactional conditions such as the prompts, the 

modes, and the visible explanation surface, that gave their scrutiny somewhere to land.  

Although this has been analyzed in the theoretical framework, this is the empirical version or 

validation of the argument Ehsan et al. developed: the sociotechnical gap in XAI will not be 

closed by better algorithms alone (Ehsan et al., 2023). For AI novices, transparency and 

explainability come apart, and ExplainGround is a small demonstration that you can design 

for the second without delivering the first. Even technically oriented work in the field has 

noted, during the golden years of machine learning, that interpretability is meaningful only 

when it comes to a downstream human task (Doshi-Velez & Kim, 2017), and that user-facing 

explanations serve different ends than model-internal disclosures (Wachter, Mittelstadt, & 

Russell, 2017). 

This matters because it validates that the assumption that more transparency leads to more 

understanding turns out to be weak, and the workshops, at times, contradicted it directly. NT1 

found the same query more useful with no prompt kit than with all five prompts running, and 

several non-technical participants described the everything-on configuration as an 

unmanageable wall of explanation. However, this also depends on the context of their 

interactions, and it also proves that the user should always be in control in terms of how many 

explanations they essentially need. 

In conclusion, more explanation did not mean more understanding. Sometimes it meant less. 

The relationship between explanation and well-calibrated trust is, as Atf and Lewis report in 

their meta-analysis, positive but moderate and far from automatic, and our material claims the 

same thing from the user’s side of the screen. (Atf & Lewis, 2025).  
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6.2 Explainability as negotiated, situated interaction 

 

The second theme stays with the negotiation concept that has been thoroughly analyzed in 

2.5.1 and worked through empirically in 5.1, and asks what it implies for everyday LLM use 

and for the design of interfaces. Miller’s point that human explanation is selective, 

contrastive, and shaped by its audience anticipates part of what the workshops reflected 

(Miller, 2019). Participants did not want a complete account of the model. In contrast, they 

preferred the right account for a particular purpose, arrived at through exchange. The same 

answer turned out to be more or less explanatory depending on who encountered it and what 

they were trying to achieve through their interaction with ExplainGround. That last point is 

also the relational aspect that emerged as the third finding, and the negotiation framing is 

what holds these strands together.  

Fruitful and direct perspectives emerge for the interface design. If explanation is negotiated, 

then interfaces need to support negotiation. They need to be designed in a way that 

encourages users to ask follow-up questions for an explanation, change the scope, request 

provenance, highlight that a certain confident-sounding claim is suspicious, and introduce a 

counter-proposal on the table. Serving a single fixed explanatory object will not be able to 

facilitate this, and the prompt kit and the modes in ExplainGround are a first rough attempt at 

the alternative. The changes participants asked for, a provenance category, a prompt that 

admits the limits of the model, and a check against sycophancy are essentially requests for 

more affordances to negotiate with, which is the strongest practical implication the 

workshops produced. This could be connected with a small but established line of work on 

contestability as a design property of machine-learning systems, which is exactly the 

affordance our participants kept asking for under different names (Hirsch et al., 2017). 

The other direction the framing pushes is harder. A good deal of sociotechnically informed 

XAI still treats the social context as something to be folded back into a better model-side 

explainer (Sokol & Flach, 2022). The negotiation framing suggests the opposite move. Treat 

the exchange itself as the primary place where explainability is produced, and treat 

model-side affordances as one set of resources the user can deploy in that exchange among 

others. The model takes part, but it is not the centre of what is happening, and the design 

problem cannot be solved by trying to make the model more transparent on its own. This is 

the conceptual move the thesis is asking the field to take seriously, and it carries the price tag 

the next section picks up. 
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6.3 Ownership, control, responsibility, and burden 

 

The third theme is the most double-edged in comparison to the others. Giving users 

ownership over the explanation supported their agency. The non-technical users preferred the 

Manual mode which, in every stated case, highlights the need for control. But control comes 

with a cost. Just because almost everyone accepted that they felt accountable for what they 

did with these systems (Finding 2), handing them more control over explanation also hands 

them more of the work of checking and making sure which explanation is more relevant to 

the particular context of the interaction. An explanation layer that asks people to verify 

sources, weigh confidence cues, and watch for sycophancy is, in essence, asking them to 

audit the model. Therefore, there needs to be some kind of proper balance between 

supporting critical engagement and overloading the user. 

This is less a flaw in the design than a feature of the problem, and the discussion is better off 

holding it open than pretending to resolve it. The prompt that essentially includes all the 

available prompts into one (obviously with less detail) was proposed by NT1 for less 

confident users, and it clearly highlights the need to keep the benefits of control while 

lowering its cost. Controller mode is another attempt that aims to achieve this kind of 

necessary balance, automating the selection at the price of the agency Manual gives. The 

workshops suggest the design space here lies precisely in that gap between agency and 

burden, and that neither end of it is obviously better.  

A responsible-innovation reading would add that pushing interpretive responsibility onto 

users is an ethical choice with distributional effects. It favours users who already have the 

literacy to exercise control and risks leaving behind those who do not, which is to say the 

very people the framing is meant to serve. However, another perspective that is also in line 

with the processual and the relational aspect that have been analyzed above could suggest that 

even the people with limited literacy might get familiar with the Manual mode if they 

practice enough and realize the potential. 

 

 

6.4 Production friction and the provotype as a techno-anthropological research 

instrument 

 

Building on Finding 5, this section attempts to explore what is methodologically at stake in 

treating a provotype as a research instrument rather than as a low-fidelity product. The short 
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version of the case is that we did not interview participants about explainability or watch 

them use existing tools and infer a story from that. We built a half-finished artifact that took 

specific positions on what counts as an explanation, provided it to them, and let what they did 

with it become our material. The contribution is not simply that this worked, but that it 

worked because of the artifact’s incompleteness and opinionatedness, as Mogensen and Boer 

& Donovan anticipated when they argued that provotypes earn their keep by surfacing 

tensions rather than smoothing them (Mogensen, 1992; Boer & Donovan, 2012). In that 

sense, the provotype essentially is something like a probe with a position. It not only lets 

researchers see what people do but pushes them to take a stance on a specific design 

proposition, which is what makes it useful for techno-anthropology, where the artifact is 

rarely an inert backdrop but is itself part of what the inquiry is about. 

ExplainGround made the idea of detaching explainability from more traditional angles 

possible, and it was also crucial in exploring what the concept of interactional explainability 

could mean in practice. Approaching it only from a theoretical perspective would probably 

lead to a dead end, as reformulating the explainability problem as a design problem would 

require some kind of proof. On the contrary, the provotype as a research instrument turned 

out to be one of the most effective ways of capturing user feedback and letting the user 

insights emerge organically. 

 

6.5 Limitations 

The research presented in this paper has been shaped by a variety of limitations that have 

defined the context and possible interpretations of results. 

One limitation is the limited number of individuals who participated in the workshops (i.e., 

the sample size). While limiting in terms of potential generalizability to larger groups of 

people, this limitation is consistent with the qualitative/interdisciplinary and 

exploratory/participatory approach taken in designing the research. In contrast to conducting 

research in order to determine statistical representative samples, this research aimed at 

developing rich and descriptive data on how participants understand and utilize explanations 

in AI systems. 

Another limitation is that all of the workshops took place in artificial research settings as 

opposed to being conducted within participants’ ordinary, day-to-day environments. A 

consequence of using an artificial environment is that participants engaged with 
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ExplainGround without the constraints associated with engaging with AI systems in their 

day-to-day lives; they engaged with ExplainGround in a relatively unconstrained and 

reflective way. Additionally, as many people do when interacting with AI systems, real world 

usage may occur under time pressures and with other, more pressing objectives, potentially 

affecting how people seek out, interpret, and/or value explanations. Therefore, the data 

collected via this research should be considered to be reflective of participant’s thoughts 

regarding explanations and not observational data reflecting the ways people actually use AI 

systems. 

A third limitation is that the prompt kits utilized to facilitate participants’ interactions with 

Explain Ground were not neutral instruments. They were based upon previous design work 

and research conducted during the author’s internship project and intentionally highlighted 

certain characteristics of explanations that included: confidence, assumptions, alternative 

options, limitations, and sources of uncertainty. Thus, participants were likely given direction 

toward specific types of explanations while possibly ignoring other types of explanations. 

Furthermore, readers should recognize that the data collected via this research reflects the 

structure provided by the design of the prompt kits. 

Additionally, no assertions are made in this research as to whether or not the explanations 

created using Explain Ground reflected accurate descriptions of the models’ respective 

internal processing mechanisms. This research focuses solely on a user-centered view of 

explainability. That is, how explanations are perceived, interpreted and discussed by users. 

No statements are made in regard to the accuracy of explanations relative to the actual 

mechanics of the AI system(s) themselves. 

Lastly, there was a common theme observed across many of the workshop sessions in that 

participants sometimes focused on specific UI components (e.g. button clicks, visual markers, 

layouts) rather than discussing more abstract questions related to explainability. Although this 

illustrates how design choices for UI elements can both influence and capture users’ focus 

and attention, it also resulted in fewer conceptual comments than had been expected. 

However, viewing this phenomenon as a finding in and of itself, demonstrates just how much 

influence UI designs have on users’ interaction with systems intended to provide explanatory 

information. 
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6.6 From workshop discussions to design choices 

 

The workshops were not framed as a usability evaluation, and we have been careful not to 

read them as one. They were a structured conversation about what makes a meaningful 

explanation, with ExplainGround as the artifact people had in front of them while they were 

talking. Read this way, the most concrete thing the workshops produced is a set of design 

choices for what the next version of the artifact should be. We list those choices here at the 

level of principle rather than at the level of pixel, on two grounds. At the beginning, the 

workshop material supports principle-level claims firmly and detailed UI claims much less 

so. Then, the detailed design work is a separate piece of work, which we want to leave room 

for rather than pre-empt. The principles below are what we take from the workshop 

discussions. Table 3 then collects them as a mapping. 

Provenance becomes a first-class category as it is the most repeated idea across both sessions, 

raised independently by participants in both cohorts. The next version of ExplainGround 

should add source and provenance to the kit as a category alongside Confidence, Hidden 

Assumptions, Alternative Perspectives, and System Boundaries, rather than leaving it 

implicit: 

 

 Figure 10. ExplainGround V2 - Add-On 

The kit should have a low-cost default and a high-cost expert mode. Two participant 

proposals point the same way. NT1 asked for a single bundled all-inclusive prompt (called 

‘Explain everything’ for users who would otherwise tick every box and end up with a big 

wall of text, and others independently asked for a default-on Controller. The redesigned kit 
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should let users start from a sensible default rather than from an empty set and should make 

the heavy-handed all-on configuration available without requiring it: 

 

 Figure 11. ExplainGround V2 - Add-On 

Honesty about limits and a check against sycophancy should be scheduled as first moves 

rather than late additions. Several users returned to the point that the model rarely admits 

when it cannot do something, and one episode (T3’s investment exchange) made the cost of 

that absence concrete. The next version should treat both as default behaviours: signal limits 

and uncertainty before producing an answer, and resist confident-sounding reassurance in 

cases where the model has no business reassuring: 

 

  Figure 12. ExplainGround V2 - Limits & Uncertainty 

Interface choices should definitely serve the negotiation instead of the model. Three minor 

but cross-cohort complaints, about visual contrast between question and answer, heavy 

formatting, and the explanation block crowding the answer, share a common shape: in each 
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case, the interface made it harder for the user to do their work in the exchange. This could be 

related with the extra responsibility that the user has when they use the Manual mode. The 

next version should fix these directly: clearer separation of input and output, lighter 

markdown, and the explanation block out of the way unless the user calls for it. The live 

in-prototype reshaping by a Session 2 participant, who moved the meta-block to the end 

mid-conversation, was already a working demonstration of what this looks like: 

 

   Figure 13. ExplainGround V2 - New Interface 

Read together, these principles describe a version of ExplainGround that takes the negotiation 

framing of 2.5.1 seriously. It does not present a finished explanation but stages an exchange 

the user can act in, with sensible defaults, low friction for typical moves, and visible support 

for refusal, source-checking, and limit-flagging. The exact form each principle takes at the 

level of UI is the next step. 

Taken together, the changes participants converged on amounted to a concrete agenda for the 

next version of ExplainGround. Table 3 gathers them, linking each proposed change back to 

the participants who raised it and the findings it follows from. 

  

Issue raised by participants Proposed change to ExplainGround Source 

Hard to tell a question from an 
answer in the chat pane. 

Stronger visual separation and contrast 
between user input and model output. 

NT7, T3, T4 (cross-cohort); F5 

Selecting all prompts produces an 
overwhelming wall of explanation. 

Hide the explanation cards by default and 
expand on demand; offer one bundled 
all-inclusive prompt. 

NT1, NT3; F2, F5 

No clear account of where an 
answer comes from. 

A dedicated source and provenance 
category in the prompt kit. 

NT1, NT3, T1, T4, NT6; F4 
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Controller still requires prompts to 
be chosen and under-distributes 
categories. 

Enable all five prompts by default in 
Controller; investigate why only some 
categories trigger. 

NT7, T1; F3, F6 

The model rarely admits what it 
cannot do. 

An explanation type that states limits and 
uncertainty before answering. 

NT6, T2; F4, F6 

Confident but wrong answers can 
reassure users. 

A reality-check or 
suspicious-reassurance prompt targeting 
sycophancy. 

T3, T4; F1, F6 

Heavy asterisk formatting adds 
visual noise. 

Reduce markdown clutter in responses. NT7, T1; F3 

Explanation meta-information 
crowds the answer. 

Place the explanation block at the end of 
the response. 

One Session 2 participant 
(enacted live); F1, F5 

Table 4. From workshop insights to design implications for a subsequent build of ExplainGround. 

 

Link for the updated design of ExplainGround: 

https://metal-trice-71193026.figma.site 

 

6.7 Future research directions 

 

Beyond the design choices set out in 6.6, the workshops also open a set of research directions 

that future work could take up. The most obvious is to develop ExplainGround from a 

research provotype into a fuller interaction layer and to run the iteration this study could only 

specify, building in the user-authored changes (a provenance category, a prompt that admits 

the limits of the model, a sycophancy check, a default-on Controller, clearer visual contrast, 

relocated meta-information) and studying how a fresh cohort with both technical and 

non-technical users engages with the revised artifact.  

A second step is to move out of the workshop and into real settings, workplaces, education, 

everyday tools, and explore how users negotiate explanation over time. Furthermore, 

widening the range of expertise and communities of use sounds quite promising, since 

Finding 3 suggests explanatory interaction differs across professions and cultures. This could 

not be effectively captured in these two, as it probably requires a bigger setting. It is also 

good to mention that more conceptual direction follows from the ownership and burden 

tension in 6.3: how to support user ownership of explanation without quietly transferring the 

full weight of interpretation and risk onto the user. Each of these treats the thesis as opening a 

line of work rather than closing a topic. 

 

 

 

https://metal-trice-71193026.figma.site
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7. Conclusion 

 

7.1 Answering the research questions 

 

This chapter draws the thesis together. We take the four research questions in turn, address 

each against the empirical record built across Chapter 5, and then say what holds across them. 

RQ1 asked how users with different levels of technical expertise interpret, negotiate, and 

evaluate AI-generated explanations in everyday interaction. The workshops showed they do 

so actively, and the activity has a distinct shape. Explanations were treated as moves in an 

exchange, not products handed over: judged, challenged, trimmed, re-asked, and sometimes 

refused in use (Finding 1). What counted as adequate depended on the relationship between a 

user's expertise and the model's behaviour (Finding 3). Non-technical participants attended to 

the experience of getting an explanation; technical participants used the same explanation 

layer to diagnose the system itself, naming sycophancy when they saw it. Interpretation, 

negotiation, and evaluation are the same activity at different scales of involvement. 

RQ2 asked what makes an explanatory interaction meaningful and trustworthy, especially 

around uncertainty, limitations, and contestability. Meaningfulness came from ownership and 

fit rather than from completeness (Finding 2). Participants valued being able to direct 

explanation to their task, to see where an answer came from, to have the model admit what it 

could not do, and to push back on confident output. The single most repeated request, across 

both cohorts, was for source attribution. Trust followed the ability to discharge a 

responsibility participants already accepted as theirs, not the sheer volume of explanation on 

offer. 

RQ3 asked how explainability can be designed as a user-centred interactional practice 

through participatory design, rather than as a technical feature. The thesis answers by 

demonstration. Reframing explainability as a user-centred problem surfaced concrete, 

user-authored requirements that model-internal methods would not have generated (Finding 

4): provenance, refusal handling, confidence calibration that admits gaps, mode-switching. 

The participatory process itself produced a documented specification for an 

explainability-oriented interaction layer (Finding 5). What participatory design added, then, 

was not a defence of the framing but a method for generating those requirements from users 

rather than for them. 

RQ4 asked how developing ExplainGround as a provotypical interaction layer illuminates the 

tensions, limitations, and possibilities of designing explainability as an interactional practice. 
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ExplainGround made the shift from computational transparency to explainability-oriented 

interaction empirically observable, most vividly when it surfaced its own sycophancy and a 

participant named the failure mode in real time (Finding 6). It also brought the central 

tensions of the design space into view: control against burden, provocation against overload, 

and the explanation that satisfies a technical user against the one that serves an everyday one.  

Taken together, the four answers describe the same object from different angles. What 

changes across them is the unit of explainability. It moves out of the model and into the 

exchange, out of the artefact and into the practice. Once that shift is made, several apparent 

contradictions in the XAI literature lose their bite: that LLMs are too complex to explain, and 

that explanation is socially and contextually constructed, are not in tension on this account. 

The first names a limit of computational transparency; the second names what users do 

anyway. 

 

7.2 Main contribution of the thesis 

The thesis makes two contributions, and they hold together. The first is conceptual. We 

introduce the concept of interaction explainability and propose treating explainability as 

negotiation: a bidirectional, contestable, and provisional exchange between a user and an AI 

system through which an output becomes meaningful for a particular task in a particular 

context. The full statement of the concept is in 2.5.1; the discussion in Chapter 6 places it 

against the existing literature. What the conclusion can add is the shape of the move: a 

relocation of the explainability problem from the inside of the model to the surface between 

the model and its user, where the user has the means to act. 

The second contribution is methodological and inseparable from the first. ExplainGround 

stands as a worked example of a participatory provotype used as a research instrument: a 

concrete artefact that made an abstract concept tangible and contestable, and that took the 

inquiry further than interviews or surveys would have. Mogensen (1992) and Boer and 

Donovan (2012) name the provotype as a device for surfacing contradictions in the problem 

space rather than for confirming a prepared solution. ExplainGround did exactly that work — 

sycophancy, prompt overload, the tension between modes — but it also did one thing more. 

By staging the explanatory interaction itself, rather than asking participants to imagine one, it 

shifted Sanders and Stappers' (2012) convivial-toolbox register from a tool for generative 

ideation into a tool for empirical reading. The contribution is not the prototype as an object. It 

is the demonstration that a participatory provotype, scoped tightly around a single 

sociotechnical concept, can serve as a research instrument that produces an interpretable 
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record of how that concept holds up against actual use. The two contributions sit together: the 

methodological one is the route by which the conceptual one became visible. 

 

7.3 What the thesis leaves open 

The empirical follow-up paths are set out in 6.7 and need no restatement here. A deeper 

question is worth naming directly, because it follows from what the thesis argues rather than 

from what it could not test. If explainability moves from the model to the exchange, the work 

of explaining moves with it. The thesis showed users producing specifications for tools that 

would support that work, and willing to accept the work themselves (Findings 2, 4, 5, 6). 6.3 

already named the distributional concern this raises — interpretive responsibility pushed onto 

users favours those with the literacy to exercise it. The conclusion only adds that the concern 

is not solved by better design alone. Star and Bowker (1999) describe the work that holds 

classification systems together as ordinarily invisible, made visible only when those systems 

break down or become contested; the explanatory work this thesis surfaces has the same 

character, and may be just as easy to take for granted once it is built into an interface. The 

next move for an explainability-as-negotiation research programme is to ask, alongside what 

users can do, what they should be asked to do, and at whose expense. 

 

7.4 Final reflection 

The implications of the thesis sit at three levels. At the level of design, the layer where 

explainability matters is the interaction, and the interaction can be designed deliberately — 

6.6 sets out how. At the level of policy, frameworks that focus on technical explanation forms 

— counterfactual explanations (Wachter, Mittelstadt, & Russell, 2017), feature attribution, 

model-card disclosures — capture only part of what users actually need; provenance, refusal 

handling, and honest calibration belong in the same regulatory conversation. At the level of 

research, the move from computational transparency to explainability-oriented interaction is 

not a softening of the explainability problem but a reframing of where it lives. The thesis 

does not solve that problem. It places it in the right room. 

If there is one thread to pull out, it is the one the introduction raised: when people cannot 

meaningfully understand or critically engage with AI outputs, the users risk becoming the 

used. The workshops suggest a modest but real way out of that bind. Even where the black 

box stays shut — and with modern LLMs it largely does — explanation can still be made to 

happen at the level of the interaction, as long as the interface is built to support it and the user 

is given both a stake in it and the means to act on that stake. On the evidence of this thesis, 
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explainability is not only about exposing systems. It is about supporting the people who use 

them, and being honest about the work that supporting them entails. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



80 

References 

Adadi, A., & Berrada, M. (2018). Peeking inside the black-box: A survey on explainable 

artificial intelligence (XAI). IEEE Access, 6, 52138–52160. 

https://doi.org/10.1109/ACCESS.2018.2870052 

Akerkar, R. (2025). Opening the black box: The role of explainability in AI. 

https://www.researchgate.net/publication/387834239_Trust_Explainability_and_AI 

Amershi, S., Inkpen, K., Teevan, J., Kikin-Gil, R., Horvitz, E., Weld, D., Vorvoreanu, M., 

Fourney, A., Nushi, B., Collisson, P., Suh, J., Iqbal, S., & Bennett, P. (2019). 

Guidelines for human-AI interaction. In Proceedings of the 2019 CHI Conference on 

Human Factors in Computing Systems (CHI '19) (pp. 1–13). ACM. 

https://doi.org/10.1145/3290605.3300233 

Arrieta, A. B., Díaz-Rodríguez, N., Del Ser, J., Bennetot, A., Tabik, S., Barbado, A., García, 

S., Gil-López, S., Molina, D., Benjamins, R., Chatila, R., & Herrera, F. (2020). 

Explainable Artificial Intelligence (XAI): Concepts, taxonomies, opportunities and 

challenges toward responsible AI. Information Fusion, 58, 82–115. 

https://doi.org/10.1016/j.inffus.2019.12.012 

Atf, Z., & Lewis, P. R. (2025). Is trust correlated with explainability in AI? A meta-analysis. 

https://arxiv.org/abs/2504.12529 

Atzmueller, M. (2019). Towards socio-technical design of explicative systems: Transparent, 

interpretable and explainable analytics and its perspectives in social interaction 

contexts. https://ceur-ws.org/Vol-2609/AfCAI2019_paper_9.pdf 

Barad, K. (2007). Meeting the universe halfway: Quantum physics and the entanglement of 

matter and meaning. Duke University Press. 

Biernacki, P., & Waldorf, D. (1981). Snowball sampling: Problems and techniques of chain 

referral sampling. Sociological Methods & Research, 10(2), 141–163. 

https://doi.org/10.1177/004912418101000205 

Binns, R., Van Kleek, M., Veale, M., Lyngs, U., Zhao, J., & Shadbolt, N. (2018). 'It's 

reducing a human being to a percentage': Perceptions of justice in algorithmic 

decisions. In Proceedings of the 2018 CHI Conference on Human Factors in 

 



81 

Computing Systems (CHI '18) (pp. 1–14). ACM. 

https://doi.org/10.1145/3173574.3173951 

Bjerknes, G., Ehn, P., & Kyng, M. (Eds.). (1987). Computers and democracy: A 

Scandinavian challenge. Avebury. 

Boer, L., & Donovan, J. (2012). Provotypes for participatory innovation. In Proceedings of 

the Designing Interactive Systems Conference (DIS '12) (pp. 388–397). ACM. 

https://doi.org/10.1145/2317956.2318014 

Bove, C., Aigrain, J., Lesot, M.-J., Tijus, C., & Detyniecki, M. (2022). Contextualization and 

exploration of local feature importance explanations to improve understanding and 

satisfaction of non-expert users. In Proceedings of the 27th International Conference 

on Intelligent User Interfaces (IUI '22) (pp. 807–819). ACM. 

https://doi.org/10.1145/3490099.3511139 

Bowman, S. R. (2023). Eight things to know about large language models. 

https://arxiv.org/abs/2304.00612 

Bødker, S. (1991). Through the interface: A human activity approach to user interface design. 

Lawrence Erlbaum. 

Bødker, S., & Grønbæk, K. (1991). Cooperative prototyping: Users and designers in mutual 

activity. International Journal of Man-Machine Studies, 34(3), 453–478. 

https://doi.org/10.1016/0020-7373(91)90030-B 

Braun, V., & Clarke, V. (2006). Using thematic analysis in psychology. Qualitative Research 

in Psychology, 3(2), 77–101. https://doi.org/10.1191/1478088706qp063oa 

Braun, V., & Clarke, V. (2019). Reflecting on reflexive thematic analysis. Qualitative 

Research in Sport, Exercise and Health, 11(4), 589–597. 

https://doi.org/10.1080/2159676X.2019.1628806 

Braun, V., & Clarke, V. (2021). One size fits all? What counts as quality practice in 

(reflexive) thematic analysis? Qualitative Research in Psychology, 18(3), 328–352. 

https://doi.org/10.1080/14780887.2020.1769238 

Braun, V., & Clarke, V. (2022). Thematic analysis: A practical guide. SAGE. 

 



82 

Burrell, J. (2016). How the machine 'thinks': Understanding opacity in machine learning 

algorithms. Big Data & Society, 3(1), 1–12. 

https://doi.org/10.1177/2053951715622512 

Byrne, D. (2022). A worked example of Braun and Clarke's approach to reflexive thematic 

analysis. Quality & Quantity, 56(3), 1391–1412. 

https://doi.org/10.1007/s11135-021-01182-y 

Castelvecchi, D. (2016). Can we open the black box of AI? Nature, 538(7623), 20–23. 

https://doi.org/10.1038/538020a 

 

Doshi-Velez, F., & Kim, B. (2017). Towards a rigorous science of interpretable machine 

learning. https://arxiv.org/abs/1702.08608 

Dourish, P. (2004). Where the action is: The foundations of embodied interaction. MIT Press. 

Ehn, P. (1988). Work-oriented design of computer artifacts. Arbetslivscentrum. 

Ehsan, U., & Riedl, M. O. (2020). Human-centered explainable AI: Towards a reflective 

sociotechnical approach. 

https://www.researchgate.net/publication/346250893_Human-Centered_Explainable_

AI_Towards_a_Reflective_Sociotechnical_Approach 

Ehsan, U., & Riedl, M. O. (2024). Social construction of XAI: Do we need one definition to 

rule them all? https://pmc.ncbi.nlm.nih.gov/articles/PMC10873153 

Ehsan, U., Saha, K., De Choudhury, M., & Riedl, M. O. (2023). Charting the sociotechnical 

gap in explainable AI: A framework to address the gap in XAI. 

https://arxiv.org/abs/2302.00799 

Ganatra, A., Panchal, B., Doshi, D., Bhatt, D., Desai, J., Talati, B., Soni, N., & Shah, A. 

(2024). Introduction to explainable AI. 

https://www.researchgate.net/publication/382063954_Introduction_to_Explainable_A

I 

Gaver, B., Dunne, T., & Pacenti, E. (1999). Design: Cultural probes. Interactions, 6(1), 

21–29. https://doi.org/10.1145/291224.291235 

 



83 

Giovine, C., Roberts, R., Pometti, M., & Bankhwal, M. (2024). Building AI trust: The key 

role of explainability. McKinsey & Company. 

https://www.mckinsey.com/capabilities/quantumblack/our-insights/building-ai-trust-th

e-key-role-of-explainability 

Gomez, A. S. (2023). Explainable artificial intelligence: A review of the literature. 

https://schortenger.github.io/files/XAI_Adrian_salazar_Literature_Review.pdf 

Greenbaum, J., & Kyng, M. (Eds.). (1991). Design at work: Cooperative design of computer 

systems. Lawrence Erlbaum. 

Guillemin, M., & Gillam, L. (2004). Ethics, reflexivity, and 'ethically important moments' in 

research. Qualitative Inquiry, 10(2), 261–280. 

https://doi.org/10.1177/1077800403262360 

Hagensby Jensen, R., Nilsson, E., Hansen, A.-M., Yoo, D., & Eriksson, E. (2025). 

Provocations and more-than-human perspectives in human–computer interaction. 

Interacting with Computers. https://doi.org/10.1093/iwc/iwaf020 

Hirsch, T., Merced, K., Narayanan, S., Imel, Z. E., & Atkins, D. C. (2017). Designing 

contestability: Interaction design, machine learning, and mental health. In Proceedings 

of the 2017 Conference on Designing Interactive Systems (DIS '17) (pp. 95–101). 

ACM. https://doi.org/10.1145/3064663.3064703 

Humphreys, P. (2009). The philosophical novelty of computer simulation methods. Synthese, 

169(3), 615–626. https://doi.org/10.1007/s11229-008-9435-2 

Jungk, R., & Müllert, N. (1987). Future workshops: How to create desirable futures. Institute 

for Social Inventions. 

Kensing, F., & Madsen, K. H. (1991). Generating visions: Future workshops and 

metaphorical design. In J. Greenbaum & M. Kyng (Eds.), Design at work: 

Cooperative design of computer systems (pp. 155–168). Lawrence Erlbaum. 

Kim, M. Y., Atakishiyev, S., Babiker, H. K. B., Farruque, N., Goebel, R., Zaïane, O. R., 

Motallebi, M.-H., Rabelo, J., Syed, T., Yao, H., & Chun, P. (2021). A 

multi-component framework for the analysis and design of explainable artificial 

intelligence. Machine Learning and Knowledge Extraction, 3(4), 900–921. 

https://doi.org/10.3390/make3040045 

 



84 

Langer, M., Oster, D., Speith, T., Kästner, L., Baum, K., Hermanns, H., Schmidt, E., & 

Sesing, A. (2021). What do we want from explainable artificial intelligence (XAI)? A 

stakeholder perspective on XAI and a conceptual model guiding interdisciplinary XAI 

research. Artificial Intelligence, 296, 103473. 

https://doi.org/10.1016/j.artint.2021.103473 

Liao, Q. V., & Wortman Vaughan, J. (2024). AI transparency in the age of LLMs: A 

human-centered research roadmap. Harvard Data Science Review, (Special Issue 5). 

https://doi.org/10.1162/99608f92.8036d03b 

Longo, L., & Vilone, G. (2021). Notions of explainability and evaluation approaches for 

explainable artificial intelligence. Information Fusion, 76, 89–106. 

https://www.sciencedirect.com/science/article/pii/S1566253521001093 

Longo, L., Brcic, M., Cabitza, F., Choi, J., Confalonieri, R., Del Ser, J., Guidotti, R., Hayashi, 

Y., Herrera, F., Holzinger, A., Jiang, R., Khosravi, H., Lecue, F., Malgieri, G., Páez, 

A., Samek, W., Schneider, J., Speith, T., & Stumpf, S. (2024). Explainable artificial 

intelligence (XAI) 2.0: A manifesto of open challenges and interdisciplinary research 

directions. Information Fusion, 106, 102301. 

https://doi.org/10.1016/j.inffus.2024.102301 

Miller, T. (2019). Explanation in artificial intelligence: Insights from the social sciences. 

Artificial Intelligence, 267, 1–38. https://doi.org/10.1016/j.artint.2018.07.007 

Mogensen, P. (1992). Towards a provotyping approach in systems development. 

Scandinavian Journal of Information Systems, 4(1), 31–53. 

Noy, C. (2008). Sampling knowledge: The hermeneutics of snowball sampling in qualitative 

research. International Journal of Social Research Methodology, 11(4), 327–344. 

https://doi.org/10.1080/13645570701401305 

Pink, S., Horst, H., Postill, J., Hjorth, L., Lewis, T., & Tacchi, J. (2016). Digital ethnography: 

Principles and practice. SAGE. 

Robertson, T., & Simonsen, J. (2013). Participatory design: An introduction. In J. Simonsen 

& T. Robertson (Eds.), Routledge international handbook of participatory design (pp. 

1–17). Routledge. 

 



85 

Saled, M. (2025). From accuracy to adoption: How explainability and calibration shape trust 

in AI systems. 

https://www.researchgate.net/publication/397342446_From_Accuracy_to_Adoption_

How_Explainability_and_Calibration_Shape_Trust_in_AI_Systems 

Sanders, E. B.-N., & Stappers, P. J. (2012). Convivial toolbox: Generative research for the 

front end of design. BIS Publishers. 

Scharowski, N., Perrig, S., Aeschbach, L. F., von Felten, N., Opwis, K., Wintersberger, P., & 

Brühlmann, F. (2024). To trust or distrust trust measures: Validating questionnaires for 

trust in AI. https://arxiv.org/abs/2403.00582 

Schmude, T., Koesten, L., Möller, T., & Tschiatschek, S. (2026). Better together? On the 

design and use of explanations to support novices in individual and collective 

deliberations about AI. International Journal of Human-Computer Interaction. 

https://doi.org/10.1080/10447318.2026.2650562 

Schomäcker, A. (2025). Understanding the relationship between fairness and explainability 

for algorithmic decision-making. 

https://www.researchgate.net/publication/397094559_Understanding_the_Relationshi

p_Between_Fairness_and_Explainability_for_Algorithmic_Decision-Making 

Shulner-Tal, A., Kuflik, T., & Kliger, D. (2022). Fairness, explainability and in-between: 

Understanding the impact of different explanation methods on non-expert users' 

perceptions of fairness toward an algorithmic system. Ethics and Information 

Technology, 24(1), 2. https://doi.org/10.1007/s10676-022-09623-4 

Shulner-Tal, A., Kuflik, T., & Kliger, D. (2023). Enhancing fairness perception: Towards 

human-centred AI and personalized explanations understanding the factors 

influencing laypeople's fairness perceptions of algorithmic decisions. International 

Journal of Human-Computer Interaction, 39(7), 1455–1471. 

https://doi.org/10.1080/10447318.2022.2095705 

Simonsen, J., & Robertson, T. (Eds.). (2013). Routledge international handbook of 

participatory design. Routledge. https://doi.org/10.4324/9780203108543 

Sokol, K., & Flach, P. (2022). Explainability is in the mind of the beholder: Establishing the 

foundations of explainable artificial intelligence. https://arxiv.org/pdf/2112.14466 

 



86 

Star, S. L., & Bowker, G. C. (1999). Sorting things out: Classification and its consequences. 

MIT Press. 

Suchman, L. (2007). Human–machine reconfigurations: Plans and situated actions (2nd ed.). 

Cambridge University Press. 

Touvron, H., Martin, L., Stone, K., Albert, P., Almahairi, A., Babaei, Y., Bashlykov, N., 

Batra, S., Bhargava, P., Bhosale, S., et al. (2023). Llama 2: Open foundation and 

fine-tuned chat models. https://arxiv.org/abs/2307.09288 

Vassiliades, A., Bassiliades, N., & Patkos, T. (2021). Argumentation and explainable artificial 

intelligence: A survey. The Knowledge Engineering Review, 36, e5. 

https://doi.org/10.1017/S0269888921000011 

Wachter, S., Mittelstadt, B., & Russell, C. (2017). Counterfactual explanations without 

opening the black box: Automated decisions and the GDPR. Harvard Journal of Law 

& Technology, 31(2), 841–887. 

Wei, J., Tay, Y., Bommasani, R., Raffel, C., Zoph, B., Borgeaud, S., Yogatama, D., Bosma, 

M., Zhou, D., Metzler, D., Chi, E. H., Hashimoto, T., Vinyals, O., Liang, P., Dean, J., 

& Fedus, W. (2022). Emergent abilities of large language models. Transactions on 

Machine Learning Research. https://arxiv.org/abs/2206.07682 

Zhao, H., Chen, H., Yang, F., Liu, N., Deng, H., Cai, H., Wang, S., Yin, D., & Du, M. (2024). 

Explainability for large language models: A survey. ACM Transactions on Intelligent 

Systems and Technology, 15(2), 1–38. https://doi.org/10.1145/3639372 

 

 

 


