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Abstract

Understanding and reliably classifying
human stress remains a significant chal-
lenge, primarily due to its high individual
baseline variability, the disconnect be-
tween subjective and objective metrics,
and the differences in elicitation proto-
cols. To address these challenges, this
thesis introduces two multimodal stress
identification models: TempFeat, which
utilizes features, and 3SI, which leverages
self-supervised learning. Furthermore,
we propose Synergy Identification via
Network Clustering (SINC), a novel,
model-agnostic explainable artificial
intelligence framework designed to
interpret these complex systems.

Evaluations show that the 3SI archi-
tecture achieves superior generaliza-
tion, outperforming the state-of-the-art
ADAPT model by at least 22.2% in bal-
anced accuracy and 13.6% in weighted F1
score on unseen subjects. Furthermore,
applying SINC to these models yielded
insights into their decision making pro-
cesses: SINC revealed that 3SI’s strong
performance is driven by its ability to cap-
ture complex, cross-modal audiovisual
interactions, whereas TempFeat primar-
ily relies on intra-modal dependencies.
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Introduction

Stress is an essential mechanism for survival, enabling the body to rapidly respond to
demanding or threatening situations through coordinated physiological and behavioral
responses. However, when the response becomes excessive, it shifts from being adaptive
to harmful, contributing significantly to both physical and mental disease. [McEwen,
2008|] The sheer scale of this issue makes it a critical public health challenge. Data from
Gallup indicates that more than 50% of adults in the United States experience stress
daily [Gallup, 2026]. Similarly, in Denmark, the National Health Profile reports that
nearly 30% of the adult population suffers from high levels of stress, a number that has
been steadily climbing over the past decade [Sundhedsstyrelsen, 2025} 2022].

This raises a fundamental question: what exactly is meant by “stress”? Despite origi-
nating as a strict physiological survival response, the term is used broadly and often
ambiguously in everyday context. When patients report experiencing stress, they typ-
ically refer to situations they perceive as unpleasant, demanding, or overwhelming.
Crucially, what constitutes a demanding or overwhelming situation is entirely subjec-
tive. [Dimsdale, |2008; McEwen, 2008] Because the perception of stress varies from
person to person, identifying a stressed patient relies heavily on self-assessments and
strict clinical protocols, such as the International Classification of Diseases (ICD-11)
[World Health Organization, 2026|] or Diagnostic and Statistical Manual of Mental Disor-
ders (DSM-5) [American Psychiatric Association, 2013, pp. 280-281]. These protocols
generally require exposure to a traumatic event, a corresponding response, and a tem-
poral constraint on the symptom duration. However, such criteria remain broad and
rely on subjective interpretation.

To further structure this otherwise ambiguous concept, a key distinction is made be-
tween acute and chronic stress, although there is no definitive temporal boundary
separating the two. Acute stress refers to a short-term, adaptive response to an im-
mediate challenge. In contrast, chronic stress arises from prolonged activation of
these responses, leading to cumulative physiological strain and an increased risk of
long-term health complications such as cardiovascular disease and mental health disor-
ders.[Dimsdale, 2008; McEwen, 2008] While chronic stress represents a severe long-term
health risk, understanding and accurately identifying the immediate physiological trig-
gers is the foundational step toward effective intervention. In this context, acute stress
is particularly well-suited for experimental investigation, as it can be reliably induced in
controlled laboratory settings, allowing for systematic observation of physiological and
behavioral responses.
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While acute stress can be reliably induced, understanding the response presents a
significant technical challenge. The human stress response is inherently multimodal.
At its fundamental level, an acute stressor activates the autonomic nervous system,
initiating a coordinated, whole-body response that bridges internal physiology and
outward behavior. [Chu et al., [2024]

Consequently, this systemic response generates simultaneous, measurable changes
across internal biological metrics such as heart rate variability, skin conductance, and
respiration, as well as through behavioral channels, including facial expressions, body
language, and vocal acoustics. [Androutsou et al.,|2023] Despite this inherently multi-
modal nature, automated stress detection have often relied on unimodal approaches
that isolate a single biological or behavioral signal. While such methods can be effective
under controlled conditions, they frequently face limitations in robustness and gener-
alizability. A single data stream is highly susceptible to environmental noise or sensor
failure, and more importantly, it struggles to capture the true, interconnected nature of
this whole-body response. [Sosa et al.,|2026; Maier, 2026]

To overcome these limitations and effectively capture this complexity, multimodal
machine learning offers a powerful approach by simultaneously processing and fusing
diverse data streams [Baltrusaitis et al., 2019]. By integrating internal physiological
metrics with external behavioral indicators, machine learning algorithms can uncover
complex, non-linear correlations across modalities that would be impossible to detect
through human observation or unimodal analysis [LeCun et al.,|2015]. This fusion not
only mitigates the noise and vulnerabilities inherent in individual modalities but also
provides a more holistic, robust, and continuous representation of the patient’s state
[Narayanan and Georgiou, [2013]. Ultimately, multimodal machine learning presents a
promising data-driven approach to stress identification, enabling the transition from
standardized assessment protocols to automated detection systems.

However, in healthcare settings, predictive performance alone is insufficient. For a
model to be clinically useful, it must also provide insight into why a particular decision
is made to elicit trust among clinicians and patients. This challenge is further amplified
by the increasing complexity of modern machine learning models, which often operate
as black boxes, making their internal reasoning difficult to interpret [Vani et al., 2025].
Interpretability is therefore particularly critical not only in high-stakes domains such as
healthcare [Nasarian et al., 2024], where decisions directly impact patient outcomes, but
also in demanding tasks, such as driving, where reliable stress monitoring can enhance
safety and enable timely interventions in critical situations [Avramidis et al.,[2025}2023].

Beyond trust, understanding model behavior enables verification, facilitates clinical
validation, and provides insight into the underlying mechanisms of the model. This
is particularly relevant in stress detection, where identifying which modalities and
features contribute to predictions may yield additional scientific and clinical value.
Consequently, there is a growing need for approaches with high predictive performance
and interpretability, ensuring that multimodal models are not only accurate but also
transparent and meaningful.
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1.1 Related Work

Motivated by the prevalence of stress and its negative effects, extensive research has
investigated stress detection using physiological and behavioral signals, evolving from
unimodal approaches to more recent multimodal frameworks.

Earlier work in this area often focused on isolated physiological signals, particularly
in high-risk environments such as driving. For example, in [Avramidis et al., [2025]
they investigate markers of driver stress by analyzing physiological data collected from
participants navigating simulators designed to elicit impatience, surprise, and irritation.
Their findings consistently identify electrodermal activity (EDA) as the strongest single
modality for detecting arousal.

While unimodal approaches have demonstrated promising performance under con-
trolled conditions, they inherently fail to capture the complementary information
present across multiple modalities. Consequently, research has increasingly explored
integrating diverse data streams to improve robustness and generalization. For instance,
in related domains such as deception detection, [Jaiswal et al.,|2016] have demonstrated
the efficacy of combining visual and acoustic features using tools such as OpenFace
[Baltrusaitis et al., 2016] and OpenSmile [Eyben et al., 2010]. They highlight that utilizing
multiple modalities in machine learning significantly improves predictive performance
compared to using isolated data streams.

To establish a foundational benchmark, the authors in [Chaptoukaev et al., 2023|] present
a novel multimodal dataset called StressID, which will be described in detail in Sec-
tion[2.1] StressID comprises three distinct data modalities: video, audio, and physiologi-
cal signals. To process these streams, the authors extracted a comprehensive suite of
handcrafted features. The physiological data yielded 35 electrocardiogram (ECG), 23
EDA, and 40 respiration features. For the video modality, OpenFace was utilized to ex-
tract 84 features, including eye gaze and multiple Action Units (AUs) representing facial
muscle activity. Finally, the audio modality provided 140 features capturing spectral,
harmonic, and rhythmic characteristics.

Using these extracted features, the authors investigated stress identification perfor-
mance across classical machine learning models, including Random Forests, Support
Vector Machine (SVM), and Multi-Layer Perceptron (MLP). Their results show that phys-
iological data yields the best predictive performance in strictly unimodal evaluations.
Furthermore, they evaluated several multimodal fusion strategies to combine informa-
tion across the different streams, where they find SVM with average fusion to have the
best performance. However, this multimodal evaluation was restricted solely to the
data points where all modalities were fully present, effectively bypassing the real-world
challenge of missing data.

To address the practical challenge of missing modalities, often caused by sensor insuffi-
ciency, environmental noise, or subject movement, several robust machine learning
frameworks have been proposed. For instance, the ReLearn framework [Iranfar et al.}
2021] introduces a strategy specifically designed to cope with missing modalities during

3



CHAPTER 1. INTRODUCTION

both training and inference. The authors utilize a predefined quality threshold to prune
noisy physiological signals, including EDA, respiration, ECG, and blood volume pulse.
Any data falling below this threshold is dynamically treated as a missing modality. The
missing modalities are then estimated via an imputer using the present modalities.
ReLearn achieves up to 78.8% accuracy during inference on missing samples. However,
a significant limitation of this framework is its exclusive reliance on physiological data,
entirely omitting external behavioral indicators.

Addressing the need for richer, cross-modal integration, the MVP framework [Strizhkova
et al.,2024] investigates emotion recognition, specifically predicting valence and arousal
on the AMIGOS [Miranda-Correa et al.,[2017] and DEAP [Koelstra et al., 2012] datasets,
by fusing both video and physiological data. For the video modality, the authors com-
pare two representation strategies: explicit facial AUs and learned features extracted
using VideoMAE [He et al., [2021]. Their results indicate that representations based
on AUs yield slightly better predictive performance than the more general VideoMAE
features. For the physiological data they utilize a 1D Convolutional Neural Network
(CNN) and both modalities are zero-padded to ensure consistent input dimensions.
The modalities are fused via cross-attention, where the physiological data serves as
the queries and the video data as the keys and values. While MVP demonstrates this
cross-attention approach, it does not incorporate additional modalities such as audio.

A framework that incorporates video, audio, and physiological data while comprehen-
sively handling missing modalities is AnchoreD multimodAl Physiological Transformer
(ADAPT) [Mordacq et al.,[2024], which establishes a robust baseline on the StressID
dataset. It is questionable whether their model will generalize as their split of data
allows distinct recordings of the same subject to be in both the training and test sets.

ADAPT utilizes modality-specific encoders: Hiera [Ryali et al., 2023] for video, BYOL-
A [Niizumi et al., 2021] for audio, and 1D CNNs for physiological signals. A linear
projection head is applied to each encoder to ensure a fixed embedding dimension.
To align these disparate feature streams, ADAPT employs an anchoring strategy that
maps the audio and physiological features into the latent space of the video encoder,
which is prioritized as the strongest modality. This alignhment is optimized using cosine
similarity and a symmetric contrastive loss. By minimizing this loss, the model enforces
a bi-directional constraint, ensuring that the learned representations remain consistent
across all modalities.

Once aligned, the embedded representations are passed into a masked multimodal
transformer, which acts as a fusion mechanism to capture intra- and inter-modal corre-
lations. To handle the practical challenge of sensor failure, ADAPT employs a modality-
level masking strategy. During training, entire sequences of a specific modality can
be masked, forcing the transformer to reconstruct the missing information from the
remaining available signals. Consequently, at inference time, if a modality is missing, its
corresponding feature representation is simply masked. This allows the self-attention
mechanism to focus exclusively on the present aligned features. Ultimately, this an-
chored alignment and masking strategy yields superior performance on the StressID
dataset, outperforming existing benchmarks while remaining resilient to missing data.
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While this anchored alignment and masking strategy demonstrates strong performance
and robustness, prioritizing a single modality for alignment raises questions about how
modality-specific information is preserved and utilized within the shared represen-
tation, and whether the model’s performance would severely degrade if the primary
anchoring modality, video, is missing. At the same time, the increasing complexity of
such multimodal architectures introduces an additional challenge related to model
transparency.

1.1.1 Interpretability

While recent advances in multimodal learning have led to increasingly powerful mod-
els, they have also introduced a growing level of complexity, often resulting in limited
transparency. This lack of interpretability presents a significant challenge in domains
such as healthcare, where understanding the reasoning behind model predictions is
essential for trust, validation, and deployment.

Within the field of Explainable Artificial Intelligence (XAI), a central objective is to un-
derstand how input features contribute to model predictions, including both individual
importance and interactions between features. One commonly used approach for an-
alyzing feature interactions is Friedman’s H-statistic [Friedman and Popescu, 2008],
described in detail in Section[3.1.1} which quantifies pairwise dependencies between
features. While higher-order versions of the H-statistic can be defined mathematically,
they cannot be reliably estimated from real-world datasets because samples become
too sparse in high-dimensional spaces.

In [Lundberg and Lee, |2017] they present SHapley Additive exPlanations (SHAP), a
widely adopted method for feature attribution, which builds upon cooperative game
theory. In this framework, each feature is treated as a player in a coalition, and Shapley
values are used to quantify the contribution of each feature to the model’s prediction.
The Shapley value indicates how important a specific feature is by considering the model
performance when that feature is present compared to when it is missing. However,
since the interactions between the players should also be considered, the Shapley
values are calculated for all 2” subsets, where n is the number of players, making it
computationally heavy.

In practice, Shapley values are instead approximated using model-agnostic methods
such as KernelSHAP, which formulates the explanation as a weighted linear regression
problem. The original model f is approximated by an interpretable additive model g
defined over a simplified binary input space x’ € {0, 1}", where each dimension indicates
the presence or absence of a feature. The resulting explanation takes the form:

g@)=po+) iz,
i-1

where z' =X/, and ¢; represents the contribution of the i-th feature. While SHAP pro-
vides a principled and widely used framework for feature attribution, it assumes an
additive structure in which features contribute independently. This approach fails to
capture complex non-linear dependencies such as feature interactions; for instance, in
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the sample input phrase "not good", SHAP might assign negative and positive scores to
"not" and "good", respectively, which would cancel each other out, hiding the collective
sentiment of the phrase.

To address this limitation, [Tsang et al., 2020] presents Archipelago which shifts the
focus from individual features to the interactions between them. Archipelago consists
of an interaction attribution method, ArchAttribute, and a corresponding interaction
detector, ArchDetect. ArchDetect finds the interactions between the features, whereas
ArchAttribute determines the impact of the features.

The core idea is to measure non-additivity between features, based on a discrete inter-
pretation of mixed partial derivatives. If the combined contribution of a set of features
differs from the sum of their individual contributions, the features are considered to
interact. This enables the detection of both pairwise and higher-order interactions,
although in practice the method often restricts the search space using thresholds and
top-k selection.

Archipelago operates by comparing the model’s prediction for a target input x* against
a baseline input X/, evaluating how the inclusion of specific feature groups affects the
prediction. The method has been evaluated across domains such as image and text
analysis, where features correspond to superpixels or word groups, respectively.
Despite its ability to capture feature interactions, Archipelago, like SHAP, provides
local explanations, and thus only considers a single input sample at a time rather
than summarizing the entire model. However, this local perspective limits the ability
to understand how feature interactions generalize across samples or form consistent
global patterns within the model.

Consequently, a method capable of detecting global feature communities of arbitrary
size and quantifying the collective importance of those communities remains unad-
dressed in existing literature.

1.2 Problem Statement

While existing approaches demonstrate the benefits of combining physiological and
behavioral signals in stress identification, they reveal trade-offs between modality cover-
age, robustness to missing data, and model complexity. At the same time, interpretability
methods provide valuable tools for understanding model behavior, yet they either rely
on additive assumptions or remain limited to local explanations of individual samples.
Consequently, understanding how complex multimodal models integrate information
across modalities, while remaining robust to missing data and providing meaningful,
interpretable insights, remains an open challenge. Thus, we consider the following:

How can we reliably classify human stress using multimodal machine learning
while interpreting its hidden mechanisms and complex cross-modal interactions?

This thesis is organized as follows: Chapter[2]introduces the datasets utilized throughout
this work, alongside a discussion of their limitations. Chapter introduces a novel
community detection algorithm capable of discovering global feature interactions

6
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within a model. Chapter[4]provides the theoretical foundation for the machine learning
modules incorporated into our framework, while Chapter 5 details the proposed model
architectures. The evaluation methodology is outlined in Chapter [6} followed by a
comprehensive analysis of the outcomes in Chapter[7} Finally, Chapter[8|concludes the
thesis with a summary of our findings and a direction of future work.






Datasets

In this chapter the two datasets, StressID [Chaptoukaev et al., 2023] and MuSe [Stappen
et al., |2021], that will be utilized in the rest of the thesis will be presented. The data
collection, labeling scheme, data distribution, and possible shortcomings of the two
datasets will be discussed.

2.1 The StressID Dataset

In [Chaptoukaev et al., 2023] the authors introduce a multimodal dataset for stress iden-
tification comprising video of facial expressions, audio recordings, and physiological
data in the form of ECG, EDA, and respiration. The dataset consists of recordings from
65 subjects, 18 women and 47 men, who each perform 11 tasks designed to elicit a broad
range of emotional responses. The data collection was divided into four phases. The
session begins with guided breathing, followed by a second phase where participants
watch two emotional video clips. The third phase consists of a sequence of seven in-
teractive stressors. This sequence begins with two mental arithmetic tasks, Countingl
and Counting2, where participants count backwards from 100 subtracting 3, and from
1011 subtracting 7, respectively. This is followed by a Stroop color-word test. Afterwards
their public speaking is tested, referred to as Speaking, by the participants explaining
their strengths and weaknesses. Afterwards, the subjects solve a series of mathematical
problems. The next interactive task is a reading task, where the participants first read
out loud and then afterwards explain what they read. The interactive phase concludes
with another counting task, Counting3, requiring participants to count backwards from
1152 subtracting 3, while simultaneously repeating an independent hand movement
to include their multitasking ability. Finally, in the fourth phase, participants watch a
calming video to induce relaxation. The video is acquired with a rate of 15 frames per
second (fps) and downsampled to 5 fps, the audio with a sampling rate of 32k Hz, and
the physiological signals with a sampling rate of 500 Hz.

After each task the participants are asked to rate their level of stress, relax, arousal, and
valence on a 0-10 scale. Let Sgress, Srelax» Sarousals Svalence € [0, 10] denote the correspond-
ing scores. Based on the self-assessments scores two discrete labeling schemes are
proposed. The binary label is determined directly from the perceived stress level:

Stressed  if Sgiress =5,
label(Sstress) = .
Relaxed if Sgtress < 5.
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The 3-class label incorporates all four ratings:

Stressed,  Sstress > 5 A Sarousal > 9 A Svalence < 5,
label(s) = { Relaxed,  Srelax > 5 A Sarousal < 5 A Svalence > 5,
Neutral, otherwise.

In this work, we adopt the same labeling rules.

Dataset Statistics

As depicted in Fig. the binary labeling scheme yields a balanced dataset, with 52.3%
of the samples classified as stressed and 47.7% as relaxed. This simple thresholding
of the perceived stress score effectively divides the dataset equally. Conversely, the
3-class scheme imposes strict constraints requiring simultaneous thresholds across
stress/relaxation, arousal, and valence. Consequently, this scheme produces a highly
skewed distribution. Because a sample must meet all three criteria to be classified as
non-neutral, the vast majority of the data, at 77.0%, are classified as neutral, leaving
only 13.0% as stressed and 10.0% as relaxed.

Overall Binary Distribution Overall 3-Class Distribution

O Rel
47.7% O Relax O N(;uat};al
10.0%
t
O Stress O Stress
52.3%

Figure 2.1: Overall class distributions of the dataset using the binary and 3-class rule.

Examining the task-wise distributions in Fig.|2.2|and Fig.|2.3|provides further insight
into how the chosen labeling schemes capture the wanted impact of the experimental
design.

As shown in Fig. the binary scheme separates the tasks closely along their intended
cognitive loads. Passive activities, such as Breathing, Relax, and the Video-watching
tasks, are heavily dominated by relax labels. In contrast, active cognitive stressors,
including Math, Stroop, Speaking, and the Counting tasks, exhibit a strong bias toward
the stress class. This validates the effectiveness of the selected tasks in eliciting the
targeted binary stress responses.

10
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Binary Task-wise Distribution
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Figure 2.2: Bar chart detailing the total count of stress and relax samples per task under
the binary labeling scheme.

Examining the 3-class labels task-wise, as seen in Fig. further illustrates the restric-
tive nature of requiring simultaneous thresholds. The overwhelming dominance of the
neutral class across all tasks indicates that while participants may have experienced
elevated stress or relaxation, their self-assessments rarely satisfied the strict, simultane-
ous thresholds required for arousal and valence. Nevertheless, the labels do align with
expectations in the most pronounced cases: the 3-class relax label is almost exclusively
assigned during the Breathing and Relax tasks, while the stress label primarily emerges
during the intended interactive stressors. Ultimately, while the binary scheme provides
a task-wise distribution that aligns more closely with the intended stress score of the
tasks, the 3-class scheme isolates only the most pronounced affective states.

3-Class Task-wise Distribution
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Figure 2.3: Bar chart detailing the total count of stress, neutral, and relax samples per
task under the 3-class labeling scheme.
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2.1.1 Limitations

While the StressID dataset provides a rich, multimodal foundation for stress identifica-
tion, several limitations must be considered when utilizing it for training and evaluating
machine learning models.

First, the ground truth labels rely entirely on self-assessments introducing two major
limitations. Self-assessments are inherently subjective, and as noted in [Chaptoukaev
et al.,|2023], the perception of stress and relaxation can vary drastically from one subject
to another, and even for a single subject from one moment to another moment. Fur-
thermore, because the protocol only captures self-assessments at the end of the tasks,
it misses crucial temporal dynamics. It fails to record how stress might evolve within
a single task, while also overlooking carry-over effects where a participant’s elevated
stress level lingers and impacts their response to the subsequent task.

Second, the labeling schemes themselves introduces bias. As highlighted in the dataset
statistics, the strict thresholding of the 3-class labeling scheme introduces class imbal-
ance. With 77.0% of the data classified as neutral, models trained on this scheme are
highly susceptible to majority-class bias, necessitating specialized sampling techniques
or loss function modifications.

Third, the dataset relies on artificially induced stressors performed in a controlled
laboratory environment. As highlighted in [Chaptoukaev et al.,[2023], laboratory ex-
periments do not account for the complex, compounding external factors of real-life
emotions. Even the physical process of attaching electrodes to participants may act
as an unmeasured stressor. Consequently, while models may learn to recognize acute
responses to specific stimuli, distinguishing between positive and negative stress, or
short-term versus long-term stress, remains a highly sensitive task.

Fourth, there is a notable gender imbalance within the participant pool, consisting of
18 women and 47 men. As the authors point out in [Chaptoukaev et al., 2023], this ratio
is representative of the demographic skew often found in STEM environments and is
a shared limitation among competitor datasets. However, from a machine learning
perspective, this disproportionate representation could introduce bias into predictive
models, potentially degrading their generalization capabilities when deployed across
diverse populations.

Finally, [Chaptoukaev et al., 2023] identifies specific methodological constraints present
in the data. The audio modality exhibits a skewed label distribution, as verbal tasks are
intrinsically linked to higher stress levels. Additionally, the dataset suffers from missing
modalities for certain participants.
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2.2 The MuSe Dataset

To complement our findings from StressID, we incorporate the data provided by the
MusSe 2021 Multimodal Sentiment Analysis Challenge [Stappen et al., 2021]. The specific
corpus utilized for this challenge is the Ulm-Trier Social Stress dataset (Ulm-TSST),
though it is frequently referred to in the literature simply as the MuSe dataset.

While StressID provides a discrete view of stress across multiple short cognitive tasks,
the MuSe dataset consists of continuously labeled arousal and valence scores. The
valence and arousal of the participants are rated by three annotators at a 2Hz sampling
rate. Unlike the varied 11-task protocol of StressID, the Ulm-TSST relies on a singular,
well-established psychological stressor: the Trier Social Stress Test. Designed to capture
individuals in a stress-induced state, the protocol places subjects in a simulated job-
interview setting. After a brief preparation period, participants are asked to deliver an
oral presentation. To maximize the induction of social stress and evaluative threat, this
presentation is observed by two interviewers who remain entirely silent for a continuous
period of five minutes.

The MuSe dataset consists of 69 German-speaking participants, 49 females and 20
males, aged between 18 and 39 years. Following data preprocessing, this provides a
total duration of around 6 hours of continuous multimodal data. MuSe captures the
same modalities as StressID: physiological, audio, and video. The physiological streams
include ECG, and respiration recorded at 1 kHz, alongside EDA captured at 2 Hz. Video
was acquired at 50 fps, and audio was captured at a sampling rate of 48 kHz.

To align the data with the StressID dataset, we split the five minute clips into one
minute clips and assigned an overall arousal and valence score based on the average.
Furthermore, the valence and arousal scores are converted into both binary and 3-class
labels like StressID. For the binary label, the valence and arousal scores are projected
onto the stress line as seen in Fig.
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Figure 2.4: Projection of arousal and valence data points onto the stress line.
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The 3-class labeling scheme is as follows:

Stressed,  Sarousal = 5 A Svalence < 5,
label(s) = { Relaxed, Sarousal <5 A Svalence > 5,

Neutral, otherwise.

As illustrated in Fig. the relaxed class is more prevalent than the stressed class
across both labeling schemes. While the binary configuration yields a relatively bal-
anced dataset, the 3-class distribution is heavily skewed, with the neutral category
encompassing 62.3% of the samples, similar to the StressID distribution.

Overall Binary Distribution Overall 3-Class Distribution

O Relax g Eclatx |
O Stress cutra

O Stress
8.4%
44.6%

Figure 2.5: Overall class distributions of the MuSe dataset.
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Synergy Identification via Network
Clustering

Machine learning models have demonstrated exceptional performance across diverse
domains. However, compared to classical model-driven approaches, the data-driven
machine learning models function as black boxes in that the underlying mechanisms of
the models are unclear. Improving transparency by unveiling the black box in machine
learning models would be beneficial in various ways, as it would help us understand
why the models make certain predictions, expose complex data patterns found by the
models, build trust in the model predictions, and help debug and compare models.
In this chapter we introduce Synergy Identification via Network Clustering (SINC), a
model agnostic algorithm that explains how a model interprets and weighs its input.
SINC specifically explores how a model utilizes feature interactions by finding feature
communities and their importance.

3.1 Technical Overview of SINC

The architecture of SINC is designed to bridge the gap between raw feature interac-
tions and interpretable, graph-theoretic structures that can be used to characterize
feature communities. The algorithm operates as a pipeline that transforms model pre-
dictions into an importance-weighted network of feature communities. This process is
divided into three main phases: interaction network, community detection, and impact
weighting, as illustrated in Fig.

Interaction Network Community Detection Impact Weighting

Build Interaction Graph
F Features (Nodes=Features, Select Community

Edges=Strength)

Calculate

Pairwise
O H-Stats

(Approx.)
Run Impact

Interaction Matrix kk Leiden O Weighting Test
(Symmetric, F' x F) #.‘ Algorithm (Permutation

Importance)
Filter Weak

Interactions
(< Threshold)
Impact Ranking of
Filtered Interaction Matrix Feature Communities Feature Communities

Figure 3.1: Overview of the SINC algorithm and its three phases.
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CHAPTER 3. SYNERGY IDENTIFICATION VIA NETWORK CLUSTERING

In the first phase, an interaction network is created by utilizing Friedman’s H-statistic
[Friedman and Popescu, 2008]. This interaction graph is then fed to the Leiden algorithm
[Traag et al.,|2019], a graph-theoretic community detection algorithm. Phase 2 results
in a list of communities, which in phase 3 are ranked by importance via permutation
importance. In the following, we provide the formal mathematical definitions and the
algorithmic details for each of these phases.

3.1.1 Interaction Network

The first phase of SINC creates a map of the pairwise interactions between features
found by the model. Formally, an interaction is defined as:

Definition 3.1.1 Interaction
Two variables x; and xy, of a function f(x), are said to interact when the effect of
changing x; on the function output f(x) is dependent on the value of xj. This can

be expressed as:
2

0*f (x)
0X;0X

Ey

[Friedman and Popescu, 2008, p. 18]

Directly calculating this derivative is intractable for black-box models. Instead, we
utilize Friedman’s H-statistic, le pasa robust, global, model-agnostic alternative to
detect these pairwise interactions. This metric quantifies the strength of an interaction
by comparing the joint partial dependence of a feature pair to their individual marginal
partial dependencies. The calculation of sz requires both the marginal central partial
dependence for each feature and the joint central partial dependence for each feature
pair. This isolates effects that cannot be attributed to either feature alone.

Definition 3.1.2 Marginal Partial Dependence

The partial dependence of a model f(x) on a single feature x; is defined as the
expected value of the model output over the marginal distribution P of all other
features x;

filx)) = ff(xi,x\i) dP(x\;). 3.1)

[Friedman and Popescu, 2008, p. 19]

The joint partial dependence is defined similarly:

Definition 3.1.3 Joint Partial Dependence
The joint partial dependence of a model f (x) for a pair of features {x;, x;} is defined
as

fij(xi, xj) =ff(xi,xj,x\ij)dP(X\ij), (3.2)

where P(xy; ;) is the marginal distribution of all features except x; and x;.[Friedman
and Popescu, 2008, p. 19]
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3.1. TECHNICAL OVERVIEW OF SINC

Both the marginal partial dependence and the joint partial dependence can be estimated
empirically by averaging the model predictions over a dataset of N instances. The
marginal partial dependence is calculated as

A 1 Y
fite) =< 3 flx), (3.3)
k=1
where xi’;) denotes the observed values of all features except x; for the k-th instance.

The joint partial dependence is calculated as

. 1 X
fijxixp = 3 i, xj x50, (3.4)
k=1
where xi'% denotes the observed values of all features except x;; for the k-th instance.

To isolate the interaction effects, these partial dependence functions are centered such
that their mean value over the data distribution is zero:

A 1 &
PD;i(x)) = fitx) - = Y fix!P).
Nkzl

This centering process is applied similarly to the joint partial dependence f; j» ensuring
that the H-statistic captures only the variance driven by the features’ interaction rather
than their individual magnitudes.

Definition 3.1.4 Friedman’s H-statistic for Pairwise Interactions

The interaction strength between two features, x; and xj, is defined as the fraction
of variance in the joint partial dependence that cannot be explained by the sum of
their individual marginal effects:

2
N, (PD,- j P, 20 - (PDi(x19) + PD j(xﬁ.’”)))

H}; = (3.5)

N k) (k)
Zkzl(PDij(xi )X ))
[Friedman and Popescu, 2008, p. 20]

When two features do not interact, the joint central partial dependence is PD;; (xgk) , xgk)) =

PD,-(xE.k)) +PD j(x;k)), and thus from Eq. lh the H-statistic is equal to 0. Similarly it is
seen that when two features only affect the output through interaction, meaning that
PDi(xﬁk)) +PDj (x;k)) =0, the H-statistic is equal to 1.

Friedman'’s H-statistic for pairwise interactions requires at worst 3N? model predictions
when using a dataset with N instances. The quadratic complexity arises from the nested
loops for each of the three different partial dependencies in Eq. (3.5). This is a signif-
icant computational load and makes it infeasible to use on larger data sets with slow
models. To address this, practical implementations often employ sub-sampling and
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CHAPTER 3. SYNERGY IDENTIFICATION VIA NETWORK CLUSTERING

approximations while still capturing interactions [Modeva Team, 2025].

First, rather than utilizing all N instances, a subset of size M < N is randomly drawn
from the original data. This reduces the model predictions needed in Eq. and
Eq. from N to M. However, as the subset must remain representative of the original
data distribution to ensure the H-statistic estimate remains representative and stable
the degree of sub-sampling must be carefully considered in a tradeoff between the
computational complexity and the quality of the approximation.

Furthermore, instead of evaluating the marginal and joint partial dependencies for all
observed values of a feature or feature pair, a grid-based approach is used to sample
the feature space. For each feature, the observed values in the sub-sampled data are
sorted and uniformly sampled according to the grid resolution R < M, creating a set of
quantiles that span the feature’s range. Crucially, if a feature has fewer unique observed
values than the specified resolution R, only the unique values are retained to avoid
redundant calculations. The actual number of points used for feature i is denoted
as R;, where R; = min(R,unique values of i). The marginal partial dependencies are
calculated only for the R; values and similarly the the joint partial dependence for each
feature pair is only calculated for each element in the R; x R; grid.

The sub-sampling of the data and the grid-based approach to calculate the partial
dependencies lead to the following approximation of Friedman’s H-statistic,

2
. R;
I I (PDij(xl(-k), ) = (PDi(x{) + PD; (xj.”))))

H;; = (3.6)

. 2
Zﬁil Zﬁjzl (PDij(xgk)’x;p)))
The substantial reduction in model predictions is best demonstrated by examining the
computational cost of the three components of the numerator in Eq. individually.
Specifically, the two marginal partial dependencies require at most R - M predictions
each, while the joint partial dependency requires at most R? - M predictions. Conse-
quently, the total number of required predictions decreases from an upper bound of
3N?to 2(R- M) + R?- M. As the predictions used in the denominator are already used in
the numerator, they do not add to the total complexity.

Because M and R are user-defined parameters that can be set significantly lower than NN,
this approach allows for a drastic reduction in computational overhead without losing
the ability to detect major interactions. Moreover, since the calculations for the partial
dependencies are embarrassingly parallel, calculating Friedman’s H-statistic can be
performed more efficiently by leveraging distributed computing.

Once Friedman’s H-statistics have been calculated for all feature pairs, the final step
of phase 1 is to construct a network in which features represent nodes and interaction
scores represent edge weights, w; ;. However, this approach likely results in a fully con-
nected network, even when one should not exist, due to artifacts from approximating
the interaction scores. Such a network would result in the subsequent community
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3.1. TECHNICAL OVERVIEW OF SINC

detection phase yielding misleading results as the network lacks the clear boundaries
needed to separate it into meaningful communities [Traag et al., 2011].

To mitigate this we introduce a threshold 7 to sparsify the network and ensure that only
sufficiently strong interactions are retained. The edge weights are defined as

2 e g2
Hl.j 1le.j2r

) 3.7
0 otherwise.

wij:

In Fig.[3.2lwe show the effect of thresholding on an example network with three features
that interact with each other and two features that only have an additive effect.

x 3 T T3 5
.. .. o
T xq -
v . . - . .

Apply Threshold 7

Low

Figure 3.2: Interaction network before and after thresholding.

3.1.2 Community Detection

The second phase of SINC involves partitioning the network into communities. To do
so, we require an objective function to quantify the quality of a partition. A widely used
measure for this purpose is the modularity Q [Traag et al., 2011], which compares the
density of edges within communities to that expected between communities under a
null model. Modularity is a global metric as it evaluates the connectivity of the entire
network.

Definition 3.1.5 Modularity Q

Let G = (V, E) be an undirected graph with adjacency matrix W = (w;); jev, and
let ¢; denote the community label of vertex i. The modularity of this community
assignment is defined as

k,-kj
2m

Q:_' (wij_ )6(61')6]')’ (38)

where m = %Zi,jev w;j is the total weight of all edges in G, and k; = }_ jey w;j is the
sum of the weights of edges incident to vertex i. The function d(c;, ¢ j) = lif vertices
i and j belong to the same community and 0 otherwise. [Newman, 2004]
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CHAPTER 3. SYNERGY IDENTIFICATION VIA NETWORK CLUSTERING

Consequently, the objective of community detection is to maximize the modularity over
all possible community assignments. Although modularity optimization is effective in
identifying meaningful community structures, it is known to suffer from the so-called
resolution limit, which may prevent the detection of smaller communities within large
networks [Traag et al., 2011]. The resolution limit occurs as the network grows, since
the expected connection between nodes, Ig—:j, vanishes, causing small-scale structures
to be overlooked and merge into larger clusters. To mitigate this problem a resolution
parameter y > 0 is introduced to control the scale at which community structure is

detected. Thus Eq. (3.8) becomes:

1 k; k]'
= — wii—y——10(ci,cj).
Q 2mi%"v( 1 Y2m (ci, ;)
If y > 1 then there will be smaller communities whereas y < 1 will result in larger com-
munities.

In [Traag et al., 2011], they introduce the definition of resolution-limit-free and propose
an alternative to modularity, constant Potts model (CPM).

Definition 3.1.6 Resolution-Limit-Free

Let € = {Cy,...,C4} be an optimal partition of a graph, G. The objective function Q
is called resolution-limit-free if, for any subset of communities 2 < €, the restric-
tion of the partition to & is optimal for the corresponding subgraph. [Traag et al.,
2011]

The general idea, of resolution-limit-free, is that when looking at any induced subgraph
of the original graph, the partitioning results should not be changed.

Definition 3.1.7 Constant Potts Model
Let G = (V, E) be an undirected graph with adjacency matrix W = (w;); jev, and
let ¢; denote the community label of node i € V. The CPM function is defined as

Qcpm= ) (Wij_Y)5(Ci,Cj)» (3.9)
i,jeVv

where y > 0 is a resolution parameter and 6(c;, ¢j) = 1 if nodes i and j belong to the
same community and 0 otherwise. [ITraag et al., 2011]

Eq. (3.9) can be rewritten to a sum over the communities C in the partition 6

Qcem = (ec—ynzc), (3.10)
Ce€¥

where
ec= )Y w;jb(c;,0)6(c;,C) and nc=) 6(c;,C)

i,jeVv eV
denote, the total internal edge weight and the number of vertices in community C,
respectively. In Eq. (3.10) the y parameter balances the number of internal edges while
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3.1. TECHNICAL OVERVIEW OF SINC

at the same time keeping relatively small communities. If y = max;; w;; it is optimal
to split all nodes whereas if y = min;; w;; it is optimal to merge all nodes into one
community, thus, min;; w;; <7y <max;; w;;.

It is seen from Eq. that CPM is resolution-limit-free since it does not involve
global network quantities or interactions between different communities. Thus, when
restricting the graph to the subgraph induced by 2, Eq. reduces to the same
equation form, summed only over the communities in 2.

Furthermore, in [Traag et al., 2011] they show that CPM performs better in terms of
normalized mutual information compared to using modularity. Based on these findings,
in the following, we use the CPM as the objective function for community detection.

However, regardless of whether the objective function is modularity or CPM, exact
optimization is NP-hard [Brandes et al., 2008]. Therefore, heuristic algorithms are
used to perform community detection. One of the most widely used methods is the
Louvain algorithm [Blondel et al., 2008], a greedy optimization technique that iteratively
maximizes the objective function. The algorithm proceeds in two main phases. Initially,
each node is assigned to its own community. During the first phase, for each node i,
the algorithm evaluates the gain in the objective function obtained by moving i to the
community of each of its neighboring nodes j. The node i is moved to the community
that maximizes this gain, provided that the gain is positive. This process continues
until no further improvement is possible. The second phase is the aggregation phase,
where the resulting communities are represented as single nodes in a reduced graph,
on which the first phase is applied again. These two phases are repeated iteratively until
convergence. [Blondel et al., 2008]

Although the Louvain algorithm performs well in practice, it has its limitations. In
particular, it may converge to suboptimal partitions producing unstable community
structures, and it is computationally ineffective. To overcome these issues, the Leiden
algorithm was proposed as an extension of Louvain.

The Leiden algorithm [Traag et al.,|2019] improves the quality and robustness of com-
munity detection by introducing an additional refinement phase before the aggregation
phase. The refinement phase is to mitigate the problem of aggregating communities
without verifying their internal connectivity, which may result in splitting bridges and
creating disconnected communities, as seen in Fig.[3.3lwhere node B acts as a bridge.
Leiden explicitly refines communities by splitting them when their internal connectivity
is no longer preserved, thereby producing more robust and well-connected partitions.
[Traag et al., 2019]
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Initial State After Reassignment

Community 1 Community 1

Community 2 Community 2

Figure 3.3: Example of problem that might occur in the Louvain algorithm that is
mitigated by the refinement phase in Leiden. It is seen that node B acts as a bridge
between the two clusters{1,2,3} and {4,5,6}. When node B is moved to community 2, the
two clusters in community 1 is no longer connected.

Furthermore, the Leiden algorithm is computationally more efficient. While Louvain
repeatedly applies its optimization procedure over all nodes until convergence, Leiden
restricts updates to nodes affected by changes in their local neighborhood. As a result,
Leiden typically converges faster and scales better to large networks. [Traag et al., 2019]
Thus, for community detection in this work we will be using the Leiden algorithm, seen
in Algorithm 3.1} with CPM as the objective function.

Algorithm 3.1 Leiden Algorithm for Community Detection

Input: Graph G = (V, E), objective function Q (Modularity or CPM).
Output: Partition € of V.
1: Initialize partition € such that each node forms its own community.

2: repeat

3: Local moving phase:

4: for each node i € V in random order do

5 Evaluate the change in Q when moving node i to the community of each
neighboring node j.

6: Move i to the community that yields the largest positive gain in Q.

7: Refinement phase:

8: for each community C € € do

9: Split C into subcommunities such that each subcommunity is internally

connected and locally optimal with respect to Q.
10  Aggregation phase:
11: Construct a reduced graph G’ whose nodes correspond to the refined
communities.
12: Set G — G’ and update ¢ accordingly.
13: until no further improvement in Q is possible
14: return €
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3.1.3 Impact Weighting

The final phase in the SINC algorithm is the impact weighting. Its purpose is to quantify
the contribution of each community to the model’s predictions.

The importance of a community is measured by evaluating the increase in model error
when that community is permuted. A community is considered important if the error
increases significantly, indicating the model relies heavily on those features to make
accurate predictions.

Definition 3.1.8 Permutation Feature Importance
Given a trained model f that predicts y, the baseline error of the model is given by:

1 N ) .
€base = — Z Z (y(’),f(x(”)),
N3

where N is the number of instances, Z is the loss function, and x?) is the features
for the i’th instance.

Let € = {Cy,...,C4} denote a partition of the feature set into communities. For a
given community C;, we construct permuted feature vectors Xgérm, i by randomly
permuting the features in C; across subjects, while keeping all other features fixed.
The corresponding prediction error is

_1$ @) fryld)
€perm,j = N z:zix (y ’f(xperm,j)) .
The importance of each community C; is then given by

Ij = €perm,j — €base- (3.11)

[Fisher et al., 2019, p.7][Molnar, 2025]
It is important to note that the data used to compute the importance should be unseen
by the model during training. Using training data may produce misleadingly high

importance values due to overfitting, thereby exaggerating the relevance of certain
communities [Molnar, |2025].
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3.1.4 Formalized Algorithm
The full algorithm of SINC can be seen in Algorithm[3.2]

Algorithm 3.2 Synergy Identification via Network Clustering (SINC)

Input: Trained model f, dataset D = {(x”, y™)}¥ , interaction threshold 7, resolution
parameter v, grid resolution R, subsample parameter M .
Output: Community partition ¥ and community importance scores {I f};']:l‘
Phase 1: Interaction Network
for each pair of features (i, j) do
Compute pairwise H-statistic le i using model f.
if H? ;=7 then
Add weighted edge (i, j) to graph G = (V, E) with weight w;; = lej
else
Add weighted edge (i, j) to graph G = (V, E) with weight w;; = 0.

Phase 2: Community Detection

Apply Leiden algorithm with CPM as the objective function, to G.
Obtain a partition € = {Cy, ..., C4} of the graph.

: Phase 3: Impact Weighting

: for each community C; € € do

Compute permutation-based importance I; using unseen data.

— e
> SR oul 4

—
S

: return € and {11}7:1'

3.2 Experimental Analysis

To evaluate SINC, we conducted a series of experiments to verify SINC’s outcomes
against known structures, investigate possible failure points, and examine practical
applications. The experiments progress from settings with known ground truth using
synthetic data, where correctness can be verified directly, to real-world data where inter-
pretive validity is assessed against domain knowledge. The computational parameters
of the algorithm, M =100 and R = 30, are kept fixed for all experiments. In the scenarios
below these values are sufficient to represent the data distribution without prohibitive
computation. On the other hand, the threshold 7 and resolution y will be stated per
experiment.

3.2.1 Synthetic Data

To evaluate SINC, we initiate our experimental analysis using synthetic datasets, which
provide a controlled environment where ground truth interactions are explicitly defined.
By hand-crafting these interactions, we incorporate a diverse set of interactions, such as
logical gates and non-linear synergies. Because the underlying data structure is known,
we can evaluate SINC across models with varying degrees of complexity and predictive
performance. This allows us to verify whether the algorithm accurately captures the
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specific functional patterns the model has internalized, or failed to, against a ground
truth.

White Box Model

The first experiment employs a transparent white box model to verify whether SINC
can accurately recover the functional patterns a model has internalized. We generate
a synthetic dataset consisting of five uniformly distributed features in the interval [0,
1]. Features A, B, and C contain the true predictive signal, whereas n; and n, are
uninformative noise variables included to evaluate SINC’s robustness against irrelevant
data. Formally, the input feature vector x is defined as

x=[AB,C, ny,ny]" €[0,1]°. (3.12)

The target y is computed using a combination of indicator functions

¥=10-Ta>05Tg>0.5 +5- Ic>0.5. (3.13)

This equation establishes a clear deterministic interaction between feature A and B,
while defining an independent, purely additive contribution from feature C.

For this experiment, we fit a decision tree [Quinlan, 1986|] with a maximum depth of 3
on the data. Because the underlying mathematical structure of the data relies entirely
on binary splits at the 0.5 threshold, the decision tree perfectly captures these dynamics,
achieving an R? score of 1.0. The decision tree is a white box model due to its internal
logic being explicitly defined, providing a ground truth to evaluate SINC’s performance.
The exact logic learned by the decision tree is illustrated in Fig.

[ 0.00 ] [ 10.00 ] [ 5.00 ] [ 15.00 ]

Figure 3.4: Internal logic of the decision tree.
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The interaction between features A and B is successfully captured, as A is only consid-
ered if B > 0.50. Furthermore, feature C is modeled as an independent component that
has a fixed contribution, while features n; and 7, are completely ignored.

We run SINC on the fitted decision tree utilizing the hyperparameters 7 =0.01 and y =
0.01. The resulting feature interaction network produced by the algorithm is presented

o ® ®
-

O Interaction O Single Q Noise-1 O Noise-2 Interaction Strength

Figure 3.5: Feature Interaction Network Created by SINC on the decision tree of the
synthetic data.

Figure[3.5/demonstrates that SINC accurately reconstructs the underlying logic learned
by the decision tree. The algorithm correctly groups features A and B into a single
interacting community, while isolating the other features as independent components.
In addition to discovering how the model groups features, SINC also quantifies the over-
all importance of each group. The permutation-based impact of the four communities
found by the algorithm is reported in Table[3.1]

Community Size Impact (%)

Interaction 2 38.29 (75.75)

Single 1 12.26 (24.25)
Noise-1 1 0 (0)
Noise-2 1 0 (0)

Table 3.1: Detection of communities and their importance of the overall output.

SINC fully captures the internal logic of the decision tree, as the impact of each commu-
nity reflects the explicit rules learned by the model. First, the interacting community
containing features A and B holds the greatest impact, corresponding to the 10-point
contribution they jointly control. Second, the isolated feature C has a smaller but still
significant impact, matching its independent 5-point contribution. Finally, both noise
features exhibit an impact of zero, aligning with their complete exclusion from the
decision tree’s logic.
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Black Box Experiment

While the previous experiment validated SINC against a white box model with explicitly
defined rules, real-world machine learning applications predominantly rely on more
complex black box models, such as neural networks. Therefore, this second experi-
ment evaluates SINC in a more realistic setting by applying it to a small neural network.
Specifically, we utilize an MLP with three hidden layers, ReLU activation functions, and
a bottleneck architecture.

The experiment has two objectives. First, we aim to demonstrate that SINC successfully
can uncover complex, non-linear, higher-order feature interactions embedded within
a black box model. Second, we want to prove that SINC faithfully reflects the specific
logic learned by the model, rather than simply extracting the statistical properties of the
underlying dataset. To demonstrate this distinction, we train two identical MLPs: one
model is trained until convergence, while the second is intentionally undertrained. By
comparing the two, we aim to show how SINC can explicitly expose an undertrained
model’s incomplete understanding of feature interactions, highlighting SINC’s utility
not only for interpretability but also as a diagnostic instrument.

For this experiment, we generate a synthetic dataset consisting of 10 uniformly dis-
tributed features in the interval [0,1]. Thus, the input feature vector x is defined as

x=[A,B,C,D,E,F,ny,ny,n3, ngl ' €0,1]*. (3.14)

Features A, B, C, and D comprise a synergistic group where all features are needed to
get useful information. Features E and F are both isolated features that have an additive
effect. Features n,, np, n3, and ny are all noise features that carry no useful information.
There is included random noise in the target signal to make the dataset more realistic.
To achieve this, the target y is defined as

y=20-sin(n-A-B-C-D)+10-E—5-F+.4(0,0.1). (3.15)

In Fig. the architecture of the MLPs is shown together with the input feature vector.
Both models are trained with a learning rate of 0.001 using the Adam optimizer [Kingma
and Ba, 2015] and the Mean Squared Error (MSE) loss function. We utilize an 80/20
train/test split. The model that converges is trained for 175 epochs, while the other is
trained for 20 epochs. The fully trained model achieves an R? score of 0.9862, and the
undertrained model achieves a comparably low R? score of 0.8721.
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Figure 3.6: The architecture of the neural network used in this experiment.

SINC is run on both models utilizing the hyperparameters 7 = 0.05 and y = 0.001. In
Fig.[3.7|and Fig.[3.8] the feature interaction networks created by SINC are shown for the
undertrained and converged model, respectively.

From the interaction network belonging to the undertrained model, seen in Fig. itis
evident that the model has failed to internalize the intended functional dependencies.
While the ground truth requires a synergistic interaction between features A, B, C, and D,
the model considers them as isolated, individual features. The only group present in the
feature interaction network consists of three of the four noise features. This reveals that
the model’s lack of performance is a result of not learning the true feature interactions
within the data.

Individual Features O Partial Noise Group Interaction Strength

Figure 3.7: The communities detected by SINC for the undertrained model.
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In contrast, the feature interaction network for the converged model, seen in Fig.
demonstrates that the model has successfully internalized the ground truth structure.
The model accurately groups features A, B, C, and D, keeps E and F as isolated features,
and also groups the noise features.

O Sine Wave O Additive - 2 O Additive - 1 O Noise Interaction Strength

Figure 3.8: The communities detected by SINC for the converged model.

Further insights can be drawn by analyzing the impact metrics associated with the
detected communities, presented in Table|3.2|and Table[3.3|for the undertrained and
converged models, respectively. Interestingly, for the undertrained model, the sum of
features A, B, C, and D individual impact scores (17.33% + 17.72% + 17.53% + 14.26% =
66.84%) is similar to the impact score of the single, cohesive Sine Wave group (66.76%)
identified in the converged model. This suggests that the undertrained model correctly
identifies that these four features are highly important for predicting the target variable.
However, because it fails to recognize them as a synergistic group, it cannot capture
the complex, non-linear interaction to fully utilize their predictive value. Instead, it
processes them as strong but independent signals, which explains the model’s lower R?
score and its inability to fully map the target function.

For the rest of the features, both models weigh their importance equally, suggesting that
they both have fully learned and understood their contribution.

Community Size Impact (%)

E 1 13.70 (25.50)
B 1 9.52 (17.72)
C 1 9.42 (17.53)
A 1 9.31 (17.33)
D 1 7.66 (14.26)
F 1 4.10 (7.63)
n 1 0.02 (0.04)
Ny, ng, Ny 3 0.00 (0.00)

Table 3.2: Detection of communities and their importance of the overall output for the
undertrained model.
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Community Size Impact (%)

Sine Wave 4 40.10 (66.76)
Additive - 1 1 15.9 (26.47)
Additive - 2 1 4.07 (6.78)
Noise 4 0.00 (0.00)

Table 3.3: Detection of communities and their importance of the overall output for the
converged model.

In conclusion, this experiment successfully demonstrates that SINC is highly effective at
revealing the feature interactions of a black box model. When a model has successfully
learned the underlying data structure, SINC accurately isolates independent features,
filters out noise, and groups complex synergistic interactions. Furthermore, the com-
parison between the converged and undertrained models highlights that SINC can be
used as both an interpretability method and as a diagnostic tool.

3.2.2 Real Data

Transitioning the experimental analysis of SINC from test cases with synthetic data to a
test case with real-world data. Instead of evaluating against a known ground truth, we
will instead have to rely on domain knowledge. This transition is motivated by the need
to assess SINC'’s interpretive validity and demonstrate its ability to expose the complex
logic a black box model internalizes in a practical setting.

California Housing

For this experiment, we will utilize the California Housing dataset [Inria, 2012] which
is a commonly used dataset in XAI [Lundberg and Lee, |[2017]. As the dataset has been
extensively examined in the literature, the underlying feature interactions and their
relationships to the target variable are well documented.

As the name implies, the dataset relates to housing in California and is based on the 1990
U.S. census. It consists of 20640 instances each accounting for one block group which is
the smallest geographical unit for which the U.S. Census Bureau publishes sample data.
Each instance consists of eight features: Median Income, House Age, Average Number
of Rooms, Average Number of Bedrooms, Population, Average Occupation, Latitude,
and Longitude. The target variable is the median house value for the block rounded to
the nearest $100.000.

Throughout the literature, it is the consensus that the longitude and latitude are the
most important features. However, they only give useful information if used together.
The median income is the second most important feature, while the remaining features
all have less significant impact.|[Inria, 2012]
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For this experiment, we utilize an XGBoost model [Chen and Guestrin, 2016] built on
1000 separate decision trees with a max depth of 6 and trained with a learning rate of
0.1. Throughout the literature, XGBoost is found to be a top performer on the California
Housing dataset [Inria, 2012], and our model achieves an R? score of 0.85.

SINC is run on this model utilizing the hyperparameters 7 = 0.05 and y = 0.01. In Fig.
the resulting interaction network can be seen.

@
Longitude
AveBedrms
@
AveOccup
Population

O Income O Property & Population Q Location Interaction Strength

Figure 3.9: Communities detected by SINC on the XGBoost trained on the California
Housing dataset.

From the interaction network, it can be seen that the model sorts the features into
three distinctive groups matching the previously explained domain knowledge. SINC
further reveals that the model weighs the feature groups according to the stated domain
knowledge, with the location accounting for over half the impact. The impact of each
community can be seen in Table

Community Size Impact (%)
Location 2 0.86 (54.78)
Income 1 0.40 (25.48)

Property & Population 4  0.31 (19.75)

Table 3.4: Detection of communities and their importance of the overall output for the
XGBoost model.

This experiment shows that SINC is able to extract and illuminate a black box model
trained and tested on real world data.
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3.3 Limitations

While SINC provides valuable insights into complex feature interactions, it is subject to
a few notable limitations. A primary challenge lies in the calibration of the algorithm’s
hyperparameters, specifically the interaction threshold 7, the resolution parameter v,
the grid resolution R, and the subsampling parameter M. Tuning these parameters
is critical to balance computational efficiency against approximation quality, ensure
sufficient network sparsity, and prevent small-scale community structures from being
merged due to the resolution limit. Crucially, there is currently no definitive method to
determine the absolute optimal values for 7 and y, meaning these parameters must be
empirically chosen based on the specific model and dataset. Fortunately, this empirical
tuning is somewhat alleviated by the observation that there are often broad regions of
convergence where variations of 7 and y tend to yield stable and consistent community
structures.

Furthermore, SINC is strictly reliant on the availability, size, and representativeness of
the data that is both used for calculating the H-statistics and for the impact weighting.
Consequently, if this evaluation data is limited or unrepresentative, it risks generating
skewed importance scores and ultimately compromises the reliability of the resulting
explanations.
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n Theoretical Foundations for Multi-
modal Learning Approaches

In this chapter, we present the theory behind the main building blocks of the novel
model architectures we use for stress identification. The model architectures themselves
will be presented and discussed in further detail in Chapter[5

4.1 Residual Network

Residual Network (ResNet) is a deep model architecture that utilizes skip connections
and is traditionally used for classification tasks [He et al., 2015]. The ResNet architecture
is constructed from a nested hierarchy of specialized components: the convolutional
block and the residual block, seen in Fig.

ResNet

Input
Time Series

—

Res Block 2 }—{ Res Block 3 ‘—» Avg Pooling ||

Res Block 1 ‘4

Proi Layer Time Series
T e Embedding

Residual Block

Conv Block 1%‘

—

Input Conv Block 2 ]4

Conv Block 3}—*(—{{—)% Output

Batch Norm

Residual Connection

Convolution Block

Input 1D Convolution %l Batch Norm

Figure 4.1: Example of a ResNet architecture.
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Each convolutional block consists of a 1D convolutional layer followed by batch nor-
malization and a Rectified Linear Unit (ReLU) activation function. Unlike standard
convolutions that reduce the length of the signal, when dealing with high-frequency
data it is sometimes advantageous to have a stride length of 1 to keep the temporal
information intact.

The residual blocks consist of a series of convolutional blocks, with each block using
a different kernel size, starting with a larger size and then progressively decreasing.
The pivotal innovation within the residual block is the residual connection. By adding
the original input of the block to the output of the convolutional stream, the model
mitigates the vanishing gradient problem. This ensures stable gradient flow during
backpropagation, allowing the network to optimize deeper representations effectively.
Following the residual block, the model performs average pooling across the temporal
dimension, this operation collapses the feature maps into a fixed-length vector. At last,
a linear projection is added to extract the features into a desired embedding space for a
latent representation of the physiological input.

4.2 Transformer

The Transformer, introduced by [Vaswani et al., 2017|, represents a paradigm shift in
sequential data modeling. Unlike its predecessors Recurrent Neural Network (RNN)
and Long Short-Term Memory (LSTM) [Hochreiter and Schmidhuber,|1997] networks,
the Transformer removes recurrence entirely. Instead, it relies on a global attention
mechanism to capture dependencies regardless of their distance in the sequence.

3: Multi-Head | | Addition & l Feedforward | | Addition &
vV Attention Normalization Neural Network Normalization

Positional
Encoding
Input !
neut oL, + —> Encoder 1 —>| Encoder 2 > Encoder N
Embedding W
Output . Output
Embeddingg’ : — Decoder 1 | Decoder 2 > Decoder N —> Linear | Softmax »Probabilities
Positional
Encoding
K V
12 A
Qx| Masked Addition & Multi-Head Addition & Feedforward Addition &
K> Multi-Head — - 4O . —> A — RN e
V> Attention Normalization Attention Normalization Neural Network Normalization

Figure 4.2: Overview of the general transformer architecture.
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The architecture consists of an encoder and a decoder stack. Because the model pro-
cesses all tokens in a sequence simultaneously, it lacks an inherent sense of order. To
compensate for this, positional encoding is injected into the input embeddings, pro-
viding the model with information regarding the relative or absolute position of each
token [Vaswani et al., 2017]. An overview of this structure is illustrated in Fig.

4,2.1 Attention

The core innovation of the Transformer is the attention mechanism. The attention
mechanism used by [Vaswani et al.,|2017] is the scaled dot-product attention where the
input is projected into three distinct matrices: the Query Q, Key K, and Value V.

Multi-Head Attention

MatMul Linear
SoftMax Concatenate
MatMul
Head
Linear Linear Linear
Q K A% Input

Figure 4.3: Overview of the attention mechanism and multi-head attention.

As shown in Fig. the process involves calculating the compatibility of a query
with its corresponding keys to determine how much attention to pay to each value.
Mathematically, this is expressed as:

QKT
Vi

The scaling factor, \/d_k where d is the dimension of the keys, is critical for stabil-
ity. Without it, the dot products could grow large in magnitude, pushing the softmax
function into regions with extremely small gradients, which hinders effective training
[Vaswani et al.,2017].

attention(Q, K, V) = softmax( V.

Rather than performing a single attention function, the model utilizes multi-head atten-
tion. This allows the model to jointly attend to information from different representation
subspaces at different positions. By running multiple attention heads in parallel, the
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Transformer can capture various structural nuances. In the decoder, a specific variation
called masked multi-head Attention is employed. To maintain the auto-regressive prop-
erty required for generation, the model must not have access to future tokens during
training. This is achieved by masking the entries above the diagonal in the attention
matrix before the softmax step. This ensures that the prediction for a specific token can
only depend on preceding tokens, preserving the causal flow of the sequence. Vaswani
et al.|[2017]

4.3 Channel Attention

The channel attention mechanism presented in [Hu et al., 2018] adaptively recalibrate
channel-wise feature responses. This approach has been shown to significantly improve
representational power by selectively amplifying informative channels and attenuating
less relevant ones.|[Wilkinghoff and Tan, 2025; Hu et al., 2018]

Given an input feature map x € R“*7, where C is the number of channels and T rep-
resents the temporal sequence length, the mechanism first aggregates information
across time to capture the global context of each channel. The channel attention mask,
M (x) € R is computed as follows:

)

M) =0 (WOReLU (WlBN (AvgPool (x)) +b0) +by

where AvgPool(-) denotes global average pooling across the temporal dimension, squeez-
ing the sequence to generate a C-dimensional feature vector. This vector is subsequently
normalized via batch normalization, BN(-). To efficiently capture non-linear cross-
channel interactions, this normalized vector is passed through a bottleneck architecture.
Cxc < . .
The parameters W) e R ** and by € R+ represent the learnable weights and bias of a
. . . . . . . . cx & C
dimensionality reduction layer, with reduction ratio r, while Wy € R~*+ and b; € R
correspond to the subsequent expansion layer. A ReLU(:) activation introduces non-
linearity between the two layers, and a sigmoid activation function, o(-), gates the
output to produce attention weights in the range (0,1). The computed attention mask
is then broadcasted along the temporal dimension and applied to the original input
feature map via element-wise multiplication to produce the scaled output:

X=M(x)®x.

4.4 Mamba

While Transformers have revolutionized deep learning and become the standard for
foundation models, their core attention mechanism suffers from a critical bottleneck,
that computational costs scale quadratically with sequence length. This limitation
severely restricts their efficiency on long-context tasks, such as bio signals, motivating a
shift toward alternative architectures. While traditional RNNs and State Space Models
(SSMs) offer linear scaling, they often underperform transformers due to their inability
to perform content-based reasoning. Mamba addresses this gap by building upon the
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SSM framework and making its parameters input-dependent. This allows the model to
selectively propagate or forget information based on the current input, and achieves
reasoning capabilities while maintaining linear time complexity. Furthermore, this
architecture is optimized with a hardware-aware parallel algorithm, ensuring highly
efficient computation. [Gu and Dao), 2024]

4.4.1 Structured State Space Model

Mamba builds upon the Structured State Space Model (S4) framework, which unifies
the sequential characteristics of RNNs with the parallelizable nature of CNNs. Formally,
S4 maps a 1-dimensional input signal x(#) € R to an output y(¢) € R through an implicit
latent state h(#) € RV. The S4 system is defined with four parameters, A, A, B, and C,
and acts as a continuous signal evolving over time according to the following linear
differential equations:

d
%h(t) = Ah(t) + Bx(1), 4.1)
y(t) = Ch(1), (4.2)
where A € RV*N controls the internal state dynamics, determining how information

evolves over time, while B € RV*! projects the input into the latent space and C € R"*V
projects the hidden state to the output.

To implement this continuous-time system on digital hardware, the parameters must be
discretized. Using a step size A € R, which reflects the input resolution, the continuous
parameters A, B are transformed into discrete counterparts, A, B, by

A=exp(AA), B=(AA) Yexp(AA)-I)-AB, (4.3)

where exp(-) is the matrix exponential, and I € RV*V is the identity matrix.

A critical property of this discretized framework is its computational duality, which
allows the model to switch between a recurrent mode and a convolutional mode de-
pending on the operational context. For autoregressive inference, the model operates
as a linear recurrence:

ht :Aht_1+l§xt, (4.4)

Y= Ch[ (4.5)

Because the state update depends only on h;_;, the memory requirement remains

constant, @ (1), with respect to sequence length, L. However, training recurrent models

sequentially is computationally slow. To address this, the time-invariance of the param-

eters in the standard S4 formulation allows the recurrence to be unrolled into a global
convolution:

K=(CB,CAB,...,CA*B,...), (4.6)

y=xxK, (4.7)

where K acts as a convolution kernel representing the accumulated effect of the state
space mechanism.
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This enables the model to leverage the parallel processing power of modern GPUs dur-
ing training, distinguishing S4 from traditional sequential RNNs. While S4 achieves
linear scaling and efficient parallel training through its convolutional formulation, it
remains a Linear Time Invariant (LTT) system. This implies that the parameters A, A, B,
and C are fixed across all time steps, and therefore the same state transition and input-
output mappings are applied uniformly at every timestep. As a result, the model lacks
the ability to dynamically adjust its behavior based on the content of the input. In
contrast, attention mechanisms explicitly enable content-based reasoning by allowing
interactions to depend on the input itself.

4.4.2 Mamba Architecture

To address this limitation of S4, Mamba introduces a selective state space mechanism,
in which parameters become functions of the input. Specifically, the discretization step
size and projection matrices are made input-dependent:

A= falxy), By = fp(xy), Cr = fclxy)

where fj, fg and f¢ are learned projections. This transforms the system from a linear
time-invariant system into a linear time-varying system:

h; = Ahyy +Bxy, (4.8)
y: = Cihy. 4.9)

While these equations describe the state evolution for a 1-dimensional signal, Mamba
processes high-dimensional token embeddings by applying this exact selective mecha-
nism independently across each channel of the input. This input-dependent parameter-
ization enables the model to selectively control how information is stored, propagated,
or discarded at each time step. Although the state matrix A could be input-dependent,
this is unnecessary because its effect on the discrete dynamics is already modulated
through the input-dependent step size A;. In particular, the discretized state transition
matrix is given by
A;=exp(A;A)

which shows that the effective state evolution depends on the product A; A. Keeping
A fixed preserves its structured form, which in Mamba is restricted to be a diagonal
matrix, enabling efficient computation and parallelization.

When A; is small, the state transition approaches the identity matrix, allowing infor-
mation in the hidden state to persist over long durations. Conversely, when A; is large,
the state decays more rapidly, causing the model to prioritize the current input over
past information. In this sense, A; acts as a learned gating mechanism that dynamically
controls the memory retention of the system.

Similarly, the input and output projections B; and C; enable the model to regulate the
flow of information into and out of the latent state. The vector B; determines how
strongly the current input influences the hidden state, while C; controls how much of
the state contributes to the output. This allows the model to selectively filter irrelevant
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or noisy inputs while preserving important information over long contexts. In Fig.
the selective SSM module can be seen.
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Figure 4.4: Architecture of the selective SSM module. The input x; is projected to generate
time-varying parameters, which are then discretized to produce dynamically adapting
state and input matrices. This selective mechanism enables the hidden state h; to filter
information, retaining relevant context and discarding noise at each timestep.

However, introducing input-dependent parameters removes the time-invariance prop-
erty that enabled the convolutional formulation of the S4. As a result, the model can no
longer be expressed as a global convolution, and a naive computation of the recurrence,

h, = Ztht—l + Etxt;

would require strictly sequential processing. To overcome this limitation, Mamba
employs a parallel scan algorithm, which enables efficient parallel computation of the
recurrence despite the time-varying parameters. To understand how this parallelization
is achieved, we can unroll the recurrence. Letting v, = B;x; for simplicity, the state h;
can be expressed directly in terms of the initial state hy and all previous inputs:

t -1 t
ht= HA,' h0+ H Aj Vi + V.
i=1 i=1\j=i+1

While this unrolled form eliminates the direct dependence on h;_;, computing it naively
is inefficient. However, the structure of this update reveals an underlying associative
property. Using this associative structure, the sequence of state updates can be com-
puted using a parallel scan algorithm, reducing the effective computation time from
sequential ©'(L) depth to parallel & (log, (L)) depth while maintaining linear total work
O (L). This concept is analogous to a parallel prefix sum calculation, meaning instead of
sequentially adding numbers one by one, adjacent elements are first summed in parallel
pairs, followed by summing the results of those pairs in subsequent steps, forming
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a computation tree, as seen in Fig. While the height of this tree corresponds to
the logarithmic execution time, @ (log, (L)), the total number of operations performed
across the entire tree remains proportional to the sequence length, preserving linear
total work (O(L)).

Sequence Length L = 8 (Linear Total Work)
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Figure 4.5: A parallel reduction tree computing a sequence of length L = 8. The associative
nature of the updates allows adjacent operations to be grouped, bypassing the strict
sequential bottleneck of traditional RNNs. In the context of Mamba, the + operator
abstracts the associative state update operation of the recurrence.

The parallel scan allows Mamba to retain the linear scaling properties of SSMs while
supporting efficient parallel execution on modern hardware. Beyond parallelization,
Mamba optimizes GPU memory bandwidth by avoiding the transfer of time-varying
parameters and hidden states to and from slow High Bandwidth Memory (HBM). In-
stead, Mamba loads the continuous parameters A, A, B, and C directly into the fast
Static Random-Access Memory (SRAM). By performing discretization and the parallel
scan entirely in SRAM, keeping the intermediate hidden state i, € RY in SRAM, and
only writing the final output back to HBM, the memory transfers are drastically reduced,
enabling highly efficient computation.

Leveraging this hardware-aware efficiency, Mamba can afford to further enhance its
modeling capacity without acquiring prohibitive computational costs. While the core
SSM operates on 1-dimensional signals, the full neural network processes a sequence
of length L with D channels. To enable richer selective interactions, Mamba applies
an expansion factor E, increasing the model dimension from D to ED channels. As
illustrated in Fig. this expansion occurs via linear projections across two parallel
branches. In the primary processing branch, the expanded sequence passes through
a causal 1-dimensional convolution and an activation function before entering the
selective SSM. The selective mechanism is applied independently across each of the
ED channels. The processed output is then modulated by the parallel gating branch via
element-wise multiplication. Finally, a linear projection contracts the tensor back to its
original D dimension, and a residual connection adds the initial input directly to the
output, ensuring stable gradient flow and preserving the original sequence representa-
tion.
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Figure 4.6: Architecture of a Mamba block. The input sequence is expanded across two
branches: a primary processing branch containing a causal 1-dimensional convolution
and the selective SSM, and a parallel gating branch. The branches are combined and
projected back to the original dimension.

By combining selective state updates with an efficient parallel scan algorithm, Mamba
achieves content-dependent reasoning without relying on attention mechanisms. This
allows it to scale effectively to extremely long sequences while maintaining linear time
complexity, bridging the gap between the efficiency of state space models and the
expressive power of transformers.

4.5 Self-Supervised Learning

Self-Supervised Learning (SSL) represents a paradigm shift in machine learning de-
signed to overcome the labeling bottleneck inherent in supervised learning. While
supervised models require vast amounts of human-annotated data, SSL. models derive a
supervisory signal directly from the intrinsic structure of the unlabeled data itself. This
training pipeline is typically divided into two distinct phases: the pretext task and the
downstream task. During the pretext task, the model is challenged to solve a synthetic
problem that forces it to learn meaningful representations or embeddings of the data.
Once trained, these representations provide a rich foundation that can be fine-tuned
for a specific downstream task, such as image classification or object detection, using
only a fraction of the labeled data normally required. [Balestriero et al., 2023]

Early SSL pretext tasks relied on heuristic-based challenges that exploited the spatial
or temporal properties of data, usually minimizing a cross-entropy loss function. In
geometric transformation tasks, a model might be asked to predict the specific ro-
tation applied to an image or to reconstruct a scrambled image known as a jigsaw
puzzle[Gidaris et al., 2018;|Noroozi and Favaro, 2017]. Temporal sequencing tasks in-
volved analyzing video to determine if a sequence of frames was playing forward or
backward [Wang and Gupta,|2015], while cross-channel prediction tasks required the
model to predict original colors from a grayscale input [Zhang et al., 2016]. Although
these methods successfully forced models to learn about shapes and object boundaries,
they often focused too heavily on low-level visual cues rather than high-level semantic
understanding.
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Modern frameworks have moved toward more sophisticated strategies, including con-
trastive learning, non-contrastive learning, distillation methods, and masked prediction.
Contrastive learning, in particular, has become a dominant force by reframing the learn-
ing process as a comparison of data points within an embedding space. Instead of
predicting a specific label, the model learns to identify that two differently augmented
versions of the same input, referred to as a positive pair represent the same concept.
These versions are created through transformations like random cropping, flipping,
or color jittering in the case of images. Simultaneously, the model is taught to distin-
guish this positive pair from entirely different input, known as negative samples. By
pulling positive pairs closer together in a high-dimensional space and pushing negative
samples further apart, the model develops an understanding of invariant features that
remain consistent regardless of how an input is augmented. Without negative samples
to push representations apart, the model quickly learns to map every single input to
the exact same constant vector, e.g., the zero vector. Since all vectors are now identical,
the similarity is perfect, the loss is zero, and the model has learned nothing. Balestriero
et al. [2023]

The foundation of contrastive learning approach usually relies on a contrastive loss
function such as Information Noise-Contrastive Estimation (InfoNCE) [van den Oord

et al., 2019], which measures the similarity between representations:

exp (sim(z,-,zj)/r)

ZL=-1
°8 Dk j €xp(sim(z;,zg) / 7)

In the equation z; and z; are latent representations of a positive sample pair, in the
denominator z; is a latent representation of a negative sample, 7 is the temperature
parameter and sim(-, -) is a similarity measure e.g cosine similarity.

Bootstrap Your Own Latent (BYOL) [Grill et al., 2020] is a different approach to SSL that
uses non-contrastive learning and distillation. BYOL showed that there is not necessarily
a need for negative samples to prevent model collapse, which at that time was widely
thought of as a given. BYOL uses two neural networks that interact with each other; the
online network and the target network. The online network, also known as the student
consist of an encoder, a projector, and a predictor. The target network, known as the
teacher, has the same encoder and projector as the student but without a predictor. The
objective is for the online network to predict the output of the target network, since the
online network has this extra predictor and the lack of it for the target network. The
architecture is considered asymmetric, which in combination with the way the networks
are updated, prevents the model from collapsing. The target network’s parameters, 6, ;,
are not updated via gradient descent, instead they are the exponential moving average
of the online network’s parameters, 0, ,, at training step n. Given a decay rate ¢ € [0, 1],
the update rule is

6n+1,t = fgn,t +(1- g)gn,o-

Since BYOL does not rely on negative samples, an MSE loss function is used between
the normalized predictions of the online network, ¢(z), and the target projection, Z/,
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(q(2),Z))
llg@llz- 112112
G (z) and Z’ are the normalized versions of g(z) and Z/, respectively.

Z=G@-7Z5=2-2

Moving away from contrastive and non-contrastive frameworks, a completely different
approach to SSL is masked predictions. Masked predictions work by masking in some
cases up to 75% of the input, and then requiring the model to reconstruct the missing
data. Models such as masked autoencoders employ an encoder-decoder architecture
in which the encoder processes only the visible input, while the decoder attempts to
reconstruct the masked data. Unlike contrastive methods, masked prediction does not
rely on complex data augmentations or large batches of negative samples, making it
highly scalable. In general, a MSE loss can be used as the loss function. It is important
to note that we are only interested in how the model can reconstruct the masked parts,
x;, i €[1,2,..., M], where M is the number of masked parts. The loss is defined as

1 % )
L =—) lIxi=%ll5,
M5

where X; is the reconstructed masked parts.|He et al.,[2021]
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E Multimodal Learning Approaches

In this chapter we will present the different multimodal deep learning approaches that
we will use for stress identification. All the approaches are created to be compatible
with the StressID dataset and thus handle video, audio and physiological data. We
present two novel deep learning architectures, Temporal Feature Network (TempFeat)
and Self-Supervised Stress Identification (3SI). In addition, we also discuss and present
an approach to leverage Multimodal Large Language Models (MLLMs) for stress identi-
fication.

5.1 Temporal Features

Recent research has demonstrated the limitations of using a single encoder to model
complex, multi-faceted tasks. For example, in the domain of spatial audio reasoning,
[Wilkinghoff and Tan, |2025] showed that attempting to capture mostly independent
informational components, such as sound event types, directions, and distances, within
a single encoder is highly demanding and often yields sub-optimal performance com-
pared to task-specific disentanglement.

A similar challenge arises in stress analysis, where different aspects of the subject’s
state, such as stress, relaxation, arousal, and valence, are correlated but governed by
distinct physiological and behavioral dynamics. These components are expressed
differently across modalities and temporal scales, possibly making it difficult for a
single representation to adequately capture all relevant patterns. Motivated by this, we
propose TempFeat, a multimodal architecture that explicitly disentangles these factors
through parallel task-specific branches.

To prioritize interpretability, TempFeat operates on explicitly extracted temporal fea-
tures rather than raw sensor streams, allowing predictions to be traced back to well-
understood behavioral and physiological markers. Specifically, we extract facial features
via OpenFace [Baltrusaitis et al., 2016], acoustic characteristics via OpenSMILE [Eyben
etal.,2010], and physiological metrics, from ECG, EDA, and respiration, using NeuroKit2
[Makowski et al.,|2021]. To ensure temporal consistency across tasks, we only consider
the final 60 seconds of each task, truncating longer recordings accordingly. This design
reflects the assumption that recent temporal dynamics are most informative of the
subject’s current state.
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Following extraction, the independent feature streams are fed into four parallel disen-
tanglement branches. These task-specific branches are each dedicated to modeling a
distinct aspect of the user’s behavioral state: stress, relaxation, arousal, and valence.
The architecture of TempFeat is illustrated in Fig.

Feature Extraction & Fusion Disentanglement Branches Predictor

Stress Branch

—

. OpenFace

Audio Op,enSMILE Shared Mariiba Weights
(25 Features) '
v

Relax Branch

—
Shared Mamba Weights
\

P

NeuroKit2
(11 Features)

— Final Prediction

Feature Concatenation
Multi-layer Perceptron

ECG
Arousal Branch
-
NeuroKit2 ! .
EDA Shared Marflba ‘Weights

Valence Branch

NeuroKit2

Respiration (19 Features)

Figure 5.1: Overview of the proposed TempFeat architecture. Features extracted from
video, audio, and physiological signals are concatenated and processed by four parallel
task-specific branches.

While each branch shares an identical internal architecture, its learned weights are
specialized to its specific classification task. As detailed in Fig. the branch processes
the incoming independent features by first applying a channel attention mechanism as
described in Section[4.3] This module dynamically recalibrates channel-wise feature
weights, ensuring the network prioritizes the most salient information for accurate,
task-specific predictions.

Following recalibration, the features of each modality are processed by a dedicated
Mamba block, as described in Section whose weights are shared across all four
branches. The intention of Mamba blocks is to efficiently model long-range, intra-
modal temporal dependencies. To align these representations at a uniform temporal
scale, a windowed mean pooling operation is applied to each Mamba output and
then concatenated. This is then fed to a transformer with the intention of capturing
complex, global cross-modal dependencies. Finally, a linear projection layer maps the
transformer output to the continuous prediction of that specific branch.
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Figure 5.2: Architecture of a single branch. Channel attention recalibrates the fused
features prior to modality-specific temporal modeling via Mamba blocks. The resulting
sequences are pooled, concatenated, and processed by a transformer, before a linear
projection yields the branch output.

In the final stage, the disentangled predictions from the four independent branches
are processed using an MLP to yield the final stress classification. In Appendix[A.1} it is
shown that applying an MLP consistently across most metrics outperformed the hard
rule proposed in [Chaptoukaev et al., 2023] as a predictor.

The network is trained using the subjects’ self-assessment scores for stress, relax, arousal,
and valence. Since each branch produces a scalar regression output in the range [0, 10],
we minimize the MSE between the predicted scores j; and ground-truth labels yy:

1
&= ZZ||yk—yk||§, (5.1)
k

for each task k € {stress, relax, arousal, valence}.
The MLP is trained separately utilizing the predicted scores.

5.2 Self-Supervised Stress Identification

This approach, referred to as 3SI, builds upon SSL and follows a three-stage pipeline
similar to the one in Section This workflow is divided into modality encoding,
disentanglement, and a rule-based prediction stage as seen in Fig.
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Channel

Modality Encoder Disentanglement Predictor
Attention

Linear )
cocti Stress
Projection
shared weights

= Linear
Transformer Projecti Relax
rojection
shared weights Stress Rule Prediction
v Arousal
ransformer Projection Arousal

Linear
PR Valence
Projection

Figure 5.3: Overview of the 3SI architecture.

Audio —>| BYOL-A

Channel
Attention

Stacked
Features

ResNet

Channel
Attention

sharec

1 weights

Transformer

EDA —>|  ResNet

Channel
Attention

Respiration —|

The modality encoding captures a diverse set of input streams, including video, audio,
and physiological signals such as ECG, EDA, and respiration. The architecture utilizes
specialized self-supervised encoders: Hiera Ryali et al.|[2023] for video processing and
BYOL-A Niizumi et al.| [2021] for acoustic features. The feature extraction backbone
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of the physiological signals is based upon the ResNet architecture, described in Sec-
tion[4.1} and its subsequent adaptation for one-dimensional temporal data [Wang et al.,
2016]. While ResNet architectures are traditionally employed for classification tasks,
we repurpose the framework as an encoder to project raw physiological signals into
a high-dimensional latent embedding space. To accommodate the various lengths of
the recordings, we employ a temporal windowed mean over the physiological signals
to ensure a fixed length input [Rahman et al.,|2023; Mehari and Strodthoff, [2022]. In
order for Hiera Ryali et al.| [2023] to process the video data, the videos are divided into
fixed duration segments of 16 frame clips. Afterwards, these latent representations
are aggregated by a global average. To accommodate varying lengths of the audio, the
log-mel spectrograms are extracted for each 60s and then processed by BYOL-A [Niizumi
et al., 2021]. If the length of the audio exceeds 60s then the latent representations are
aggregated by a global average. These diverse embeddings from the different encoders
are then stacked to serve as a multimodal feature representation of the input, as seen in

Fig.

The stacked features are passed to a disentanglement module consisting of four branches,
each learning task-specific representations for stress, relaxation, arousal, and valence.
Each branch first utilizes channel attention, as described in Section[4.3} to mask and

focus on the features most relevant to that task. Afterwards, a transformer with weights

shared across branches, to improve parameter efficiency, is used as the backbone. Fi-
nally, a linear projection layer maps the transformer outputs to four scalar predictions

corresponding to stress, relax, arousal, and valence.

In the final stage, the predictions from the disentangled module are used with the hard

rule as described in Section[2.1] Preliminary testing has been done with an added MLP

layer, but showed no improvement in performance.

The model is trained using the same procedure as described in Section 5.1} All modality

encoders and the disentanglement module are trained end-to-end, while the Hiera
video encoder is kept frozen due to memory limitations.
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5.3 Multimodal Large Language Models

MLLM constitutes an emerging research field that has dominated the mainstream dis-
course of artificial intelligence. Beyond the prominence and impact of chatbots such
as ChatGPT [OpenAl, 2022, MLLMs have also been implemented successfully in com-
plex clinical settings. For example,|Arnold et al. [2025] demonstrated that by utilizing
in-context learning multiple MLLMs were capable of autonomously diagnosing and
interpreting coronary artery disease from cardiac CT reports with excellent accuracy,
matching or exceeding human experts. Being able to directly leverage huge pretrained
models for such specific out-of-domain tasks has a major upside, as it circumvents the
need for bespoke model architectures and massive, heavily annotated, domain-specific
datasets.

Inspired by these direct applications and possible upsides, we initially attempted a
similar methodology for stress identification. Based on availability and its extended
context length compared to competitors at the time, we chose to use Gemini 3.1 [Google
DeepMind, [2026]. Despite extensive variations in the in-context learning configuration,
preliminary testing yielded performance metrics consistent with random chance and
frequent hallucinations. We hypothesize that this fundamental breakdown is due to
the highly subjective nature of stress discussed in Chapter[l] Compared to the ap-
plication in /Arnold et al. [2025], where coronary artery disease is diagnosed via The
Coronary Artery Disease-Reporting and Data System 2.0 [Cury et al., 2022], which offers
standardized guidelines and is an objective measure. The task of identifying stress is
inherently ambiguous and lacks any form of similar clinical classification framework.
It is also important to mention and acknowledge that, despite Gemini 3.1’s extended
context length, the amount of raw multimodal data necessitated some downsampling.
This inherently degrades the data quality and thus might have negatively affected the
performance. Consequently, we deem in-context learning with MLLMs as non-viable
for stress identification.

Therefore, in an attempt to still leverage the underlying power of Large Language Models
(LLMs), we switch to an approach where utilizing an LLM as a backbone for classifi-
cation, adopting a standard architecture design and Parameter-Efficient Fine-Tuning
(PEFT).

For this model, the input is summary statistics of the temporal features discussed in
Section[5.1] As illustrated in Fig. these inputs are first passed through a Querying
Transformer (Q-Former) [Li et al., 2023]. The Q-Former maps the data input into
the embedding space of the LLM. These embeddings are then combined with text
embeddings from the tokenized prompt asking the LLM to identify if the subject is
stressed. Due to availability and computational limitations, we utilize Llama-3.1-8B-
Instruct by Meta [Grattafiori and e.t. al, 2024]. From the LLM we extract the final layer
activations and pass them into an MLP that performs the ultimate classification. This
pipeline is a standard way of using an LLM as a backbone for classification.

All the weights of the Q-Former and the MLP are updated during training while we
utilize Quantized Low-Rank Adaptation (QLoRA) to finetune the LLM. By utilizing 4-bit
precision QLoRA allows us to effectively tune the LLM with less computational load
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[Dettmers et al.,[2023]. The model is trained directly on the stress labels and thus uses
cross-entropy as the problem is formulated as a classification problem.
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Figure 5.4: Architecture of the LLM pipeline with fire marking trainable parts and
snowflake marking frozen parts.

To rigorously evaluate the actual contribution of the LLM backbone, we also evaluate a
version of the model where the Q-Former connects directly to the MLP. This approach
allows us to directly investigate and quantify whether the inclusion of the LLM has a
positive effect on the model’s classification performance.
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n Experimental Setup

In this chapter we present the details of the experimental setup used when evaluating
the models in Chapter[5| In addition, the relevant evaluation metrics are also presented.

6.1 Split of Dataset

To assess the ability of the models to generalize to new subjects, the evaluation is
divided into two parts: Seen subjects and Unseen subjects. The seen subjects condition
evaluates performance on held-out tasks from subjects that are partially represented
in the training set. This tests the model’s performance when it has been exposed to
task data from the same individuals during training. In contrast, the unseen subjects’
condition evaluates strict subject-independent generalization. In this case, all tasks for
a given subject are excluded from training and used exclusively for testing. This provides
a more challenging and realistic estimate of how the model performs on entirely new
individuals.

To construct these evaluation sets, the data is partitioned in a subject-wise manner.
First, the dataset is divided into K folds (e.g., K = 10), ensuring that all tasks belonging
to a given subject are assigned to the same fold. This guarantees that no subject appears
in multiple folds. For each cross-validation split, one fold is held out as the unseen
test set, containing only subjects not observed during training. The remaining K -1
folds are then used to construct the training, validation, and seen subjects’ test sets.
Specifically, for each subject in the K—1 folds, one task is randomly sampled to construct
the seen subjects test set. The same procedure is repeated to create a validation set,
again by sampling one task per subject from the remaining data. All remaining tasks
for each subject are used for training. This procedure enables simultaneous evaluation
of both subject-dependent and subject-independent generalization within the same
cross-validation framework. A visual overview of the data partitioning is provided in

Fig.
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Figure 6.1: Overview of the subject-wise K -fold cross-validation procedure. For each split,
one fold is reserved as the unseen test set, while the remaining folds are used to construct
the training, validation, and seen test sets via subject-level sampling.

6.2 Hyperparameters

The configurations reported in this section correspond to the best-performing set-
tings and are grouped into architectural and training-related parameters, for the novel
architectures TempFeat and 3SI.

Table summarizes the architectural configurations of the proposed models. The
selected components and their corresponding hyperparameters reflect a balance be-
tween expressive capacity and computational efficiency, guided by both prior work and
empirical validation.

The Mamba configuration, utilized for TempFeat, was based on the baseline hyperpa-
rameters established in [Gu and Dao, 2024], which were empirically validated to provide
an optimal balance between sequence compression capacity and hardware-aware com-
putational efficiency.

The channel attention module employs a reduction ratio of 4 for TempFeat and 1 for
3SI. Although preliminary experiments and [Hu et al., 2018] indicate that this ratio can
be increased up to 16 without a significant degradation in performance. The decrease
in system parameter count from using a smaller reduction ratio is overall negligible.

For the Transformer-based components, a shallow configuration consisting of a single
layer and a limited number of attention heads was adopted for TempFeat and 3SI.
This design reflects the relatively short temporal context of the input sequences and
mitigates overfitting, as deeper Transformer architectures are typically beneficial only
in large-scale settings [Vaswani et al., 2017].
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Block Parameter TempFeat 3SI
State dimension, dg;q¢e 16 -
Mamba Conv. dimension, d¢qny 4 -
Expansion factor 2 -
Channel Attention Reduction ratio 4 1
Layers 1 1

T fi

ransformer Heads 5 8

Table 6.1: Architecture hyperparameter configuration across the proposed models.

Table[6.2]reports the training and optimization settings. To ensure consistency, both
models were trained using the AdamW optimizer [Loshchilov and Hutter, 2019] in
combination with a MSE loss. The optimizer parameters were set to §; = 0.9 and 8, =
0.999, following the default recommendations from the original Adam paper [Kingma
and Ba, 2015].

The learning rate was initialized to 1073, which is commonly used as a default for
Adam-based optimizers and has been shown to provide stable convergence across a
wide range of deep learning tasks [Kingma and Ba, |2015]. The batch size was set to
16, reflecting a trade-off between gradient stability and generalization performance, as
smaller batch sizes have been observed to improve generalization while maintaining
sufficient computational efficiency [Keskar et al.,|2017;|Smith et al., 2018].

An early stopping criterion was applied, for TempFeat, to mitigate overfitting, where
training is terminated if the average validation loss across tasks does not improve within
a predefined patience window. Early stopping is a commonly used regularization strat-
egy in deep learning to prevent overfitting [Prechelt,|1998]. For 3SI, it was experimentally
determined that 50 epochs yielded a stable performance.

Parameter TempFeat 3SI
Loss function MSELoss
Optimizer AdamW
Optimizer momentum, f; 0.9
Optimizer momentum, S, 0.999
Learning rate 0.001
Batch size 16

Max epochs - 50
Early stopping True False
Early stopping patience 20 -
Early stopping threshold 0.0 -
GPUs Nvidia L4

Table 6.2: Training and optimization hyperparameter configuration across the proposed
models.
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6.3 Evaluation Metrics

The metrics utilized to evaluate the performance of the models are balanced accuracy
and weighted F1 score. Balanced accuracy is particularly useful for evaluating models
on imbalanced datasets such as StressID, as it calculates the arithmetic mean of the
model’s recall for each individual class. The recall for a specific class ¢ measures the
proportion of actual instances of class c that are correctly identified by the model:

TP,

Recall, = ——— <
TP, +FN,

where T P, represents the true positives for class ¢, and F N, represents the false neg-
atives for class c. The balanced accuracy is therefore computed as the unweighted
average of these class-specific recall rates:

1 C
Balanced Accuracy = C ) Recall.

c=1

The weighted F1 score accounts for both precision and recall while incorporating class
imbalance by weighting each class according to its support.
Precision measures the proportion of predicted positive instances that are correctly

identified:
TP

TP+FP’
The F1 score for a given class, c, is defined as the harmonic mean of precision and recall:

Precision =

Precision. - Recall,
Fl.=2

Precision, + Recall,’
The weighted F1 score is then computed as:

C
Flweighted = Z we-Flg,

c=1

where C is the number of classes and w, = % is the proportion of samples belonging to
class ¢, with n, denoting the number of samples in class c and N the total number of
samples.[Fernandez et al., 2018, pp.52-53] From now on, balanced accuracy will be re-
ferred to as accuracy, and weighted F1 score will be referred to as F1 score. Furthermore,
both of these values will be presented in %.
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6.4 Statistical Significance

In the field of stress detection, multimodal data is often sparse. Under these circum-
stances, cross-validation is highly beneficial as a powerful validation technique to
maximize the utility of the available data. However, evaluating and comparing the
performance of machine learning models using cross-validation introduces specific
statistical challenges.

A common approach to calculate if the performance difference between two models
is statistically significant is to employ a paired Student’s t-test [Student, |1908]. The
formulation of the null hypothesis in this context assumes that there is no difference
in true performance between the compared models. However, the standard paired
t-test relies on a fundamental assumption: the individual samples, in this case, the
performance differences observed across the various folds, must be independent. When
utilizing cross-validation, this independence assumption is strictly violated, since the
test and training sets overlap across different folds.

6.4.1 Nadeau and Bengio Corrected t-test

Nadeau and Bengio demonstrated in [Nadeau and Bengio, |1999] that ignoring this
overlap in test and training data between folds causes the standard paired t-test to
underestimate the variance of performance between folds. Consequently, the test be-
comes overconfident, leading to a high rate of false positives, meaning it may incorrectly
conclude that one model is significantly better than another when it is not.

To resolve this issue, Nadeau and Bengio proposed the Corrected Resampled t-test.
Their method adjusts the variance estimator by incorporating a correction factor that
accounts for the correlation between the folds. Specifically, the correction adjusts the
estimated variance based on the ratio of the test set size, n;.s;, to the training set size,
N:rain- The corrected t-statistic is defined as,

m
Leorrected = ’

1 Trest | 52
(£ +mes)o

Ntrain

where m is the sample mean of the performance differences between the two models
across all k folds, and 62 is the sample variance of these differences. The t-statistic
is used along with the degrees of freedom to determine the p-value. If p < 0.05 then
there is a statistical significant difference in performance between the two models. By
artificially increasing the estimated variance to account for the overlapping data, the
Nadeau and Bengio correction effectively recalibrates the test. This results in a robust,
conservative statistical test that retains the power of cross-validation while maintaining
rigorous validity when declaring results statistically significant.

6.4.2 Q-values and False Discovery Rate

While the corrected resampled t-test provides a robust method for evaluating a sin-
gle pair of models, comprehensive performance evaluation often requires comparing
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multiple models and configurations. Evaluating several hypotheses simultaneously
introduces the multiple testing problem. While a standard p-value controls the false
positive rate for an individual test, conducting multiple tests inherently inflates the
probability of observing artificially significant results purely by chance. To counteract
this without being overly conservative, the False Discovery Rate (FDR) can be utilized.
The g-value is the FDR-adjusted analogue to the traditional p-value [Storey, 2003].
Rather than measuring the false positive rate of a single test, a q-value measures the
expected proportion of false discoveries incurred among the set of tests that are deemed
significant.

Mathematically, the g-values are calculated using the Benjamini-Hochberg step-up
procedure [Benjamini and Hochberg, |1995].

Let m represent the total number of statistical tests performed. The standard p-values
obtained from these tests are first sorted in ascending order, such that:

PO =Spe=-=Pm

where p(;) is the i-th smallest p-value. To assign a specific g-value to each individual
test, we scale these sorted p-values by their rank and the total number of comparisons.
For the i-th sorted p-value, the corresponding q-value, q;), is defined as:

; —min(m )
qa) = P kP(k) .

Ultimately, this procedure assigns each hypothesis a q-value that represents the min-
imum FDR at which it would be considered significant. This provides a clear metric
to distinguish genuine performance gains from statistical noise. In the context of our
sparse multimodal stress data, reporting q-values provides a rigorous mechanism to
identify significant performance differences. In this study, results are deemed statisti-
cally significant if they achieve an FDR threshold of g < 0.05, implying that a maximum
of 5% of the rejected null hypotheses are expected to be false positives.
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Results

In this chapter, we present the performance of the models presented in Chapter
Furthermore, we further analyze these models by examining the importance of different
modalities, variance across subjects, channel attention weights where applicable, and
use of feature interactions via SINC. These analyses are all done using the test sets
created from StressID as described in Section 6.1}, however we also test the models on
MusSe to examine their out of domain ability.

7.1 10-Fold Cross-Validation Results

To evaluate the performance, robustness, and generalizability of the proposed models,
a 10-fold cross-validation strategy was employed. Results are presented as the mean
across the 10 folds, with the standard deviation provided in parentheses.

Binary Accuracy Binary F1 Score 3-Class Accuracy 3-Class F1 Score

Seen Unseen Seen Unseen Seen Unseen Seen Unseen
StressID 63.9(4.5)* 49.1(6.1)* 70.8(4.3)* 57.9(15.7)* 45.5(14.9)* 48.0(5.3)* 64.0(18.9)* 66.0(22.3)*
ADAPT 76.0(5.9) 59.9(13.1) 75.9(6.1) 61.3(12.9) 44.9(8.6) 38.2(5.5) 71.7(5.2) 66.1(8.9)
Qformer 66.5(3.4) 67.5(6.7) 66.0(3.7) 68.0(5.9) 43.6(7.6) 42.6(8.7) 65.7(4.4) 64.8(9.5)
FineTuned LLM 64.8(6.0) 62.3(7.8) 63.1(8.6) 62.5(8.5) 41.9(8.3) 37.3(6.7) 64.4(2.9) 65.9(10.5)
TempFeat 69.1(6.1) 66.4(7.2) 69.1(5.9) 66.1(6.8) 45.7(8.6) 39.1(5.5) 69.3(4.4) 65.3(8.4)
381 79.7(6.0) 82.5(8.5) 79.7(6.0) 82.9(8.1) 55.6(6.8) 67.4(9.5) 67(5.0) 73.6(13.5)

Table 7.1: Comparison of all evaluated models under seen and unseen subject conditions.
The StressID model is only evaluated and trained on tasks where all modalities are present
which is indicated with an *.

Table[7.1] presents the comprehensive results of the evaluated models.

Looking at the performance of the basic baseline StressID, it is seen that the performance
is mostly below par in all categories. However, it is hard to compare this performance
directly to the other models as it is only trained and evaluated on data points without
missing modalities. Therefore, ADAPT will be used as the primary baseline. While
ADAPT achieved strong performance on previously observed subjects, recording a
76.0% binary accuracy, its performance degraded drastically on strictly unseen subjects,
with binary accuracy falling to 59.9% and 3-class accuracy dropping to 38.2%. This
highlights the challenge of subject-independent generalization.

When considering the models that utilize extracted features, Qformer, FineTuned LLM,
and TempFeat, it is seen that the FineTuned LLM is outperformed on all metrics except
the 3-class F1 score for unseen subjects, where it achieves 65.9 %.
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The 3SI model achieved the strongest overall performance across most metrics, particu-
larly in the unseen setting. On unseen subjects, it attains the highest binary accuracy
at 82.5% and F1 score at 82.9%, as well as the best 3-class performance with 67.4%
accuracy and 73.6% F1 score. These results highlight a performance increase compared
to the state-of-the-art ADAPT by at least 22.2% in accuracy and 13.6% in F1 score on
unseen subjects.

7.1.1 Statistical Significance

To determine the statistical significance of the observed performance differences, a
Nadeau and Bengio corrected paired t-test, as described in Section was conducted,
comparing the balanced accuracy of the 3SI model against each of the other methods, as
itis the model with the best performance. The resulting p-values for both the binary and
3-class tasks, evaluated under seen and unseen conditions, are presented in Table[7.2]

ADAPT Qformer FineTuned LLM TempFeat
Binary Seen 8.15-1072 1.45-107* 4.96-107° 1.43-1072
Binary Unseen 1.70-10"2 4.03-1072 7.39-1073 1.28-1072
3-class Seen 1.43-107' 1.97-1072 3.80-1072 2.18-1072
3-class Unseen 4.36-107* 2.40-1073 2.49-1074 5.96-1074

Table 7.2: Pairwise p-values comparing the balanced accuracy of the 351 model to the
other methods. Statistically significant differences (p < 0.05) are highlighted in bold.

The results show a statistically significant difference in balanced accuracy between
3SI and Qformer, FineTuned LLM, and TempFeat across all four evaluation conditions.
When comparing 3SI to the ADAPT baseline, statistically significant differences were
observed exclusively in the unseen conditions for both the binary and 3-class tasks with
a p-value of 0.017 and 4.36-10~%, respectively. However, the differences in the seen
conditions did not indicate statistical significance.

While these unadjusted p-values provide insight into direct pairwise differences, it is
also necessary to consider the FDR as described in Section[6.4.2] The resulting g-values,
calculated per evaluation condition, are presented in Table

ADAPT Qformer FineTuned LLM TempFeat
Binary Seen 8.15-1072 2.90-107* 1.98-107* 1.91-1072
Binary Unseen 2.27-1072 4.03-102 2.27-1072 2.27-1072
3-class Seen 1.43-107' 4.36-1072 5.07-1072 4.36-1072
3-class Unseen 7.95-107* 2.40-1073 7.95-1074 7.95-1074

Table 7.3: Pairwise comparison of balanced accuracy between the 3SI model and alter-
native methods. Values represent Benjamini-Hochberg adjusted q-values to control for
the False Discovery Rate. Statistically significant differences (q < 0.05) are highlighted in
bold.

58



7.2. CHANNEL-ATTENTION ANALYSIS

Applying this correction reveals a more nuanced performance profile. Notably, in the
3-class seen condition, the initial significance observed in raw p-values is attenuated,
with the comparison against the FineTuned LLM becoming marginally non-significant
with a g-value of 0.0507.

Despite these strict corrections, the 3SI model demonstrates highly resilient statistical
superiority in the more challenging unseen subject scenarios.

Overall, while the unadjusted p-values suggest broad performance gains, the FDR-
corrected g-values isolate the 3SI model’s true statistical advantage: providing consis-
tent and rigorous improvements in generalization when evaluated on unseen subjects.

7.1.2 Discussion

First, the substantial performance gap between seen and unseen subjects for the base-
line ADAPT model suggests a strong susceptibility to overfitting. Rather than learning
universal markers of stress, the model appears to memorize subject-specific character-
istics present in the training distribution, resulting in poor predictive performance on
unseen subjects.

Second, the FineTuned LLM’s underperformance relative to both the Qformer and
TempFeat that also utilize handcrafted features, combined with prior findings regarding
MLLM, indicates that relying on LLMs for stress identification currently is suboptimal.
Since it achieved a high 3-class F1 score but a relatively low accuracy at 39.1%, this
indicates that it mainly predicts the majority class.

Finally, the 3SI demonstrated strong performance across all models on almost all met-
rics, suggesting that the representations learned through self-supervised pre-training
capture more generalizable structure in the modalities, enabling improved transfer to
unseen individuals.

Overall, these findings emphasize the importance of learning representations that
generalize beyond the training distribution. While several models perform well in
the seen setting, only the 3SI approach consistently maintains strong performance
under strict subject-independent evaluation. Despite the strong performance of the 3SI
model, feature-based approaches remain attractive due to their interpretability, as they
provide more direct insight into which aspects of the input contribute to the predictions.
Therefore, in the following, we focus the further analysis on 3SI and TempFeat.

7.2 Channel-Attention Analysis

To understand how TempFeat and 3SI weigh different physiological and behavioral
inputs, an analysis of their channel-attention mechanism was conducted. This sec-
tion contrasts the gating behavior of TempFeat that relies on features, and 3SI, which
leverages latent embeddings to represent entire modalities.
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7.2.1 Global Channel Attention

First, we examine how the models prioritize information globally, in order to identify
whether certain features or modalities dominate the gating mechanism.

For TempFeat, it is seen in Fig.|7.1| that no single feature dominates the gating mech-
anism, instead, the model appears to integrate information broadly across features
since they are all around 0.5. The top ten features with the highest attention weights
are subsequently tracked throughout the remaining analysis to explore their behavior
across different contexts and participants.

TempFeat Global Feature Attention (Top 10 vs Bottom 10 Overall)
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Figure 7.1: Global feature channel attention weights for TempFeat. The plot highlights
the top 10 most attended features (left) and the bottom 10 least attended features (right)
across all subjects.

In contrast, 3SI exhibits a more distinct hierarchy in modality weighing. As seen in
Fig. the audio modality receives the highest average attention weight (0.582), fol-
lowed by video (0.501). In comparison, the internal physiological modalities are as-
signed lower global importance. Unlike the broad feature integration seen in TempFeat,
3SI demonstrates a global preference for behavioral modalities over cardiac and respira-
tory signals.

3SI Global Modality Attention Overall
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Figure 7.2: Global modality channel attention weights for 3SL.
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7.2.2 Task-Wise Channel Attention

To assess whether the channel attention weights shift based on the external stressor,
task-conditioned heatmaps were generated for both models.

For TempFeat, Fig.[7.3|illustrates modest but systematic variations in channel attention
weights across tasks with different stress levels, ordered by the average self-assessed
stress scores. For example, the channel attention weight for RSP_Clean peaks during low-
stress tasks, such as Relax and Breathing, but attenuates during high-stress cognitive
tasks, such as Math and Counting tasks. This suggests that the model dynamically

recalibrates its reliance on respiratory features depending on the external cognitive
load.

TempFeat Task-Conditioned Attention Heatmap (Top 10 Global Features)
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Stroop (5.72 0.549 .568 .56 0.539 0.62
Speaking (5.53 0.549 565 0.530 =
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Relax (2.14

Figure 7.3: Task-conditioned attention heatmap for the top 10 global features for
TempFeat. The matrix displays the average channel attention weights for each feature
across various tasks. Tasks on the y-axis are sorted in descending order by their stress level
(shown in parentheses). Lighter colors indicate higher attention weights, while darker
colors indicate lower attention weights.

In contrast, 3SI Fig. 7.4/ shows little variation in attention across different tasks. One
reason for this might be that it produces highly abstracted latent embeddings that
already encode complex contextual and task-related dynamics. Because this high-level
representation is achieved prior to gating, the attention mechanism acts more as a
stable modality-balancing component rather than a highly adaptive, task-dependent
modality selector.
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351 Task-Conditioned Attention Heatmap (5 Modalities)
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Figure 7.4: Task-conditioned attention heatmap for the different modalities for 3SI. The
matrix displays the average channel attention weights for each modality across various
tasks. Tasks on the y-axis are sorted in descending order by their stress level.

7.2.3 Subject-Wise Channel Attention

Shifting the focus from the external stressor to the individual, clear differences emerge,
especially for TempFeat. As illustrated in Fig.|7.5|for a representative single fold, inter-
subject variability for TempFeat is substantially larger than the adaptations made for
different tasks. This pronounced difference highlights the deeply individual nature of
human stress responses. Subject wfsl, for instance, triggers very high channel atten-
tion toward RSP_Clean and RSP_phase, whereas subject y9z6 generally exhibits lower
channel attention weights across the same feature set.

To confirm that this pattern holds across the entire dataset, comprehensive heatmaps
detailing the attention weights for all individual subjects are provided in Appendix[A.2]

TempFeat Subject-Conditioned Attention Heatmap (One Fold)

w2t5 0.424
wssm 0.401 0.444
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v9z6 0.42 0.407

Average Attention Weight

Figure 7.5: Subject-conditioned attention heatmap for TempFeat for a single fold. The
matrix illustrates the average attention weights assigned to the top 10 global features
across a subset of individual subjects (y-axis).
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Inter-subject variability is also present within the 3SI, as seen in Fig. though the
magnitude of these fluctuations is visibly reduced. The overall attention landscape
across subjects remains much smoother than the variations observed at the feature
level in TempFeat.

3SI Subject-Conditioned Attention Heatmap (One Fold)

T T
w2t5 | 0.576 0.605 0.326

)

0.6 -g

wisl [ 0.581 0.616 0.436 =

a

]

wssm | 0.597 0.588 0.377 0.5 =
Q

x1g3 | 0.566 0.644 0.344 5
y8c3 | 0.586 0.600 0.377 0.4 gl';o
—

v9z6 | 0.599 0.610 >
| | 4:

Audio Video EDA ECG Resp

Figure 7.6: Subject-conditioned attention heatmap for 3SI for a single fold. The matrix
illustrates the average attention weights assigned to the five modalities across a subset of
individual subjects (y-axis).

To quantify these observations, the standard deviation of the channel attention weights
was calculated across both tasks, 0,5k, and subjects, o'sypject. The personalization ratio,
defined as
Ratio = O Subject

O Task
captures the relative contribution of biological individuality versus task-induced stress.
A ratio greater than one indicates that the gating mechanism is more sensitive to who
the subject is than to what stressor they are experiencing. The results are presented in
Table[7.4.
The results demonstrate that both models are more sensitive to individual identity than
to the applied stressor. For TempFeat, the standard deviation of the channel attention
weights for ECG_Phase_Ventricular is 0.0915 depending on the subject, but only 0.0027
depending on the task being performed.
The pattern holds for 3SI, where all five modalities exhibit personalization ratios greater
than two, yet the absolute magnitudes are substantially reduced relative to TempFeat.
This suggests that the latent modality embeddings produced by 3SI already encode
substantial contextual information prior to gating, reducing the need for heavy recali-
bration by the attention module. Nevertheless, the consistently elevated personalization
ratios across both models indicate that individualized stress manifestations remain a
foundational hurdle that is present and quantifiable even at the latent representation
level.
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Feature / Modality Global Mean Task Std. Dev. Subject Std. Dev. Personalization Ratio
TempFeat (Top 10 Features)
ECG_Phase_Ventricular 0.56329 0.00274 0.09150 33.42284
Audio_jitterLocal 0.55937 0.00573 0.06968 12.16818
Video_AUO05_r 0.56387 0.00865 0.07262 8.39591
Audio_slope500-1500 0.55149 0.00968 0.07669 7.92529
EDA_SCR_Recovery 0.55296 0.01715 0.08163 4.75982
ECG_Quality 0.56527 0.01892 0.07129 3.76773
RSP_Clean 0.58594 0.03441 0.09738 2.82953
RSP_RVT 0.56324 0.02876 0.07256 2.52339
Video_AU20_r 0.55601 0.03844 0.08162 2.12353
RSP_Phase 0.55735 0.04223 0.08469 2.00566
3SI (Modalities)
Video 0.50053 0.00870 0.07087 8.14426
EDA 0.49932 0.00537 0.03262 6.07731
ECG 0.46634 0.00920 0.05101 5.54357
Resp 0.45657 0.00377 0.01483 3.93555
Audio 0.58188 0.00729 0.01678 2.30117

Table 7.4: Standard deviation analysis comparing the channel attention fluctuations
of the top 10 features of TempFeat alongside the modality-level attention of 3SI. The
Personalization Ratio indicates the degree to which attention is driven by individual
subject differences rather than task-induced stress variations.

7.3 Ablation study

In this section, we investigate the individual and joint contributions of the modalities:
audio, video, and physiological, to the performance of our models. We systematically
remove modalities from training and testing to assess the impact of the different modal-
ities on our proposed architectures 3SI and TempFeat. When investigating the different
modality configurations, the models are trained and tested only on data where that
modality configuration is present.

7.3.1 Modality Specific Results

As detailed in Table the results reveal that video is the most critical individual
modality for predictive accuracy. Specifically, the 3SI model achieves the highest binary
accuracy of 77.8% on seen data, relying solely on the video features, which significantly
outperforms audio 58.7% and physiological 69.1%. Physiological data represents the
least effective single modality, in particular for the TempFeat architecture, which records
a binary accuracy of only 49.1%.

Generally, Table|7.5|demonstrates that multimodal interaction yields a better perfor-
mance compared to the single modalities. In the binary case, the multimodal interaction
for 3SI gives the best results for all test cases except binary Seen, whereas TempFeat only
has one test case, the F1 Score, where multimodal interactions outperform single modal-
ities. For 3SI and TempFeat, the interaction of audio and video proves to be particularly
potent in the 3-Class case, showing the best performance across almost all metrics.
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Binary Accuracy Binary F1 Score 3-Class Accuracy 3-Class F1 Score
Seen Unseen Seen Unseen Seen Unseen Seen Unseen
Audio TempFeat 58.3(5.8) 49.8(9.5) 65.8(8.1) 59.1(13.9) 45.6(11.1)  46.7(9.3) 75.5(5.3)  68.0(8.5)
3SI 58.7(6.1) 56.9(9.9) 67.5(5.2) 63.2.4(12.1) 47.511.7) 47.9(4.4) 80(4.6) 68.1(8.5)
Physiological TempFeat 49.1(4.6) 45.3(8.3) 61.4(4.8) 57.0(14.8) 50.8(12.7) 40.4(8.2) 73.3(5.1)  64.3(8.8)
Y 8 3SI 69.1(9) 62.1(8.6) 69.1(8.9) 61.9(8.9) 35.5(7.3) 39.9(8.1) 64.2(2.3)  65.3(7.7)
Video TempFeat 70.2(6.6) 62.1(8.7) 70.3(6.7)  60.7(8.0) 40.6(6.9) 38.7(5.2) 71.4(5.6)  66.0(7.8)
3SI 77.8(6.7) 62(11.2) 77.8(6.4) 61.6(12.8) 53.7(5.8)  43.2(15.8) 73.6.8(4.5) 63.5(8.9)
Audio & Physiological TempFeat 58.2(5.8) 53.2(9.0) 65.9(5.9) 60.6(10.3) 45.9(11.5) 47.6(10.0) 74.5(6.1) 66.9(11.0)
¥ 8! 3SI 67.5(4.8) 53.2(12.6) 73.1(4.7) 60.7(12.5) 60.9(13.3) 47.7(10.7) 78.1(6.3) 66.6(12.1)
Audio & Video TempFeat 63.1(4.1) 51.1(7.3) 70.8(3.6) 59.7(12.4) 50.5(12.4) 48.4(11.0) 76.4(5.0) 70.3(8.8)
3SI 77.1(6.8) 50.2(9.2) 80.8(5.5) 59.2(13.2) 65.3(10.2) 50.4(12.5) 74.6(2.7) 68.5(8.3)
Physiological & Video TempFeat 70.1(8.0) 61.0(5.1) 71.2(8.5) 59.9(6.0) 34.7(6.6) 40.6(5.3) 68.6(6.1)  67.6(7.1)
Y & 381 72.9(5.6) 65.2(7) 73.2(5.5) 65.2(8) 47.9(5.3) 40.2(11.8) 67.7(6.4) 59.3(9.3)

Table 7.5: Results when not all modalities are present. Boldface denote the best 3SI model
and TempFeat model. Underline denote the overall best model for that metric.

Throughout the ablation study of removed modalities, as shown in Table[7.5} 3SI consis-
tently outperforms TempFeat across nearly every modality and metric, validating the
results shown in Section[7.11

7.3.2 Task Specific Results

After examining the performance of different modalities, it is now of interest to de-
termine if some tasks are more difficult to predict given different configurations of
modalities. To investigate this, certain tasks are excluded from training and only used
for validation and testing. It is important to note that in this analysis, only seen subjects
are investigated.

Table[7.6} presents the task-based performance of the TempFeat and 3SI architectures
across various single and combined modalities.

Counting Math Reading Speaking Stroop

Accuracy F1Score Accuracy FI1Score Accuracy FI1Score Accuracy F1Score Accuracy F1 Score

TempFeat 56.7(3.2) 66.6(2.9) 51.5(3.9) 56.1(4.1) 52.7(2.5) 41.9(7.3) 589(7.4) 68.8(7.8) 58.6(3.7) 68.3(3.7)

Audio

381 64.8(2.1) 69.9(2.6) 65(4.2) 69.7(3.9) 63.5(5.5) 59.5(6.1) 71(4.5) 80(3.6) 62.7(54) 71.3(5

Physiological TempFeat 56.6(2.1) 65.3(1.9) 50.3(3.6) 59.1(2.1) 48.3(5.5) 44.8(7.0) 50.1(7.1) 61.2(6.1) 58.3(3.7) 71.3(2.7)
ysiologlc 381 54.8(4.5) 64.8(4.4) 65.9(1.6) 74.9(1.5) 52.6(3.1) 46.8(3.5) 62.8(2.4) 74.1(1.9) 59.2(3.5) 74(2)

Video TempFeat 66.3(4.0) 71.9(2.1) 70.9(5.1) 71.7(5.0) 66.4(3.7) 66.3(4.3) 66.7(8.6) 73.0(7.5) 67.3(6.7) 68.6(7.0)
381 76.6(1.4) 80.6(0.9) 74.3(2.6) 78.5(2.6) 59.3(0.9) 57.1(1.3) 76.3(3.3) 78.4(2.6) 67.8(3.1) 74.3(3)

Audio & Physiological TempFeat 55.8(3.0) 65.7(2.6) 52.7(4.9) 57.9(4.9) 54.4(7.3) 41.3(13.0) 65.3(7.2) 73.5(4.5) 55.3(4.0) 64.7(4.1)

¥ 8 381 67.7(5.2) 71.6(4.1) 69.0(5) 73.1(4.8) 61(3.7) 56.8(4.6) 68.7(6) 77(5) 66.2(4.7) 72.1(3.8)

Audio & Video TempFeat 68.0(3.9) 78.0(2.6) 68.5(6.5 74.2(6.1) 60.1(6.2) 59.7(8.6) 62.6(6.7) 75.1(4.4) 55.4(7.3) 66.2(5.3)
381 78.1(2.6) 80.5(1.5) 63.3(5.1) 69.1(4.8) 66.2(4.4) 684.7) 72(5.9) 77.7(49) 68.4(3.4) 74(3.8)

Physiological & Video TempFeat 65.3(3.5) 73.4(2.3) 67.1(6.5) 69.1(6.1) 60.9(5.3) 60.7(6.1) 63.8(6.1) 70.6(5.8) 66.2(4.4) 68.6(3.8)

ysiolog 381 77.9(4.3) 82.2(2.8) 67.8(3.9) 72.7(3.8) 59.2(2) 56.7(2.5) 74.8(4.3) 77.8(3.7) 67@3.5) 71.1(2.8)

All Modalities TempFeat 67.03.2) 77.7(2.9) 65.4(6.1) 71.0(6.7) 58.5(7.9) 56.5(11.8) 59.2(8.4) 72.2(5.6) 56.7(4.9) 68.3(4.1)

3SI 79.2(2.9) 82.6(2.8) 60.8(3.3) 66.8(3.1) 64.03.4) 6553.7) 684(56) 75.14.1) 66.3(3.4) 71.2(3.8)

Table 7.6: Task based results, when specific modalities are present. Boldface denote the
best 351 model and TempFeat model. Underline denote the best model for each metric.

The overall trend follows what is observed from earlier experiments that 3SI performs
superiorly, generally achieving higher accuracy and F1 scores in the different tasks com-

pared to TempFeat. A closer examination of the results reveals some counterintuitive
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behaviors, in particular regarding multimodal fusion and specific task modality depen-
dencies. Although 3SI generally outperforms TempFeat, there are notable exceptions
where TempFeat demonstrates superior robustness. For instance, in the Reading task
using only video modalities, TempFeat achieves an accuracy of 66.4%, significantly
outperforming 3SI’s 59.3%. A similar inversion occurs in the Math task when fusing
audio and video data, where TempFeat yields a 68.5% accuracy compared to 3SI's 63.3%.
This suggests that while 3SI is highly effective at capturing generalized representations,
its architecture may struggle to extract relevant features in specific, visually-dependent
cognitive tasks like reading. Another notable thing is the almost contradicting results of
the all modalities row, where the addition of more sensors degrades the performance
rather than enhancing it. This is most apparent in the 3SI method during the Math task.
When relying solely on video data, 3SI achieves a strong accuracy of 74.3%. However,
when audio and physiological data are introduced, performance drops sharply to 60.8%.
This degradation indicates that non-primary modalities may introduce noise rather
than complementary information. Consequently, resulting in a worse performance for
the two architectures compared to their single modality counterparts.

7.4 Leave-One-Out

To further examine how the models generalize to unseen individuals, a Leave-One-Out
(LOO) cross-validation strategy was employed. In this setting, the models are trained on
all subjects except one, which is held out entirely for testing. For clarity, only the binary
case is considered. This evaluation protocol is particularly relevant for stress detection,
where observations vary substantially across individuals. By evaluating each subject as
an unseen test case, the LOO setup provides insight into how well the models capture
patterns that generalize across participants rather than relying on subject-specific
characteristics.

During evaluation, several subjects contained only a single ground-truth class in their
test set. In such cases, balanced accuracy becomes uninformative, as the metric assumes
the presence of both classes. Therefore, standard accuracy was used for these specific
LOO folds to provide a meaningful estimate of predictive performance. The affected
subjects are listed in Table[7.7]

Subject Present Class Number Of Tasks

4e8r Relax 11
8idi Relax 11
ebp4 Relax 11
f6q3 Relax 11
h7j3 Relax 10
19t9 Stress 11
jlu8 Relax 10
y8c3 Relax 11

Table 7.7: Subjects where only one class is present in the LOO test set.
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The LOO performance across all models is reported in Table[7.8] Among the evaluated
architectures, 3SI demonstrates the strongest generalization capability, achieving a
balanced accuracy of 83.0% and a weighted F1 score of 84.8%. In comparison, TempFeat
attains a balanced accuracy of 71.9%, while the ADAPT baseline achieves 67.5%. Both
models exhibit larger standard deviations across subjects compared to the 3SI architec-
ture, indicating greater sensitivity to inter-subject differences.

Binary Accuracy Binary Weighted F1

ADAPT 67.5(16.9) 65.7(20.6)
TempFeat 71.9(16.6) 69.6(18.6)
3SI 83.0(14.9) 84.8(12.5)

Table 7.8: LOO performance results across all models on unseen data. Standard devia-
tions are provided in parentheses.

Although 3SI achieves the strongest overall performance, the relatively large standard
deviations across all models reveal substantial variability between subjects. While many
individuals are predicted with high accuracy, a subset of subjects consistently proves
more challenging to model, suggesting that their stress responses differ noticeably from
the patterns observed in the training population.

To further investigate the observed inter-subject variability, subject-level performance
was analyzed across all evaluated models. The detailed per-subject results are visualized
in the performance heatmap provided in Appendix|A.3] The figure highlights substantial
variation in prediction accuracy across individuals and reveals several subjects that
remain challenging for all evaluated models.

To gain further insight into these differences, the ten subjects with the highest and
lowest mean performance across all models were analyzed in more detail. The results
are illustrated in Figs.[7.7jand[7.8} where the upper plot in each figure shows the balanced
accuracy achieved by each model, while the lower plots visualize the distribution of the
subjects’ self-assessed stress ratings across tasks.
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Figure 7.7: The ten best-performing subjects, ordered by mean balanced accuracy. Top:
Balanced accuracy achieved by the ADAPT (blue circles), TempFeat (red squares), and
381 (brown triangles) models. Bottom: Distribution of self-assessed stress ratings (0-10).
Circle size and numbers denote rating frequency. Note: t indicates a single-class test set; *
indicates a special case subject.

For the ten best-performing subjects, all models achieve consistently high accuracy,
with several cases approaching perfect classification. In particular, 3SI attains perfect or
near-perfect accuracy for multiple subjects, while the other architectures do not.

In contrast, the ten worst-performing subjects display substantially lower and more
variable classification performance. For several of these individuals, all evaluated
models struggle to achieve balanced accuracy substantially above random chance,
highlighting the difficulty of predicting their stress states. Notably, many of these
subjects are marked with *, indicating missing modalities, which reduces the amount of
available information for the models.
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Figure 7.8: The ten worst-performing subjects, ordered by mean balanced accuracy. Top:
Balanced accuracy achieved by the ADAPT (blue circles), TempPFeat (red squares), and
3SI (brown triangles) models. Bottom: Distribution of self-assessed stress ratings (0-10).
Circle size and numbers denote rating frequency. Note: T indicates a single-class test set; *
indicates a special case subject.

Overall, when comparing the self-assessed stress distributions between the highest-
and lowest-performing subjects, no clear pattern emerges to explain the performance
gap. Both groups contain individuals with highly concentrated stress reports as well as
those with widely distributed self-assessments. Because the underlying distribution of
the target variable does not clearly differentiate the two groups, the most prominent
distinction between high and low performance is the integrity of the data itself. The
high prevalence of missing modalities among the worst-performing subjects strongly
suggests that data completeness, rather than the specific variance in a subject’s reported
stress states, is the primary bottleneck for achieving reliable stress detection. This
motivates the need to investigate the interactions between different modalities.
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7.5 SINC on Stress Identification Models

To investigate the interactions between different modalities and features, we utilize
SINC, our novel XAI method presented in Chapter[3] The primary objective of this anal-
ysis is to highlight the specific interactions that drive stress identification. Furthermore,
we apply SINC to evaluate the practical differences between the evaluated architectures,
specifically the baseline model from |[Chaptoukaev et al., 2023], TempFeat, and 3SI, to
illuminate why certain models achieve superior predictive performance.

For the sake of readability and clarity, this analysis is limited to the binary test case with
unseen subjects, utilizing the trained models and test sets established in Section[7.1]
The hyperparameters for SINC have been empirically tuned for each architecture. Since
SINC is applied to the test dataset, no subsampling M is required. The grid resolution
parameter is in all cases chosen to be R = 50. The remaining parameters, tau and
gammea, are detailed in the subsequent model-specific sections.

We hypothesize that higher-performing models successfully capture more intricate,
cross-modal interactions compared to lower-performing models, operating on the as-
sumption that these complex dependencies contain significant predictive information.
As an initial validation, Fig.[7.9)plots the percentage of features found to interact with
one or more other features against the model’s balanced accuracy across all ten folds.
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Figure 7.9: Plot of the percentage of interactions given the performance of the model.

In Fig. a clear positive correlation between the interaction percentage and perfor-
mance can be seen, supporting our hypothesis. However, this alone does not explain
how the models utilize these interactions. Thus, to gain deeper insight, we must exam-
ine the specific community detection and impact weighting results generated by SINC
for each of the three models.
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7.5.1 SINC on StressID Baseline Model

The baseline model introduced in [Chaptoukaev et al., 2023] uses 356 handcrafted fea-
tures for their models, and thus graphically showing the full results as done in Chapter3]
is not feasible. Instead, we start by limiting the analysis to the ten most impactful feature
groups for the fold that has the best performance, which achieves 63% accuracy. The
interaction network, when only including the ten communities with the highest impact,
can be seen in Fig. The resolution parameter is set to y = 0.001, and the threshold

isset to T = 0.04.
‘ Audio_127

‘ Audio_47 ‘

Individual Features Interaction Strength

mean_AU10_c

Figure 7.10: Top 10 Communities detected by SINC on the StressID baseline model.

From Fig. it can be seen that among the most impactful feature groups, they are all
solo features. Furthermore, there are no clear commonalities between these features
apart from most of them being derived from action units. This aligns with Fig.[7.9|as
the baseline model in general finds very few interactions. However, features can carry
predictive information when viewed as additive. Thus, looking at the impact of these
features is relevant. In Table[7.9} the impact of each of the ten most impactful features is
shown.

Community Size Impact(%)

Audio_127 1 0.01(5.65)
std_AU12_r 1 0.008(4.31)
Audio_47 1 0.008(3.94)
mean_AU17_r 1 0.007(3.73)
mean_AU10_c 1 0.006(3.15)
std_AU17_r 1 0.005(2.65)
std_AU20_c 1 0.004(2.46)
mean_AU12 r 1 0.004(1.95)
std_AUO1_r 1 0.003(1.87)
std_AU45_r 1 0.003(1.80)

Table 7.9: Detection of communities and their importance of the overall output for the
baseline model.

71



CHAPTER 7. RESULTS

None of the features has a significant impact on the performance of the model. Consid-
ering the poor performance of the baseline model on the binary test case with unseen
subjects, the SINC results are not surprising. These results signify that the reason the
baseline model does not perform better is that it is not able to allocate meaningful
importance to features or find relevant interactions.

7.5.2 SINC on TempFeat

Similar to the baseline model TempFeat also uses utilizes 115 features in total. Thus,
graphically showing the full results from SINC is not feasible. We therefore again first
look at the ten communities with the most impact. A couple of these communities
are relatively large, thus the interactive network used to illustrate the results of SINC
previously would appear cluttered. Instead, each community is given a label based on
whether it contains more than one feature. These communities and their impact are
shown in Table[7.10] In Appendix[A.4} the features of each community can be seen. For
TempFeat, the best performing fold has 84% accuracy. The resolution parameter is set
toy =0.01, and the threshold is set to 7 = 0.02.

Community (Source) Size Impact(%)

Group 1 (Video) 6  0.98(16.14)
Solo Feature 1 (Video) 0.85(13.93)
Solo Feature 2 (Audio) 0.53(8.73)

1

1
Solo Feature 3 (Video) 1 0.50(8.32)
Solo Feature 4 (Video) 1 0.42(6.89)
Group 2 (Audio) 8 0.32(5.30)
Group 3 (Audio) 3 0.30(5.00)
Group 4 (Video) 22 0.29(4.80)
Group 5 (Video) 3 0.26(4.32)
Group 6 (Audio) 2 0.25(4.06)

Table 7.10: Detection of communities and their importance of the overall output for
TempFeat.

The main findings from running SINC on TempFeat are that TempFeat does find and
utilize multiple feature interactions. Notably, all these groups are unimodal. The ten
communities that have the most impact consist of either audio or video features. Across
the different folds, this trend continues, where we also see that either the same or close
to the same communities. Thus, one possible interpretation is that TempFeat’s per-
formance is based on its ability to leverage predictive information from intra-modal
interactions, mainly from audio and video.

A potential limitation of the primary SINC analysis is that the test sets (Section
include instances with missing modalities, which could skew the results if SINC is heavily
affected by the model’s adaptation to missing inputs. To verify this, we reran SINC
exclusively on complete data samples. The results for TempFeat remained identical; the
model consistently prioritized the same uni-modal communities. This confirms that its
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reliance on intra-modal interactions is a fundamental architectural trait, not an artifact
of missing data. This validation was omitted for the baseline model, which inherently
requires all features to be present.

7.5.3 SINC on 3SI

As 3SI does not utilize handcrafted features as the two earlier models and instead uses
the raw modalities, each modality is treated as a feature when running SINC. This means
that the results from SINC will be less refined, however, it will still give insight into how
3SI uses interactions between the five modalities.

As for the other models, we show the interaction network created on the model from
the fold that has the best performance. The best performing 3SI model has an accuracy
of 96%. The interaction network for this model can be seen in Fig. The resolution
parameter is set to y = 0.01 and the threshold is set to 7 = 0.04.

- =

O Audiovisual O ECG O Somatic Interaction Strength

Figure 7.11: Communities detected by SINC on 3SI.

It is seen that 3SI finds three distinct communities, one audiovisual (audio and video),
one somatic (respiration and EDA), and one that only contains ECG.

These communities make intuitive sense as video and audio often interact, for example,
as two of the basic human senses, and respiration, EDA, and ECG are all three physi-
ological responses fully or partly controlled by the autonomic nervous system [Coelli
et al.l2026]. In Table the impact of each community is shown.

Community Size Impact (%)

Audiovisual 2 2.15 (72.64)
ECG 1 0.81 (27.36)
Somatic 2 0.00 (0)

Table 7.11: Detection of communities and their importance of the overall output for 3SI.

The audiovisual group is found to have the most impact, while the ECG as a solo feature
has the second most impact. The importance of the audiovisual group somewhat lines
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up with the findings in Section[7.3]as audio and video together are found to have good
predictive power. The group consisting of EDA and respiration is found to have no
significant impact.

Looking across all folds SINC shows that 3SI always groups the audio and video modali-
ties, and this group always has the most impact. ECG is either included in the group
with audio and video or stands alone. If ECG stands alone, it is always found to be the
group with the second most impact. Respiration and EDA are either in a group together
or found to be solo features. In either case, they are found to have close to zero impact.

As with TempFeat, a secondary SINC analysis was performed strictly on complete data
samples to ensure missing modalities were not skewing the identified interactions. The
resulting networks and impact scores showed no significant deviation. 3SI consistently
prioritized the cross-modal audiovisual community, confirming that this synergistic
coupling fundamentally drives its performance regardless of fluctuations in modality
availability.

7.5.4 Discussion of SINC Results

The application of SINC across the three models validates our initial hypothesis that su-
perior predictive performance in multimodal stress identification is driven by a model’s
capacity to leverage complex, cross-modal interactions. By analyzing the community
detection and impact weighting results, a clear narrative emerges regarding the practical
differences between the models and their performance.

The basic baseline model’s poor performance is likely due to its inability to find and
recognize any significant interactions between its rigidly defined, handcrafted features.
On the other hand, TempFeat’s superior performance might be a result of TempFeat
leveraging multiple intra-modal interactions. This suggests that the Mamba blocks
learn the intra-modal dependencies they are intended to capture. However, the lack
of cross-modal interactions utilized by TempFeat suggests that the transformer fails
in its main task, which might explain the difference in performance compared to 3SI.
The top-performing model, 3S], is the only one of the three evaluated architectures that
utilizes cross-modal interactions. This suggests that the attention mechanism in the
transformer, when handling the stacked, abstract latent space embeddings of the raw
modalities, is successfully able to discover and map these complex interactions.

Furthermore, the above results suggest that audio and video are the most important, as
for both TempFeat and 3SI communities, with these modalities found to have the most
impact. Conversely, physiological signals were shown to have minimal, or occasionally
negative, impact. This indicates that while audiovisual cues provide robust and reliable
predictive information, somatic responses may be either too noisy or largely redundant
for both TempFeat and 3SI.

Beyond evaluating and examining the different models, this analysis demonstrates the
broader applicability of SINC as a diagnostic tool for multimodal machine learning.
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7.6 Results on MuSe Dataset

In this section, we test 3SI and TempFeat on the MuSe dataset to examine out-of-domain
performance. Table presents the results of the zero shot cross dataset validation
done on the MuSe dataset.

Binary Accuracy BinaryF1 Score 3-Class Accuracy 3-Class F1 Score

TempFeat 50.8(1.1) 54.6(3.6) 33.1(0.5) 37.3(1.6)
3SI 50.3(0.4) 42.3(0.7) 34.3(4.4) 61.1(5.9)

Table 7.12: Comparison TempFeat and 3SI on the MuSe dataset.

Both the TempFeat and 3SI models achieve binary accuracies of approximately 50%
and 3-class accuracies of roughly 33-34%, which corresponds to random guessing. It
is therefore evident that the models fail to generalize the learned representations to
the unseen MuSe dataset. Notably, the 3SI model achieves a 3-class F1 Score of 61.1%,
suggesting that the model heavily predicts neutral, which accounts for 62.3% of the
data points. Overall, these findings highlight the severe challenges of cross-corpus
generalization in stress detection. Aligning with existing literature [Mihirette et al.,
2025; Orouji et al., 2024], these difficulties primarily arise from differences in elicitation
protocols and environmental baselines, ultimately underlining the necessity for domain
adaptation techniques.
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n Conclusion

The purpose of this thesis was to address the challenge of reliably classifying human
stress using multimodal machine learning, while simultaneously being able to interpret
the model’s hidden mechanisms and complex, cross-modal interactions.

First, we developed SINC, a novel, model-agnostic explainability algorithm that explores
how a model utilizes feature interactions. This is achieved via a pipeline with three
phases leveraging Friedman’s H-statistic, the Leiden algorithm, and permutation im-
portance. Rigorous testing across both synthetic and real world datasets showed that
SINC can successfully illuminate the internal logic of black box models by showing how
a model interprets and weighs its input.

Second, we proposed two novel multimodal deep learning architectures for stress de-
tection, TempFeat that utilizes interpretable extracted features, and 3SI that leverages
latent embeddings through self-supervised modality encoders, when integrating video,
audio, and physiological data streams. These architectures were benchmarked against
the ADAPT baseline, as well as a Qformer and a finetuned LLM. The results show that our
3SI architecture achieves superior performance on unseen subjects, outperforming the
state-of-the-art ADAPT by at least 22.2% in balanced accuracy and 13.6% in weighted F1
score. By applying SINC to our models, we revealed that 3SI’s performance is driven by
its ability to capture complex, cross-modal audiovisual interactions, whereas TempFeat
primarily relied on intra-modal dependencies. Interestingly, our ablation studies and
SINC analyzes indicated that physiological modalities provided minimal predictive
power compared to behavioral cues.

Overall, we have presented novel results both by improving the performance of stress
identification, but also in the field of XAI where SINC is shown to illuminate the hidden
mechanisms of complex multimodal models.

Future Work

One relevant extension of this work is further refinement and validation of SINC. Mainly
developing automated or heuristic-based methods to systematically optimize the in-
teraction threshold 7 and the resolution parameter y would significantly enhance the
robustness and usability of the framework. Furthermore, while initial results are promis-
ing, the algorithm necessitates further rigorous validation and exploration.
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Another possible extension is that, while 3SI generalized exceptionally well to unseen
subjects within the StressID dataset, it failed to generalize out-of-domain when tested
on the MuSe dataset. This highlights the severe challenges of cross-corpus general-
ization caused by varying stress elicitation protocols. Future research should explore
advanced domain adaptation techniques to ensure these multimodal representations
remain effective across diverse environments and clinical settings. A simple first step
could be to retrain the models on the MuSe dataset and examine their performance.

Furthermore, working with self-assessments revealed a need to determine the reliability
of subjects that could be included during training of the models to dynamically weigh
or filter the training data, ultimately preventing the architecture from memorizing
contradictory stress mappings.
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A.1 TempFeat Predictor Comparison

Binary Accuracy Binary F1 Score 3-Class Accuracy 3-Class F1 Score

Seen Unseen Seen Unseen Seen Unseen Seen Unseen
TempFeat + Hard Rule 65.7(5.5) 64.7(5.4) 64.7(5.4) 61.8(7.3) 50.0(10.0) 45.3(9.6) 67.8(4.5) 63.9(8.6)
TempFeat + MLP 69.1(6.1) 66.4(7.2) 69.1(5.9) 66.1(6.8) 45.7(8.6) 39.1(5.5) 69.3(4.4) 65.3(8.4)

Table A.1: Comparison of using the hard rule and an MLP as the predictor.

79



APPENDIX A. APPENDIX

A.2 Subject Channel Attention Heatmap

TempFeat Subject-Specific Attention (Top 10 Features Overall)
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Figure A.1: Subject-specific attention heatmap for TempFeat. The matrix illustrates
the average attention weights assigned to the top 10 global features across subjects (y-
axis). Lighter colors indicate higher attention weights, while darker colors indicate lower
attention weights.
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3SI Subject-Specific Attention (5 Modalities Overall)
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Figure A.2: Subject-specific attention heatmap for 3S1. The matrix illustrates the average
attention weights for the five modalities across subjects (y-axis). Lighter colors indicate
higher attention weights, while darker colors indicate lower attention weights.
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A.3 Leave-One-Out Heatmap
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Figure A.3: Performance heatmap detailing Balanced Accuracy per subject. Darker green
indicates higher performance, while darker red indicates poor prediction accuracy. Note:
t indicates a single-class test set; * indicates a special case subject.
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A.4 SINC Results on TempFeat

Community  Features

Group 1 AU12_r, AU14_1, AUO6_c, AU07_c,AU12_c, AU25_c

Solo Feature 1 pose_Rz

Solo Feature 2 1ogRdF0-H1-A3_sma3nz

Solo Feature3 AU04_r

Solo Feature4 AU15_c

Group 2 slope0-500_sma3, F3amplitudeLogRelF0_sma3nz,
F3frequency_sma3nz, hammarbergIndex_smas3,
F2frequency_sma3nz, shimmerLocaldB_sma3nz, al-
phaRatio_sma3, Loudness_sma3

Group 3 logRelF0-H1-H2_sma3nz, Flbandwidth_sma3nz,
FOsemitoneFrom?27.5Hz_sma3nz

Group 4 AU15_c, AUO01_r, AUO7_1, AU09_r, AU10_r, AU20_r1, AU25 _r,
AU45_1r, AUO1_c, AU04_c, AUO05_c, AU09_c, AU14_gc,
AU17_c, AU20_c, AU26_c, AU28_c, pose_Tz, pose_Rx,
pose_Ty, gaze_1_y, gaze 1_z, gaze_angle_x

Group 5 gaze_0_x, AUO2_c, pose_Tx

Group 6 mfcc2_sma3, mfcc3_sma3

Table A.2: The ten communities of TempkFeat that has the most impact.
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