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Abstract:

Narrowband Internet of Things (NB-IoT) has mi-
grated from a Long Term Evolution (LTE) en-
hancement into a technology integrated with 5th
Generation (5G). This thesis investigates a system
that combines three individually established ap-
proaches, a split 8 functional split, a bent-pipe NTN
deployment, and a shared Open Radio Access Net-
work (ORAN) Radio Unit (O-RU) serving multiple
O-RAN Distributed Units (O-DUs). The proposed
O-RU performs frequency shifting and combination
of multiple O-DUs” NB-IoT carriers into a single
wideband feeder-link signal in the time domain at
split 8.

A user-plane architecture for this shared O-RU is
designed. The design is realized as a software O-RU
and evaluated using a testbed. Validation testing
confirms that the composite wideband signal is cor-
rectly formed and that each carrier can be cleanly
recovered. A performance test then characterizes
the maximum number of concurrently serviceable
carriers as a function of worker cores, for upsam-
pling factors of 2 and 4. At an upsampling fac-
tor of 2 the system is spectrally limited to 14 carri-
ers regardless of core count, whereas at an upsam-
pling factor of 4 it becomes computationally lim-
ited, supporting 10, 16, 21, 24, and 24 carriers for
one through five worker cores respectively.
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Chapter 1: Introduction

Wireless communication technologies have continued to evolve and develop at a rapid pace ever
since the field’s original inception. Narrowband Internet of Things (NB-IoT) is a technology that
is a product of these evolutions. Originally NB-IoT was conceived as an enhancement for Long
Term Evolution (LTE) networks in order to provide Low Power Wide Area Network (LPWAN)
connectivity to Internet of Things (IoT) devices.[1] Even though NB-IoT was introduced in LTE
it was decided that it should be integrated into 5th Generation (5G) networks as well in order
to ensure backward compatibility and continued IoT LPWAN support. As the field of wireless
communication technologies advances into Non-Terrestrial Network (NTN) applications NB-IoT is
once again evolving to new use cases.

In traditional 5G Terrestrial Networks (TNs) all of the components of the system, these being the
5th Generation Core (5GC), 5th Generation Radio Access Network (56GRAN), and the User Equip-
ment (UE), are located on the surface of the Earth. On the other hand, in NTN systems some
components of the 5GRAN are moved to be either airborne or spaceborne.[2] The component that
is placed airborne or spaceborne differs between a transparent and non-transparent implementa-
tion. In a transparent NTN the non-terrestrial component is a relay station which repeats the signal
generated by a terrestrial next-generation Node B (gNB). On the other hand, in a non-transparent
implementation the entire gNB is moved to be non-terrestrial.[3]

When NB-IoT is integrated in a 5G TN, a typical concern is that the more spectrum is allocated to
NB-IoT the less spectrum is available for 5th Generation New Radio (5G NR). Due to this concern,
in TNs there is often limited spectrum dedicated to NB-IoT. NTNs change this equation, as due
to satellite beamforming it is no longer strictly required to sacrifice 5G NR bandwidth for NB-IoT
bandwidth. The removal of this restriction makes the scaling of the number of NB-IoT carriers
serviced by a gNB no longer an infeasible prospect.
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2.1 Standardizing Entities

Unlike proprietary communication technologies, 5th Generation (5G) has had a focus on an open
standards based approach over the course of its development. A standards based approach has
certain advantages when compared to a proprietary approach. Chief among these advantages is
a greater ability to support an inter-vendor Radio Access Network (RAN) ecosystem. There is,
however, not a single standardizing entity for the entirety of the 5G field. Instead, there are multiple
entities, each with a specific focus in the broader 5G field. The three major standardizing entities
discussed are Open Radio Access Network (ORAN), 3rd Generation Partnership Project (3GPP),
and enhanced Common Public Radio Interface (eCPRI).

2.1.1 Open Radio Access Network

ORAN as a standardizing entity focuses primarily on the RAN components of the 5G system.
ORAN aims to break up the monolithic, vendor-specific RANs and instead replace them with an
open RAN environment that allows for more freedom and vendor interoperability between dif-
ferent RAN components. Unlike 3GPP ORAN focuses primarily on the interoperability between
RAN components as opposed to the 3GPP approach of focusing on the compatibility of compo-
nents between the RAN and User Equipment (UE).[4] In terms of next-generation Node B (gNB)
components ORAN uses the terms ORAN Central Unit (O-CU), ORAN Distributed Unit (O-DU),
and ORAN Radio Unit (O-RU) to describe the components from closest to the 5th Generation Core
(5GC) to the furthest away. Furthermore, ORAN standardizes fronthaul networks to use split 7.2 in
an attempt to encourage RAN openness and compatibility.[5]

2.1.2 3rd Generation Partnership Project

Unlike ORAN, 3GPP as a standardizing entity focuses on the entire 5G system as opposed to only
the RAN. 3GPP focuses on delivering a comprehensive standard set to cover the entire 5G system
end to end.[4] Furthermore, 3GPP as a standardizing body focuses on interoperability between
components in the RAN and the corresponding components in the UE. For example, 3GPP specifies
how the physical layer should work both in the gNB and the UE to ensure that the gNB and the UE
can properly handle signals sent and received to the other.
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2.1.3 enhanced Common Public Radio Interface

eCPRI has a significantly narrower scope than both 3GPP and ORAN. Instead of focusing on the
whole 5G system, or a part of it, eCPRI focuses on only the fronthaul, where the fronthaul is the
interface between the O-DU and the O-RU. eCPRI expands upon an earlier specification called
Common Public Radio Interface (CPRI). The major difference between CPRI and eCPRI is that
eCPRI is designed to allow for switched and routed fronthaul networks, where CPRI requires a
peer-to-peer fronthaul connection.[6]

2.14 Component Naming

(”)
5GC —Backhaul— O-CU —Midhaul— O-DU —Fronthaul— O-RU (( ))

Figure 2.1: Component naming diagram of a 5G RAN network.

One of the improvements in 5G in comparison to previous generations is the move to split the
monolithic Node B (NB) into sub-components to allow for greater flexibility in development and
deployment. As can be seen in it is possible to split the gNB into three components.
ORAN refers to these components as the O-CU which interfaces with the 5GC, the O-DU which
interfaces between the O-CU and the O-RU, and finally the O-RU which interfaces with the antenna.
This report will refer to the components by their ORAN names, however, these names are not
universal between standardizing entities. As can be seen in eCPRI only defines two
components, the O-RU is referred to as the enhanced Radio Equipment (eRE), while the O-DU and
O-CU are referred to as the enhanced Radio Equipment Control (eREC).[6][7] 3GPP refers to the
O-CU as the next-generation Node B Central Unit (gNB-CU), and the O-DU as the next-generation
Node B Distributed Unit (gNB-DU).[8] In terms of the O-RU, the 3GPP name is less strictly defined,
however, it is often referred to as the Radio Unit (RU).



Chapter 2. Problem Analysis

ORAN 3GPP eCPRI
O-CU gNB-CU

eREC
O-DU gNB-DU
O-RU RU eRE

Figure 2.2: Component naming comparison of 5G RAN components between standardizing entities.
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2.2 next-generation Node B

As was touched on in [subsection 2.1.4) the gNB can be split into up to three logical components.
These logical components are the O-CU, O-DU, and O-RU. In terms of functional responsibilities,
they vary depending on the chosen functional splits. Furthermore, it is not necessary to choose both
an O-RU O-DU split and an O-CU O-DU split, choosing an O-DU O-RU split and operating with a
combined O-DU and O-CU is a valid choice. In terms of the connections between components, the
connection between the 5GC and the O-CU is referred to as the backhaul, the connection between
the O-CU and O-DU as the midhaul, and the connection between the O-DU and the O-RU as the
fronthaul.[8]

O-CuU

Option 3
Option 4

-] :

@) Option 5

@)
Option 6
Option 7
Option 7-2x

2 Option 8

O-

Figure 2.3: Diagram of ORAN functional split options.



6 Chapter 2. Problem Analysis

2.2.1 ORAN Central Unit

The O-CU is typically co-located with the 5GC or at the least geographically nearby. However, this
is not a hard requirement, and should it be desired to locate the O-CU elsewhere it is valid. In
terms of functional responsibilities it is typically selected that the O-CU should be responsible for
the Radio Resource Control (RRC) and the Packet Data Convergence Protocol (PDCP). Furthermore,
the O-CU is also responsible for communicating with the 5GC. It is possible for one O-CU to connect
to multiple O-DUs.[8]

2.2.2 ORAN Distributed Unit

The O-DU is typically located away from the O-CU and closer to one or more O-RUs. This is as the
higher number functional splits impose tighter requirements on the throughput and latency of their
corresponding networks.[9] It is often selected that the O-DU shall be responsible for the Radio Link
Control (RLC), Media Access Control (MAC), and either only the high Physical (PHY) or the whole
PHY depending on whether split 7.2 or split 8 is selected as the O-DU O-RU split respectively.

2.2.3 ORAN Radio Unit

The O-RU is often co-located with the antenna or located nearby. Typically functional split 7.2
or split 8 are chosen for the O-DU O-RU split. In the case of split 7.2 being selected the O-RU
is responsible for the low PHY and the Radio Frequency (RF), while if split 8 is selected the O-
RU is only responsible for the RF. While split 7.2 is attractive for the reduced requirements on
the fronthaul network, it increases the complexity of the O-RU.[9] On the other hand split 8 is
particularly attractive as it provides the most vendor-agnostic interface, as time-domain IQ samples
are generally universal. This provides benefits specifically for Terrestrial Network (TN) shared O-
RUs as well as Non-Terrestrial Network (NTN) O-RUs which can handle many O-DUs from varying
vendors.

2.2.4 Fronthaul

As was discussed insubsection 2.2.3} the two functional splits most commonly chosen for the O-DU
to O-RU functional split are split 7.2 and split 8. Split 7.2 is the ORAN baseline, however, this thesis
considers split 8 instead. As can be seen in the difference between split 7.2 and split 8 is
that in split 7.2 some PHY processing is located on the O-RU while in split 8 all PHY processing is
located on the O-DU. This different processing location results in some differences between split 7.2
and split 8. In split 8 the O-RU is significantly simpler than in a split 7.2 system, given that there
is no PHY processing on the O-RU. Instead, the O-DU provides the O-RU with time-domain IQ
samples to transmit over the RF interface and vice versa. This results in the fronthaul throughput
being higher than that of a split 7.2 alternative. Finally, split 8 also provides an advantage in that
the time-domain IQ samples are vendor-agnostic, allowing for greater compatibility between O-DUs
and O-RUs.
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2.3 Narrowband Internet of Things

NB-IoT, as its name suggests, is a narrowband cellular network designed to service Internet of
Things (IoT) devices. While there is no clear definition of IoT devices, IoT devices can, in general,
be defined as data sensing, network connected devices.[10] If a rigorous definition of an IoT device
is not necessary, it is often sufficient to define IoT devices as sensors and actuators that are network
connected.

2.3.1 Terrestrial Network

Forested Region

| loT |

| Sensor | ]

I <\NB-I0T _ Centralized Databgse
| loT loT | —>»| Terrestrial gGNB @———Fiber Optic Backhau———eand Data Processing
| Sensor Sensor /I Resources

Figure 2.4: Diagram of an example of a TN NB-IoT use case.

Use cases for NB-IoT systems are typically distributed sensors or actuators that require network
connectivity and are located in areas where more typical communication infrastructure, such as
Ethernet or Long Term Evolution (LTE)/5G, cannot reach. As can be seen in one concrete
example of a terrestrial NB-IoT use case is temperature sensors distributed over a remote forest
region. These would utilize an NB-IoT network to communicate the temperature readings back to
a central database. An NB-IoT network is advantageous in this case as it would avoid having to
deploy more costly network architecture in the region. Given that NB-IoT was designed with these
use cases in mind, the characteristics of NB-IoT vary from more typical cellular networks. Unlike
LTE/5G cellular networks, where the primary focus is throughput, in NB-IoT networks, the primary
metrics are battery usage and range.

2.3.2 Non-Terrestrial Network

TN systems are the traditional approach to cellular networks. In TN systems all gNB components as
well as the UE are located terrestrially. However, in NTN systems, one or more gNB components, or
a relay node, are moved to be either airborne or spaceborne. In the case where the gNB components
are spaceborne or airborne, the deployment is referred to as regenerative. On the other hand, if the
entire gNB is terrestrial, but the signal is relayed via a spaceborne or airborne node, the deployment
is referred to as transparent.[3]]
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Satellite Relay

e

NB-loT Service
Link NB-loT Feeder
Remote Ocean Region Link

=

\
| loT |
| Sensor
| Fiber Optic Centralized Database
| loT loT | NTN gNB ®— Backnaul ——=eand Data Processing
! Sensor Sensor | | ackhau Resources

Figure 2.5: Diagram of an example of an NTN NB-IoT use case.

While TN NB-IoT is well suited to areas within reach of terrestrial radio infrastructure, albeit out of
range of higher throughput alternatives, there exist use cases where no such radio infrastructure is
available. These cases are where NTN NB-IoT implementations shine. As can be seen in
one concrete example of an NTN NB-IoT use case is the monitoring of distributed sensors in remote
open ocean, where deploying terrestrial radio hardware is infeasible. In these use cases, an NTN
NB-IoT system can provide connectivity via a satellite link, allowing for connectivity where a TN
system simply could not provide it.

Therefore, the primary advantage of NTN NB-IoT is the possibility of extending coverage to areas
beyond the reach of terrestrial radio hardware. This advantage is, however, not without its draw-
backs. Firstly, the use of a satellite link introduces significant propagation distances, and therefore
delay and signal attenuation, as compared to a TN system.[3] Furthermore, unlike terrestrial radio
hardware, NTN systems require the use of a satellite, be it a relay or a full satellite gNB deployment
depending on whether the system is bent-pipe or regenerative. The deployment of this satellite
hardware is more complex and costly than terrestrial radio hardware, and therefore, access to such
satellite hardware is limited.

2.4 Shared O-RU

In conventional RAN deployments, there is a one-to-one link between O-RUs and O-DUs. Each O-
RU is controlled, and interfaces with, a single O-DU at a time. However, there exists an alternative.
ORAN defines a shared O-RU system, where a single O-RU serves multiple O-DU tenants over a
shared fronthaul. This shared O-RU system was proposed as a method for operators to share radio
hardware, whether it be existing or newly built. ORAN proposes multiple ways in which the radio
hardware can be shared, either by allowing one operator at a time access to it in the form of time
slices, or by sharing the available radio spectrum. This system is proposed by ORAN and, as is
discussed in [subsection 2.1.1} is therefore standardized to use a split 7.2 fronthaul.

A shared O-RU is attractive as an alternative to strictly operator independent systems for several
reasons. Firstly, if multiple O-DUs are connected to a single O-RU the amount of radio hardware
that needs to be deployed and serviced is reduced significantly. This is because a single, albeit
slightly more complex, O-RU can fulfill the same role, and therefore replace, multiple operator
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independent O-RUs. This is particularly valuable in situations where radio hardware is costly or
complex to deploy and maintain. Furthermore, if radio hardware is shared, there is a smaller
barrier to entry for new operators if cellular capacity needs to be increased. This is because new
operators can collaborate with existing operators by implementing their own O-DU and higher-layer
hardware, while reusing existing radio hardware already present.

2.5 Problem Formulation

Following the analysis in it has individually been identified in [subsection 2.2.4] that split
8 has merit as a fronthaul functional split, in that bent-pipe NTN deployments present
tangible advantages, and in that shared O-RU systems are attractive alternatives to fully
independent vendor deployments. Therefore, given that each approach itself is valid, a system
combining these approaches is proposed.

Satellite Relay

W / NB-loT UE 1
@ .
O-DU Vendor 2 (—Fronthaul Shared O-RU \A‘ Service Link

[ ]

NB-loT UE j

0O-DU Vendor 1

Feeder Link

O-DU Vendorn

Figure 2.6: System overview diagram for the proposed multi-vendor, shared O-RU bent-pipe NTN system.

As can be seen in in the proposed system multiple split 8 O-DUs from different vendors
would be serviced by a single shared O-RU, modified to support split 8 as opposed to split 7.2.
This shared O-RU would then interface with a satellite relay in a bent-pipe configuration to service
a number of UEs. While, as will be discussed in there exist technical specifications
covering similar systems, to the author’s knowledge this particular configuration exists outside of
currently available technical specifications. Seeing as this system lies outside of currently available
technical specifications, there therefore exists the question of whether this system can be feasibly
built with available hardware, and how such a system would scale.

Designing this proposed system can be split in two distinct tasks. The first of these tasks is designing
the control plane. This would entail defining how the O-DUs, O-RU, and satellite relay would be
configured and managed. The second task would be designing the user plane. The user plane
design would encompass determining how data would flow from the O-DUs to the UEs and vice
versa. This thesis will focus entirely on the user plane aspect of the system.
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2.5.1 Problem Statements

Based on the problem formulation in this thesis will aim to answer the following two
problem statements.

Problem Statement 1

To what extent can a software O-RU be designed to support a multi-vendor, multi-tenant, bent-pipe
NTN NB-IoT system, considering only the user-plane functionality?

Problem Statement 2

For the designed O-RU implemented on a general purpose Central Processing Unit (CPU), what is
the maximum number of concurrently serviceable NB-IoT carriers as a function of available CPU
cores?



Chapter 3: State of the Art

Cellular networking is not a research area that is lacking in attention from academia. Together with
the standards published by the standardizing bodies discussed in the literature on 5th
Generation (5G) and Narrowband Internet of Things (NB-IoT) is substantial. However, there exists
a niche in the field that is yet to be thoroughly explored. This is namely the scalability of NB-IoT
anchor carriers on a multi-ORAN Distributed Unit (O-DU) split 8 ORAN Radio Unit (O-RU), where
the carrier frequency shifting and combination is performed in the time domain on the O-RU.

There exists, however, literature that is adjacent to the proposed research gap. For example, [11]
proposes a full stack NB-IoT simulator for the purposes of performance evaluation. The system
simulated in [11] complies with the older specifications published for NB-IoT in Long Term Evo-
lution (LTE) and therefore does not include a disaggregated Radio Access Network (RAN). This
differs from the split 8 O-RU RAN design investigated in this thesis. Furthermore, the performance
metrics analyzed in [11] specifically target the network performance under varying traffic load and
system configurations as opposed to investigating the scalability of additional carriers as is done in
this thesis. Finally, [11] presents a simulator for performance evaluation, as opposed to the testbed
that is implemented and tested in this thesis.

[12] is particularly interesting from the context of this thesis as it also considers the scenario where
carrier frequency shifting and combination is conducted on a separate O-RU. However, [12] defines
a system designed for 5G or LTE carriers as opposed to the much narrower NB-IoT anchor carriers
discussed in this thesis. Furthermore, the system proposed in [12] is implemented on an Radio
Frequency System-on-Chip (RFSoC) platform as opposed to the general purpose Central Processing
Unit (CPU) software O-RU used in this thesis. Finally, the performance metrics analyzed in [12] are
more focused on channel quality metrics such as Error Vector Magnitude (EVM) as opposed to the
impact of additional carriers on system load investigated in this thesis.

Another interesting genre of literature is represented by [13]. Instead of analyzing split 8 as the fron-
thaul split, [13] proposes a new fronthaul functional split, named option 9. In this new functional
split the high Radio Frequency (RF) would be handled by the O-DU, referred to as the Distributed
Unit (DU) in [13], and the low RF will be handled by the O-RU, referred to as the Remote Radio
Unit (RRU) in [13]]. The paper presents a system that aggregates and transports 14 LTE carriers over
the fronthaul network. This approach is fundamentally different from the approach proposed by
this thesis as the carrier aggregation in [13] is done via the proposed option 9 functional split, as
opposed to the thesis, where the carrier aggregation is done at the O-RU after the individual carriers
are delivered via the split 8 fronthaul. Furthermore, [13] evaluates the system on the basis of signal
quality, specifically EVM as opposed to the scalability evaluation investigated in this thesis.

The concept of a shared O-RU where multiple O-DUs from different operators share the O-RU and

11
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radio hardware has been investigated by Open Radio Access Network (ORAN). Specifically, [14]
investigates a shared O-RU architecture of this kind. In [14] the O-RU acts as a resource arbiter for
the independent operator O-DUs where the resources arbitrated are either time slots or frequency
blocks depending on the different schemes presented. This is different from the O-RU sharing
method proposed in the thesis where all the O-DUs have access to the O-RU at all times and the
carriers are combined at the O-RU into a single wideband feeder link signal. More generally, [14]
investigates the shared O-RU concept as a whole, while this thesis focuses more concretely on only
the user-plane. Furthermore, [14] tackles the concept from the angle of a terrestrial ORAN system,
and specifically lists Non-Terrestrial Network (NTN) deployments as further study. On the other
hand, this thesis explicitly considers the shared O-RU concept in an NTN NB-IoT system.

The methodology used in this thesis where the performance of a RAN system is profiled against
available computational resources is itself established in the field of virtualized RANs. An example
of this is found in [15] where the performance of a virtualized RAN 5G system running on com-
mercial hardware is compared to the consumed computational resources, specifically characterizing
how the available throughput scales with pinned CPU cores. This thesis utilizes a similar resource
profiling approach where the supportable carrier count is profiled in comparison to the provided
CPU cores in the O-RU. However, unlike [15] this thesis profiles only the novel NTN shared O-RU
design and not a virtualized RAN. Finally, unlike [15] which considers the RAN for a 5G system,
this thesis focuses on an NTN NB-IoT system.

Adapting NB-IoT to operate over NTN as opposed to Terrestrial Network (TN) is an established field
of study, and this thesis builds upon this to propose a shared O-RU for an NTN NB-IoT system. [16]
is particularly relevant in this area of study as it presents the modifications necessary to adapt the
NB-IoT air interface for NTN communication. Furthermore, it also tackles a bent-pipe NTN system
similar to the one built upon in this thesis. However, [16] works with a system in which the base
station is not disaggregated, a conventional NB-IoT approach. It is clear that NB-IoT over NTN is
not the contribution of this thesis, but rather the application of a shared O-RU approach, of the kind
introduced in [14], to such a system.

In summary, while each of the individual approaches that compose the system proposed in this
thesis has been studied and investigated in isolation, their combination represents an unexplored
niche. The operation of NB-IoT over a bent-pipe NTN system is established in [16]. Furthermore,
the concept of a shared O-RU serving multiple O-DUs is established in [14]. However, the shared
O-RU proposed in this thesis is fundamentally different to the one established in [14]. Instead of
acting as a resource arbiter and access point to shared radio hardware for the multi-operator O-
DUs, the shared O-RU proposed in this thesis performs frequency shifting and combination of the
time-domain IQ samples representing the NB-IoT carriers of multiple O-DUs into a single wideband
signal for transport over an NTN feeder link, implemented at split 8. While [12] performs carrier
shifting and combination on an O-RU and [13] aggregates multiple carriers over a novel fronthaul
functional split, neither tackles carrier aggregation for NB-IoT carriers on a shared O-RU in the time
domain. Finally, while [15] profiles computational resource consumption against performance for a
virtualized RAN on consumer hardware, it does so for a standard RAN rather than a shared O-RU.
To the best of the author’s knowledge, no prior work profiles the computational resources required
against the supportable carrier count for the combined system described above.
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4.1 Signal Processing

In general, given that a proposed split 8 ORAN Radio Unit (O-RU) utilizes a third party Radio
Frequency (RF) frontend, only an understanding of IQ samples is required, as the Analog to Digital
Converter (ADC) and Digital to Analog Converter (DAC) are obscured by the frontend’s drivers.
However, given that an alternative approach to managing anchor carriers is used in the designed
split 8 radio unit discussed in this report, a basic understanding of time-domain signal processing
is also required.

4.1.1 Time-Domain IQ

Time-domain IQ samples can most simply be described as a method to represent any time-domain
signal through the use of an in-phase (I) component, and a quadrature (Q) component. These two
components can then be combined in the form of a complex (IQ) sample to fully describe any time-
domain signal. To achieve this, the I and Q components can be modulated on a cos and sin wave

respectively as shown in in order to represent the resulting signal.[17]]

x(t) = Icos(27tft) — Qsin(27tft) (4.1)

As a form of example, taking the IQ sample 0.6 — 0.3], this IQ sample would represent a signal

shown in [Equation 4.2

x(t) = 0.6 cos(27ft) + 0.3sin(27ft) (4.2)

acos(x) + bsin(x) = Acos(x — ¢) (4.3)

Applying a trigonometric identity [Equation 4.3|to [Equation 4.2|results in the real signal represented

by where the amplitude A is given by the phase ¢ is given by

and f is the carrier frequency of the signal.

x(t) = 0.671 cos(27tft + 0.464) (4.4)

13
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A=\I+Q2 (4.5)

= tan_l(%) 4.6)

These observations lead to one of the main reasons IQ samples are practical in terms of RF, namely
that any signal with amplitude A and phase ¢ can be represented as the amplitudes I and Q of
a sine and cosine wave. This is important, as in RF circuitry it is significantly simpler to adjust
the amplitude of a signal as opposed to directly adjusting its phase. IQ samples leverage this by
converting phase adjustments to amplitude adjustments of two component signals.[17]

4.1.2 Frequency Shifting

One operation commonly performed on Narrowband Internet of Things (NB-IoT) carriers is fre-
quency shifting. Frequency shifting can be applied to signals in the frequency domain, however,
it is also possible to frequency shift carriers in the time domain.[17] This time-domain frequency
shifting is the case relevant to this thesis. Frequency shifting as an operation is the translation of an
input signal in frequency by an arbitrary offset Af without altering the signal’s content. To achieve
this frequency shifting in the time domain, it is beneficial to represent the time-domain signal in

complex IQ which is illustrated in

x(t) = (1) +jQ(1) (47)

When the signal is represented in this complex IQ form, the frequency shift is achieved by multi-
plying the signal by a complex exponential, as illustrated in [Equation 4.8 This equation stems from
the frequency shifting property of the Fourier transform, where the multiplication by a complex
exponential in the time domain corresponds to a translation in the frequency domain.[18]

xshifted(t) = xinput(t) : 3j2nAft (48)

Af can be found by subtracting the current frequency from the target frequency as is illustrated in
Equation 4.9 Furthermore, Af represents the signed frequency shift. Therefore, a negative value for
A f would shift the signal downwards and a positive value for Af would shift the signal upwards.

Af = f target — f current (4:9)

4.1.3 Signal Combination

Signal combination is a relatively simple operation in comparison to other digital signal process-
ing operations. Signal combination takes multiple component signals of the same sample rate and
returns a single composite signal containing all of the component signals. It should be noted how-
ever, that the combination is a superposition of the signals. Therefore, each input component signal
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should occupy its own frequency band if it is intended that the signals should not interfere. As
is outlined in [subsection 4.1.1} given that time-domain IQ samples represent the sum of sinusoidal
components, the composite signal can be found by summing the component signals’ time-domain
IQ samples.

N
Xcombined (t) = Z xn(t) (4.10)

n=1

This is illustrated in [Equation 4.10, where Xcombined(t) represents the composite signal and x,(t)
represents the nth component signal.

4.1.4 Integer Resampling

Integer resampling as a digital signal processing operation is the modification of the sample rate of
a given signal by an integer factor. In terms of NB-IoT carriers, it is applied when the carrier sample
rate does not match the wideband sample rate. Resampling consists of two directional operations,
upsampling and downsampling. Upsampling, as the name suggests, modifies the input sample rate
upwards by a given upsampling factor, represented here as L. Downsampling on the other hand
modifies the input sample rate downwards by a given downsampling factor, represented here as
M. Resampling is applied on discrete samples as opposed to continuous samples, therefore, the
following sections express equations in the discrete sample index n as opposed to the continuous
time t.[19]

Upsampling
fsup =L fs (4.11)

As was mentioned above, upsampling increases the sample rate of a signal by an integer factor L,
as is illustrated in [Equation 4.11] This increase is achieved by inserting L — 1 zeros between each

original sample as illustrated in |[Equation 4.12

x[ﬁ} ifnmodL =0
Xup[n] = L (4.12)

0 otherwise

The operation illustrated in causes spectral images to appear within the new wider
baseband, which are unwanted. To counteract this, given that the input signal is located at baseband,
the output signal must be passed through a lowpass filter after the zero insertion, referred to as
an interpolation filter. This interpolation filter allows the desired signal at baseband to pass, but
suppresses all other unwanted images.[19]

Downsampling

_
fs,down = M (4.13)
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Similarly to upsampling, downsampling decreases the sample rate of a signal by an integer factor
M, as shown by [Equation 4.13] To achieve this, the input signal is decimated by M, where every
Mth sample is kept and the rest are discarded, as is illustrated in [Equation 4.14

Xdown[1] = X[11M] (4.14)

After this decimation, the sample rate of the output signal will be reduced and therefore so will
the Nyquist boundary. To avoid having the desired signal be interfered with by aliasing, given that
the input signal is located at baseband, the input signal should first be passed through a lowpass
filter, referred to as an anti-aliasing filter. This anti-aliasing filter will ensure that any signal that
would exist outside the post downsampling Nyquist boundary is suppressed, thereby avoiding
aliasing.[19]

4.2 Central Processing Unit

Although the field of CPU design is broad and complex, only understanding of a few basic concepts
is necessary to understand this report. As can be seen in in their simplest forms CPUs
consist of four basic components, the Arithmetic Logic Unit (ALU), the Control Unit (ConU), cache
memory, and registers.

Single Core CPU

Control Unit <

Y

Arithmetic Logic Unit

" J

Registers

4

L1 Cache

4

L2 Cache

4

L3 Cache

¢

Random Access Memory

Figure 4.1: Diagram of the components in a single-core CPU.
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As the name suggests, the ConU is responsible for the control flow in the CPU. This includes han-
dling instructions delivered to the CPU, instructing the ALU, and handling the input and output of
data from the CPU. Similarly, the ALU is responsible for handling arithmetic and logic operations
assigned to it by the ConU. In general, the ALU can handle three types of operation, arithmetic op-
erations, logic operations, and shifting operations.[20] The registers are the smallest denomination
of memory in the CPU, with general purpose registers typically being only 64 bits, however, they
are also the fastest to access. Registers are typically used for the inputs and outputs of the ALU as
well as assorted counters and flags. Cache memory is the next step up in terms of memory size in
the CPU as well as the next step down in terms of access speed. There typically exist three levels
of cache, these being L1 cache, L2 cache, and L3 cache. The speed of access decreases as you move
from L1 to L3, while conversely the size increases. Cache memory is used to hold data frequently
required by a given CPU core in order to avoid having to access the significantly slower Random
Access Memory (RAM).

4.2.1 Central Processing Unit Cores

Multi Core CPU
Core 0 Core 1
Control Unit «<—>»  Arithmetic Logic Unit Control Unit [ «—>»{ Arithmetic Logic Unit
Registers Registers
L1 Cache L1 Cache
L2 Cache L2 Cache
N N
A A
L3 Cache
A
Y
Random Access Memory

Figure 4.2: Diagram of the components in a multi-core CPU.

Almost all modern CPUs are not single-core CPUs as illustrated in [Figure 4.1|but are instead multi-
core CPUs. The main difference between single and multi-core CPUs is the presence of multiple
CPU cores. Although specific implementations vary significantly between vendors, in general a
CPU core contains one or more ALUs, a ConU, and a set of registers. Furthermore, depending
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on vendor and model, some levels of cache are duplicated per core, typically L1, while others are
shared between cores, typically L3. This means that a multi-core CPU is in essence a collection of
smaller CPUs with some of the supporting components shared. The benefits of this are that at any
given time, the CPU can be working on a number of parallel tasks up to the number of physical
cores available to the CPU. The distinction of physical cores is necessary, as in CPUs that support
Simultaneous Multi Threading (SMT) technology, there exist virtual cores, where two virtual cores
share one physical core, and therefore only one virtual core can be executing at any given instant in
time. The number of cores a CPU has access to greatly influences its performance in parallelizable
tasks. However, in strictly sequential tasks CPU core count cannot be used to accelerate the task.

4.2.2 Threading

Core O
Thread 0
Core 1 Time g
Thread 1
Time >

Figure 4.3: Timing diagram of two threads executing on two CPU cores.

Similar to CPU cores described in [subsection 4.2.1] threads are a tool that can be utilized to execute
operations concurrently or in parallel, depending on available CPU cores. However, unlike CPU
cores, threads are a logical component and not a physical one. To elaborate, threads are a sequence
of instructions that can be executed in parallel with other threads. In the best case scenario illus-
trated in where the number of cores is greater than or equal to the number of threads,
all threads can be executing at any given time instant. On the other hand, it is also possible to have
multiple threads executing on one core. In this case at any time instant, only one of those threads
can be executing. However, as can be seen in depending on the fairness algorithm being
used for the relevant threads, some level of concurrency can be achieved. It should however be
noted that although some level of concurrency is achieved, there is a slowdown due to the need to
share the physical computational resources of the core. The different fairness approaches illustrated
in vary this slowdown between threads. For example, round-robin shares this slowdown
equally between threads, whereas the First In First Out (FIFO) approach ensures that the thread
does not experience slowdown while running. However, the thread waiting to execute gets signif-
icantly delayed. On the other hand, the priority based approach allows for explicit priorities to be
set between the threads and ensures that higher priority threads never experience slowdown from
lower priority threads.
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Round-robin
Core 0
Thread 0 Thread 1 Thread 0 Thread 1 Thread 0
Time ”
FIFO
Core 0
Thread 0 Thread 1
Time ”
Priority-based
Core 0 Preempt Resume
Thread 0 Thread 1 Thread 0
Time g

Figure 4.4: Timing diagram of two threads executing on a single CPU core under different fairness approaches.

4.2.3 Cache Hits, Misses, and Thrashing

Three relevant concepts to understand with regard to this report are cache hits, cache misses, and
cache thrashing as they have significant performance implications. Cache hits occur when a given
CPU core needs to fetch data, and that data is already loaded into cache. This has a positive
performance impact as less time is required to fetch the necessary data. Conversely, a cache miss
occurs when a given CPU core attempts to fetch data and that data is not located in the cache. This
has a negative performance impact as in the best case scenario the RAM must be accessed to fetch
the data, and the data must then be moved to cache, and in the worst case scenario space must be
made in the cache prior to the data move as well. Cache misses always occur the first time data
is being fetched by the CPU, and typically occur when a CPU core is switching from one task to
another. Finally, cache thrashing occurs when two or more cache misses continuously recur, with
each cache miss evicting the other’s data. This typically occurs if the data required by a thread
is too large to fit in the cache and the access patterns are poorly optimized, or alternatively it can
occur due to frequent repeated context switching. This has an extreme negative impact as data
must continuously be fetched from RAM and is a typical cause of significant slowdown in threads
sharing the same core.



20 Chapter 4. Technical Analysis

4.3 Ethernet Connectivity

Ethernet connections, whether peer-to-peer or routed, terminate at a Network Interface Card (NIC)
located at the connected devices. This NIC is responsible for managing the Ethernet connection
between peers as well as converting data between the host’s internal digital representation and the
line-coded signalling transmitted over the physical medium. When the data needs to be transferred
between the application layer and the NIC, there are two typical approaches. The most popular

approach highlighted in is an interrupt based approach.

Network Interface Card Central Processing Unit Application

Other
Work

Hardware IRQ

i

IRQ
Handling

¥

Data Provided

Other
Work Application
T Processing

Figure 4.5: Sequence diagram of an interrupt based Ethernet packet handling approach.

As can be seen in in an interrupt based system when data arrives at the NIC a hardware
interrupt is sent to the CPU, which after handling the interrupt moves the packet from the NIC’s
memory to system memory and makes the data available to an application [21]. This is particularly
efficient in low throughput applications as no CPU cycles are wasted attempting to handle a packet
which does not exist. However, this approach presents some drawbacks, primarily in the form of
latency. This induces additional latency before the packet is made available to the application due
to the necessity to handle an Interrupt Request (IRQ). These IRQs are latency inducing in high
throughput systems as they require a mandatory context switch from the CPU which can be costly
in terms of processing time [21].

An alternative approach to handling data transfer between NIC and host system, which is partic-
ularly well suited for high throughput systems, is a polling based approach. As can be seen in
in the polling based approach, a CPU core is assigned to poll the NIC at a given rate
to either provide packets to be sent, or to retrieve packets that have been received. In cases where
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packets are continuously arriving and departing, this approach is advantageous over the interrupt
based approach as no IRQ handling is necessary. However, in cases where a packet is not being
sent or received at every cycle, there is significantly higher wasted processing time, as the CPU core
must poll regardless of whether a packet is available or not.

Network Interface Card Central Processing Unit Application

| any packet?
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> |
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| ——2" packet? Poll Application
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I ----------------- no response -------------- |_
— |
' any packet?— | |
| — Poll
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I any packet?— | l
<« Poll I
|
|

Figure 4.6: Sequence diagram of a polling based Ethernet packet handling approach.
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In order to answer problem statement 1 defined in [subsection 2.5.1] it is first necessary to propose
a user-plane architecture design for the system proposed in this design is presented in
In order to validate the proposed design, it would be necessary to implement and test it.
However, as is discussed insection 2.5, implementing the full system would be infeasible. Therefore,
presents an abstracted testbed design which focuses primarily on the ORAN Radio Unit
(O-RU). To answer problem statement 2 defined in [subsection 2.5.1|it is necessary to investigate the
relation between serviceable ORAN Distributed Unit (O-DU) number and core count. Therefore,
isubsection 5.1.1| outlines the design of a scalable testbed O-RU that allows for the easy configuration
of supported O-DU number as well as Central Processing Unit (CPU) count.

5.1 System Architecture Design

Satellite Relay
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, N | Satellite Relay |
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| | | |
I A
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| Vendor 2 O-DU < O-RU Service Link
I | ' N
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|
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Figure 5.1: System overview diagram with individual components segmented.

Considering the system proposed in it can be seen that there are three unique compo-
nents of the Radio Access Network (RAN) that require design. These three components are the
O-DUs, the O-RU, and the satellite relay. However, if the components are considered individually,
as illustrated in in the context of user-plane functionality certain observations become
apparent.

22
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O-RU

O-CU | €——Midhaul————| O-DU l€—Split 8 eCPRI Fronthaul—»| (Shared)

Figure 5.2: System diagram from the perspective of an individual O-DU.

Firstly, as is illustrated in it becomes evident that in isolation, each individual O-DU
interfaces with an ORAN Central Unit (O-CU) and interchanges data pertaining to its assigned
carrier on its northbound interface. This behavior is identical to a non shared typical Non-Terrestrial
Network (NTN) Narrowband Internet of Things (NB-IoT) O-DU. Furthermore, when considering
the southbound interface, the O-DU sends and receives a single carrier in the form of time-domain
IQ samples from a single O-RU over enhanced Common Public Radio Interface (eCPRI). From the
perspective of the O-DU, given that the O-RU is designed to send and receive the carrier in the
same format as a non shared NB-IoT O-RU, this is also identical to the behavior of a split 8 NTN
NB-IoT O-DU. Therefore, this thesis proposes that, instead of designing a completely new O-DU
almost functionally identical to the already well documented NB-IoT NTN O-DU, the system should
instead utilize these standard O-DUs and ensure that the designed shared O-RU is compatible with
them.

Satellite Relay

Feeder Link Service Link

O-RU

(Shared) UE

Figure 5.3: System diagram from the perspective of the satellite relay.

Moving on to the satellite relay, as can be seen in its responsibility in the system in
the downlink direction is to receive carriers on the feeder link, translate feeder link frequencies to
service link frequencies, amplify the signal, and transmit the signal on the service link. In the uplink
direction, the inverse operations are applied. Firstly, the signal is received on the service link, the
service link frequencies are converted to the feeder link frequencies, the signal is amplified, and
then finally, the signal is sent back via the feeder link. Understanding this, it becomes clear that
the satellite relay requires no knowledge about the number or type of O-DUs present. Therefore,
given that the O-RU provides and receives the same feeder link signal in the same manner as a non
shared O-RU would, a standard non shared O-RU NTN NB-IoT satellite relay can be used.
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O-DU 1 < Satellite Relay
Feeder Link
< o O-RU
O-DU 2 < Split 8 eCPRI Fronthaul—>] (Shared)
Oo-DU3 <

Figure 5.4: System diagram from the perspective of the O-RU in a system with 3 O-DUs.

Finally, as can be seen in when considering the system from the O-RU perspective,
there is no immediately obvious way in which an existing O-RU design can be reused. In the
downlink direction the O-RU must receive multiple individual carriers in time-domain IQ over
eCPRI at the fronthaul. The carriers must then be shifted from baseband to their correct feeder
link frequencies. It is assumed that the O-RU would be preconfigured in advance over the control
plane with the mapping between carrier IDs and feeder link frequencies. The shifted carriers must
then be combined into a wideband signal and sent to the satellite relay over the feeder link. In the
uplink direction, the O-RU must receive the combined wideband signal from the satellite relay on
the feeder link. The combined wideband signal must then be decomposed into individual carriers,
and each carrier must then also be shifted to baseband. Finally, all the carriers must be sent out to
the respective O-DUs over the eCPRI fronthaul interface.

Given these observations, it can be said that so long as an O-RU which interacts with each individual
O-DU and the satellite relay identically to a non shared O-RU can be designed, then all the other
components in the system can be reused from a standard NB-IoT NTN system. This is particularly
advantageous as it would mean that implementing such a system would be significantly more
feasible, as it would only require creating a new O-RU, and allow for reusing already existing
satellite relays. Considering these advantages, this thesis proposes designing a shared O-RU with
the constraint that it must interface with non modified existing hardware.

5.1.1 Shared ORAN Radio Unit Design

Given the decisions made in it is possible to determine a set of requirements for the
shared O-RU. Firstly, the O-RU must send and receive carriers at baseband in the form of time-
domain IQ samples over eCPRI. Secondly, the O-RU must send and receive the combined wideband
signal to the satellite relay with the carriers at fixed feeder link frequencies. If these two require-
ments are fulfilled and if only the user plane is accounted for, then it is sufficient to consider the
O-RU compatible with preexisting hardware.
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Figure 5.5: Diagram of data flow in the shared O-RU.

Taking into account these requirements, it is possible to propose a general data flow for the O-RU, an
illustration of which can be seen in Following this data flow, it is evident that the system
can be split into 4 distinct components in the uplink and downlink directions. In the downlink
direction, carriers must be received over Ethernet and deserialized from their eCPRI packets. The
system component responsible for this is named the eCPRI fronthaul interface. Once the carriers
are deserialized they can be forwarded to a carrier frequency shifter component. Here, the carriers
will individually be shifted to their corresponding feeder link frequencies. The carriers must then
be combined together to make a single wideband signal. This component will be named the carrier
combiner. Finally, the carrier must be sent to the satellite. This will be handled by the Radio
Frequency (RF) interface. In the uplink direction, the carriers must be received from the satellite.
Given that Software Defined Radio (SDR) hardware is almost always bidirectional, the same RF
interface from the downlink can be used. Once received, the carriers must individually be returned
to baseband. This can be done by the carrier frequency shifter component. Finally, given Ethernet
sockets are also bidirectional, the carriers can be serialized and sent over the fronthaul by the same
eCPRI fronthaul interface from the downlink. Given this data flow design, there are 4 distinct
system components which can be designed in further detail.

eCPRI Fronthaul Interface

It has already been established that the fronthaul interface’s responsibility is to receive and send
eCPRI over Ethernet packets. Furthermore, the interface must also ensure to forward and receive
the carriers internally as time-domain IQ samples not Ethernet packets. Therefore, there are two
distinct tasks the interface must achieve. Firstly, it must be capable of sending and receiving Ethernet
packets. Secondly, it must be able to encode and decode carrier IQ samples to and from eCPRI
packets.

For the task of sending and receiving Ethernet packets there are two general approaches that can
be applied. The first approach is to use the standard interrupt based Ethernet packet processing
strategy discussed in This strategy would be the efficient choice at low carrier numbers
and intermittent transmission. However, ideally the O-RU should be able to handle the largest num-
ber of carriers possible. Furthermore, considering that the radio will be transmitting continuously
under normal operation, it will be rare for the interface not to be processing packets. Therefore,
a polling based approach is chosen to be used. The polling based approach sacrifices CPU effi-
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ciency in low throughput scenarios for improved high throughput performance as it ensures that
the thread polling the Network Interface Card (NIC) has a warm cache and a CPU core always
available. Although it is possible to separate the sending and receiving of packets into two separate
threads if throughput needs are great enough, it is decided that this will not be necessary in this ap-
plication. Therefore, the final design is a polling based approach with a single combined reception
and transmission polling thread.

Byte 0 Revision Reserved C
Byte 1 Message Type (= 0, IQ Data)
Byte 2
Payload Size

Byte 3
Byte 4

PC ID
Byte 5 - carrier ID
Byte 6

SEQ_ID
Byte 7 - SFN + slot
Byte 8 IQ samples (first byte)

E L bytes E
Byte 3+L

IQ samples (last byte)

Figure 5.6: Packet diagram of the eCPRI IQ data message type.

As for the task of encoding and decoding the IQ samples, eCPRI over layer 2 Ethernet will be used
as the transport protocol for the fronthaul network. This means that the time-domain IQ samples
representing each carrier will be packaged into an eCPRI message format, and this eCPRI packet
will then be packaged inside of an Ethernet frame payload. The Ethernet header will contain the
destination and source MAC address which allows for the switching of the frame to the correct
O-DU or O-RU NIC. This leaves only the issue of how to ensure that the information of what SFN
and slot the IQ data represents, as well as what the carrier ID is. To solve these issues the eCPRI
specification is considered, specifically the different message types the protocol supports. This thesis
considers only the user plane, and therefore, only the IQ data message type is necessary. As can
be seen in the eCPRI specification presents the IQ data message type as containing a
PC_ID followed by a SEQ_ID followed by the IQ samples.[6] Furthermore, the specific contents of
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the PC_ID and SEQ_ID are left to be vendor specific. Therefore, it is chosen that the PC_ID shall
contain the carrier ID of the IQ data, and the SEQ_ID shall contain the SFN and slot of the IQ

data.[6]

Carrier Frequency Shifter

The second component that needs to be designed is the carrier frequency shifter. This component is
responsible for shifting the frequency of the carriers. In the uplink direction this consists of taking
the time-domain IQ samples of the carrier at baseband and converting them to the time-domain
IQ samples of the carrier at a given offset that represents its position in the wideband signal. In
the downlink direction the carrier frequency shifter has to take the time-domain IQ samples for the
wideband and shift the frequency such that there is an output with each of the combined carriers
at baseband.

In order to design this component the possible shifts for the carriers need to be identified. The
carriers shall be positioned such that 70 kHz guardband is present between the carriers with the
guardband between carriers 0, and 1 being located at the center frequency. The carriers will then
grow outwards with the even carriers being shifted negatively in frequency and the odd carriers
being shifted positively in frequency. It is assumed that in a complete system the pairing between a
carrier’s frequency in the feeder link and its carrier ID would be configured over the control plane.
Therefore, this thesis assigns feeder link frequencies to carriers in ascending numerical order. This
numbering is arbitrary and any other ordering of the carrier IDs is perfectly valid.

NB-loT carrier allocation — 6 carriers within 1x1.92 MHz = 1.92 MHz sample rate (Nyquist +0.96 MHz)

-Nyquist = -0.96 MHz +Nyquist = +0.96 MHz

0.0 0.5 1.0
Baseband frequency offset (MHz)

-1.0

Figure 5.7: Carrier positions in the wideband signal with an upsampling factor of 1.

As can be seen in if the standard NB-IoT sampling rate for a carrier at split 8 of 1.92
Msps is used there can be a maximum of 6 carriers positioned within the Nyquist frequency limit.
This would impose a harsh limit on the maximum number of supportable carriers for the O-RU.
Therefore an additional task for the carrier frequency shifter is identified. The carrier frequency
shifter must also upsample the input carriers up to a given upsampling factor. Conversely, in the
uplink direction the carrier frequency shifter must then also downsample the wideband back down

to 1.92 Msps.[22]
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NB-IoT carrier allocation — 14 carriers within 2x1.92 MHz = 3.84 MHz sample rate (Nyquist +1.92 MHz)

-Nyquist = -1.92 MHz +Nyquist = +1.92 MHz

[
Baseband frequency offset (MHz)

Figure 5.8: Carrier positions in the wideband signal with an upsampling factor of 2.

There is, however, a trade off to be weighed when the upsampling factor is being determined.
This trade off is that the higher the upsampling factor the more carriers can fit in the spectrum.
However, the higher the upsampling factor the more computationally expensive processing each
carrier is due to the larger number of discrete samples per slot. This thesis will investigate the
performance for upsampling factors of 2 and 4. However, in principle depending on available
hardware and required carrier count, any upsampling factor is valid. As can be seen in [Figure 5.§|
and the maximum carriers that can fit in the spectrum are 14 at upsampling factor 2, and
30 at upsampling factor 4.

NB-IoT carrier allocation — 30 carriers within 4x1.92 MHz = 7.68 MHz sample rate (Nyquist +3.84 MHz)

-Nyquist = -3.84 MHz +Nyquist = +3.84 MHz

T T
0 2 4
Baseband frequency offset (MHz)

Figure 5.9: Carrier positions in the wideband signal with an upsampling factor of 4.

Given the above design decisions and observations, the final design for the carrier frequency shifter
is as follows. Firstly, there will be two sub-components a combined upsampler and downsampler,
and a frequency shifter. The upsampler and downsampler is responsible for taking in either an input
carrier at baseband and upsampling by the decided upsampling factor to the wideband sample rate,
or for taking a wideband signal and downsampling it by the upsampling factor back to the input
sample rate of 1.92 Msps. The frequency shifter will receive either an upsampled input carrier,
which it will shift to its feeder link frequency based on its carrier ID as shown in or
Figure 5.9, Alternatively, the frequency shifter will receive a wideband signal which it must shift so
that the carrier with the specified carrier ID is located at baseband. In the downlink direction the
input carriers will go through the upsampler then the frequency shifter, while in the uplink direction
the wideband signal will pass through the frequency shifter first and then the downsampler.
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Carrier Combiner

The carrier combiner’s role in the system is relatively simple. The carrier combiner must receive
the frequency shifted and upsampled carriers from the carrier frequency shifter and combine them
all together into the final wideband signal. The only complication is that the combiner can only
combine the carriers once it has received all of them from the carrier frequency shifter. To support,
this an input buffer will be placed between the carrier frequency shifter and the carrier combiner.
When this buffer contains all the frequency shifted carriers for a given SFN and slot, the carrier
combiner can then take them and produce the final wideband signal.

yln] =Y x[n] (5.1)

Equation 5.1 shows the mathematics behind the carrier combination, where y[n] is the output wide-
band signal, x¢[n] is the input carrier with carrier ID k, and N is the total number of carriers.

RF Interface

The RF interface is also relatively simple. The interface must receive the wideband signal from the
carrier combiner and ensure that it is transported to the SDR and is transmitted on the antenna.
One consideration is that should the combiner fail to produce a wideband signal for a given SFN
and slot, the RF interface must be ready to substitute the slot with silence in order to avoid potential
underflows at the SDR. In the uplink direction, the RF interface must retrieve slots from the SDR
and make them available to the frequency shifter. This is achieved by storing the received wideband
signal slots in a reception buffer, from which the carrier frequency shifter can receive a copy for
each carrier.

5.2 System Testbed Design

Although a real world system design has been presented in [section 5.1} this system would be infea-
sible to replicate exactly in a testbed environment. Therefore, this section will present an abstracted
testbed design which will be implemented in order to determine the scaling properties of the above
system design. Firstly, given that only the user plane is considered, as well as the fact that a standard
O-DU is to be used, it is decided that a full O-DU implementation will not be used. Instead, seeing
as the scaling of the O-RU is being investigated, and the fact that the O-RU cannot differentiate be-
tween NB-IoT carriers and 180 kHz bandlimited noise in the time domain, an O-DU emulator will
be used. This O-DU emulator will package 180 kHz bandlimited noise in the same manner it would
a real NB-IoT carrier in the fronthaul. This packet will then be sent to the O-RU. Furthermore, given
that the satellite relay has no impact on the performance of the O-RU, it has also been abstracted
away and has been replaced with a logical loopback in the O-RU. This resulting testbed design is

illustrated in [Figure 5.10
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\
O-DU Emulator  [€«—Logical TUN/TAP Connection—» Shared O-RU Logical Loopback

Figure 5.10: Testbed component diagram.

In order to test the scaling of the O-RU it is necessary to increase the number of carriers sent
through it gradually. Typically, this would require connecting multiple O-DUs. However, other
than the MAC address, the O-RU has no way of knowing whether a packet arrives from one O-DU
or another. Therefore, in this testbed the O-DU emulator is designed in such a way that it can send
a number of carrier packets for each slot. In this way, it is possible to scale the carriers sent through
the O-RU in a realistic manner without requiring multiple O-DU instances. Furthermore, for data
collection, the O-DU emulator will have a ring buffer for each carrier sent that can hold 1000 slots.
This allows for the last 1000 slots from the O-RU to be recorded.
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Figure 5.11: Dataflow diagram of the testbed O-RU with multi-threaded uplink and downlink frequency shifters.

In order to test the scaling of the system, it is necessary for the O-RU to be scalable. As can be
seen in this is achieved by identifying the parallelizable components of the system. The
fronthaul interface will run on a single thread, as will the carrier combiner. Furthermore, the logical
loopback will also be assigned a thread as a stand in for the RF interface. This leaves the uplink
carrier shifter tasks and the downlink carrier shifter tasks. These will be parallelized to n uplink
worker cores and n downlink worker cores, providing scalability. The worker cores are scaled
symmetrically as the computational load for the uplink and the downlink is roughly equivalent.
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In order to answer the problem statements defined in [subsection 2.5.1} the testbed designed in

was implemented.

6.1 Logical Loopback Testbed

core #

0 1 2 3 4 10 11 12 13 14 15

n=1 Emul+Sys FH Comb Loop free (cores 7-15)

n=2 Emul+Sys FH Comb Loop free (cores 9-15)

n=3 Emul+Sys FH Comb Loop uL3 free (cores 11-15)

n=4 Emul+Sys FH Comb Loop uL2 uL3 uL4 free (cores 13-15)
|

n=5 Emul+Sys FH Comb Loop ULL uL2 uL3 uL4 UL5 | 15
|

|:| Fixed threads (emulator, FH, combiner, loopback) . DL workers |:| UL workers free / spare

Figure 6.1: Thread to core mapping for the testbed at different worker counts n.

For the loopback testbed, the Central Processing Unit (CPU) used was an Intel 11th Gen i7-11800H
with a base clock of 2.30 GHz. This CPU provides 8 physical cores and 16 virtual cores due to Intel
Simultaneous Multi Threading (SMT). The assignment of the logical threads in the testbed to the
physical cores is illustrated in Furthermore, given that this testbed serves the purpose
of finding the maximum supportable carrier count, it is necessary to ensure that there are sufficient
timeouts to ensure that the system stays operational even beyond its maximum load. To this end,
the dataflow was slightly revised in order to allow for timeout placement.

31
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Figure 6.2: Revised dataflow diagram showing timeout placement for timeouts A, B, and C.

As can be seen in in this revised dataflow three timeouts can be identified. These
timeouts have been labeled A, B, and C. For timeout A, if a carrier finishes processing more than 1
ms after the start of the processing of its slot it is replaced by silence in the combiner. For timeout
B, if a wideband signal is not produced within 1 ms of the combination starting, the wideband is
replaced with silence. Timeout C handles the uplink process. If a carrier arrives 1 ms after its slot
has begun uplink processing, the fronthaul will skip it and send an empty fronthaul packet at its
intended send time. This combination of timeouts ensures that even if the system is overloaded
the ORAN Distributed Units (O-DUs) always receive a packet for each slot, although some slots
might be empty. The logical loopback always receives a slot every ms as it mimics an Software
Defined Radio (SDR) implementation that would require constant dataflow or it would result in an
underflow.

6.1.1 Resampling Filters

As was discussed in upsampling is necessary for the ability to support more than 6
carriers. Furthermore, as is discussed in [subsection 4.1.4} in order to avoid images in the resulting
upsampled signal after zero insertion it is necessary to pass the signal through an interpolation
filter. This filter can be configured in different manners depending on how aggressive the image
suppression needs to be in comparison to computational complexity. With the carrier layout pro-
posed in any images in the upsampled signal will land on top of a carrier. Therefore,
sufficient image suppression is necessary to avoid corrupting the other carriers when the signals are
combined. To achieve this image suppression a Blackman-windowed sinc filter with 8 taps/phase
is used. The impulse response of this filter can be seen in [Figure 6.3 with the location of the carriers
first image highlighted. From this graph it is possible to see that the worst case image suppression
in the relevant image band is -76 dB. This is deemed sufficient for the validation and performance
testing, however, it is noted that a stricter filter may potentially be necessary in real world appli-
cations. Furthermore, given that the 1st image is deemed sufficiently suppressed, all other images
need not be considered, as they are more suppressed than the 1st.
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Figure 6.3: Downlink upsampling filter response with upsampling factor 4

Similarly to the downlink direction, in the uplink direction it is necessary to filter the wideband
signal prior to decimation to avoid aliasing from signals above the new Nyquist boundary. However,
given that frequency shifting occurs prior to the downsampling, there is a unique situation where
only the 180 kHz centered at baseband is relevant information. This means that the filter must pass
the 180 kHz surrounding baseband, and reject the band that will fold over into the baseband above
the Nyquist boundary. This means that it is possible to have a filter with a large transition band. To
satisfy this case a windowed Blackman filter is again used, however, the cutoff frequency is moved
to 525 kHz to allow for the filter to roll off gradually. As can be seen in this filter achieves
a suppression of -83 dB in the fold in zone, which is sufficient to ensure the carrier at baseband is
not affected.
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Figure 6.4: Uplink downsampling filter response with upsampling factor 4

6.1.2 Fronthaul Interface

For the fronthaul interface, a polling based approach was decided on. To achieve this Data Plane
Development Kit (DPDK) is used in the implementation, specifically the poll mode drivers provided.
A combined polling thread makes both send and receive calls to the poll mode driver in every poll.
In a real world implementation an Ethernet connection would be used to service the fronthaul,
however, the testbed computer used lacks sufficient Ethernet ports to achieve this. Therefore, as can
be seen in a logical tap interface is used to stand in for the Ethernet Network Interface
Card (NIC). DPDK provides poll mode drivers for this logical interface, allowing for a logical tap
implementation that mimics a real NIC implementation almost exactly.[23]

Testbed Machine
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I Interface «— I
|
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I |
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\ /
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Figure 6.5: Diagram of the implemented fronthaul network
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7.1 Validation Test Results

In order to answer Problem Statement 1 defined inlsubsection 2.5.1/it was determined that a valida-
tion test should be completed. For the validation test, 6 carriers were put through the implemented
testbed, with an upsampling factor of 2, and a core number of 5. The resulting signals received back
at the ORAN Distributed Unit (O-DU) emulator were graphed in three ways. Firstly the signals
were graphed with a Power Spectral Density (PSD) graph, then as a spectrogram, and finally as a
filtered spectrogram. The PSD graph and the spectrogram will show the composite signal, with the
caveat that it will be after the anti-aliasing filter has been run on it. The filtered spectrogram will
show the individual carrier received back by the O-DU.

35
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Figure 7.1: Collection of PSD, spectrogram, and filtered spectrogram subplots for each carrier ID with L = 2, worker core
count = 5, and carrier count = 6.

As can be seen in the combined spectrum can be seen cleanly in the resulting subplots.
The outer carriers are slightly suppressed by the anti-aliasing filters, but when the combined view
from each carrier ID is considered, it is clear that the composite signal is correct. From the spec-
trograms it is evident that no slots have been missed in this run, and that each carrier is clearly
distinguishable in the wideband signal. This is further supported by the filtered spectrograms,
where each carrier is cleanly recovered and displayed. Combining all these observations, it is pos-
sible to state that the results support that this design is functional, and that the testbed is working
as intended.
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7.2 Performance Test Results

In order to answer Problem Statement 2 defined in [subsection 2.5.1|it was determined that a perfor-
mance test should be run which tests the maximum number of supportable carriers based on the
number of Central Processing Unit (CPU) cores available. The results report the worker cores used,
the total cores can be found by using where the 3 cores added represent the 3 fixed
cores in the ORAN Radio Unit (O-RU) illustrated in

Ncores_total = 3+ Neores_workers (7-1)

Furthermore, as was discussed in [subsection 5.1.1} varying upsampling factors were necessary to
support different number of carriers. Upsampling factors of 2 and 4 were tested, therefore the
following section is split into results for an upsampling factor of 2 and results for an upsampling
factor of 4. The graphs below are the probability that at a given number of carriers and CPU cores,
a given slot is successful for each carrier id. The probability of a slot being successful is given by

Equation 7.2l where 711, slots 1S the total slots recorded which is 1000 for these results. On the other
hand, #gyccessful_siots 1S given by the number of successful slots for each carrier.

n
P(SUCCQSS ) _ successful_slots (7‘ 2)

Niotal_slots

A slot is considered successful when the dBFS for that carrier in the span of -90 kHz to +90 kHz
exceeds -75 dBFS. A run is considered to have failed if any carrier’s P(success) drops below 97.5%.
The reason this threshold is not set to 100% is due to the fact that a Narrowband Internet of Things
(NB-IoT) connection can be maintained even if the occasional slot is lost. The following sections
show the number of carriers closest to the point of failure or the maximum number of carriers
possible in the spectrum if failure is not present.

7.2.1 Upsampling Factor 2

With an upsampling factor of 2, it becomes evident that the computational load for each carrier at
this upsampling factor is minimal. As can be seen in even with the minimal number
of worker cores, with 1 uplink worker core and 1 downlink worker core P(success) is comfortably
above 97.5% for all carrier IDs. Moving on, as can be seen in [Figure 7.3| [Figure 7.4} [Figure 7.5, and
this trend is continued for worker core counts 2, 3, 4, and 5. All carrier IDs for all core
counts are comfortably above the 97.5% threshold as would be expected.
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Figure 7.7: Graph of the Maximum Supportable Carrier Capacity as a Function of Number of Uplink and Downlink
Worker Cores.

This observation is made evidently clear in where the maximum supportable carrier
count is 14 for all core counts. The limiting factor in maximum supportable carrier count for this
upsampling factor is not computational resources, but rather spectral bandwidth. Given that the
full spectral bandwidth can be supported by 1 worker core, no additional benefit can be gained
from adding computational capacity to the system by increasing worker core count.

7.2.2 Upsampling Factor 4

Unlike an upsampling factor of 2, an upsampling factor of 4 provides much more interesting results.
As can be seen in it is clear that with 1 uplink and downlink worker core fewer carriers
are supported than when an upsampling factor of 2 is used. This is somewhat expected as with
higher upsampling factors supporting an individual carrier becomes more computationally expen-
sive. Specifically for 1 uplink and downlink worker core it is clear that the performance degrades
gradually as the number of carriers increases. This can be seen with carrier count 11, where only
carriers 8, 9, and 10 are below the threshold. When moving to carrier count 12, all 12 carriers are be-
low the threshold. Moving on to 2 uplink and downlink worker cores, as can be seen in
an expected improvement can be seen. The first failure at this worker core count is at carrier count
19. At carrier count 19, all but carriers 9 and 13 are below the threshold, while at carrier count 20
all but 14, 16, 17, 18, and 19 are above the threshold. This is an interesting observation, as it ap-
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pears for carrier count 19 the degradation is evenly spread across all carriers, but with carrier count
20 carriers 15 and up are disproportionately affected. As can be seen in this trend is
continued with uplink and downlink core count of 3 where the first failure appears at carrier count
22. For uplink and downlink worker core counts of 4, as can be seen in the increase in
supportable carriers is smaller, where the first failure is at a carrier count of 25. Going against the
observed trend, as can be seen in the first failure of uplink and downlink worker core
count of 5 is also seen at a carrier count of 25, however unlike with 4 worker cores where all carriers
are significantly below the threshold, only carriers 20 and 21 fall below the threshold.

L=4
y = probability above threshold -

P(slot = -75 dBFS) per carrier | core config: 1-1 |

Each subplot = one n_carriers run - x = carrier index - red line = 97.5 %

n_carriers = 11 n_carriers = 13

Figure 7.8: Graphs of the probability of a successful slot as a function of carrier ID for 1 Uplink and Downlink Worker
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Graphs of the probability of a successful slot as a function of carrier ID for 2 Uplink and Downlink Worker
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Figure 7.10: Graphs of the probability of a successful slot as a function of carrier ID for 3 Uplink and Downlink Worker

Cores.
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Figure 7.11: Graphs of the probability of a successful slot as a function of carrier ID for 4 Uplink and Downlink Worker
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Figure 7.12: Graphs of the probability of a successful slot as a function of carrier ID for 5 Uplink and Downlink Worker

Cores.
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Maximum Supportable Carriers vs Core Count
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Figure 7.13: Graph of the Maximum Supportable Carrier Capacity as a Function of Number of Uplink and Downlink
Worker Cores.

As can be seen in unlike with an upsampling factor of 2, with an upsampling factor
of 4 the limiting factor is not the spectral bandwidth but rather the computational resources. With
1 uplink and downlink worker core, 10 carriers can be supported. This is fewer than with an
upsampling factor of 2. This decrease in supportable carriers can be attributed to the increased
computational load each carrier imposes when upsampled by a factor of 4 as opposed to a factor
of 2. For 2 uplink and downlink worker cores the maximum supportable carrier count rises to 16,
an increase of 6 carriers. A similar increase is observed at an uplink and downlink core count of 3
where 21 carriers can now be supported, an increase of 5. When moving to an uplink and downlink
core count of 4, it can be seen that only 24 carriers can be supported, an increase of 3. Finally, at
uplink and downlink core count of 5 it can be seen that 24 carriers can be supported, an increase of
0.

This suggests that there are potentially two regimes for the scaling in the system. The initial regime
is for core counts between 1 and 3, where each additional core adds 5-6 supportable carriers. The
second regime is for core counts of 4 and 5, where the supportable carrier count appears to plateau
at 24 supportable carriers. It is suggested that for the first regime the limiting factor in number
of supportable carriers is the upsampling, the downsampling, as well as the frequency shifting
components that run on the uplink and downlink worker cores. Therefore, adding additional cores
improves the performance of the system. On the other hand, it is suggested that when 24 carriers
are reached, the limiting factor shifts to be either the carrier combiner or the fronthaul interface.
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This is due to the fact that these components are operating on a single core, and it appears that
adding additional uplink and downlink cores does not improve the performance of the system.



Chapter 8: Conclusion

Considering Problem Statement 1 and Problem Statement 2 defined in alongside the
results discussed in it is possible to answer the problem statements concretely.

Problem Statement 1 posed the question of to what extent a software ORAN Radio Unit (O-RU)
could be designed to support a multi-vendor, multi-tenant, bent-pipe Non-Terrestrial Network
(NTN) Narrowband Internet of Things (NB-IoT) system, considering only the user plane. This
thesis had designed just such an O-RU in The proposed design for the O-RU was con-
strained to interface with the satellite relay and each individual ORAN Distributed Unit (O-DU)
in the same manner a conventional non shared O-RU would. This, therefore, allows the design to
support multiple O-DUs to share an NTN O-RU while allowing for the components of an NTN
NB-IoT system to be reused directly, with the exception of the O-RU. The validation test presented
in confirms that in the testbed implemented, the composite wideband signal is correctly
formed, and that each carrier can be recovered cleanly from such a signal. Therefore, given that the
testbed is an accurate depiction of the real system, the success of the testbed can be taken to validate
that within the scope of the user-plane a shared software O-RU in a bent-pipe NTN NB-IoT system
is feasible.

Problem Statement 2 posed the question, for the designed O-RU implemented on a general purpose
Central Processing Unit (CPU), what the maximum number of concurrently serviceable NB-IoT
carriers is as a function of available CPU cores. The performance results discussed in
clearly show that the answer depends on the upsampling factor, which in itself defines a spectral
bandwidth carrier number cap to the system. At an upsampling factor of 2, where the spectral
bandwidth supports at most 14 carriers, the maximum supportable carrier count is 14 regardless of
the available worker cores. This is because in the case of an upsampling factor of 2, the limiting
factor is the available spectral bandwidth rather than the computational resources available. Moving
to an upsampling factor of 4, where the spectral bandwidth supports at most 30 carriers, the system
becomes computationally limited instead. The maximum supportable carrier count scales with the
number of worker cores, with the maximum supportable carrier count being 10, 16, 21, 24, and 24
for core counts of 1 - 5 respectively. For core counts between 1 and 3, each additional core adds
approximately 5-6 supportable carriers. This is suggested to be because the components parallelized
on the worker cores are the limiting factors. However for core counts of 4 and 5, the supportable
carrier count plateaus at 24, indicating that the limiting factor in this regime is the single threaded
components of the carrier combiner or fronthaul interface instead.

Combining the answers to these two problem statements, it is possible to state that, a shared soft-
ware based O-RU performing time-domain carrier frequency shifting and combination for a bent-
pipe NTN NB-IoT system, is a feasible approach that scales adequately until a plateau is reached.
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8.1 Further Work

While this thesis has demonstrated the feasibility and characterized the carrier scalability of the
proposed shared O-RU, several avenues for further work still remain.

One such avenue of particular importance is the extension of the thesis through the development
of a more optimized testbed and design. Specifically, while the design and testbed implementation
presented in this thesis are validated to work, many opportunities for optimization are left open. In
no particular order, the first such opportunity is the migration from a frequency shifting and com-
bination channelization approach to a polyphase channelization approach. This would eliminate
one of the single threaded components, and in combination with the parallelization of the fronthaul
interface, would potentially remove the plateau identified in upsampling factor 4 results. Further-
more, the filters used in the current implementation are seen to be adequate, but research time can
be allocated here in an attempt to optimize them as they are a sizable portion of the computing load
on the uplink and downlink workers.

Moving on, in conjunction with the aforementioned avenue, it would be interesting to deploy the
implemented testbed onto a machine with more CPU cores available. This would allow for the
potential plateau identified in the upsampling factor 4 results to be investigated further by the
addition of more worker cores to the system. Furthermore, with more CPU cores available, a
potential extension could also be to extend the sweep of upsampling factors.

While this thesis argues that the abstracted testbed presented in [chapter 6is sufficient to investigate
the proposed real world system, a less abstracted testbed would also prove interesting to investigate.
Specifically, one such concretion is the addition of a more realistic Radio Frequency (RF) interface
potentially encompassing emulation of the satellite, service, and feeder links. Alternatively, a more
complete implementation of the O-DU could be considered such that channel quality metrics such
as Error Vector Magnitude (EVM) could be investigated.

Finally, the scope of this thesis was deliberately constrained to the user-plane. Therefore, an obvious
extension to this thesis is the inclusion of the control-plane to result in a complete system design.
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