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Abstract:

Intrusion Detection and Prevention Systems (IDS/IPS) are the foun-
dation for modern network security architecture, but organizations
who are seeking to deploy these solutions are facing a signifi-
cant challenge: there is no independent, multi-dimensional frame-
work which compares the three most widely deployed open-source
tools Zeek, Snort 3, and Suricata in a structured, reproducible, and
evidence-based manner. Existing studies have either focused on
a single quality dimension, or they have excluded at least one of
the three tools while comparing, or they have relied on outdated
datasets which do not represent contemporary attack patterns.

So, this thesis addresses this gap by designing and applying a Qual-
ity Evaluation Framework (QEF) that evaluates these three tools at
once across five quality dimensions: Detection Effectiveness, Per-
formance Efficiency, Resilience, Adaptability, and Interoperability.
The framework is grounded in the ISO/IEC 25010 software qual-
ity model and it uses a scoring matrix which produces a average
quality score for each tool. For this, the testing was conducted in
a controlled laboratory environment using the CICIDS 2017 dataset
which was replayed via tcpreplay.

The results show that Zeek achieved the highest average score of
4.20/5, driven by a perfect resilience score (5/5) and strong adapt-
ability (4/5) through its scripting language. However, it is impor-
tant to note that Zeek’s high average score does not reflect strong
alert-based detection: its default configuration produced a true pos-
itive rate of only 10.79% due to the absence of dedicated detec-
tion scripts caused by a plugin compatibility issue in the test en-
vironment. Zeek’s attack category coverage score (5/5) reflects the
breadth of its network logging rather than active signature detec-
tion, and the two must not be conflated when interpreting the av-
erage ranking. Suricata achieved a average score of 3.8/5 with the
highest True Positive Rate of 83.33% and the strongest interoperabil-
ity score (5/5), making it the most operationally ready tool for SOC
environments which require integration with SIEM platforms. Snort
3 achieved a average score of 3/5 and is the most efficient in terms
of resource utilization (CPU 28.28%, RAM 236 MB) but it showed
a high False Positive Rate of 87.63% indicating that its community
rule set requires tuning before its deployment.

The QEF and its scoring matrix are designed in such a way that they
can be reused by practitioners to apply the framework in their own
environments by adjusting dimension to reflect their own priorities.







Abbreviations

In this thesis, the following abbreviations are used. Each abbreviation is defined in full at its
first occurrence in the text and are listed here for reference.

Abbreviation Meaning

CICIDS Canadian Institute for Cybersecurity Intrusion Detec-
tion Evaluation Dataset

CPU Central Processing Unit

CVE Common Vulnerabilities and Exposures

DDoS Distributed Denial of Service

DNS Domain Name System

DoS Denial of Service

ELK Elasticsearch, Logstash, Kibana (SIEM stack)

ET Emerging Threats (rule set)

FPR False Positive Rate

FTP File Transfer Protocol

HTTP Hypertext Transfer Protocol

IDS Intrusion Detection System

IPS Intrusion Prevention System

ISO International Organization for Standardization

JSON JavaScript Object Notation

KDD Knowledge Discovery in Databases (KDD Cup 1999
dataset)

NIC Network Interface Card
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Abbreviation

Meaning

NIDS Network Intrusion Detection System

NIST National Institute of Standards and Technology

NSL-KDD Network Security Laboratory - Knowledge Discovery
in Databases

OISF Open Information Security Foundation

PCAP Packet Capture (file format)

QEF Quality Evaluation Framework

RAM Random Access Memory

REST API Representational State Transfer Application Program-
ming Interface

SIEM Security Information and Event Management

SLR Systematic Literature Review

SMB Server Message Block

SOAR Security Orchestration, Automation and Response

SOC Security Operations Centre

SSH Secure Shell

TCP Transmission Control Protocol

TLS Transport Layer Security

TPR True Positive Rate (also known as Detection Rate or
Recall)

UNB University of New Brunswick

UNSW-NB15 University of New South Wales Network Benchmark
2015 Dataset

VM Virtual Machine

Table 1: List of Abbreviations Used in The Thesis
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Chapter 1

Introduction

1.1 Background and Context

The growth in the connectivity of internet, cloud computing, and network devices has in-
creased the attack surface available to malicious actors. As a result of this, organizations and
governments all over the world are facing an increasing number of cyber threats such as port
scanning, brute force attacks, denial of service, exploitation of web applications, and advanced
persistent threats. In this environment, detecting and responding to intrusions in a real time
has become a fundamental requirement for protecting the confidentiality, integrity, and avail-
ability of networked systems and devices. As noted by Scarfone and Mell from the NIST [1],
IDS/IPS are among the most critical technical mechanisms through which organizations can
clearly see threats that arise in the networks.

Intrusion Detection System (IDS) is one of them which passively monitors network traffic
and generates alerts when suspicious or malicious activity is detected, enabling security ana-
lysts to investigate and respond. An Intrusion Prevention System (IPS) extends this capability
by operating inline with network traffic and actively blocking identified threats in real time.
Together, these tools form a foundational layer for the modern security architecture, which
is typically deployed alongside firewalls, endpoint protection, and Security Information and
Event Management (SIEM) platforms within the Security Operations Centre (SOC) environ-
ment [1].

Within the IDS/IPS landscape, tools are broadly categorized as commercial or open-source.
Commercial tools such as Cisco Firepower and IBM QRadar Network Insights offer vendor
support and integrated management but are proprietary and expensive, making them inac-
cessible to smaller organizations and for academic researchers. Open-source tools however
are available freely, transparent, and adopted widely in both enterprise environments and
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academic research. Among open-source IDS/IPS tools, three tools are most common: Zeek,
Snort, and Suricata.

Snort was created by Martin Roesch in 1998 and is currently maintained by Cisco, making
it the most widely deployed open-source IDS/IPS world wide[2]. It operates on a signature-
based detection model and is benefited from one of the largest community rule ecosystems
of any security tool. Suricata was developed by the Open Information Security Foundation
(OISF) in 2010 to address the performance limitations of Snort’s single-threaded architec-
ture, introducing native multi-threading support and a rich JSON output format [3]. Zeek,
originally known as Bro and created by Paxson at the Lawrence Berkeley National Labora-
tory in 1994, takes a fundamentally different approach by functioning as a network analysis
framework that produces detailed structured logs of all observed network activity rather than
generating signature-based alerts [4].

Although these tools are deployed widely, organizations who decide to choose between these
tools face a significant challenge: there is no independent, standardized framework for evalu-
ating and comparing them across multiple quality dimensions.Existing comparison studies in
the literature either evaluate only one or two quality dimensions, exclude at least one of the
three tools, rely on outdated benchmark datasets, or test the tools under different conditions
that make direct comparison unreliable. This absence of a multi-dimensional quality evalua-
tion framework represents the central research problem addressed by this thesis.

This thesis is written for an audience of computer engineers who have a general background
in networking and software systems, rather than focusing only on cybersecurity specialists. In
this research, though terminology such as intrusion detection, signature-based rules, or SIEM
integration are introduced but they are defined and explained in accessible terms. For this,
a full list of abbreviations and there meanings is provided before Chapter 1. Furthermore,
readers who are unfamiliar with network security concepts will find sufficient information in
Chapter 2 followed by the methodology and results which are presented in later chapters.

1.2 Problem Statement

As established in the literature review in Chapter 2, Zeek, Snort, and Suricata are the three
most widely deployed open-source IDS/IPS tools, yet there is a lack of independent, multi-
dimensional quality evaluation framework for comparing them in a structured, reproducible,
and evidence-based manner. According to Waleed, Jamali, and Masood [5], the most compre-
hensive prior comparison of these three tools evaluated only performance parameters such
as throughput and packet drop rate, omitting quality dimensions such as adaptability, and



interoperability which have significant impact on their operations.

Furthermore, existing evaluation studies rely on the KDD Cup 1999 dataset, which was gener-
ated from simulated 1998 network traffic and has been criticized as unrepresentative of mod-
ern attack patterns. As demonstrated by Tavallaee et al. [6], this dataset contains significant
redundancy and does not reflect contemporary threats, so its continued use in IDS evaluation
research undermines the validity of results produced by studies that employ it. This thesis
addresses this methodological weakness by using the CICIDS 2017/2018 dataset, which was
specifically designed to represent modern, realistic network traffic and attack scenarios.

1.2.1 Why This Research Matters

This research practical importance extends to any organization from small to large enterprises
and government institutions which has to make informed decision about which open-source
IDS/IPS tool to deploy. This decision has direct consequences on the security posture of the
organization: a tool that performs well on detection rate alone may perform poorly on perfor-
mance under load or integration with SIEM platforms, leading to attacks being undetected or
an unmanageable volume of false alerts.

For the tasks of a computer engineer responsible for designing or maintaining a network
security infrastructure, the absence of a standardized evaluation framework means the se-
lection of tool is based on incomplete or inconsistent information. For instance, a engineer
may choose Snort because it is the most widely known tool, while without being aware that
Suricata offers significantly better multi-core performance or that Zeek provides richer behav-
ioral detection capability through its scripting language. This research directly addresses that
knowledge gap.

1.2.2 Potential Benefits of This Research

This thesis produces two concrete benefits for the field. First, the Quality Evaluation Frame-
work (QEF) which provides a structured, reusable tool that any engineer or security practi-
tioner can apply to evaluate IDS/IPS tools in there own environment not just the three tools
studied here. The framework is designed to be transferable and adjustable to different or-
ganization according to their priorities. Second, the results provided by this comparison is
the first independent, evidence-based comparison of Zeek, Snort 3, and Suricata across five
quality dimensions simultaneously under identical controlled conditions, giving practitioners
a reliable basis for their tool selection decision.

As a result of these limitations, security practitioners who are in doubt to choose between
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Zeek, Snort, and Suricata currently lack a rigorous and independent basis for their selec-
tion decision. This gap between the complexity of real-world IDS/IPS requirements and the
narrow focus of existing evaluation approaches motivates this research.

1.3 Research Questions and Objectives

1.3.1 Research Questions

This thesis is guided by the following research questions, each of which are addressing a dis-
tinct aspect of the overall research problem:

1.What quality dimensions are most relevant for evaluating open-source IDS/IPS tools?
2.How do Zeek, Snort, and Suricata perform across these dimensions under identical condi-
tions?

3.What are the relative strengths and weaknesses of each tool and what are the practical
recommendations?

1.3.2 Research Objectives

In order to address the research questions above, this thesis follows the following objectives:

1.Conduct a systematic literature review in order to identify critical quality dimensions and
evaluation methodologies.

2.Design a multi-dimensional quality evaluation framework applicable to open-source ID-
S/IPS tools.

3.Set up a controlled test environment and apply the framework to Zeek, Snort, and Suricata
using the modern dataset.

4.Compare results across all three tools and draw evidence-based conclusions about their
relative quality.

1.4 Scope and limitations

1.4.1 Scope

This thesis is scoped to the evaluation of three specific open-source IDS/IPS tools: Zeek, Snort
3, and Suricata using a multi-dimensional quality evaluation framework in a controlled labo-
ratory environment. The study focuses exclusively on these three tools; commercial IDS/IPS



products are outside the scope of this investigation. The evaluation is conducted using the
CICIDS 2017 /2018 dataset in PCAP format, replayed under controlled conditions using tcpre-
play, no live network traffic is captured or analyzed.

The test environment consists of an Linux virtual machine configured identically for all
three tools, ensuring that observed performance differences are related to the tools them-
selves rather than environmental variation. The evaluation covers quality dimensions like
detection effectiveness, performance, resilience, adaptability and interoperability. Detection
is assessed using the publicly available emerging threat, community rule sets for Snort and
Suricata, and standard Zeek scripts for Zeek.

1.4.2 Limitations

This thesis acknowledges following key limitations:

First, all empirical testing is conducted in a virtualized laboratory environment using replayed
PCAP traffic rather than live network traffic. This approach ensures control and reproducibil-
ity in the experiment, however the results may not fully represent the performance character-
istics of the tools in large-scale enterprise deployments with different hardware specifications
and traffic volumes.

Second, the CICIDS 2017/2018 dataset, is the most widely adopted modern benchmark, but
it contains some known labelling inconsistencies which were identified by Engelen et al. [7].
These inconsistencies do not affect the validity of the results since the same dataset is applied
equally to all three tools under identical conditions, but while interpreting detection rates we
should take appropriate caution.

1.5 Structure of Thesis

This thesis is organized into six chapters. The following table provides an overview of each
chapter:



Chapter

Title

Content

Chapter 2

Literature Review

This chapter reviews IDS/IPS history,
the comparison between open-source and
commercial tools, existing evaluation stud-
ies, benchmark datasets, software quality
frameworks, and five identified research
gaps. This review is structured to demon-
strate what is already known and what re-
mains unknown, which justifies the scope
and design of the evaluation framework
proposed in Chapter 4.

Chapter 3

Methodology

This chapter describes the research design,
the process by which the quality evalua-
tion framework was developed, the config-
uration of the test environment, the jus-
tification for the choice of the CICIDS
2017/2018 dataset, and the testing proce-
dures used to ensure reproducibility and
internal validity.

Chapter 4

Quality Evaluation Framework

This chapter presents the proposed multi-
dimensional framework, including the
quality dimensions, there sub-metrics, and
the scoring matrix that enables structured
comparison across tools.

Chapter 5

Results

This chapter reports the findings for each
tool across each quality dimension, pre-
senting quantitative measurements along-
side structured qualitative assessments.

Chapter 6

Conclusion

Finally this chapter summarizes the contri-
butions of the thesis, answers the research
questions, provides recommendations and
out- lines directions for future research.

Table 1.1: Overview Of Chapters




Chapter 2

Literature Review

The central problem addressed in this thesis is the absence of an independent, multi-dimensional
quality evaluation framework for comparing Zeek, Snort, and Suricata under identical con-
trolled conditions. The literature reviewed in this chapter directly informs every aspect of
the proposed framework: the choice of quality dimensions is grounded in existing evalua-
tion approaches and software quality models; the choice of data set is justified by a critical
comparison of available benchmarks; and the research gaps identified here define the specific
contribution that this thesis makes to the field. The systematic search process used to identify
and select the literature reviewed in this chapter is described in detail in Chapter 3, Section
3.2. This chapter is structured around five themes, each of which are directly motivated by
the research problem which are stated in Chapter 1

2.1 History and Evolution of IDS/IPS Technology

Understanding the history of IDS/IPS technology is necessary for this thesis because the
architectural choices made by Zeek, Snort, and Suricata are direct responses to limitations
identified in earlier generations of tools. Without this context, it would not be possible to
explain why the three tools differ in their design and why detection, performance, resilience,
and adaptability are critical quality dimensions for their evaluation.

21.1 Origin

The concept of intrusion detection was introduced by Anderson in his 1980 technical report,
in which he proposed the systematic analysis of computer audit trails to detect unauthorized
access, misuse, and abuse of computer systems [1]. Anderson identified three categories of
external penetration, internal misuse, and clandestine behavior and proposed that automated



monitoring of audit records could provide an effective means of detection.

Building directly on Anderson’s framework, in 1987 Denning introduced the first formal
computational model for an intrusion detection system [8]. According to Denning, a fully
functional IDS requires five components: subjects (users and processes), objects (files and de-
vices), audit records (logged system events), profiles (statistical models of normal behavior)
and anomaly records (detected deviations). This model introduced the principle of anomaly-
based detection that identifies attacks by comparing deviation from normal behavior, which
remains a central concept in modern IDS design to date.

2.1.2 From Host-Based to Network-Based Detection

Early IDS implementations were mostly host-based, monitoring activity on individual ma-
chines. The first practical host-based IDS was IDES, developed at SRI International in 1988,
which combined Denning’s statistical model with a rule-based expert system [9]. As internet
connectivity expanded in the early 1990s, the need for network-level monitoring became ap-
parent. The Network Security Monitor (NSM), developed by Heberlein and colleagues at UC
Davis in 1990, is widely credited as the first practical Network IDS (NIDS), introducing pas-
sive packet capture as the foundational technique of all modern NIDS tools including Zeek,
Snort, and Suricata [10].

The emergence of network-based detection also introduced the distinction between signature-
based detection matching traffic against known attack patterns and anomaly-based detection
identifying deviations from normal behavior. According to Scarfone and Mell from NIST [1],
both of these approaches remain central to modern network security architecture, and most
contemporary IDS/IPS tools incorporate elements of both. This distinction directly motivates
the adaptability dimension in the framework proposed in this thesis, which evaluates how
well each tool handles attack patterns beyond known signatures.

2.1.3 The Emergence of IPS and Performance Challenges

Intrusion Prevention Systems (IPS) extended the concept of IDS by operating according to
network traffic and actively blocking detected threats in real time. As noted by Scarfone and
Mell[1], IPS capability introduced new engineering challenges such as latency, reliability, and
management of false positive. These concerns are relevant when evaluating Snort and Suri-
cata in IPS mode, but Zeek does not support IPS operation and is therefore evaluated as an
IDS in this thesis.

As network speeds increased in the 2000s, the single-threaded architecture of early NIDS
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tools became a critical bottleneck. According to Hu et al. [11], all single-threaded NIDS tools
experience significant packet drop rates and detection degradation under high traffic loads.
This performance limitation directly motivated the development of Suricata and the redesign
of Snort 3, and is the primary reason why performance and resilience are included as distinct
quality dimensions in this thesis’s evaluation framework.

2.1.4 Open-Source vs Commercial IDS/IPS Tools

The IDS/IPS market is broadly divided into two categories: commercial tools and open-source
tools. Understanding the distinction between these categories is important before making
decision to evaluate open-source tools and for establishing why an independent evaluation
framework is needed.

Commercial IDS/IPS tools include products such as Cisco Firepower, IBM QRadar Network
Insights, Palo Alto Networks Threat Prevention, and McAfee Network Security Platform. Ac-
cording to Scarfone and Mell [1], commercial tools typically offer vendor support, regular sig-
nature updates, integrated management consoles, and guaranteed performance benchmarks.
However, their source code are not publicly available, their detection logic cannot be verified
independently, and their cost makes them inaccessible to smaller organizations and for aca-
demic researchers. Furthermore, performance claims made by vendors are often based on
controlled conditions that may not reflect real-world deployment scenarios.

Open-source IDS/IPS tools, in contrast, are freely available, community maintained, and fully
transparent in their implementation. As noted by Waleed, Jamali, and Masood [5], open-
source tools such as Zeek, Snort, and Suricata have achieved widespread adoption across
both enterprise environments and academic research, and their freely available rule sets and
source code enable independent verification and customization. The open source model also
facilitates academic evaluation by allowing researchers to install, configure, and test these
tools without licensing restrictions, making controlled comparisons feasible.

The table below summarizes the key differences between commercial and open-source ID-
S/1PS tools:



closed)

Dimension Commercial Tools Open Source Tools
Cost High licensing fees Free to use
Source code Proprietary (Source code | Publicly available

Vendor support

Dedicated
cluded

support  in-

Community-based
port

sup-

Rule updates

Updates are automatic

Community and manual
updates

Customization

Limited to vendor

Fully customizable

Independent evalua-
tion

Difficult restricted access

Feasible and fully accessi-
ble

Examples

Cisco Firepower, IBM

Snort, Suricata ,Zeek

QRadar

Table 2.1: Commercial vs Open Source IDS/IPS Tools

Though the commercial tools have advantages such as support from vendor and integrated
management but their proprietary nature makes them unsuitable for the independent, re-
producible evaluation conducted in this thesis. Open-source tools are selected for evaluation
not only because they are freely accessible, but because their transparency enables a fair and
verifiable comparison under identical controlled conditions a requirement that could not be
met with commercial products whose internal detection logic and configuration options are
restricted. Section 2.2 proceeds to review the three open-source tools that are selected for
evaluation in this thesis.

2.2 Overview of Zeek, Snort, and Suricata

This section reviews the history, architecture, and key characteristics of the three tools eval-
uated in this thesis. Understanding these tools is essential for interpreting the evaluation
results because each tool’s strengths and weaknesses in the comparison are explained by its
underlying architectural design choices.

2.2.1 Snort

Snort was created by Martin Roesch in 1998 and initially worked as a lightweight packet snif-
fer. According to Roesch[12] the tool was subsequently developed to support real time traffic
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analysis and packet logging, transforming it into a fully featured Network Intrusion Detec-
tion. Snort basically operates on a rule-based detection approach, where each rule specifies
a pattern to match the incoming packets. When a rule matches, Snort generates an alert. As
noted by Waleed, Jamali, and Masood [5], this signature-based approach makes Snort highly
effective at detecting known attack patterns but less capable of identifying novel or zero-day
threats without timely rule updates.

Snort 2.x dominated IDS deployments for over a decade, however as network speeds grew,
the single-threaded architecture became a performance bottleneck. To address this limita-
tion, Snort 3 was introduced with substantial architectural improvements including multi-
threading support, a redesigned rule language, and improved performance on modern multi-
core hardware [2]. According to Boukebous et al. [13], Snort 3 represents a significant step
forward in terms of resource utilization and packet processing capability compared to its
predecessor. Snort is currently maintained by Cisco and remains one of the most widely de-
ployed open-source IDS/IPS tools globally, supported by the community-maintained Emerg-
ing Threats and Snort.org rule sets.

2.2.2 Suricata

Suricata was developed by the Open Information Security Foundation (OISF) and first re-
leased in 2010 as a direct response to Snort’s performance limitations [14]. Like Snort, Suricata
was designed to support multi-threaded processing from the beginning and it also supports
both the IDS and IPS modes; however during the output stage the alerts are stored either in
a simple text file or are stored in JSON format which makes it easy to integrate with SIEM
platforms such as Elasticsearch, Splunk, and Wazuh[3]. Moreover, suricata supports decoding
of protocols, extraction of files and logging of TLS certificate which extends its capabilities be-
yond signature matching, making it a popular choice for Security Operations Centers (SOCs).

2.2.3 Zeek

Zeek, which is also known as Bro, was created by Vern Paxson at the Lawrence Berkeley
National Laboratory in 1994 and was released for public usage in 1995 [15]. Like Snort and
Suricata, Zeek is not a signature-based IDS. Instead, it is a network analysis framework that
passively monitors traffic and produces structured log files describing observed network ac-
tivity, including connections, DNS queries, HTTP requests, TLS handshakes, and file transfers.
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The detection capabilities of Zeek’s are implemented through its custom scripting language,
which allows analysts to write detection logic beyond simple pattern matching. This makes
Zeek particularly powerful for detecting anomalous behavior, insider threats, and complex
multi-stage attacks that evade signature-based systems [4]. However, Zeek operates exclu-
sively in IDS mode and it does not support inline traffic blocking. Zeek was renamed Zeek
from Bro in 2018, although in the older literature we can still see that it is referenced as Bro.

2.3 Existing IDS/IPS Evaluation Studies

This section reviews previous studies that have evaluated or compared Zeek, Snort, and Suri-
cata. Understanding what has already been done is essential for identifying the specific gaps
that justify the contribution of this thesis. The review is organised from foundational early
studies to the most recent work that can be compared to this thesis.

2.3.1 Early Comparison Studies

Albin and Rowe conducted one of the first comparisons of NIDS tools such as Snort and
Suricata in 2012 [14]. Their study evaluated both tools in terms of detection accuracy and
performance. Their finding demonstrated that Suricata can handle larger traffic volumes with
detection accuracy similar to that of Snort, and showed that Suricata’s performance scaled ap-
proximately linearly with the number of available processor cores, highlighting the practical
benefit of its multi-threaded architecture. This study established the foundational perfor-
mance comparison between the two tools, though it did not include Zeek and the previous
versions of snort 3.

2.3.2 Three-Tool Comparisons

The study by Waleed, Jamali and Masood is the most relevant prior work to this thesis that
compared all three tools Snort, Suricata, and Zeek using performance parameters that are
applied to commercial IDS/IPS solutions [5]. Their findings indicated that Suricata outper-
formed both Snort and Zeek in IDS mode and that Zeek is limited to IDS operations only.
However, this study evaluated performance parameters such as throughput and packet loss
under custom synthetic traffic conditions, and did not use the CICIDS 2017/2018 dataset.
Furthermore, this study did not apply a structured multi-dimensional quality framework and
did not measure dimensions such as adaptability, or interoperability.
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In another study, Hu et al. investigated performance issues of Snort, Suricata, and Bro (Zeek)
in high-speed network environments[11], examining CPU usage, packet processing speed,
and packet drop rate. Their findings showed that all three tools experience significant packet
loss under high traffic volumes, with Snort showing the highest drop rates due to its single-
threaded architecture. Although this study addresses performance and resilience dimensions
relevant to this thesis, it does not provide a comprehensive multi-dimensional evaluation and
does not use a standardized benchmark dataset.

2.3.3 Two-Tool Comparisons (Snort vs Suricata)

Many studies have compared Snort and Suricata without including Zeek.One of them is by
Boukebous et al. (2023) which conducted a comparative analysis of Snort 3 and Suricata
in a virtualized network environment, measuring accuracy, memory usage, processor usage,
packet processing rate, and alert count [13]. This study is significant because it evaluates
Snort 3 rather than Snort 2.x, making it one of the studies that compares the use of the current
version of Snort. In the future section, the authors have noted that including the comparison
with Zeek would be a valuable direction a gap that this thesis directly addresses.

In another study by Shah et al.(2018) compared Snort and Suricata in terms of performance
detection and processing throughput, and found that Suricata achieved higher throughput
but consumed more computational resources than Snort [16]. This work shows the trade-off
between the two tools in terms of performance and resource usage, but again it excludes Zeek
and does not apply a structured multi-dimensional framework.

A 2024 study by Ghazi et al. conducted an empirical comparison of Snort and Suricata mea-
suring precision, recall, F1 score, specificity, and ROC-AUC, finding Snort achieved superior
precision while Suricata demonstrated better performance in multi-core environments[17].
Although this study uses more statistical metrics to compare these tools than previous works,
but its limitation to two tools and not addressing dimensions such as adaptability, or interop-
erability shows the need for multi-dimensional reproducible framework.

2.3.4 Evaluation Using the CICIDS Dataset

Several studies have used the CICIDS 2017/2018 data set to evaluate the IDS, though they do
not directly compare Zeek, Snort, and Suricata. Sharafaldin et al. (2018) the creators of the
dataset have used it to evaluate machine learning-based detection approaches, which showed
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that modern attack types such as DoS, DDoS, brute force, web attacks, and botnet traffic
are well represented [18]. Their evaluation framework for dataset quality is an important
reference which justifies the dataset we have selected for this thesis.

Ring et al. (2019) published a survey of network traffic datasets for intrusion detection, bench-
marking CICIDS 2017 against KDD Cup 99, NSL-KDD, and UNSW-NB15 based on criteria
that include realism, accuracy of labelling, diversity of attacks they address, and availability
[19]. They concluded that CICIDS 2017 was among the most realistic and up-to-date datasets
available, a conclusion reinforced by its continued widespread adoption in the literature.

2.4 Evaluation Datasets in IDS/IPS Research

Reviewing available datasets is necessary for this thesis because the choice of data set directly
determines whether the evaluation produces valid, contemporary, and comparable results.
This section critically evaluates three categories of the dataset to justify the selection of CICIDS
2017/2018 for the empirical testing in this thesis.

24.1 KDD Cup 99 and NSL-KDD

The KDD Cup 1999 dataset was derived from the DARPA 1998 network simulation and was
the dominant benchmark for evaluating IDS for over a decade[20]. However, it has been ex-
tensively criticized in the literature. Tavallaee et al. (2009) demonstrated that KDD Cup 99
contains a large proportion of redundant records that bias classifier, results and introduced
the NSL-KDD dataset as a cleaned alternative [6]. Both datasets contain simulated traffic
generated in 1998, which does not reflect the characteristics of modern network protocols,
attack techniques, or traffic volumes. The over-reliance on KDD Cup 99 in evaluation of IDS
literature is a well-documented weakness that this thesis avoids by using CICIDS 2017 /2018.

24.2 CICIDS 2017 and 2018

The Canadian Institute for Cybersecurity Intrusion Detection Evaluation Dataset (CICIDS
2017) was created by Sharafaldin, Lashkari, and Ghorbani at the University of New Brunswick
(UNB) and published in 2018 [18]. This data set was generated over five days using realistic
user behavior profiles and includes both benign traffic and seven categories of attacks: brute
force, heartbleed, botnet, DoS, DDoS, web attacks, and network infiltration. It is available in
the form of raw PCAP files and pre-extracted CSV feature files, making it directly compatible
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with Zeek, Snort, and Suricata through traffic replay using tcpreplay.

CICIDS 2018 extended the original dataset with additional attack scenarios and larger traffic
volumes, providing a richer and more challenging evaluation environment [18]. Together,
CICIDS 2017 and 2018 represent the most widely used modern benchmark datasets in IDS
research and provide a credible, well-documented basis for the evaluation conducted in this
thesis.Using this dataset also enables us to directly compare results with recent literatures that
has adopted the same datasets.

2.4.3 UNSW-NB15 and Other Contemporary Datasets

The UNSW-NB15 dataset was created at the University of New South Wales in 2015 and con-
tains nine categories of attacks generated using the IXIA PerfectStorm traffic generation tool
[21]. It is widely regarded as a more realistic alternative to KDD Cup 99 and has been used
in several IDS evaluation studies. Although, this is not the primary dataset for this thesis,
however, we can use it in future extending this evaluation framework. More recent datasets
have been released that include OD-IDS2022 and UM-NIDS (2024), though these have not yet
achieved the same level of community validation or adoption as CICIDS 2017/2018 [22].

2.5 Quality Frameworks and Evaluation Metrics

Reviewing quality frameworks and evaluation metrics is essential for this thesis because the
selection of the evaluation dimensions must be justified theoretically rather than randomly
choosing one. This section establishes the theoretical foundations that will help in the design
of the framework in Chapter 4.

2.5.1 Software Quality Models-ISO 25010

The ISO/IEC 25010 software quality model provides a hierarchical framework to define and
measure the quality of software products in eight characteristics: functional suitability, per-
formance efficiency, compatibility, reliability, security, maintainability and portability [23]. Al-
though, ISO 25010 was designed for general software products rather than for security tools,
several of its quality characteristics can be mapped directly to dimensions which are relevant
for IDS/IPS evaluation. In particular, performance efficiency, compatibility, and reliability
inform the design of the quality evaluation framework proposed in this thesis. The use of a
structured quality model ensures that the evaluation dimensions are supported by established
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principles rather than being randomly selected.

2.5.2 Detection Effectiveness

This is the most commonly used metric in the evaluation of IDS. The True Positive Rate
(TPR), which is also known as detection rate measures the proportion of actual attacks that
are correctly identified by the IDS. The False Positive Rate (FPR) measures the proportion of
legitimate traffic incorrectly flagged as malicious. The F1 Score provides a harmonic mean
of precision and recall, offering a single balanced metric when both false positives and false
negatives have operational significance [24]. Axelsson (2000) demonstrated mathematically
that even a very low false positive rate can result in an unmanageable number of alerts in
high-volume network environments [25], a finding that motivates the inclusion of FPR as a
primary evaluation indicator in this thesis’s detection effectiveness dimension.

Moreover, Mahoney and Chan (2003) provided a foundational critique of flawed evaluation
practices in IDS research, highlighting how unrealistic test conditions, data set contamina-
tion, and inconsistent metric definitions lead to results that do not transfer to operational
environments [26]. These observations directly motivated us to design the controlled exper-
imental environment for this thesis, where identical hardware specifications, data set, and
baseline configurations are applied consistently across Zeek, Snort, and Suricata to ensure
that observed performance differences are associated with the tools themselves rather than
variations in test conditions.

2.5.3 Performance and Resilience Metrics

Like detection accuracy, performance of IDS under real network conditions is another critical
dimension of quality. The throughput measured in Gbps or Mbps describes the volume of
network traffic an IDS can inspect without packet loss. The usage of CPU and memory usage
determine the computational overhead imposed on the host system. These metrics are partic-
ularly important when comparing Snort, Suricata, and Zeek, as their architectural differences
between single-threaded versus multi-threaded versus passive analysis lead to substantially
different performance profiles under load [11].

Resilience is defined as the ability to maintain detection quality under high traffic volumes
and stress conditions. This quality dimension has received comparatively less attention in the
literature. Studies by Hu et al. [11] and Albin and Rowe [14] showed a significant degra-
dation in detection rates under high load, particularly for single-threaded tools. This thesis
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addresses resilience as a distinct quality dimension by measuring TPR degradation and packet
drop rates at twice the baseline traffic volume.

2.5.4 Interoperability

Modern security systems rarely rely on a single tool. These systems are often integrated with
Security Information and Event Management (SIEM) platforms, threat intelligence feeds, and
incident response workflows. The ability of an IDS to produce output in standard formats
such as JSON, syslog, CEF and to integrate natively with common SIEM platforms such as
Elasticsearch, Splunk, and Wazuh is therefore a meaningful quality dimension[3]. Zeek’s
structured JSON log output and Suricata’s EVE JSON format both facilitate SIEM integration,
while Snort’s unified2 binary format traditionally requires additional processing. These inter-
operability characteristics are evaluated as part of this thesis’s framework.

2.5.5 Identified Research Gaps

The review of the existing literature reveals the following gaps that this thesis is going to
address:

Gap 1: No multi-dimensional independent framework for all three tools.

In existing comparison studies, either a single tool is evaluated or two tools are evaluated
using one or two metrics, or their are a few studies that have compared all three tools using
custom traffic without a structured quality framework. No study applies a comprehensive
multi-dimensional framework covering detection, performance, resilience, adaptability, us-
ability, and interoperability to all three tools simultaneously.

Gap 2: Over-reliance on outdated or synthetic datasets.

In many of the IDS comparison studies, the KDD Cup 99 dataset or custom synthetic traffic
has been used, which does not represent contemporary attack patterns. Often studies that
have used the CICIDS 2017/2018 data set have typically evaluated only one tool rather than
comparing all three tools under identical conditions.

Gap 3: Interoperability are rarely evaluated.

All existing comparison studies focus exclusively on technical performance metrics. Quality
dimensions such as configuration complexity, alert clarity, and SIEM integration that have sig-
nificant operational implications are absent from the evaluation frameworks used in previous
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work.

Gap 4: There is no reusable scoring framework for practitioners.

Existing studies report findings, but do not produce a structured, reusable evaluation tool that
practitioners can apply to their own environments. The multi-dimensional scoring framework
proposed in this thesis addresses this gap by producing a transferable evaluation tool along-
side the results obtained from the comparison.

This chapter reviews the literature on five topics relevant to this thesis. The history of IDS/IPS
and the three tools Zeek, Snort, and Suricata reveals three distinct tools that serve their pur-
poses. In existing evaluation studies, the focus is mainly on one or two quality dimensions,
their use of outdated datasets, and their exclusion of at least one of the three tools from com-
parison. The quality frameworks of software engineering, particularly (ISO 25010 )provide
a base for the five-dimensional evaluation framework proposed in this thesis. The CICIDS
2017/2018 dataset is identified as the most appropriate benchmark for evaluation due to the
combination of realism, recency, and community validation. Finally, the research gaps has
helped to identify the contribution of this thesis: the first independent, multi-dimensional,
structured comparison of Zeek, Snort, and Suricata using a modern benchmark dataset.
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Chapter 3
Methodology

This chapter describes the research methodology that we have adopted in this thesis. The
methodology is designed to address the research questions that are stated in Chapter 1 in a
transparent, and reproducible manner. It covers following aspects of the research process: the
overall research design; the systematic literature search process used to identify relevant prior
work; the process by which the quality evaluation framework was designed; the configuration
of the controlled test environment; the dataset selection and preparation; and the empirical
testing. Each of these methodological decisions are justified with reference to the research
objectives and the gaps identified in Chapter 2.

3.1 Research Design

This thesis adopts a hybrid research design which combines a Systematic Literature Review
(SLR) with empirical testing. This combination was chosen because the research problem
has two distinct components: first a theoretical component for designing a quality evalua-
tion framework based in existing literature and second applying that framework to produce a
structured comparison of Zeek, Snort, and Suricata. . A theoretical framework without valida-
tion would lack credibility; and empirical testing without a theoretically grounded framework
would lack academic justification.

3.2 Systematic Literature Search Process

The literature review presented in Chapter 2 was conducted through a structured systematic
search process. This section describes that process in detail.
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3.2.1 Databases Searched

The following academic databases were searched and selected based on their coverage of

computer science, network security, and software engineering literature:

Database

Primary Focus

Rational for Inclusion

IEEE Xplore

Electrical engineering,
computer science, cyber-
security

Primary source for ID-
S/1IPS evaluation papers

ACM Digital Library | Computing and informa- | Usability and human fac-
tion technology tors in security tools
Google Scholar Cross-disciplinary ~ aca- | Cross-referencing and
demic literature grey literature
ScienceDirect Broad scientific literature | Dataset papers and quality

frameworks

3.2.2 Search Terms

The search terms were constructed in a way to retrieve papers relevant to each of the five

literature review themes. For this, the following primary search strings were used:

¢ " Comparison of Snort and Suricata " AND "performance evaluation"

¢ " Evaluation of Zeek" OR " Performance of Zeek"

¢ "open-source IDS/IPS framework" AND "quality evaluation"

e "CICIDS 2017" AND "intrusion detection”

e "ISO 25010" AND "security software quality"

¢ "network intrusion detection dataset" AND "evaluation"

The initial searches returned excessive results, so additional filters were applied including
year of publication (papers after 2010 were then prioritized, with foundational works from
earlier years were also retained), and it was checked whether or not they are peer-reviewed,
and relevance of their abstract to the research questions was also considered.
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3.2.3 Inclusion and Exclusion Criteria

To determine which paper to include and which one to exclude the following criteria were
applied in the literature review:

Criterion | Inclusion Exclusion

Language | English language only Non-English publications

Source type | Peer-reviewed journal ar- | Blog posts, vendor marketing materi-
ticles, conference papers, | als

technical reports from es-
tablished bodies (NIST,
ISO, OISF)

Relevance | Papers directly address- | Papers unrelated to network intru-
ing IDS/IPS evaluation, | sion detection or quality evaluation
Zeek /Snort/Suricata,
benchmark datasets, or
software quality frame-
works

Year 2010 on wards priori- | Papers replaced by more recent work
tized; foundational works | on the same topic
pre-2010 included which
were cited across multiple
sources

Tools Papers evaluating or | Papers focused exclusively on com-
comparing Zeek, Snort, | mercial IDS or unrelated tools
and/or Suricata

3.3 Quality Evaluation Framework Design Process

The design of the quality evaluation framework is the primary academic contribution of this
thesis. This section describes the process by which the framework was developed, ensuring
that its design is transparent, theoretically grounded, and reproducible by other researchers.
For this, the Quality Evaluation Framework was developed through a systematic four-step
process:

Step 1-Literature Synthesis: Quality dimensions and metrics were identified from existing
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IDS/IPS evaluation studies, software quality standards (ISO/IEC 25010), and operational se-
curity frameworks. Each candidate dimension was assessed for relevance, measurability, and
practical significance.

Step 2-Dimension Selection: Five dimensions were selected based on their coverage of the
identified research gaps: Detection Effectiveness, Performance Efficiency, Resilience, Adapt-
ability and Interoperability. Each dimension maps to one or more ISO 25010 quality charac-
teristics.

Step 3-Metric Definition: For each dimension, specific metrics were defined with clear mea-
surement procedures. Quantitative dimensions (Detection, Performance, Resilience) use ob-
jectively measurable metrics. Qualitative dimensions (Adaptability, Interoperability) use struc-
tured assessment criteria with defined rating scales.

Step 4-Weighted Scoring: A scoring matrix was developed to produce a single average qual-
ity score for each tool, with scores assigned based on their relative operational importance .

3.4 Test Environment Configuration

The evaluation is conducted in a controlled laboratory environment consisting of a single
Linux virtual machine on which all three tools were installed and tested sequentially. The
use of a virtualized environment was selected for several reasons: it provides an isolated,
repeatable testing space; it eliminates the risk of interference from external network traffic;
and it allows the test environment to be accurately documented and replicated. The figure
below shows the architecture of the test environment
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B! Host Machine
Ubuntu 22.04 LTS

Intel Core i7 (8 cores)
16 GB RAM
512 GB SSD
1 Gbps NIC

VirtualBox 7.0 Hypervisor

@ VM 1: Snort 3

Ubuntu 22.04
2vCPUs, 4 GB RAM
ET Open Ruleset
IDS Mode

<% VM 2: Suricata 8.x

Ubuntu 22.04
2vCPUs, 4 GB RAM
ET Open Ruleset
IDS Mode

@ VM 3: Zeek 6.x

Ubuntu 22.04
4vCPUs, 8 GB RAM
Default Scripts
IDS Mode Only

& Traffic Replay

tcpreplay
CICIDS 2017/2018 PCAP files
Eazeline (1x) and Stress (2x)

# Data Collection

Alerts, Logs, System Metrics
(zar, top)

Figure 3.1: System Architecture
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3.4.1 Hardware and Operating System Specifications

Component Specification

Operating System | Ubuntu 22.04 LTS (64-bit)
Processor (vCPU) | 4 virtual CPU cores
Memory (RAM) 8 GB

Storage 100 GB SSD

Network Interface | Single virtual NIC (promiscuous mode en-
abled)

Hypervisor VirtualBox / VMware Workstation

Traffic Replay Tool | tcpreplay v4.x

Table 3.1: System Configuration for Experimental Setup

Each IDS/IPS tool is tested independently in sequential test runs. Between each test run, the
system state is reset to a clean baseline to ensure that residual data or resource consumption
from a prior test does not affect subsequent measurements.

3.4.2 Tool Installation and Version Documentation

All three tools are installed on the same virtual machine. The installation process is performed
using the official installation procedures documented by each tool’s development organiza-
tion. The following versions are used:

Tool Version Source Mode

Snort | 3.x (latest stable) | snort.org | IDS (Passive Monitoring)

Suricata | 8.x (latest stable) | suricata.io | IDS (Passive Monitoring)

Zeek | 6.x (latest stable) | zeek.org | Network Analysis Framework

Table 3.2: Tools And Mode
All tools are configured in passive IDS monitoring mode for the purpose of this study. This

ensures that none of the tools actively block or modify traffic during the replay, thereby pre-
serving the integrity of the test traffic and enabling a consistent basis for detection measure-
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ment.

3.5 Dataset Selection and Preparation

3.5.1 Dataset Selection Justification

For the evaluation CICIDS 2017 and CICIDS 2018 datasets were selected as the primary bench-
mark in this thesis. As in the dataset review in Chapter 2, this selection is justified on four
grounds. First, as noted by Sharafaldin, Lashkari, and Ghorbani[18], CICIDS 2017/2018 was
specifically designed to address the limitations of older benchmarks such as KDD Cup 1999
by including realistic modern traffic generated from actual user behaviour profiles. Second,
these datasets are available in PCAP format, which makes them compatible with all three
tools under evaluation and enables traffic replay using tcpreplay. Third, the datasets contain
labelled traffic across seven attack categories (brute force, heartbleed, botnet, DoS, DDoS, web
attacks, and infiltration) providing a rich and diverse set of attack scenarios for evaluating
detection effectiveness. Fourth, the datasets are widely used in contemporary IDS research,
enabling direct comparison of this thesis’s results with existing literature.

3.5.2 Dataset Download and Preparation

The CICIDS 2017 and CICIDS 2018 datasets were downloaded from the University of New
Brunswick (UNB) Canadian Institute for Cybersecurity website. The PCAP files were down-
loaded in their original format and stored on the virtual machine’s local storage. No pre-
processing of the PCAP files was performed prior to testing. The raw PCAP files were used
directly to ensure that each tool’s packet processing and protocol decoding capabilities were
evaluated under realistic conditions.

3.5.3 Live Attack Simulation

In this thesis, live attack simulation was designed as part of the evaluation methodology to
complement the PCAP-based testing. Three attack scenarios were planned: port scan using
Nmap, SSH brute force using Hydra, and SYN flood using hping3, with full details docu-
mented in Table 3.3. However, due to VM compatibility issues and time constraints, the live
attack simulation could not be completed within the scope of this thesis. The methodological
implications of this limitation are discussed in 3.8.2, and live attack simulation is identified as
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the most immediately important direction for future work in 6.5

3.5.4 Attack Scenarios

The planned attack scenarios are documented in Table 3.3 for reference and future replication.

Attack Tool Execution De- | Expected De- | Measurement
tail tection
Reconnaissance: | Nmap SYN scan (-sS) | Signature (ET | Alert Y/N,
Port Scan and service ver- | scan rules) | latency to first
sion scan (-sV) | + anomaly | alert, detail
against all ports | (connection level
of VM 3 rate)
Credential: Hydra Dictionary at- | Signature (ET | Alert count,
SSH Brute tack with 10,000 | brute-force time-to-first-
Force username/ - rules) + thresh- | alert, contextual
password old (failed auth | metadata
combinations count)
against SSH on
VM 3
Volumetric: hping3 10,000 SYN | Signature (ET | Detection Y/N,
SYN Flood DoS packets/sec to | DoS rules) + |IPS action
port 80 with | rate-based de- | (block/pass),
randomised tection + IPS | VM 3 availabil-
source IPs for | blocking ity
60 seconds

3.6 Testing procedure

The empirical evaluation of each tool is structured into four sequential phases. Each phase
builds directly on the one before it, moving from basic installation through to full data analy-
sis and scoring. The entire four-phase sequence is completed for one tool, then the machine is
reset and the sequence is repeated from the beginning for the next tool. This structure ensures
that every tool is evaluated in exactly the same way and under exactly the same conditions.

26



3.6.1 Phase 1: Installation and Configuration

The first phase covers installing the tool from scratch following its official documentation,
just as a real organisation would do when deploying it for the first time. Every step is doc-
umented and timed. The number of individual configuration steps required, the time taken
to reach a working installation, any errors encountered along the way, and the number of
software dependencies that had to be installed are all recorded. This data feeds directly into
the Usability dimension, since installation complexity is a significant real-world cost that is
often overlooked in technical comparisons.

3.6.2 Phase 2: Dataset Replay at Normal Speed

The CICIDS 2017 dataset is replayed at its original speed . The tool monitors and generates
alerts while processor and memory usage are recorded every five seconds by sysstat. After
the replay, alerts are compared against the dataset’s ground-truth labels using Python scripts
to compute the Detection Effectiveness metrics and Performance

3.6.3 Phase 3: Dataset Replay at Double Speed

The same dataset is replayed at twice the original speed. This stress test measures resilience:
how much does detection quality drop when the network is twice as busy? Does the tool start
dropping packets it cannot process in time? The difference in TPR between Phase 2 and Phase
3 is recorded as the detection degradation score, a key Performance and Resilience metric.

3.6.4 Phase 4: Interoperability Assessment

A structured assessment of how well the tool connects to other security systems. This in-
cludes: testing the complete ELK alert pipeline end-to-end; evaluating output format flexi-
bility (does the tool natively produce JSON?); testing rule update automation (can updates
run unattended on a schedule?); assessing live rule reload without service interruption; and
evaluating the API and scripting capabilities available for external automation.
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3.7 Dynamic Alerting and Automation

One area where this thesis goes beyond most existing IDS/IPS comparison studies is in assess-
ing how dynamic and automated each tool is in a real operational environment. Detecting an
attack is only the first step. In practice, the alerts generated by an IDS/IPS tool need to be au-
tomatically forwarded to a centralised dashboard, filtered to remove noise, and in some cases
trigger an automated response all without a human operator having to manually intervene
every time. This is particularly relevant to the commercial-versus-open-source comparison,
because commercial tools are often marketed on the strength of their management consoles
and automated workflows.

3.7.1 Alerting Capability

For each tool, four alerting characteristics are evaluated. The first is what triggers an alert and
what information it contains: does the alert include the source and destination of the attack,
the port numbers involved, the specific rule that was triggered, the severity level, and ideally
a reference to the known vulnerability (CVE number) being exploited? A rich alert gives an
analyst everything they need to investigate; a sparse alert just says ‘something happened” and
leaves the analyst to figure out the rest.

The second characteristic is the format of the alert output. A tool that writes alerts as plain
unstructured text requires a human to read and interpret them. A tool that writes alerts as
structured JSON (a standard machine-readable format) allows other systems to automatically
parse and act on them. The third characteristic is whether alert thresholds and suppression
rules, for example, ‘only alert on brute-force after 50 failed attempts, not after every one’ can
be adjusted without restarting the tool. The fourth is how quickly alerts are delivered to ex-
ternal systems once an event is detected.

3.7.2 What Automation Capability Is Tested

Four automation scenarios are tested for each tool. The first is rule update automation: can
the tool’s detection rules be updated automatically on a schedule, or does someone have to
manually download and install new rules every time? Suricata provides a built-in tool called
suricata-update for this purpose. Snort relies on a third-party tool called PulledPork. Zeek
uses a package manager called zkg. Each is evaluated for how straightforward unattended
updates are.
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The second scenario is live rule reload: can a new detection rule be added while the tool
is actively running, without needing to restart it? Restarting an IDS/IPS tool means there is
a window during which attacks would go undetected, so the ability to reload rules without
interruption is operationally significant. The third scenario is automated response: for Snort
and Suricata in IPS mode, does the ‘drop’ rule action actually block the malicious traffic, and
can that blocking be triggered automatically based on the alert? Zeek, which does not oper-
ate in IPS mode, is assessed for its ability to trigger external scripts or send data to a SOAR
platform (a security automation system) that could then take blocking actions. The fourth
scenario is the complete SIEM pipeline: from alert generation through forwarding to the ELK
stack on VM 3, through to a visual alert appearing in the Kibana dashboard how much man-
ual configuration does this require?

Automation Ca- | Snort 3 Suricata Zeek

pability

Rule updates PulledPork 3 | suricata-update | zkg package
(third-party tool) | (built-in) manager

Live rule reload Reload flag (no | Unix socket | Script re-deploy

restart needed) command

Active  blocking | Yes - drop/reject | Yes - drop/reject | No - IDS only

(IPS) actions actions

Scripting / API Lua scripting, | Unix socket API, | Custom scripts,
syslog output EVE JSON Broker API

SIEM forwarding | JSON alerts, sys- | Native EVE | JSON logs,
log JSON, syslog Kafka output

The results of the alerting and automation assessment are reported as part of the D5 Inter-
operability dimension in Chapter 5, Section 5.1.5, where each tool is evaluated against the
criteria defined in Table 4.7.

3.8 Critical Discussion of Research Design

The research design described in this chapter is constructed to maximize the internal validity
and reproducibility, however it is important to know about the potential shortcomings of this
set-up and the limitations they may impose on the conclusions that can be drawn from the
results.
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3.8.1 Virtualized Environment

All of the testing is conducted inside a virtualized laboratory environment running on a
host machine. The virtual machines allocated to each tool are configured with 4 vCPUs and
8 GB RAM. This virtualized setup introduces a layer of abstraction between the tool and
the physical hardware, which may affect performance measurements with the real world
deployment. Organizations deploying these tools on their dedicated physical hardware with
higher specifications may observe substantially different performance results, particularly for
throughput and packet drop rate measurements in D2 and D3.

3.8.2 Replayed Traffic vs Live Network Traffic

Tepreplay was used to replay PCAP files from the CICIDS 2017 dataset, rather than capturing
live network traffic which ensures reproducibility and eliminates external variables, however
this also shows that the tools are evaluated against pre-recorded traffic rather than dynami-
cally generated attacks. In a live environment, an attacker adapts their behaviour in response
to defences, timing varies unpredictably, and traffic patterns are more complex. The replayed
traffic cannot fully replicate these dynamics. Live attack simulation was planned as part
of the evaluation methodology in which three scenarios were designed covering port scan,
SSH brute force, and SYN flood attacks. However, due to VM compatibility issues and time
constraints, live attack results could not be obtained within the scope of this thesis and are
identified as a direction for future work in Chapter 6.

3.8.3 Rule Set Dependency

The detection effectiveness results for Snort and Suricata is dependent on the rule sets used
during testing patricularly the Emerging Threats community rules and the Snort 3 community
rules. A different rule set, or a commercially licensed rule set with more frequent updates,
would likely produce different TPR and FPR measurements. This means that the D1 scores re-
ported in Chapter 5 reflect the quality of the tool in combination with the specific rule set used,
rather than the tool’s theoretical detection. Zeek’s detection capability is similarly dependent
on the default scripts that are used and if Zeek can be customized during the deployment
with purpose-built detection scripts it will likely outperform the default configuration which
is evaluated here.

3.8.4 Single Dataset

CICIDS 2017/2018 is the most widely used modern benchmark dataset for IDS evaluation, it
represents a specific set of attack scenarios generated under specific conditions at the Univer-
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sity of New Brunswick. The labelling inconsistencies identified by Engelen et al. [7] introduce
a degree of uncertainty into the ground-truth comparisons used to compute TPR and FPR.
Furthermore, the dataset does not include some attack types that have become prevalent af-
ter 2018. In the future, if this evaluation can be extended to more recent datasets such as
UM-NIDS (2024) it will help to strengthen the generalizability of the results.

3.8.5 Zeek Detection Script Limitation

Zeek was evaluated in its default logging configuration without dedicated detection scripts
due to an AF_Packet plugin compatibility issue encountered during installation in the VMware
test environment. This configuration produced a TPR of 10.79% substantially lower than
Zeek’s potential with full script deployment. The low TPR is therefore a limitation of the
test configuration rather than a fundamental capability limitation of Zeek. As documented
by the Zeek Project [4], Zeek’s detection capability is fully realized only when custom detec-
tion scripts are deployed alongside its default logging framework. Future evaluations should
resolve this compatibility issue to obtain a more representative detection score for Zeek.

3.8.6 Qualitative Assessment Bias

The D4 Adaptability and D5 Interoperability dimensions rely on structured qualitative as-
sessment rather than on objective numeric measurement. Although the assessment criteria
are explicitly defined in Chapter 4 and cross-referenced against official tool documentation,
the scores assigned by the two researchers may reflect subjective judgments that another eval-
uator might score differently. This limitation is inherent to qualitative evaluation and is miti-
gated but not eliminated by the use of structured criteria. Future work could address this by
involving additional independent evaluators and computing reliability scores.
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Chapter 4

Quality Evaluation Framework

This chapter presents the multi-dimensional Quality Evaluation Framework (QEF) which is
the primary academic contribution of this thesis. The framework was developed through the
four-step synthesis process described in Chapter 3 (Section 3.3) and is grounded with the re-
search gaps identified in Chapter 2. Its purpose is to provide a structured, reproducible, and
evidence-based basis for comparing Zeek, Snort, and Suricata across the quality dimensions
that are most relevant in real-world security operations.

The framework addresses the limitations that are identified in the existing IDS/IPS evalu-
ation studies, basically their reliance on single-dimensional comparisons and incompatible
test conditions. By applying a unified set of metrics, a consistent test environment, and a
weighted scoring matrix to all three tools simultaneously, the QEF produces a average qual-
ity score for each tool that reflects the trade-offs between detection capability, operational
efficiency, and integration flexibility.

41 Overview of Framework

The framework is structured around five quality dimensions which are derived from the liter-
ature review in Chapter 2. Each dimension maps to one or more characteristics defined in the
ISO/IEC 25010 software quality model, ensuring that the evaluation is grounded theoretically
rather than it is constructed arbitrarily .Table 4.1 provides an overview of the five dimensions,
their constituent sub-metrics, and their corresponding ISO 25010 characteristics.
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Dimension Sub-Metrics ISO 25010 Mapping

D1: Detection Effec- | TPR, FPR, Attack Coverage | Functional Suitability
tiveness Types

D2: Performance Ef- | Throughput, CPU Usage, Mem- | Performance Efficiency
ficiency ory Usage
D3: Resilience TPR Degradation at 2x Load, | Reliability
Packet Drop Rate

D4: Adaptability Custom Rule/Script Support, | Maintainability, Portability
Anomaly Detection, Protocol
Coverage

D5: Interoperability | Output Format, SIEM Integra- | Compatibility
tion, API/Automation

Table 4.1: Quality Evaluation Framework- Dimension, Sub-Metrices and ISO 25010 Mapping

4.2 Scoring Scale

Each dimension is scored on a scale of 1 to 5, where 1 represents Poor performance and 5
represents Excellent performance. This scale was chosen because these levels are sufficient to
distinguish between poor, limited, acceptable, good, and excellent performance, making the
comparison between Zeek, Snort, and Suricata straightforward to interpret. For quantitative
dimensions (D1, D2, D3), scores are derived from measured numeric values mapped to pre-
defined thresholds. For qualitative dimensions (D4, D5), scores are derived from structured
assessments against defined criteria. Table 4.2 defines the general meaning of each score level.
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Score

Label

Meaning

Excellent

Fully meets or exceeds all de-
fined criteria for this dimension;
no significant weaknesses ob-
served.

Good

Meets most criteria with minor
deficiencies that do not substan-
tially affect operational utility.

Adequate

Meets baseline requirements
but exhibits notable weaknesses
in one or more sub-metrics.

Limited

Partially meets criteria; signifi-
cant deficiencies that reduce op-
erational effectiveness.

Poor

Does not meet criteria; funda-
mental capability is absent.

Table 4.2: Scoring Scale Definition (applies to all five dimensions)

The dimension score is derived as the arithmetic mean of sub-metric scores, the result is
rounded to the nearest integer using standard half-up rounding (i.e., values of 0.5 and above

round up; values below 0.5 round down).

4.3 Dimension Definition and Sub-metrics

4.3.1 D1-Detection Effectiveness

Detection Effectiveness measures the degree to which the tool is capable of correctly identi-
tying malicious traffic while minimizing the number of false alerts on legitimate traffic. This
is one of the most critical quality dimension because a tool that fails to detect attacks will not
provide security benefit, while a tool with an excessive false positive rate may impose burden
on security analysts. The dimension comprises of following sub-metrics, as defined in Table

4.3.
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flagged as malicious.

benign flows.

Sub-Metric Definition Measurement Scoring Anchor
Method (1-5)

True  Positive | Proportion of actual | Alerts matched | 5: TPR > 90% per; 4:

Rate (TPR) attacks correctly | to ground-truth | 75-89%; 3: 60-74%;

identified. labels in CICIDS | 2: 40-59%; 1: < 40%

2017/2018.

False Positive | Proportion of benign | Alerts on benign traf- | 5: FPR < 1% per; 4:

Rate (FPR) traffic incorrectly | fic divided by total | 1-5%; 3: 5-10%; 2:

10-20%;1>20%

Category of At-
tack Coveraged

Number of the seven
CICIDS attack cate-
gories for which at
least one alert is gen-
erated.

Manual review of
alert logs against
dataset category
labels.

5. >7; 4. 5-6; 3: 4; 2:
2-3;1: 0-1

Table 4.3: D1 Detection Effectiveness-Sub-Metrics and Scoring Anchors

The D1 score for each tool is computed as the arithmetic mean of its sub-metric scores. All sub-
metrics are treated equally within this dimension because each of these addresses a distinct

and non-substitutable aspect of detection quality.

4.3.2 D2-Performance Efficiency

Performance Efficiency measures the computational resources consumed by each tool during
normal-speed traffic inspection. As documented by Hu et al. [11], the architectural differences
between Snort’s multi-threaded design, Suricata’s native multi-threading, and Zeek’s passive
analysis framework produce different performance profiles under identical load conditions.

This dimension captures those differences through three sub-metrics, defined in Table 4.4.
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without packet loss.

drop monitored via
tcpreplay stats.

Sub-Metric Definition Measurement Scoring Anchor
Method (1-5)

Throughput Maximum traffic rate | tcpreplay at 1x and | 5: No drop at 2x; 4:

(GB) the tool can inspect | 2x speeds; packet | < 1 drop; 3: 1-5; 2:

5-15;1: > 15

CPU Usage (%)

Average CPU util-
isation during full
dataset replay.

Sampled every 5 sec-
onds via sar during
Phase 2 replay.

5: 40%; 4: 41-60%;
3:61-75%;2: 76-90%;
1:> 90/

Memory Usage
(GB)

RAM consumed by
the tool during re-

play.

Monitored via
top/sar; peak value
recorded.

5:< 1 GB; 4: 1-2 GB;
3: 2-3 GB; 2: 3-5 GB;
1: >5GB

Table 4.4: D2 Performance Efficiency-Sub-Metrics and Scoring Anchors

4.3.3 D3-Resilience

Resilience measures the extent to which each tool maintains its detection quality even under
high-load conditions. This dimension directly addresses one of the research gaps identified
in Chapter 2: the absence of resilience evaluation in most existing IDS/IPS comparisons.
Resilience is evaluated by comparing tool performance at normal traffic speed (Phase 2) and
at double speed (Phase 3), using two sub-metrics defined in Table 4.5.

A tool that achieves a high detection rate at 1x speed but drops significantly at 2x speed
provides unreliable protection during traffic spikes which is a common operational scenario
during DDoS attacks or peak business hours. The separation of Resilience from Performance
Efficiency as a distinct dimension is justified by the finding of Albin and Rowe [14] that de-
tection degradation under load does not correlate linearly with baseline performance metrics.
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tion at 2x Load

tion rate when traffic
volume is doubled.

tween Phase 2 (1x)
and Phase 3 (2x) re-

play.

Sub-Metric Definition Measurement Scoring Anchor
Method (1-5)
TPR Degrada- | Reduction in detec- | Difference in TPR be- | 5: TPR < 2; 4: 2-5; 3:

5-10; 2: 10-20; 1: >
20

Packet  Drop
Rate at 2x Load

Proportion of packets
not processed during
stress test.

tcpreplay output
stats ~and  tool-
internal drop coun-
ters at 2x speed.

5: < 0.5; 4: 0.5-2; 3:
2-5;2: 5-15;1: > 15

Table 4.5: D3 Resilience-Sub-Metrics and Scoring Anchors

4.3.4 D4-Adaptability

Adaptability measures the extent to which each tool can be extended to address emerging
threats beyond its pre-packaged detection capabilities. The three tools differ substantially in
their detection paradigm: Snort and Suricata rely primarily on signature-based rule match-
ing, while Zeek provides a full scripting language enabling behavioral and anomaly-based
detection. This architectural distinction is a key factor in selecting between the tools, and is

evaluated through three sub-metrics defined in Table 4.6.
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extend detection
logic beyond pre-
packaged signatures.

ment: rule language
expressiveness, doc-
umentation quality,
learning curve.

Sub-Metric Definition Measurement Scoring Anchor
Method (1-5)
Custom Rule / | Ability to write or | Qualitative  assess- | 5: Full scripting

language; 4: Flexible
rule language; 3:
Limited extensions;
2: Minor config only;
1: No customisation

Script Support
Anomaly
Detection Ca-
pability

Ability to detect
threats through be-
havioral analysis
rather than signa-
tures alone.

Live simulation re-
sults (port scan, SYN
flood) assessed for
non-signature detec-
tions.

5: Native anomaly
detection; 4:
Threshold-based; 3:
Partial; 2: Signature-
dependent; 1: None

Protocol Cover-
age

Number and diver-
sity of application-
layer protocols the
tool can decode and
inspect.

Review of official
documentation and
log output categories
observed during

replay.

5: 15 protocols; 4:
10-14; 3: 5-9; 2: 2-4;
1: 0-1

Table 4.6: D4-Adaptability-Sub-Metrics and Scoring Anchors

Unlike D1 to D3, Adaptability is assessed qualitatively through structured assessment rather
than measured numerically. It is assessed through structured documentation review and ar-
chitectural analysis of each tool’s detection model. The live simulation results are unavailable,
that’s why scoring is based on documented capabilities cross-referenced against official tool
documentation.

4.3.5 Db5-Interoperability

Interoperability measures how effectively each tool integrates with surrounding security in-
frastructure, particularly SIEM platforms and automated response workflows. As argued in
Chapter 2 (Section 2.5.4), modern SOC environments require IDS tools to function as compo-
nents within a broader detection and response ecosystem rather than as standalone sensors.
A tool that cannot forward alerts to a SIEM in a standard format, or that requires manual in-
tervention for rule updates, imposes significant operational overhead. The three sub-metrics
for this dimension are defined in Table 4.7.
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Sub-Metric Definition Measurement Scoring Anchor
Method (1-5)
Output Format | Availability of | Review of native out- | 5: Native JSON, mul-
Standardisation | machine-readable, put formats; tested | tiple formats; 4: Na-
structured alert | with ELK pipeline in | tive JSON only; 3:
output (e.g.,, JSON) | Phase 4. JSON via plugin; 2:
compatible with Binary/text only; 1:
downstream sys- No structured output
tems.
SIEM Integra- | Ease and complete- | End-to-end pipeline | 5: Native, zero-
tion ness of integration | test: alert generation | config; 4:  Minor
with Elasticsearch / | — Logstash forward- | config required; 3:
Kibana (ELK) as the | ing — Kibana dash- | Third-party plugin
reference SIEM plat- | board visibility. needed; 2: Manual
form. parsing needed; 1:
No integration possi-
ble
API and Au- | Availability of pro- | Assessment of rule | 5: Built-in API +
tomation Capa- | grammatic interfaces | update tools, live | auto-updates + live
bility and automated rule- | reload capability, | reload; 4: Most ca-
update mechanisms. | and API/socket in- | pabilities present; 3:
terfaces (see Section | Some  automation;
3.7). 2: Manual only; 1I:
None

4.4 Evaluation Matrix

Table 4.8 presents the complete evaluation matrix through which the quality scores for Zeek,
Snort 3, and Suricata are computed. Dimension scores (1-5) are obtained from the empirical
testing and structured assessments described in Chapter 3. The average score for each tool is
the sum of its five dimension scores divided by 5. The raw scores and their totals in this table

are completed in Chapter 5 following the empirical evaluation.
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Dimension Max Score Snort Score(1- | Suricata Zeek Score(1-5)
5) Score(1-5)

Detection Effec- | 5.00 TBD TBD TBD

tiveness

Performance 5.00 TBD TBD TBD

Efficiency

Resilience 5.00 TBD TBD TBD

Adaptability 5.00 TBD TBD TBD

Interoperability | 5.00 TBD TBD TBD

Table 4.8: Evaluation Matrix(Score Computation(Scores Populated in Chapter 5)

4.5 Validity, Transferability, and Limitations of the Framework

Several measures are taken to ensure the validity of the framework. The internal validity is
supported by the use of identical hardware, dataset, and baseline configurations across all
three tools, which ensure that the observed differences in dimension scores are due to the
characteristics of tools rather than variation in environment.

The framework is designed to be transferable to other evaluation contexts. Practitioners who
wish to apply the QEF in their own environments can adjust the dimensions to reflect their
organizational priorities, while retaining the sub-metric definitions and scoring anchors. The
framework can also be extended with additional dimensions, for example, inclusion of Us-
ability dimension covering complexity in installation and quality in documentation if this is
relevant to their context.

At the same time limitations of the framework should also be considered. First, the quali-
tative sub-metrics in D4 and D5 rely on structured assessment from the expert rather than
objective numeric measurement, which introduces the possibility of bias from the evalua-
tor. This limitation is mitigated by the use of explicitly defined assessment criteria and by
cross-referencing assessments against official documentation of each tool. Second, the scoring
anchors for quantitative sub-metrics were defined based on thresholds considered reasonable
for the test environment. However, organizations with substantially different infrastructure
may find it appropriate to adjust these thresholds before applying the framework in their own
context.
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Chapter 5

Results

This chapter presents the results of applying the quality evaluation framework defined in
Chapter 4 to the three open-source IDS/IPS tools: Zeek, Snort 3, and Suricata. The results
are organized by dimension of framework, with each section reporting the raw measurement
data collected during testing, the score assigned to each tool for that dimension, and the
justification for each score is referenced to the scoring criteria that is defined in Chapter 4 and
the measurement data is collected through the testing procedure described in Chapter 3. The
chapter concludes with the completed scoring matrix.

5.1 Results By Dimension

The sections present the empirical results for each of the five dimensions of the framework.
For each dimension, the raw measurement data is presented first, followed by the score as-
signed to each tool and the justification for that score with reference to the criteria defined in
Chapter 4.

5.1.1 D1-Detection Effectivness

Table 5.1 presents the detection effectiveness results for all three tools tested against the CI-
CIDS 2017 dataset. The True Positive Rate (TPR), False Positive Rate (FPR) and attack type
coverage were measured for each tool following the procedure described in Chapter 3.
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Tool TPR % FPR % Attack Type Covered
Zeek 10.79(1/5) 0.65(5/5) 14 Attack Types(5/5)
Snort 3 32.78(1/5) 87.63(1/5) 5 Attack Types(4/5)
Suricata 83.33(4/5) 3.26(4/5) 5 Attack Types(4/5)

Table 5.1: Detection Effectiveness Result-Zeek, Snort3, and Suricata

Figure 5.1 presents a visual comparison of the True Positive Rate and False Positive Rate for all
three tools, illustrating the trade-off between detection capability and false alert generation.

Figure 5.1: TPR and FPR Comparison
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Suricata achieved the highest TPR of 83.33% showing the effectiveness of its signature-based
detection. Zeek achieved the lowest TPR of 10.79%, which is expected given that it was oper-
ated in its default logging configuration without dedicated detection scripts due to a plugin
compatibility issue in the test environment. However, Zeek detected the broadest range of
attack categories (14 sub-categories), reflecting its comprehensive network logging capability.
Snort 3’s high FPR of 87.63% indicates significant over-alerting on benign traffic, suggesting
that the community rule set contains broad rules that match common benign traffic patterns
and would require tuning in an operational deployment.

Table 5.2 presents the scores assigned to each tool for the Detection Effectiveness dimension,
with justification based on the criteria defined in Chapter 4, Section 4.3.
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Tool Score Justification

Zeek (14545)/3 =3.67 — 4/5 TPR scores 1/5 (10.79%
< 40); FPR scores 5/5
(0.65%< 1); Attack Cate-
gory Coverage scores 5/5
(14 categories > 7). Mean =
(14545)/3 = 3.67, rounded
to 4 per the criteria defined
in Chapter 4, Section 4.3.1.

Snort 3 (1+1+4)/3=2—2/5 TPR scores 1/5 (32.78%
<40); FPR scores 1/5
(87.63% > 20-extremely
high false positive rate
indicating significant rule
set over-alerting on benign
traffic); Attack Category
Coverage scores 4/5 (5 cat-
egories, within 5-6). Mean
= (1+1+4)/3 = 2, per the
criteria defined in Chapter
4, Section 4.3.1.

Suricata (4+4+4)/3=4/5 TPR scores 4/5 (83.33%,
within 75-89); FPR scores
4/5 (3.26%, within 1-5);
Attack Category Coverage
scores 4/5 (5 categories,
within 5-6). Mean =
(4+4+4)/3 = 4 per the cri-
teria defined in Chapter 4,
Section 4.3.1.

Table 5.2: Detection Effectiveness Score

5.1.2 Dimension 2-Performance

Table 5.3 presents the performance results for all three tools measured during the CICIDS
2017 dataset replay at normal speed (1x multiplier). CPU and memory usage were monitored
using the sar tool throughout each test run.

43



Tool Throughput Avg CPU Us- | Peak Ram(mb)
(Mbps) age %

Zeek 222.7(4/5) 33.14 (5/5) 1178 (4/5)

Snort 3 77.32(4/5) 28.28(5/5) 236(5/5)

Suricata 40.58(4/5) 93.68(1/5) 950(5/5)

Figure 5.2 presents the average CPU usage recorded for each tool during dataset replay, with

Table 5.3: Performance Results-Zeek, Snort and Suricata

threshold lines indicating the scoring boundaries defined in Chapter 4, Table 4.4.

Average CPU Usage (%)

Zeek achieved the highest throughput of 222.7 Mbps, reflecting its passive logging architec-
ture which imposes minimal processing overhead per packet. Snort 3 demonstrated the most
efficient resource utilization overall, with the lowest CPU usage (28.28%) and lowest peak
RAM (236 MB). Suricata’s high CPU usage of 93.68% is related to its comprehensive EVE
JSON logging which writes detailed structured output for every network event, creating sig-
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Figure 5.2: Average CPU Usage Comparison
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nificant disk I/0O overhead.

Table 5.4 presents the scores assigned to each tool based on the performance, with justifi-

Snort 3

cation based on the criteria defined in Chapter 4, Section 4.3.
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Tool

Score

Justification

Zeek

(445+4)/3 =433 - 4

Throughput scores 4/5
(222.7 Mbps, no packet
loss at 1x); CPU scores
5/5 (33.14% < 40); Peak
RAM scores 4/5 (1,178 MB
within 1-2 GB); . Mean
= (4+5+4)/3 = 4.33-4
per the criteria defined in
Chapter 4, Section 4.3.2.

Snort 3

(4+5+5)/3=4.66 — 5

Throughput scores 4/5
(7732 Mbps, no packet
loss at 1x); CPU scores
5/5 (28.28% < 40); Peak
RAM scores 5/5 (230 MB
< 1 GB-most memory ef-
ficient of the three tools);.
Mean = (4+5+5)/3 = 4.66,
rounded to 5 per the
criteria defined in Chapter
4, Section 4.3.2.

Suricata

(4+1+5)/3=3.33 —+ 3

Throughput scores 4/5
(40.58 Mbps, no packet
loss at 1x); CPU scores 1/5
(93.68% > 90-highest CPU
consumption of the three
tools, which is related to
comprehensive EVE JSON
logging overhead); Peak
RAM scores 5/5 (950 MB
<1 GB);Mean = (4+1+45)/3
= 3.33, rounded to 3 per
the criteria defined in
Chapter 4, Section 4.3.2.

Table 5.4: Performance Score
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5.1.3 Dimension 3 - Resilience

Table 5.5 presents the resilience results for all three tools measured during the CICIDS 2017
dataset replay at double speed (2x multiplier) using tcpreplay. Results are compared against
the baseline performance measurements from Section 5.1.1 and 5.1.2

Tool TPR Degra- | Packet Drop Rate%
dation at 2x
Load%

Zeek 0(5/5) 0(5/5)

Snort 3 2.47(4/5) 11.21(2/5)

Suricata 71.42(1/5) 0(5/5)

Table 5.5: Resilience Results-Zeek, Snort, Suricata

Figure 5.3 presents the detection rate of each tool at normal speed and maximum processing
speed, illustrating the degree of detection degradation under increased load conditions.

Figure 5.3: Resilience-TPR at 1x vs 2x Speed
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Zeek demonstrated perfect resilience with zero TPR degradation and zero packet drop, main-
taining identical performance at maximum processing speed. This result reflects Zeek’s pas-
sive logging architecture which makes it suitable for high-speed operation. Snort 3 maintained
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relatively stable detection (2.47 %degradation) but exhibited significant packet drop (11.21%),
indicating that its packet capture mechanism became the bottleneck under increased load.
Suricata exhibited the most severe detection degradation (71.42%) despite zero packet loss,
suggesting that the detection engine itself rather than packet capture became the bottleneck,
causing alerts to be suppressed even while packets continued to be received.

Table 5.6 presents the scores assigned to each tool based on the performance, with justifi-
cation based on the criteria defined in Chapter 4, Section 4.3.
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Tool

Score

Justification

Zeek

(5+5)/2=5 — 5

TPR Degradation scores
5/5 (0.00% < 2); Packet
Drop Rate scores 5/5 (0.00
%< 0.5). Both connections
logged and detections re-
mained identical between
1x and maximum speed
runs. Mean = (5+5)/2 =5.0
per the criteria defined in
Chapter 4, Section 4.3.3.

Snort 3

(4+2)/2=3 — 3

TPR Degradation scores
4/5 (2.47%, within 2-5);
Packet Drop Rate scores
2/5 (11.21%, within 5-15).
Snort maintained rela-
tively stable detection at
2x speed but exhibited
significant packet drop,
which indicates process-
ing  bottleneck  under
increased load. Mean
= (4+2)/2 = 3.0 per the
criteria defined in Chapter
4, Section 4.3.3.

Suricata

(1+5)/2=3
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TPR Degradation scores
1/5 (71.42%> 20 most se-
vere degradation of the
three tools); Packet Drop
Rate scores 5/5 (0.00%<
0.5). Despite zero packet
loss, Suricata’s detection
rate collapsed under max-
imum speed conditions,
suggesting that the detec-
tion engine became the
bottleneck rather than the
packet capture. Mean =
(145)/2 = 3.0 per the cri-
teria defined in Chapter 4,
Section 4.3.3.

Table 5.6: Resilience Score




5.1.4 Dimension 4-Adaptability

Table 5.7 presents the adaptability assessment results for all three tools across the three sub-
metrics defined in Chapter 4, Section 4.3.4: Custom Rule/Script Support, Anomaly Detection
Capability, and Protocol Coverage. This dimension was assessed through a combination of
structured documentation review and independent evaluation, which is described in Chapter
3, Section 3.5.3

Tool Custom Rule/Script Sup- | Anomaly Protocol Cover-
port Detection Ca- | age
pability
Zeek Full custom scripting | Strong 15+ protocols
language (Zeek Script); decoded

supports multi-condition
logic, time-window analy-
sis, and cross-connection

correlation.
Snort 3 Rule-based language; | Limited 10+  protocols
Snort 3 introduced multi- decoded

condition rules and Lua
scripting support, but
detection model remains
fundamentally signature-

dependent.
Suricata Standard rule language | Moderate 15+  protocols
plus Lua scripting; custom decoded

detection logic is possible
but requires scripting ex-
pertise.

Table 5.7: Adaptability Assessment Results

Zeek demonstrated the strongest adaptability of the three tools. According to the Zeek Project
[4], Zeek’s scripting language enables complex behavioural detection logic that goes beyond
simple pattern matching, supporting multi-condition rules, time-window analysis, and cross-
connection correlation. Based on documentation review, Zeek’s scripting language is capable
of detecting CICIDS infiltration traffic beyond standard signatures and identifying port scan
scenarios through connection-rate anomaly logic. As noted by the Zeek Project [4], this be-
havioral detection capability is a core design feature of the scripting framework, though it
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could not be empirically verified through live simulation in this study.

Snort 3 demonstrated limited anomaly detection capability, operating primarily through its
signature-based rule engine. According to Cisco [2], Snort 3 introduced improvements to its
rule language including Lua scripting support; however, its detection model remains funda-
mentally signature-dependent. Based on documentation review and analysis of its rule-based
architecture, Snort 3 is expected to be unable to detect attack variants that fall outside its com-
munity rule set definitions. According to Cisco [2], Snort 3’s detection model remains funda-
mentally signature-dependent, which inherently limits its capability against novel threats..

According to the OISF [3], Suricata demonstrated moderate adaptability across all three sub-
metrics. According to the OISF [3], Suricata supports Lua scripting in addition to its standard
rule language, providing detection capability beyond pure signature matching, though this re-
quires scripting expertise and is less accessible than Zeek’s integrated scripting model. Based
on documentation review, Suricata supports Lua scripting which enables detection capabil-
ity beyond pure signature matching.This provides partial behavioural detection capability,
though empirical verification through live simulation was not possible within this study. Pro-
tocol coverage extends to 15+ application-layer protocols, including HTTP, DNS, TLS, FTP,
SSH, SMTP, SMB, and DHCP, providing broad network visibility for SOC environments.
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Tool

Score

Justification

Zeek

4/5

Custom Rule/Script Support scores 5: Zeek’s scripting lan-
guage supports multi-condition logic, time-window analy-
sis, and cross-connection correlation, providing the highest
rule flexibility of the three tools, per the Zeek Project [4].
Anomaly Detection scores 4: documentation review con-
firms capability to detect infiltration traffic and port scan
anomalies through connection-rate scripting logic per the
Zeek Project [4], though this was not empirically verified
through live simulation. Protocol Coverage scores 4: 15+
protocols decoded with rich per-protocol structured log
output. Mean sub-metric score = (5 + 4 + 4) / 3 = 4.3,
rounded to 4 per the criteria defined in Chapter 4, Section
434

Snort 3

2/5

Custom Rule/Script Support scores 2: Snort 3’s rule lan-
guage is signature-dependent with limited Lua extension;
no full scripting model. Anomaly Detection scores 2: ar-
chitectural analysis indicates limited capability to detect
variants outside its community rule set, consistent with its
signature-dependent design per Cisco [2]. Protocol Cover-
age scores 3: 10+ protocols decoded, meeting the baseline
but not the breadth of Suricata or Zeek. Mean sub-metric
score = (2 + 2 + 3) / 3 = 2.3, rounded to 2 per the criteria
defined in Chapter 4, Section 4.3.4.

Suricata

3/5

Custom Rule/Script Support scores 3: Lua scripting pro-
vides moderate adaptability beyond pure signature match-
ing, though it requires more expertise than Zeek’s inte-
grated model, per the OISF [3]. Anomaly Detection scores
3: documentation confirms partial behavioural detection
capability through Lua scripting per the OISF [3], though
empirical verification was not possible in this study. Proto-
col Coverage scores 4: 15+ protocols decoded with broad
SOC-oriented coverage. Mean sub-metric score = (3 + 3 +
4) / 3 = 3.3, rounded to 3 per the criteria defined in Chap-
ter 4, Section 4.3.4.

Table 5.8: Adaptability Score

51




5.1.5 Dimension 5 - Interoperability

Table 5.9 presents the interoperability assessment results for all three tools across the three
sub-metrics defined in Chapter 4, Section 4.3.5: Output Format Standardisation, SIEM In-
tegration (using ELK as the reference platform), and API and Automation Capability. The
assessment is based on the Phase 4 structured evaluation described in Section 3.6.4.

Tool Output Format | SIEM In- | API and Automation Capability
Standardisa- tegration
tion
Zeek 4 Formats 3 Plat- | Rule/script updates via zkg package man-
forms ager. Live script re-deploy requires service

interruption. Full scripting API (Broker
API) for external integration and SOAR
connectivity. Kafka output for streaming

pipelines
Snort 3 3 Formats 2 Plat- | Rule updates via PulledPork 3 (third-
forms party). Live rule reload supported via

reload flag without restart. Lua scripting
and syslog output available. No REST API.

Suricata 4 Formats 4 Plat- | Rule updates via built-in suricata-update
forms tool. Live rule reload via Unix socket com-
mand. Full REST API for programmatic
management. EVE JSON enables direct au-
tomation pipelines.

Table 5.9: Interoperability Assessment Results

According to the Zeek Project [4], Zeek natively produces structured JSON logs across all
log types conn.log, dns.log, http.log, ssl.log, and files.log which enables direct ingestion into
Elasticsearch via Filebeat with minimal configuration. SIEM support is documented for Elas-
ticsearch, Splunk, and Wazuh; IBM QRadar integration requires additional configuration. The
Broker API and Kafka output provide strong automation and streaming pipeline capability.
However, live script re-deployment requires a brief service interruption, and no built-in REST
APl is available, representing a minor operational limitation relative to Suricata.

According to Cisco [2], Snort 3 produces output in unified2 binary format by default, which
requires additional processing tools such as Barnyard2 for SIEM integration. JSON alert out-
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put is available as a configuration option and eased the ELK pipeline test, but required manual
Logstash configuration to parse correctly. Rule update automation is handled by the third-
party PulledPork 3 tool, which supports scheduled updates; live rule reload is supported via
a reload flag without a service restart. The absence of a REST API limits programmatic man-
agement relative to Suricata.

According to the OISF [3], Suricata’s EVE JSON logging format was specifically designed
to facilitate SIEM integration, producing comprehensive structured output covering alerts,
flows, DNS, HTTP, TLS, and file events in a single unified log stream. During Phase 4 testing,
EVE JSON was ingested directly into Elasticsearch via Filebeat without any custom Logstash
parsing rules, confirming zero-configuration integration. Suricata documents native SIEM
support for Elasticsearch, Splunk, Wazuh, and IBM QRadar the broadest platform support of
the three tools evaluated. Rule updates are handled by the built-in suricata-update tool with
scheduling support; a Unix socket command enables live rule reload; and a full REST API is
available for programmatic management, making Suricata the most interoperable tool overal
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Tool

Score

Justification

Zeek

4/5

Output Format scores 5: all log types are natively structured
JSON by default, requiring no conversion for downstream in-
gestion, per the Zeek Project [4]. SIEM Integration scores 4:
ELK pipeline configured with minimal effort via Filebeat; how-
ever, Zeek supports three SIEM platforms compared to Suri-
cata’s four, and live script re-deployment requires a brief ser-
vice interruption, which limits operational continuity. API and
Automation scores 4: the Broker API and Kafka output provide
strong automation capability; however, the absence of a built-in
REST API and the requirement to re-deploy scripts (rather than
live-reload rules) represent a minor operational limitation rela-
tive to Suricata. Mean sub-metric score = (5 + 4 + 4) / 3 = 4.3,
rounded to 4 per the criteria defined in Chapter 4, Section 4.3.5.

Snort 3

3/5

Output Format scores 3: three formats are available but JSON
is not the default and unified2 requires additional tooling (, per
Cisco [2]. SIEM Integration scores 3: ELK pipeline functional
after manual Logstash configuration; a third-party plugin step
was required. API and Automation scores 3: PulledPork en-
ables scheduled rule updates and live reload is supported, but
the absence of a REST API limits programmatic integration com-
pared to Suricata. Mean sub-metric score = (3 + 3 + 3) / 3 =3.0,
giving a D5 score of 3 per the criteria defined in Chapter 4, Sec-
tion 4.3.5.

Suricata

5/5

Output Format scores 5: four native formats with EVE JSON
purpose-built for SIEM ingestion, per the OISF [3]. SIEM In-
tegration scores 5: direct zero-configuration Filebeat ingestion
into ELK confirmed during Phase 4 testing; broadest docu-
mented SIEM platform support (Elasticsearch, Splunk, Wazuh,
IBM QRadar) of the three tools evaluated. API and Automation
scores 5: built-in suricata-update with scheduling, live reload
via Unix socket, and a full REST API constitute the most com-
plete automation capability of the three tools. Mean sub-metric
score = (5 +5+5) / 3=5.0, giving a D5 score of 5 per the criteria
defined in Chapter 4, Section 4.3.5.

Table 5.10: Interoperability Score
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5.2 Completed Scoring Matrix

Table 5.11 shows the completed scoring matrix showing the score assigned to each tool across
all five dimensions together with the total score. The scoring criteria for each dimension are
defined in Chapter 4.

Tools Snort Score Suricata Score Zeek Score
Detection Effective- | 2 4 4

ness

Performance Effi- | 5 4 4

ciency

Resilience 3 4 5

Adaptability 2 3 4

Interoperability 3 5 4

Average Score (2+5+3+2+3)/5=3 (4+4+3+3+5)/5=3.8 (4+4+5+4+4)/5=4.2

Table 5.11: Completed quality evaluation framework scoring matrix

Figure 5.4 presents a visual comparison of the average quality scores achieved by each tool
across all five dimensions.

Figure 5.4: Average Quality Scores

Average Score (out of 5.00)

Zeek Suricata Snort 3
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Figure 5.5 presents a radar chart illustrating the relative strengths and weaknesses of each tool
across all five quality dimensions simultaneously, providing a visual overview of each tool’s
quality profile.

D1 Detection

D5 Interoperability D2 Performance

D4 Adaptability D3 Resilience

Zeek (4.20/5)

Suricata (3.80/5)

Snort 3 (3.00/5)

Figure 5.5: Radar Chart-Quality Dimension Scores for All Three Tools

5.3 Interpretation of Results

This completed scoring matrix shows the distinct quality of each tools which reflect their ar-
chitectural designs.

Zeek achieved the highest average score of 4.20/5, driven by its perfect resilience score (5/5),
strong detection category coverage, and high adaptability through its scripting language. Its
low TPR (10.79) is the primary limitation. If the script is configured properly, Zeek’s detection
capability can be increased, making it well-suited for tasks such as threat hunting and behav-
ioral analysis of environments.

Suricata achieved a average score of 3.8/5, with the highest detection TPR (83.33) and perfect
interoperability score (5/5). However, it has a weakness in resilience with a TPR degradation
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of 71.42 under maximum load conditions which indicates that Suricata’s detection engine re-
quires careful resource allocation in high-traffic environments.

Snort 3 achieved a average score of 3.0/5. Its highest score was Performance Efficiency (5/5),
demonstrating the most efficient resource utilization of the three tools. However, its extremely
high FPR (87.63) and limited adaptability (2/5) represent significant challenges in its opera-
tion. The high FPR indicates that Snort’s community rule set requires tuning before it is
deployed in production environments to avoid alert fatigue.
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Chapter 6

Conclusion

This chapter concludes the thesis by summarizing the contributions of the research, answer-
ing the three research questions that are stated in Chapter 1, providing practical recommenda-
tions for security practitioners and computer engineers, and outlining the directions for future
work. The chapter is interpreted based on the empirical findings that are found in Chapter
5, where the Quality Evaluation Framework was applied to Zeek, Snort 3, and Suricata under
identical controlled conditions using the CICIDS 2017 dataset.

6.1 Summary of our Contribution

This thesis makes following contributions to the field of research in network intrusion detec-
tion and to the evaluation of open-source security tools.

* Quality Evaluation Framework (QEF) :A structured five-dimensional framework for
evaluating open-source IDS/IPS tools, which is grounded in ISO 25010 and is applied
under identical controlled conditions. This framework is transferable and is adjustable
according to the priorities of an organization.

¢ Empirical Three-Tool Comparison :While prior studies such as Waleed, Jamali and
Masood (2022) have compared all three tools, this study is the first to apply a structured
multi-dimensional quality framework grounded in ISO/IEC 25010 to evaluate Zeek,
Snort 3, and Suricata simultaneously across five quality dimensions using the CICIDS
2017 dataset under identical controlled conditions.

* Modern Dataset Evaluation : It uses the CICIDS 2017 dataset rather than the widely
criticised KDD Cup 1999 dataset, producing results which are relevant to contemporary
network security environments.
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6.2 Answers to Research Questions

1. What quality dimensions are most relevant for evaluating open-source IDS/IPS tools?
The systematic literature review conducted in Chapter 2 helped to identify the five qual-
ity dimensions as most relevant: Detection Effectiveness, Performance Efficiency, Resilience,
Adaptability, and Interoperability. Each dimension was selected based on three criteria: rel-
evance to operational IDS/IPS deployment; measurability through structured assessment;
and grounding in the ISO/IEC 25010 software quality model. Detection Effectiveness is the
primary functional purpose of an IDS while Performance Efficiency and Resilience helps to
reflect that which tools degrade under realistic traffic loads and create detection gaps during
critical operational scenarios.However, Adaptability and Interoperability are the operational
dimensions which were absent in most prior comparison studies.

2. How do Zeek, Snort, and Suricata perform across these dimensions under identical
conditions?

The evaluation in Chapter 5 produces the average scoring matrix which is reproduced below.
The three tools shows fundamentally different operational profiles that reflect their underly-
ing architectural choices.

Dimension Snort 3 | Suricata 8 | Zeek 6 Winner
Detection Effective- 2/5 4/5 4/5 | Suricata / Zeek (tie)
ness (D1)

Performance Effi- 5/5 4/5 4/5 Snort 3
ciency (D2)

Resilience (D3) 3/5 3/5 5/5 Zeek
Adaptability (D4) 2/5 3/5 4/5 Zeek
Interoperability (D5) 3/5 5/5 4/5 Suricata
Average of 5 3.00 3.80 4.20 Zeek

Table 6.1: Cross-Tool Comparison of Dimension Scores (from Table 5.11)

Zeek achieved the highest average score of 4.20/5, excelling in Resilience (5/5) and Adapt-
ability (4/5). Its TPR of 10.79% reflects operation without dedicated detection scripts due to
an AF_Packet plugin compatibility issue in the test environment, a test configuration limi-
tation which is acknowledged in Section 3.8, not a fundamental ceiling on Zeek’s capability.
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Critically, Zeek’s attack category coverage score of 5/5 reflects the breadth of its structured
network logging, not alert-based detection: Zeek recorded traffic from 14 attack sub-categories
in its connection and protocol logs, but without custom detection scripts it did not generate
corresponding alerts for those categories. Practitioners should therefore treat Zeek’s aver-
age ranking as representative of its value as a network analysis and threat-hunting platform,
rather than as a standalone signature-based detection engine.

Suricata achieved a average score of 3.80/5 with the strongest Detection Effectiveness (4/5,
TPR 83.33%) and Interoperability (5/5). Its most significant weakness was Resilience (3/5),
where TPR degraded by 71.42% under maximum load conditions. This finding suggests that
Suricata’s detection engine becomes the bottleneck under resource-constrained conditions,
which is consistent with the VM environment limitations described in Section 3.8.

Snort 3 achieved a average score of 3.00/5 with the strongest Performance Efficiency (5/5),
demonstrating the lowest CPU usage (28.28%) and lowest peak RAM (236 MB) of the three
tools. Its extremely high FPR of 87.63% was the most significant limitation, indicating that
the community rule set generates substantial false alerts on benign traffic and requires tun-
ing before operational deployment. Its low Adaptability score (2/5) reflects the fundamental
signature-dependency of its detection model.

3. What are the relative strengths and weaknesses of each tool and what are the practical
recommendations?

The evaluation finds some distinct and complementary quality profiles for each tool. Zeek’s
strengths are resilience, adaptability, and visibility in network making it best suited for be-
havioral analysis and threat hunting. Suricata’s strengths are detection accuracy and interop-
erability, making it best suited to SOC environments which requires SIEM integration. Snort’s
strength is efficiency in resource usage, making it best suited to resource-constrained deploy-
ments, though rule set tuning is essential for it.

6.3 Recommendation
Based on the findings reported in Chapter 5, the following recommendations are provided for

computer engineers and security practitioners who decide to choose between Zeek, Snort 3,
and Suricata.
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6.3.1 Recommendation 1-SOC environments requiring SIEM integration:
use Suricata

Suricata is the recommended tool for SOC environments requiring SIEM integration, because
it achieved the highest D5 Interoperability score (5/5) and the highest TPR of 83.33. Its native
EVE JSON output is fed up directly into Elasticsearch via Filebeat with zero configuration, and
its broadest documented SIEM platform support covering Elasticsearch, Splunk, Wazuh, and
IBM QRadar makes it the most operationally ready tool for enterprise security environments.
Moreover, the built-in suricata-update tool supports automatic scheduled rule updates and
a full REST API enables programmatic management and automation pipelines, reducing the
manual operational overhead associated with maintaining an IDS in a production SOC.

6.3.2 Recommendation 2-Threat hunting and behavioral analysis: use Zeek

Zeek is the recommended tool for threat hunting and behavioral analysis environments, hav-
ing achieved the highest average score of 4.20/5 and a perfect resilience score (5/5). Its full
custom scripting language enables detection logic that goes beyond signature matching, and
its detection of 14 attack categories the broadest coverage of the three tools demonstrates the
depth of network visibility it provides even in default configuration. Zero detection degra-
dation and zero packet drop under maximum load conditions confirm that Zeek maintains
consistent performance regardless the intensity of traffic , making it particularly well-suited
for high-throughput environments where reliability is critical.

6.3.3 Recommendation 3-Resource-constrained environments: use Snort 3

Snort 3 is the recommended tool for resource-constrained environments, having achieved the
highest D2 Performance score (5/5) with the lowest average CPU usage (28.28) and lowest
peak RAM consumption (236 MB) of the three tools evaluated. However, rule set tuning is
strongly recommended before its deployment. The FPR of 87.63 observed in this evaluation
where Snort flagged almost all benign traffic as malicious would generate an unmanageable
alert volume. With appropriate rule tuning, Snort 3’s resource efficiency makes it a practical
choice for environments with limited hardware resources.

6.3.4 Recommendation 4 Multi-tool deployment

Sometimes deploying two or more tools together is beneficial for an organizations to get their
complementary strengths, for example, deploying Suricata for signature-based alert genera-
tion and SIEM forwarding alongside Zeek for behavioral analysis and network forensic log-

ging.
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6.4 Limitations
We have to consider several limitations while evaluating and interpreting the results.

Zeek Detection Scripts: Zeek was evaluated without dedicated detection scripts due to
an AF Packet plugin compatibility issue in the test environment. This configuration produced
a TPR of 10.79% substantially lower than Zeek’s potential with full script deployment. The
low TPR is therefore a limitation of the test configuration rather than a fundamental capability
limitation of Zeek.Future evaluations should resolve this compatibility issue to obtain a more
representative detection score.

Virtualized Environment: All testing was conducted in a virtualized environment with 4
vCPUs and 8 GB RAM. This constrained environment likely contributed to Suricata’s severe
resilience degradation (71.42), as resource contention between the detection engine and EVE
JSON logging may be exacerbated in a VM compared to bare-metal deployment. Results
should be interpreted as representative of resource-constrained deployments rather than en-
terprise hardware configurations.

Single dataset: The evaluation was done using CICIDS 2017, which does not include attack
types that have become prevalent since 2018, such as ransomware and supply chain attacks.
While CICIDS 2017 remains the most widely validated modern benchmark, results may not
fully reflect tool performance against the most current threat landscape.

6.5 Future Work

This thesis establishes a foundation for structured multi-dimensional evaluation of open-
source IDS/IPS tools. Below are the directions for future research, each of which addressing
a specific limitation of the current study.

¢ Zeek With Detection Scripts :Rerun the evaluation of Zeek with full detection scripts
enabled to obtain a more representative TPR. This would address the primary limitation
of the current evaluation and provide a fairer comparison of Zeek’s detection capability
against Snort and Suricata.

* Snort Rule Set Tuning :Investigate the cause of Snort’s high FPR (87.63%) through sys-
tematic rule set analysis and tuning. Identify which specific rules generate false positives
on common benign traffic patterns and assess the impact of tuning on overall detection
quality.
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Bare-metal Environment testing :Replicate the evaluation on dedicated physical hard-
ware to eliminate overhead in virtualization. This would particularly benefit Suricata’s
resilience score, as the VM resource constraints likely contributed to its 71.42% detection
degradation under maximum load.

Extend to Newer Datasets : Apply the QEF to the newer datasets like UM-NIDS (2024)
to evaluate whether findings hold against more recent attack patterns including ran-
somware and supply chain attacks which were not present in CICIDS 2017.

¢ Comparison with Commercial Tool : Apply the QEF to compare open-source tools
with commercial IDS/IPS products such as Cisco Firepower and IBM QRadar, which
will provide practitioners with a broader basis for procurement decisions.

Live attack simulation: The three planned attack scenarios: port scan using Nmap, SSH
brute force using Hydra, and SYN flood using hping3 were designed to provide empiri-
cal evidence for the D4 Anomaly Detection Capability sub-metric, which evaluates each
tool’s ability to detect threats through behavioral analysis rather than signature match-
ing alone. This direction is considered the most immediately important future work item
for two reasons. First, the current D4 Anomaly Detection scores for all three tools are
based on documentation review and architectural analysis rather than empirical mea-
surement, which introduces the highest degree of uncertainty of any sub-metric in the
framework. Second, the infrastructure required to execute these scenarios is already in
place: the three virtual machines are configured, the attack tools are identified, and the
target scenarios are fully specified in Table 3.3, meaning replication requires resolving
the VM compatibility issue rather than redesigning the experiment from scratch. In
terms of expected impact on results, Zeek’s adaptability score is most likely to change,
as successful deployment of detection scripts alongside live attack traffic could raise its
Anomaly Detection score and strengthen the case for its use in behavioral analysis en-
vironments. Snort 3’s score is least likely to change due to its fundamental signature
dependency. A successful live simulation would either validate the current D4 rankings
or provide empirically grounded grounds to revise them.

Moreover, re-evaluating Zeek with detection scripts and investigating Snort’s FPR through
rule tuning are considered the most valuable, as they would help to address the most signif-
icant limitations of the current evaluation and produce more comparative results for the two
tools which are most affected by test configuration constraints.
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6.6 Final Remarks

This thesis is going to address the absence of an independent, multi-dimensional quality eval-
uation framework for comparing the three most widely deployed open-source IDS/IPS tools:
Zeek, Snort 3, and Suricata. The Quality Evaluation Framework developed here, grounded in
ISO 25010 and validated through empirical testing under controlled conditions, represents a
meaningful contribution toward filling this gap in the existing literature.

The empirical results reveal that no single tool is optimal across all five quality dimensions.
Zeek offers the best overall average score (4.20/5), driven by its unique architectural strengths
in resilience and behavioral analysis. Suricata offers the strongest detection and interoper-
ability profile (3.80/5), making it the preferred choice for SOC environments. Snort 3 offers
the most efficient resource utilisation (3.00/5) but requires significant rule set tuning before
operational deployment.

For computer engineers or security practitioner tasked with selecting an IDS/IPS tool, the
central message of this thesis is that tool selection should be based on a structured, multi-
dimensional evaluation tailored to organizational priorities but not on a single metric such as
detection rate or throughput alone. The QEF provides a practical, reproducible, and transfer-
able means of conducting exactly such an evaluation, and its application to any combination
of IDS/IPS tools either open-source or a commercial which provides a valuable direction for
future security research.
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Appendix

The scripts used to determine the cpu and memory usage along with the determination of TP,
FP, TN, FN, Total Attacks are stored in a version control server and can be found using this
github repository.


https://github.com/mesahil1/qef-scripts
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