
Summary

This paper investigates whether post-processing reranking methods can be used on diffusion recommender systems
as a lightweight alternative to training-time debiasing approaches. Specifically for mitigating popularity bias. Modern
recommender systems achieve strong recommendation performance by modeling user-item interactions through a de-
noising process. However, they are susceptible to popularity bias which they inherit from historical interaction data.
Frequently interacted items dominate recommendations at the expense of long-tail content. Models like Model-Agnostic
Counterfactual Reasoning (MACR) address this issue at training-time by using counterfactual learning objectives. While
this approach provide good results, it also requires modifying and retraining the underlying model, which limits it prac-
ticality in real-world deployment scenarios.

To address this issue, the paper focuses on post-processing reranking techniques that can be applied to pretrained
recommendation outputs. Three different reranking strategies are used: (1) Log Popularity Penalty (LogPop) which
penalizes items based on a logarithmic transformation of their popularity, (2) Inverse Popularity Weighting (IPW) which
multiplicatively downweights popular items, (3) Maximal Marginal Relevance (MMR) which balances relevance and
diversity by reducing redundancy amoung all selected items. These methods are controlled by the hyperparameter λ,
which regulates the strength of the reranking effect and therby controls the trade-off between accuracy and bias mitiga-
tion. The methods operate on the top-K recommendations produced by two diffusion models. These diffusion models
are Diffusion Recommender Model (DiffRec) and Disentangled Diffusion model for Diversified Recommendation (D3Rec).

The experiments are conducted on two datasets, MovieLens-1M and Steam game. The produced lists are evaluated
with the metrics, Recall and NDCG for accuracy, Entropy and Coverage for diversity, and an added metric Popularity
to measure exposure bias. The results show that all reranking methods reduce popularity bias. However, they differ in
how they affect recommendation quality and diversity. Meaning a consistent increase to λ reduces popularity, but it also
leads to a decline in accuracy. LogPop produces a smooth and predictable trade-off, but primarily reduces popularity
without any improvements to diversity. IPW is very sensitive, it achieves a good early bias reduction, but with a sharp
performance degradation at higher λ values. MMR provides the most balanced behavior. It improves in popularity
coverage and entropy while maintaining a relatively stable accuracy.

The findings from this paper demonstrate that post-hoc reranking is a practical and flexible approach to mitigating
popularity bias in diffusion-based recommender systems. However, the effectiveness depends on the choise of reranking
strategy and the tuning of λ.

This page is intended as a standalone summary. The main paper begins on the following page.
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Abstract

Popularity bias remains a persistent issue in recommender systems, where frequently interacted items dominate rec-
ommendations at the expense of long-tail content, reducing diversity and catalog coverage. Although diffusion-based
recommender systems such as Diffusion Recommender Model (DiffRec) and Disentangled Diffusion model for Diversified
Recommendation (D3Rec) achieve strong performance, they are still affected by this bias. Existing mitigation methods
such as Model-Agnostic Counterfactual Reasoning (MACR) address the problem during training but they require re-
training and modification of the underlying model, making them less flexible in settings where pretrained recommenders
are in use.

This work investigates post-processing reranking as a lightweight alternative for mitigating popularity bias in diffusion-
based recommenders. We evaluate three reranking strategies Log Popularity Penalty (LogPop), Maximal Marginal
Relevance (MMR), and Inverse Popularity Weighting (IPW). Which are applied to DiffRec and D3Rec, and compare
them against MACR. The methods are analyzed across multiple datasets using Recall, NDCG, coverage, entropy, and
popularity metrics while varying the trade-off parameter λ.

Results show that reranking consistently reduces popularity bias but introduces different trade-offs in accuracy and
diversity. LogPop provides stable and predictable behavior, IPW achieves strong bias reduction but is sensitive to λ, and
MMR offers the most balanced performance. Overall, reranking is an effective and flexible alternative to training-time
debiasing, though performance depends strongly on method choice and parameterization.

1. Introduction

Recommender systems are widely used to filter infor-
mation for users in modern digital platforms. However,
they are often affected by popularity bias, where frequently
interacted items are overrepresented at the expense of long-
tail content. This leads to reduced catalog diversity and
uneven exposure [1, 5]. Recently diffusion based recom-
mender systems such as DiffRec and D3Rec have achieved
good performance by modeling user-item interactions through
a denoising process [7, 14]. However, they still remain sus-
ceptible to bias patterns present in the historical interac-
tion data. Some mitigation strategies to popularity bias
are applied during training. Methods such as MACR ex-
plicitly incorporate counterfactual debiasing objectives to
reduce popularity amplification [15]. However, these ap-
proaches require changes to the models training pipeline
and retraining of the model.

In contrast, post-processing reranking methods offer a
lightweight alternative that can be applied directly to pre-
trained recommendation outputs without modifying the
model. These methods adjust the final ranked list, allow-
ing flexible deployment. Common strategies include pop-
ularity penalization, diversity oriented selection like Max-
imal Marginal Relevance (MMR) [4], and inverse propen-
sity or frequency based weighting. Each strategy intro-
duces different trade-offs between accuracy and bias miti-

gation. Motivated by this, this work investigates whether
post-hoc reranking can serve as an effective alternative
to in-processing debiasing. We evaluate Log Popularity
Penalty (LogPop), MMR, and Inverse Popularity Weight-
ing (IPW) applied to the diffusion models DiffRec and
D3Rec, and compare their performance with MACR in
terms of recommendation quality and popularity bias re-
duction.

2. Related Work

2.1. Diffusion-based Recommender Systems
Recent approaches to recommender systems involve us-

ing diffusion for collaborative filtering. They are genera-
tive models that model the user-item interaction process
using gradual denoising procedures. Which enables it to
reconstruct user preferences from noisy interaction data.
One of the first diffusion-based recommender systems was
DiffRec proposed by Wang et al. [14]. It applied a diffusion
process on user-item interactions and outperformed state
of the art benchmarks.

Subsequent work has explored methods for controlling
properties of the generated recommendation lists. Han et
al. [7] proposed the model D3Rec which extends diffusion-
based recommendation by incorporating diversity-aware



guidance during inference. This enabled generation of rec-
ommendation lists that satisfy diversity objectives while
preserving recommendation quality. Unlike conventional
diffusion recommenders that optimize relevance, D3Rec
addresses the trade-off between accuracy and diversity,
highlighting the flexibility of diffusion models.

Diffusion-based recommender systems remain suscep-
tible to biases inherited from historical interaction data.
Popularity bias has been identified as a persistent chal-
lenge in recommender systems, where algorithmic feedback
loops can amplify the exposure of popular items while lim-
iting the visibility of long-tail content [1, 2]. Recent fair-
ness analyses of diffusion-based recommender models sug-
gest that the systems are not immune to such effects and
reproduce biased interaction distributions present in the
training data [10].

2.2. Popularity Bias Mitigation in Recommender Systems
Popularity bias refers to recommender systems that

over-recommend popular items while under-exposing less
frequently interacted items [1, 3]. This originates from
the long-tailed nature of user interaction data, where a
small number of items account for a large proportion of
observed interactions [5]. While popularity may partially
reflect genuine user preferences, it is also heavily influenced
by exposure effects, which creates feedback loops that fur-
ther increase the visibility of popular items [1, 5].

Several approaches have been proposed to mitigate pop-
ularity bias during model training. Wei et al. [15] proposed
Model-Agnostic Counterfactual Reasoning (MACR), which
introduces a model-agnostic counterfactual learning frame-
work to disentangle popularity effects from user prefer-
ences. By modeling popularity as a confounding factor,
MACR reduces popularity amplification while maintaining
recommendation accuracy. Propensity-based approaches
seek to correct exposure bias by weighting observations
according to their probability of being observed [8, 11, 12].

Another direction in popularity bias mitigation is fo-
cused on post-processing and reranking techniques, which
adjust recommendation outputs after inference. These
methods are advantageous when working with pretrained
recommendation models, as they can be applied without
retraining. Personalized reranking approaches have been
shown to reduce popularity concentration while increasing
exposure of long-tail items [2]. These methods incorporate
item popularity directly into the ranking process, trading
accuracy for improved catalog coverage and fairness.

Diversity-aware reranking is another widely studied strat-
egy for reducing concentration in recommendation lists. A
foundational approach is MMR, which balances relevance
against redundancy by iteratively selecting items that are
both highly relevant and dissimilar to previously selected
recommendations [4]. MMR and related diversification
methods have been successfully adapted to recommender
systems, where they improve novelty, diversity, and cover-
age while maintaining recommendation quality [9, 13].

Popularity mitigation has been explored through inverse-
frequency and propensity-based weighting strategies. These
methods are motivated by the observation that highly ex-
posed items receive disproportionately many interactions
and therefore should contribute less to ranking decisions
[8, 11]. By reducing the influence of frequently observed
items, inverse weighting approaches can improve the visi-
bility of less popular content while preserving the relevance
estimates.

In Summary, prior work shows that diffusion-based
recommender systems such as DiffRec and D3Rec achieve
strong recommendation performance but remain suscepti-
ble to popularity-driven exposure bias inherited from his-
torical interaction data [1, 7, 14]. Existing mitigation
strategies primarily address this issue during model train-
ing, with methods such as MACR explicitly incorporating
counterfactual reasoning to reduce popularity amplifica-
tion [15]. While effective, these approaches require modi-
fying and retraining the underlying model, which may be
impractical in scenarios where pretrained recommenders
are already deployed.

In contrast, post-processing reranking methods have
been studied as a lightweight mechanism for adjusting rec-
ommendation outputs without changing model parame-
ters. These approaches include popularity-based penaliza-
tion, diversification techniques such as maximal marginal
relevance [4], and inverse-frequency weighting strategies.
Although these methods have been shown to improve di-
versity and reduce concentration in recommendation lists,
their comparative behavior in diffusion-based recommender
systems and their trade-offs against training-time debias-
ing approaches remain underexplored.

3. Methodology

3.1. Base Recommendation Models
This work uses the diffusion-based recommender sys-

tem DiffRec and D3Rec, which were previously imple-
mented and studied in earlier work [6], as base models.
These models generate and initial relevance score s(u, i)
for each user-item pair. This is used to construct a topK
candidate list.

DiffRec produces recommendations by iteratively de-
noising user interaction representations, while D3Rec ex-
tends this framework by incorporating category-aware con-
ditioning to guide recommendations toward specific item
types. Both models are trained using their original train-
ing pipelines without architectural modifications. In this
work, they are used as fixed base recommenders, and their
outputs serve as input to the reranking methods described
in the following section.

Unified reranking framework
The reranking methods considered in this work operate on
the same base recommendation signal produced by DiffRec
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and D3Rec. Given an initial relevance score s(u, i) for user
u and item i, the reranking stage modifies these scores to
obtain a final ranked list of items. Each method intro-
duces a different mechanism for adjusting s(u, i), targeting
either popularity bias or redundancy in the recommended
set. Importantly, all methods are controlled by a single
hyperparameter λ, which determines the strength of the
reranking effect. When λ = 0, the original ranking is re-
covered, while increasing values of λ progressively amplify
the influence of the reranking objective.

3.2. Reranking methods
This work investigates three post-processing reranking

strategies applied to the outputs of diffusion-based recom-
mender systems. All methods operate on the top-K candi-
date list produced by DiffRec and D3Rec, and introduce a
shared hyperparameter λ that controls the strength of the
reranking intervention. A higher value of λ corresponds
to stronger bias mitigation and/or diversity enforcement,
while λ = 0 reduces all methods to the original ranking.

Log Popularity Penalty
Log Popularity Penalty (LogPop) has been widely used in
popularity bias mitigation studies [1]. The method reduces
the influence of frequently interacted items by subtracting
a popularity-dependent term from the original relevance
score. This approach assumes that popularity provides
limited additional information beyond a certain threshold
and aims to reduce exposure bias in recommender systems.
The adjusted score is defined as:

s′(u, i) = s(u, i)− λ log(1 + p(i)) (1)

where s(u, i) denotes the original relevance score pro-
duced by the base recommender and p(i) represents the
observed popularity of item i. The logarithmic transforma-
tion accounts for the heavy-tailed distribution of item pop-
ularity, ensuring that highly popular items are penalized
more strongly while preserving relative differences among
mid- and low-popularity items. The parameter λ controls
the overall strength of the debiasing effect.
Maximal Marginal Relevance [4]
Maximal Marginal Relevance (MMR) is a sequential rerank-
ing strategy that promotes diversity by penalizing items
that are similar to those already selected. At each step,
the next item is chosen based on a trade-off between rele-
vance and redundancy.

The scoring function is defined as:

MMR(i) = λ(u, i)− (1− λ)max
j∈S

sim(i, j) (2)

where S denotes the set of items already selected in
the ranked list, and sim(i, j) measures similarity between
items i and j. The first term encourages high relevance ac-
cording to the base recommender, while the second term
penalizes redundancy with previously selected items. The

parameter λ ∈ [0, 1] controls the trade-off between rele-
vance and diversity, with higher values favoring more di-
verse recommendations.
Inverse Popularity Weighting [8, 11]
Inverse Popularity Weighting (IPW) rescales recommen-
dation scores by down weighting popular items. Unlike
additive penalties, this method modifies the score multi-
plicatively, directly affecting ranking order. The adjusted
score is defined as:

s′(u, i) = s(u, i) · (p(i) + ϵ)−λ (3)

where p(i) denotes item popularity and ϵ > 0 is a
smoothing constant to avoid division by zero. The expo-
nent λ controls the strength of the correction: larger values
more aggressively suppress popular items, while λ = 0 pre-
serves the original ranking. This formulation assumes that
popularity is primarily driven by exposure effects rather
than intrinsic user preference, and compensates by increas-
ing the relative ranking of long-tail items.

4. Experiments

4.1. Datasets
Experiments are conducted on two widely used bench-

mark datasets: ML-1M and Steam game, both originally
introduced in the D3Rec framework.

For both datasets, preprocessing follows the protocol
defined in D3Rec. Explicit ratings are converted into im-
plicit feedback by binarizing interactions using the median
rating as a threshold. Ratings strictly above the median
are assigned a value of 1 (positive interaction), while all
remaining ratings are assigned 0.

The data splitting strategy also follows D3Rec, where
each user’s interaction history is partitioned into train-
ing, validation, and test sets using a 6:2:2 ratio. This
ensures that all users in the test set have sufficient his-
torical interactions in the training set while maintaining
consistency with prior diffusion-based recommender sys-
tem benchmarks such as DiffRec and D3Rec.

4.2. Evaluation Metrics
All models are evaluated using the same evaluation

metrics as D3Rec to ensure comparability. In addition,
Popularity@k is included to measure popularity bias in
the recommendation results.

Let U denote the set of users, Rk
u the top-k recom-

mended items for user u, and Tu the set of ground-truth
test items.

Recall
Recall@k measures recommendation accuracy by evaluat-
ing how many relevant items appear in the top-k recom-
mendations generated for each user. A higher Recall@k
value indicates that the recommender system is better at
retrieving relevant items. Recall@k is computed as:
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Recall@K =
1

|U |
∑
u∈U

|Rk
u ∩ Tu|
|Tu|

(4)

where, Rk
u is the set of top-k items recommended to

user u, and Tu is the set of relevant items for user u in the
test set. |Rk

u ∩ Tu| computes the number of relevant items
appearing in the recommendation list, and 1

|U |
∑

u∈U av-
erages the recall across all users in the dataset.

Normalized Discounted Cumulative Gain
NDCG@k measures recommendation quality while account-
ing for the ranking positions of relevant items in the recom-
mendation list. It evaluates ranking quality by assigning
higher importance to items appearing at higher positions:

NDCG@K =
1

|U |
∑
u∈U

DCGk
u

IDCGk
u

(5)

where

DCGk
u =

k∑
i=1

reli
log2(i+ 1)

(6)

and

reli =

{
1, if the item at rank i ∈ Tu

0, otherwise
(7)

IDCGk
u denotes the maximum possible DCG obtained

by sorting all relevant items in Tu at the top of the ranked
list. NDCG@k is normalized to the range [0, 1], enabling
comparison across users with different numbers of relevant
items.

Entropy
Entropy@k measures the diversity of the recommendation
lists produced by the recommender system. Higher en-
tropy values indicate that recommendations are distributed
across a wider range of items, while lower entropy values
indicate concentration on fewer items. Entropy@k is com-
puted as:

Entropy@k = −
∑
i∈I

p(i) log p(i) (8)

where, p(i) represents the probability of item i appear-
ing in the top-k recommendation lists across all users, and
I is the set of recommended items.

Coverage
Coverage@k measures how many unique items from the
item catalog are recommended across all users. It evalu-
ates the ability of the recommender system to expose users
to a broader range of items. Coverage@k is computed as:

Coverage@k =

∣∣⋃
u∈U Rk

u

∣∣
|I|

(9)

where, Rk
u is the set of top-k items recommended to

user u, and I is the set of all items in the catalog.
⋃

u∈U Rk
u

computes the set of unique recommended items across all
users. Higher Coverage@k values indicate greater recom-
mendation diversity.

Popularity
This evaluation metric does not measure recommendation
quality. It measures how popular are the items that the
recommender system tends to recommend. The popular-
ity values (measured as the number of interactions in the
training set) of the top-k items recommended to each user
are computed and averaged to obtain a single popularity
score. Popularity@k is computed as:

Popularity@k =
1

|U |
∑
u∈U

1

k

∑
i∈Rk

u

p(i) (10)

where, Rk
u is the top-k items recommended to user u.

1
k

∑
i∈Rk

u
p(i) Computes the average popularity of the top-

k list for a single user, and 1
|U |

∑
u∈U averages that value

across all users in the dataset.
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Figure 1: D3Rec: Recall@20 vs λ (ML-1M)

0 0.2 0.4 0.6 0.8

0.02

0.04

0.06

0.08

0.1

λ

N
D

C
G

@
20

LogPop
MMR
IPW

MACR

Figure 2: D3Rec: NDCG@20 vs λ (ML-1M)
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Figure 3: D3Rec: Entropy@20 vs λ (ML-1M)
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Figure 4: D3Rec: Coverage@20 vs λ (ML-1M)

4.3. Reranker Integration
The proposed reranking methods are evaluated on top

of two diffusion-based recommender systems, DiffRec and
D3Rec, which serve as the primary base models. In ad-
dition, MACR is included as a competitive baseline for
comparison. Both DiffRec and D3Rec are trained using
their originally reported optimal hyperparameters for each
dataset, ensuring fair and reproducible comparisons across
all experiments.

The rerankers are applied as a post-processing step af-
ter the base models generate initial top-k recommenda-
tion lists, where k ∈ {10, 20, 50}. Specifically, the rerank-
ing stage modifies the original ranking output of DiffRec
and D3Rec without altering the underlying model parame-
ters. This setup allows the isolated evaluation of how each
reranking strategy affects recommendation quality, diver-
sity, and popularity bias.

To ensure a comprehensive evaluation of their effects,
each reranker is evaluated over a wide range of λ values.
Log Popularity:

• λ ∈ {0.00, 0.01, 0.02, . . . , 0.70, 0.75, 0.8 . . . 1.00, 5.00}

Inverse Popularity Weighting:

• λ ∈ {0.05, 0.10, 0.15, . . . , 5.00}
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Figure 5: D3Rec: Popularity@20 vs λ (ML-1M)
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Figure 6: D3Rec: Recall@20 vs Popularity@20 trade-off (ML-1M)

MMR:

• λ ∈ {0, 0.1, 0.2, . . . , 1.0}

This range of hyperparameters is selected to system-
atically analyze how the rerankers influence the trade-off
between accuracy, diversity, and popularity bias across dif-
ferent recommendation depths. The final reported results
are selected based on performance on the validation set
and then evaluated on the test set.

4.4. Results Discussion
This section will analyse how the parameter λ influ-

ences recommendation accuracy, diversity, and popular-
ity bias. We evaluate the three reranking methods Log-
Pop, MMR, and IPW. By comparing them against MACR,
which is our non-reranking fairness aware baseline. The
discussion will primarily be focused on the results from
D3Rec on ML-1M for detailed analysis because it exhibits
a stable and comparable λ response across reranking meth-
ods, making trends easier to interpret. Steam is included
in Appendix A to demonstrate that the trends generalize
in different data regimes, but with more abrupt sensitivity
for IPW and LogPop. Additionally, figures with results
from DiffRec can be found in Appendix B.
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For all reranking methods, increasing λ leads to a de-
crease in recommendation accuracy, measured by Recall
and NDCG. However, the degradation differs significantly
between methods. Which can be seen on Figure 1 and Fig-
ure 2.

Both LogPop and MMR remain relatively stable in Re-
call and NDCG at small λ values. At those values rerank-
ing has a mild effect on the original ranking. Therefore,
the top-K list remains largely similar to the base recom-
mender. However, once λ exceeds a threshold (0.25 for
LogPop, 0.4 for MMR) both metrics begin to drop more
noticeably, indicating that bias mitigation starts interfer-
ing with relevance based ranking.

While IPW remains stable for very small λ, it quickly
becomes unstable. Beyond a point around 0.5, Recall
and NDCG degrade sharply, showing that multiplicative
reweighting has a much stronger effect on the score distri-
bution than rerankers with additive penalties.

This suggests a order in stability with LogPop and
MMR degrading gradually, where IPW exhibits a more
abrupt loss in accuracy as λ increases.

While accuracy consistently decreases with λ across all
rerankers, bias related metrics such as Popularity, Cover-
age, and Entropy behave differently across the rerankers.

As seen on Figure 5 Popularity decreases for all rerankers
as λ increases, confirming that all rerankers successfully
reduce exposure to highly popular items. However, the
structure of the reduction varies. LogPop reduces popu-
larity predictably, reflecting its dependence on item fre-
quency. IPW shows a similar trend but with a stronger
sensitivity, where moderate increases in λ lead to substan-
tial reductions in popularity.

Coverage and Entropy provide insight into how the
Popularity reduction translates into catalog diversity. When
looking at them the differences between methods become
more pronounced. They can be seen on Figure 4 and Fig-
ure 3.

MMR consistently improves both entropy and cover-
age, indicating that it does not shift exposure away from
popular items but promotes variety within the recommended
list. This suggests that its list selection mechanism is ef-
fective at encouraging diverse item selection rather than
just penalizing popularity.

Both LogPop and IPW, experience a decline in Cover-
age and Entropy while λ increases. This indicates thatthese
methods do not redistribute recommendations toward long-
tail items. Instead they progressively distort the ranking
by penalizing popular items. For IPW, this effect becomes
pronounced at higher λ values, where the ranking collapses
and both Coverage and Entropy drop sharply. LogPop
shows a smoother but similar pattern. The results suggest
that head exposure, it does not encourage exploration of
the item space.

The Recall and Popularity trade-off on Figure 6 high-
lights the different design properties of each reranking method.

LogPop produces a smooth and almost linear trade-off.
While popularity decreses, recall decreases at a predictable

rate. This makes it easy to tune but limits its ability to
achieve popularity gains without sacrificing accuracy.

At intermediate λ values, MMR maintains relatively
high recall while reducing popularity. This suggest that
MMR is able to decouple relevance from redundancy, im-
proving diversity without immediately harming accuracy.
However the trade-off between Accuracy and Popularity
become bigger at high λ values.

At low λ values, IPW achieves the best reduction in
Popularity compared to Recall loss. However when λ > 0.5
the drop in recall rises significantly.

Compared to the reranking approaches, MACR pro-
vides a strong reference point. It achieves relatively low
popularity while maintaining stable recall.

To complement the trend analysis across different λ
values, we additionally report a consolidated comparison
in Table 1. The table summarizes performance at K = 20
for both D3Rec and DiffRec on the ML-1M and Steam
Game datasets.

We focus on this setting to reduce visual redundancy
and avoid repeating similar trends across multiple cut-
off values (K ∈ {10, 20, 50}), as the relative behavior of
the rerankers remains consistent across different K values.
Similarly, we only report a single representative setting
for DiffRec-based reranking instead of duplicating full λ
sweeps, in order to keep the presentation concise and avoid
clutter.

The results indicate that reranking is an effective tool
for controlling popularity bias, but its effectiveness de-
pends on how the bias is introduced into the scoring func-
tion. Additive methods provide stability, multiplicative
methods provide aggressiveness, and list methods provide
the most balanced trade-off between accuracy and diver-
sity. MACR remains competitive as a non reranking al-
ternative that achieves similar trade-offs without requiring
explicit tuning.

5. Conclusion

During this paper it has been investigated whether
post processing reranking methods can serve as an effec-
tive and lightweight alternative to debiasing approaches
during training. We studied how Log Popularity Penalty
(LogPop), Maximal Marginal Relevance (MMR), and In-
verse Popularity Weighting (IPW) behave when applied
to the diffusion models DiffRec and D3Rec, and compared
their performance against a fairness aware at training time
baseline MACR.

Across datasets and models, post processing consis-
tently reduces popularity bias, but with clear trade-offs
against recommendation accuracy. The strength and sta-
bility of this trade off depend on both the reranking method
and the parameter λ. LogPop shows a smooth and pre-
dictable degradation in both Recall and NDCG as λ in-
creases. However, it primarily reduces popularity without
improving catalog coverage. IPW achieves higher popular-
ity reduction at low λ, but it is highly sensitive and leads to
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ML-1M @ K=20 Steam Game @ K=20
Method Recall NDCG Entropy Coverage Pop Recall NDCG Entropy Coverage Pop

D3Rec (base + rerankers)
D3Rec (base) 0.0888 0.0942 0.7932 0.7465 0.8863 0.0663 0.0566 0.7515 0.7957 0.9008
D3Rec + LogPop (λ = 0.1) 0.0890 0.0942 0.7911 0.7449 0.8820 0.0643 0.0556 0.7692 0.8074 0.8398
D3Rec + LogPop (λ = 0.3) 0.0812 0.0900 0.7854 0.7433 0.8328 0.0586 0.0529 0.7953 0.8265 0.7350
D3Rec + LogPop (λ = 0.5) 0.0582 0.0751 0.7707 0.7323 0.7096 0.0433 0.0444 0.8397 0.8599 0.4931
D3Rec + IPW (λ = 0.1) 0.0878 0.0922 0.7859 0.7405 0.8650 0.0664 0.0566 0.7518 0.7958 0.9000
D3Rec + IPW (λ = 0.3) 0.0827 0.0855 0.7680 0.7217 0.8316 0.0591 0.0503 0.8022 0.8346 0.7498
D3Rec + IPW (λ = 0.5) 0.0647 0.0579 0.7224 0.6688 0.6818 0.0255 0.0178 0.8782 0.8921 0.2291
D3Rec + MMR (λ = 0.1) 0.0894 0.0944 0.7953 0.7510 0.8825 0.0668 0.0568 0.7558 0.8014 0.8844
D3Rec + MMR (λ = 0.3) 0.0844 0.0908 0.8075 0.7755 0.8566 0.0580 0.0502 0.7584 0.8089 0.8311
D3Rec + MMR (λ = 0.5) 0.0723 0.0818 0.8215 0.7967 0.8228 0.0435 0.0391 0.7624 0.8169 0.8000

DiffRec (baseline) 0.0854 0.0916 0.7676 0.4811 0.8338 0.0595 0.0511 0.7183 0.4219 0.8161
MACR (baseline) 0.0822 0.0883 0.8010 0.3345 0.8704 0.0598 0.0522 0.6857 0.3124 0.8782

Table 1: Effect of reranking strength (λ) on D3Rec at K = 20. DiffRec and MACR added as baselines. We report Recall, NDCG, Entropy,
Coverage, and Popularity on ML-1M and Steam Game datasets. Best result is underlined, second best is bold.

rapid performance collapse at higher values. In contrast,
MMR provides the most balanced behavior, maintaining
competitive accuracy while improving coverage and en-
tropy at moderate λ values. Compared to reranking ap-
proaches, MACR remains a strong baseline, achieving sta-
ble accuracy fairness trade-offs without post-hoc tuning.
Reranking offers a practical advantage, as it can be applied
directly to pretrained models without retraining. However,
the optimal λ is different depending on dataset and mod-
els.

The results show that post-hoc reranking is an effective
and flexible approach to mitigating popularity bias in dif-
fusion recommenders. However, performance is dependent
of the method, and careful selection of reranking strategy
is necessary to balance accuracy and bias reduction.

6. Future Work

Future work in this field could go different directions.
Post-hoc reranking can be used to mitigate popularitty
bias, but it can be improve in multiple ways. One ad-
dition could be exploring adaptive strategies for selecting
the reranking strength parameter λ. As the results show
that the optimal trade-off between recommendation ac-
curacy and popularity bias is dependent on both dataset
and method, it could be beneficial to dynamically learn λ
based on the users behavior or the item distribution. Ad-
ditionally, experimentation with developing hybrid rerank-
ing strategies that combine the strengths of the differ-
ent methods could be an interesting approach. By hav-
ing the stability of LogPop and the diversity aware se-
lection of MMR it could potentially mitigate the weak-
nesses observed in their individual approach. Furthermore,
integrating reranking-based approaches in methods with
in-processing debiasing such as MACR could potentially
provide a more comprehensive solution to popularity bias
by combining training-time and post-processing interven-
tions.
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Figure A.7: Steam & D3Rec: Recall@20 vs Popularity@20 for Log-
Pop.
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Figure A.8: Steam & D3Rec: Recall@20 vs Popularity@20 for IPW.
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Figure A.9: Steam & D3Rec: Recall@20 vs Popularity@20 for MMR.

2. DiffRec graphs
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Figure B.10: DiffRec: Recall@20 vs λ (ML-1M)
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Figure B.11: DiffRec: Popularity@20 vs λ (ML-1M)
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