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Abstract

This thesis examines whether Danish news-based sentiment helps explain and predict movements
in the OMXC25, both in the long-run and the short-run, and whether this relationship varies
across market regimes and translates into improved forecasting accuracy. To construct the
sentiment measure, the study combines four underlying sentiment models, DDS, Sentida,
FinBERT, and GPT-50, into a meta-model using an ensemble-stacking approach based on
manually annotated Danish financial headlines. The empirical analysis applies a range of
econometric models, including Engle-Granger cointegration, ARDL, VAR, impulse response
analysis, and markov-switching regression, followed by an applied forecasting exercise comparing
sentiment-augmented models against Random Walk and ARIMA benchmarks. The results
suggest that the strongest and most context-sensitive sentiment measures, particularly the meta-
model, capture a persistent component of the information environment that is linked to
OMXC(C25 price movements in the long-run. In the short-run, sentiment is found to have a
significant contemporaneous effect on daily returns, followed by a smaller lagged adjustment,
while the VAR and impulse response results indicate that these effects are short-lived rather
than strongly persistent. The regime-switching analysis identifies meaningful differences between
stable and turbulent market states, although lagged sentiment does not significantly predict
next-day returns within regimes. In the forecasting analysis, sentiment-augmented models
outperform the naive Random Walk benchmark, but their gains relative to ARIMA and the
historical mean remain small and generally not statistically significant. Overall, the findings
suggest that Danish news-based sentiment contains economically meaningful information for
understanding OMXC25 movements, but that its practical forecasting value is more limited than

some of the stronger results reported in the international sentiment literature.
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1. Introduction

Financial markets are shaped not only by firms’ fundamentals and macroeconomic conditions,
but also by how information is communicated and incorporated into prices. This idea is central
to the Efficient Market Hypothesis (EMH), which states that asset prices reflect available
information, implying that predictable abnormal returns should be difficult to obtain from
public information alone. The related random walk perspective reaches a similar conclusion: if
prices adjust efficiently to news, future price changes should be difficult to forecast from past

information.

At the same time, a growing empirical literature has questioned whether markets process all
information equally quickly and fully rationally. This has increased interest in investor
sentiment; understood as the tone of the information environment and the beliefs or
expectations it may generate among market participants. Rather than treating news as neutral
carriers of facts, this literature emphasizes that wording, framing, and emotional tone may
influence market reactions. As a result, sentiment extracted from textual sources may capture a

market-relevant dimension of information beyond conventional quantitative indicators.

These developments are closely linked to advances in natural language processing and the
increasing availability of digital news archives. Yet much of the existing literature focuses on
large markets, especially the United States, and on English-language data. Less attention has

been paid to smaller markets and non-English news environments.

This thesis examines that question in a Danish setting by investigating whether Danish news-
based sentiment helps explain and predict movements in the OMXC25, Nasdaq Copenhagen’s
leading blue-chip index. The Danish market is relevant because it provides a clearly defined
institutional setting and makes it possible to examine whether recent advances in sentiment
analysis can be applied meaningfully outside the large English-language corpora that dominate

much of the literature.

To address this question, the thesis constructs a dataset of Danish-language financial headlines
and extracts sentiment using both lexicon-based and transformer-based models, which are then
combined in an ensemble-stacking meta-model. The analysis examines the sentiment—market

relationship through cointegration, ARDL, VAR, impulse response analysis, Markov-switching,

and forecasting models.

The contribution of the thesis is therefore not only to examine whether Danish news sentiment
is related to stock market movements, but also to evaluate how sentiment should be measured,
whether it matters in the long-run and the short-run, whether the relationship varies across

market conditions, and whether it translates into meaningful forecasting value in practice.
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1.1 Thesis statement

On this basis, the following thesis statement is formulated to guide the overall direction of the
thesis. It serves as the main analytical focus of the thesis and defines the central relationship to

be examined empirically.
Thesis statement

“To what extent does Danish news-based sentiment explain and predict movements in the
OMXC25, both in the long-run and the short-run, and does this relationship vary across market

regimes and translate tnto improved forecasting accuracy?”’

To address this overall question more systematically, the thesis is guided by a set of underlying

questions. These supporting questions reflect the other main dimensions of the analysis.
Underlying questions:

- To what extent can Danish news-based sentiment be used as a meaningful explanatory
and predictive variable for OMXC25 movements?

- How do the results for Denmark compare with findings from the existing international
literature on sentiment and stock market behavior?

- Do the results suggest that Danish news-based sentiment contains information beyond
what would be expected under the Efficient Market Hypothesis and the Random Walk
view of stock prices?

- How does the construction of Danish news-based sentiment affect the resulting sentiment
measure and the conclusions drawn from the empirical analysis?

1.2 Structure

The thesis is structured into eleven main sections. The introduction presents the motivation,
thesis statement, underlying questions, and scope of the study. Section 2 outlines the
methodology, including the movement from data collection and sentiment construction to
econometric analysis and forecasting. Section 3 presents the data foundation, including the
OMZXC(C25, the collection of Danish news headlines, ethical considerations, and the sentiment
models used in the analysis. Section 4 introduces the theoretical foundation, focusing on the
Efficient Market Hypothesis and the Random Walk view of stock prices. Section 5 presents the
econometric framework, including cointegration, ARDL, VAR, impulse response analysis, and
markov-switching models. Section 6 describes the forecasting framework and evaluation criteria.
Section 7 explains the construction and evaluation of the sentiment measures, including the

ensemble-stacking meta-model.
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Section 8 presents the main econometric results, covering the long-run relationship, short-run
dynamics, impulse responses, and regime-dependent effects. Section 9 evaluates the forecasting
performance of the sentiment-based models against Random Walk and ARIMA benchmarks.
The thesis concludes by answering the research questions, discussing limitations, and outlining

directions for future research in section 10 and 11.

1.3 Scope of the study

To examine the thesis statement in a clear and manageable way, a number of delimitations are
necessary. The scope of this thesis is therefore defined primarily by data availability, the selected
market setting, and the practical constraints associated with large-scale sentiment analysis. The
dataset for both Danish news headlines and the OMXC25 spans roughly four years, from 1
January 2022 to 1 March 2026, although the effective sample used in the empirical analysis runs
from 3 January 2022 to 27 February 2026 due to the structure of trading days. This time span is
mainly constrained by archive availability, since several of the selected news websites only
provide access to the most recent three to five years. In addition, collecting large volumes of
headlines and generating sentiment scores across several models is both time-consuming and
computationally demanding, even with access to AAU Al Labs. This is especially relevant for

the GPT-based model, which also involves direct financial costs.

A further limitation concerns the choice of news sources. The thesis focuses only on Danish
outlets and information sources considered relevant to financial markets, macroeconomic
developments, and listed firms. The selected sources are Bgrsen, Euroinvestor, Finans.dk,
FinansDanmark, Politiken’s economy section, and Nasdaq’s “Inside Information” and “Investor
News” for the Copenhagen market. The dataset should therefore be understood as broad but not
exhaustive, since some potentially relevant outlets could not be included due to archive

restrictions or technical limitations related to web scraping.

The geographical scope is limited to Denmark. This is motivated by the fact that sentiment-
based financial research has already been conducted extensively in larger markets, while
relatively little evidence exists for Danish news-based sentiment and its relation to stock market

movements.

The textual scope is limited to headlines rather than full articles. This choice is made for both
conceptual and practical reasons. Headlines are often the first and most immediate carriers of
information and are therefore especially relevant for short-run market reactions. At the same

time, collecting and processing full-text articles across several years and models would require

substantially greater storage, cleaning, and computational resources.
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Finally, the thesis is limited to a specific set of sentiment models: DDS, Sentida, FinBERT, and
GPT-50. These were chosen because they represent different methodological approaches to
sentiment classification while remaining feasible to apply within the scope of the thesis. The

detailed motivation for this choice is provided later in the thesis.

1.4 Review of literature

Given these delimitations, the next step is to position the thesis in relation to the existing
literature. A central starting point is the idea that financial markets respond not only to the
factual content of information, but also to the tone in which that information is communicated.
Tetlock (2007) shows that media tone contains information relevant for stock market activity,
while Garcia (2013) finds that news-based sentiment becomes especially important during
recessions. Similarly, Bollen, Mao, and Zeng (2011) show that mood extracted from large-scale
textual data can contain predictive information about stock market movements. Taken together,
these studies provide the broader foundation for treating textual sentiment as a potentially

market-relevant variable in finance.

Building on this, a more specific strand of the literature examines whether sentiment can
improve financial forecasting. In this line of research, sentiment is typically incorporated into
econometric or machine-learning models alongside conventional market variables rather than
used in isolation. Recent studies generally find that sentiment can improve stock prediction when
combined with financial time-series information (Chen & Wang, 2025). This suggests that
sentiment may contain information relevant for short-run market movements, even if its

predictive contribution is often modest.

Another part of the literature emphasizes that the effect of sentiment on financial markets may
be state-dependent rather than constant over time. Moving beyond simple linear predictive
regressions, Chung, Hung, and Yeh (2012) show that the predictive ability of sentiment varies
across market regimes, while Shi, Ho, and Liu (2015) find, using a Markov regime-switching
framework, that the effect of news sentiment on stock return volatility differs across volatility

states.

An important related question is how sentiment should be measured. Earlier studies often relied
on lexicon-based approaches, while more recent work increasingly uses transformer-based
language models and financial-domain adaptations. FinBERT represents an important
development in this area (Araci, 2019), and newer studies argue that large language models and
combined model frameworks are better able to capture financial context and semantic nuance

than more rigid dictionary-based methods (Zhang et al., 2025).
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At the same time, recent research suggests that ensemble-style approaches, which combine
multiple expert models, may improve robustness and classification performance relative to

relying on a single model alone (Shu et al., 2025).

1.5 Motivation of study

The motivation for this thesis arises from the increasing role of textual information in financial
markets and from the fact that sentiment has become an important topic in both finance and
natural language processing. A growing literature shows that the tone of news, media, and
public communication may contain information relevant for stock market behavior, yet most of
this evidence is drawn from larger markets and primarily from English-language settings. By
contrast, relatively little to no attention has been given to Danish financial news and its
potential relation to stock market movements, even though Denmark provides a well-defined

market setting with a central blue-chip index and a concentrated financial news environment.

This makes the Danish case interesting for several reasons. First, it allows the thesis to examine
whether findings from the broader international sentiment literature also apply in a smaller and
linguistically distinct market. Second, it creates an opportunity to evaluate whether recent
advances in sentiment modelling, including transformer-based language models and ensemble
approaches, can be meaningfully applied to Danish financial headlines. Third, the study is
motivated by a broader financial question: whether publicly available news sentiment contains
information that helps explain or predict stock market movements beyond what would be

expected from conventional time-series dynamics alone.

The thesis is therefore motivated not only by the question of whether sentiment matters, but
also by how sentiment should be measured and evaluated in a Danish context. By combining
multiple sentiment models with long-run, short-run, regime-dependent, and forecasting analyses,
the study aims to contribute to a more nuanced understanding of whether Danish news-based

sentiment constitutes an economically meaningful variable in relation to OMXC25 movements.

2. Methodology

This section outlines the empirical and theoretical strategy of the thesis and the sequence of
analyses used to examine whether Danish news-based sentiment helps explain and predict
movements in the OMXC25. While the Efficient Market Hypothesis and the related Random
Walk framework provide the main theoretical background, the methodological purpose is to
investigate whether sentiment extracted from Danish financial news contains economically

relevant information in the Danish market context.
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The analysis begins with the construction of a Danish-language news dataset collected through

web scraping from sources relevant to Danish financial markets, listed firms, and broader

macroeconomic developments. These headlines are then transformed into quantitative sentiment

measures using both lexicon-based and transformer-based models, namely DDS, Sentida, GPT-

50, and FinBERT. Since these models differ in methodology and contextual sensitivity, they are

first evaluated individually and then combined in a meta-model using ensemble stacking.

The econometric analysis then examines the relationship between sentiment and the stock

market from several angles. First, Engle-Granger cointegration is used to test whether OMXC25

prices and cumulative sentiment share a long-run equilibrium relationship. Second, ARDL and

VAR models are used to examine short-run dynamics between sentiment and returns. Third, a

markov-switching model is estimated to test whether the sentiment—return relationship differs

across market regimes.

Finally, the thesis evaluates whether these relationships translate into practical forecasting value.

This is done through an out-of-sample forecasti ng exercise comparing sentiment-augmented

models with benchmark models such as a Random Walk and ARIMA. Forecast performance is

assessed using forecast-error measures, statistical comparison tests, and directional accuracy. In

this way, the methodology moves from data collection and sentiment construction to econometric

analysis and forecasting evaluation- A visualization of the overall Methodology is seen below in

figure 2.1.1.

Figure 2.1.1 — Illustration of the overall methodology of the thesis
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3. Data Handling and Descriptive Statistics

Following the literature review and the discussion of the thesis contribution, this section turns to
the data foundation of the study. It outlines how the data were collected, processed, and
prepared for the empirical analysis. More specifically, the section presents the OMXC25 as the
market variable of interest, explains the collection of Danish news headlines through web
scraping, discusses the related ethical considerations, and introduces the concept of sentiment

and the models used to quantify it in the thesis.

3.1 OMXC25

The data foundation starts with the OMX Copenhagen 25 Index (OMXC25) which is used in
this thesis as a measure of the Danish equity market. It is Nasdaq Copenhagen’s leading blue-
chip equity index and consists of the 25 largest and most traded shares listed on Nasdaq
Copenhagen. The index is market-value weighted, free-float adjusted, and capped, meaning that
constituent weights reflect the free-float market capitalization of the underlying firms while also
being subject to concentration limits. According to Nasdaq, the index began on 19 December
2016 with a base value of 1000 and is reviewed semi-annually in June and December. These
characteristics make OMXC25 a relevant benchmark for capturing overall developments in the

Danish stock market.
Figure 3.1.1 — Shows the OMXC25 price level in the sample period
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Figure 3.1.1 shows the development in the OMXC25 price level over the sample period. The
index exhibits substantial variation, reflecting changing conditions in the Danish equity market
over time. After a relatively volatile negative period in 2022, the index recovered during parts of
2023 and increased further through much of 2024, before declining again and showing renewed
fluctuations in 2025 and the beginning of 2026. Overall, the figure illustrates that the Danish

stock market experienced several distinct swings during the sample period.

3.2 News Sources and Data Collection

With the OMXC25 introduced, the focus now turns to the news data underlying the sentiment
measure. A substantial amount of research has examined how investor sentiment affects stock
returns. Sentiment has been measured in a variety of ways, including through Reddit posts
related to speculative or “hyped” stocks (Long et al., 2023), social media platforms such as
Twitter and Facebook (Sul et al., 2017), and financial discussion forums (Antweiler & Frank,
2004). However, mainstream news media is often considered one of the most relevant and widely
used sources for measuring investor sentiment, as it reaches a broad set of market participants
and can therefore influence investor expectations on a large scale (Tetlock, 2007; Hanna et al.,
2020).

In line with this literature, the present study constructs a sentiment measure based on Danish
news headlines. The selection of news sources is guided by the requirement that the content
must be relevant to Danish financial markets, the Danish economy, and developments in the
broader global economy and financial system. To reflect differences in the nature of the
information conveyed, the collected headlines are divided into two overall categories: firm-level
news sources and macro-level news sources. The firm-level category consists of headlines
collected from Nasdaq Copenhagen’s sections Inside Information and Investor News. This source
was selected because it provides company-specific information that is directly relevant to listed
firms in the Danish market and therefore likely to affect firm valuations and investor behavior.
The macro-level category includes sources that cover not only individual firms, but also broader
developments in financial markets, the domestic and global economy, and geopolitical conditions.
Headlines in this category were collected from the economy section of Politiken, the business
section of Berlingske and general headlines from Finans.dk, FinansDanmark, Furoinvestor and
Bgrsen. These outlets were chosen because they provide extensive coverage of issues with
potential implications for market sentiment, including macroeconomic developments, policy
changes, market conditions, and international events. Furthermore, a broad number of outlets is

necessary to avoid any bias related to the specific news outlets.
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In total, the dataset covers the period from 3 January 2022 to 1 March 2026 and contains 78,201
headlines. The observations are distributed relatively evenly across the sample period, as

illustrated in the figure 3.2.1 below.

Figure 3.2.1 — Shows the daily number of headlines in the sample period
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News headlines can be collected through several different methods, and the existing literature
has adopted a range of approaches depending on data availability and research design. Some
studies rely on commercial providers such as RavenPack for structured real-time news analytics
(Liu, 2025) while others use proprietary news datasets accessed through the Bloomberg Terminal

(Lam, 2018).

For the purposes of this thesis, however, such solutions are not feasible due to financial
constraints and limited access to proprietary databases. Although manual collection and RSS-
based retrieval constitute alternative approaches, they are less suitable given the size and scope
of the present dataset. Therefore, this study employs web scraping to collect the relevant news

headlines.

Web scraping is an automated method for collecting information from a given webpage,
regardless of the specific characteristics of its content, and storing it locally or on an external
server. More specifically, the process begins when a script sends a request to the relevant website
and receives the webpage’s HTML code in return. The script subsequently analyzes the HTML
structure to identify the elements containing the data of interest which in this case is, news
headlines and publication dates. By using HTML tags and attributes that uniquely identify
these elements, the script can systematically extract the relevant information and store it in a
structured database or dataset for further analysis. For further discussion of web scraping and

its technical aspects, see Jarmul and Lawson (2017).
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This thesis uses the Python package Beautiful Soup to retrieve publication dates and headlines
from the HTML code of the selected webpages. Beautiful Soup is a widely used Python library
for parsing HTML and XML documents, allowing specific webpage elements to be identified and
extracted efficiently. In this thesis, the package was used to locate the HTML elements
containing article headlines and publication dates, after which the information was stored in a

local excel database (Richardson, L. 2019).

3.3 Ethical considerations

Although web scraping is a financially and time-efficient method for large-scale data collection,
it raises important ethical considerations. In this thesis, these concerns must be understood in

relation to the specific Danish sources from which the data were collected.

Automated collection of website content raises questions related to copyright and access
conditions. It is therefore relevant to consider the terms of use and robots.txt files of the selected
websites. Although the Robots Exclusion Protocol is not a formal legal mechanism, it remains
an established standard for communicating permitted and restricted crawler activity and should

therefore be respected as part of responsible data collection practice (Koster et al., 2022).

A further ethical consideration is proportionality. Even when data are publicly available,
automated collection should be carried out in a way that does not place unnecessary strain on
the websites involved. In this thesis, only relevant headlines and publication dates were collected,
and the scale of collection represents only a very small burden relative to the capacity of the

news platforms involved (Franzke et al., 2020).

Overall, the use of web scraping in this thesis can be considered ethically defensible because the
collection procedure can be designed to respect both website restrictions and proportionality

(Franzke et al., 2020; Datatilsynet, n.d.; Koster et al., 2022).

3.4 Sentiment and sentiment models

This section introduces the concept of sentiment and how it differs from a purely descriptive

reading of news articles, before presenting the models used to measure it in this study.

3.4.1 Sentiment

Sentiment refers to the emotional tone or general attitude expressed in language. In simple
terms, it captures whether a text conveys a positive, negative, or neutral impression. Because
tone influences how information is interpreted, sentiment can be understood as the qualitative

dimension of communication that goes beyond the reporting of facts.
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In research, sentiment is typically studied through text, since textual data can be collected and
analysed systematically across large samples. Sentiment analysis therefore aims to convert
unstructured language into a measurable indicator of tone, making it possible to analyse
qualitative information quantitatively. In this way, sentiment serves as a bridge between human

interpretation and empirical analysis (Liu, 2015; Pang & Lee, 2008).

In financial markets, sentiment refers more specifically to the tone of information and the beliefs
or expectations it may generate among investors. Investor sentiment is often defined as beliefs
about future cash flows and risks that are not fully explained by fundamentals alone, but are
also shaped by psychological factors, narratives, and the broader information environment
(Baker & Wurgler, 2006). This makes sentiment particularly relevant in financial news, where
the same event may affect markets differently depending on whether it is framed in an

optimistic, pessimistic, or uncertain way.

Sentiment can be quantified using a range of textual-analysis methods, depending on the
objective of the study and the nature of the underlying data. A common distinction in the
literature is between lexicon-based methods and machine-learning-based methods. In lexicon-
based approaches, sentiment is identified through dictionaries that assign words a predefined
polarity, after which the tone of a headline or document is constructed from the aggregation of
these word-level scores. Machine-learning-based approaches instead infer sentiment from training
data and are generally better able to account for context, word interactions, and the overall
meaning of a text. Both approaches are widely used in financial research, where they provide a
way of converting unstructured textual information into quantitative sentiment indicators that

can be analyzed alongside market data (Kearney & Liu, 2014).

This thesis applies both a lexicon-based and a machine-learning-based approach to examine how
the choice of sentiment model may influence the resulting sentiment measure. In addition, a
meta-model is used to combine the outputs from these approaches into a single sentiment
classification. This makes it possible to compare the individual methods as well as assess
whether a combined framework leads to more robust results. The specific models and their

methodological differences are presented in the following sections.

3.4.2 DDS

The first and most simple model used in this thesis to extract the sentiment value from the
headlines is the lexicon-based model DDS, Det Danske Sentimentleksikon (The Danish
Sentiment Lexicon). DDS is a Danish sentiment dictionary developed specifically for Danish-
language text and compiled through lexicographic methods on the basis of Den Danske
Begrebsordbog and Den Danske Ordbog. The lexicon assigns polarity values to Danish words and

is designed to capture whether individual words carry a positive or negative connotation.
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According to the Danish language technology resource description, DDS assigns sentiment scores
on a scale from -5 to +5 and covers more than 14,000 Danish words, while the associated
research thesis reports a final lexicon containing 13,859 polarity lemmas with morphological
information (Nimb, S.; Olsen, S., & Troelsgard, T. (2021).

B. 0O B ¢
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In practical terms, the DDS model measures sentiment by matching the words in a headline
with entries in the lexicon and then aggregating the polarity values of the identified words as
seen above in equation 3.4.2.1, where 0 is the positive value of the i-th word in the headline, £
is the negative value of the j-th word, n and m are the number of positive and negative words
and C is the total number of words in the headline. A headline containing relatively more
negatively weighted words will therefore receive a more negative sentiment score, while a
headline containing more positively weighted words will receive a more positive score. The main
advantage of this approach is its transparency, since the sentiment classification follows directly
from predefined lexical values rather than from patterns learned in a black-box model. At the
same time, the approach is more limited in its ability to account for linguistic context, irony,
negation, and meaning that depends on the interaction between words. The polarity values
assigned to the words in the lexicon were determined by three experts with academic
backgrounds in language and linguistic research. Certain words were excluded from the final
lexicon because they were considered rare or primarily of historical relevance. Of the 13,859
words included, more than 62 percent are classified as negative, while approximately 38 percent

are classified as positive (DSL, n.d.).

However, because the model evaluates words primarily through dictionary entries, it is less
capable of capturing context-dependent meaning than machine-learning-based models. DDS
therefore serves as a useful and transparent benchmark for the lexicon-based part of the

analysis.

3.4.3 Sentida

The second sentiment model applied in this thesis is Sentida, a Danish sentiment analysis tool
developed specifically for sentiment classification in Danish-language text. The word-level
sentiment scores in Sentida are based on the existing Danish AFINN lexicon and are expanded
with approximately 10,000 additional frequent Danish lemmas that were manually annotated for
sentiment, but unlike a simple dictionary-based model, Sentida also combines the lexicon-based
foundation with a set of linguistic rules designed to improve the interpretation of sentiment in

context.
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More specifically, the model does not only assign polarity values to individual words, but also
takes into account features such as negations, intensifiers, and exclamation marks when
calculating the overall sentiment of a sentence or headline. Sentida is therefore described in the
literature as a simple but effective Danish sentiment analysis tool with a stronger focus on
polarity strength than more basic lexicon-only approaches. For example, DDS would typically
assign sentiment by summing the predefined polarity values of individual words, meaning that a
word such as good would contribute positively regardless of its immediate context. Sentida, by
contrast, can adjust this interpretation when context changes the meaning, such as in a phrase
like not good, where negation reverses the sentiment, or very good, where an intensifier
strengthens it. In this way, Sentida captures simple contextual effects that DDS is less able to

reflect.
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In practical terms, Sentida measures sentiment by identifying sentiment-bearing words in a
headline and adjusting their contribution according to the linguistic context in which they
appear as seen above in equation 3.4.3.1, where, S denotes the final sentiment score, and N is
the total number of words that enter the sentiment calculation. The term | represents the base
sentiment value of the i-th word, while € captures the effect of negation and & captures the
effect of intensifying or down-toning modifiers. If the word is negated, € p: otherwise it takes
the value 1. The modifier & reflects words such as “very” or “slightly” and is set equal to 1
when no such word is present. Finally, I is an additional multiplier related to the presence of an

exclamation mark; when one appears, it takes the value 1.29, and otherwise it is set equal to 1.

This means that words are not evaluated in complete isolation, as the model also incorporates
rules that modify sentiment when a word is preceded by negation or strengthened by an
adverbial modifier. As a result, Sentida is better able than a standard lexicon-based model to
capture simple context-dependent changes in meaning, while still retaining a relatively
transparent and interpretable structure. At the same time, it remains less flexible than more
advanced machine-learning-based models, since its performance still depends on predefined
lexical entries and manually specified linguistic rules (Lauridsen, G. A., Dalsgaard, J. A., &
Svendsen, L. K. B. (2019)).
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3.4.4 GPT

The third sentiment model applied in this thesis is a GPT-based large language model. GPT
stands for Generative Pre-trained Transformer and was first introduced by Radford et al. (2018).
In contrast to DDS and Sentida, which are based on predefined sentiment dictionaries and
linguistic rules, GPT is a machine-learning-based language model trained on large amounts of
text. The purpose of this training is to enable the model to recognize patterns in language,
understand relationships between words, and generate or classify text based on the context it is
given. A complete technical explanation of GPT and its underlying architecture is beyond the
scope of this thesis. The present section therefore focuses only on the core features that are
necessary for understanding how the model is applied in the sentiment analysis. For further
technical insight into GPT models and their development, the reader is referred to Radford et al.
(2018), Brown et al. (2020), and OpenAl (2023).

A central part of GPT is the transformer architecture, which was introduced by Vaswani et al.
(2017). Earlier language models often processed words sequentially, meaning that the model
analyzed text word by word in the order in which the words appeared. Transformers differ from
this approach because they are able to evaluate the relationships between all words in a sentence
at the same time. This is done through an attention mechanism, which allows the model to
determine which words are most important for understanding the meaning of the text. In simple
terms, attention means that the model assigns different weights to different words depending on

how relevant they are for interpreting the full sentence.

This attention mechanism is particularly important in sentiment analysis because the sentiment
of a sentence is often not determined by individual words alone. Instead, the meaning of a word
depends on its context and on how it relates to other words in the sentence. For example, the
word “falder” (falling) may appear negative if it is used in relation to stock prices or company
profits. However, the same word may carry a positive meaning if it refers to inflation or interest
rates falling. A model that only counts positive and negative words may therefore misclassify
such headlines, while a transformer-based model is better able to evaluate the broader meaning

of the sentence.

GPT is called generative because it is trained to predict the next word, or token, in a sequence
of text. During pretraining, the model is exposed to large amounts of text and learns which
words are likely to follow from a given context. Through this process, GPT develops a general
understanding of grammar, sentence structure, word meanings, and linguistic patterns. This
pretraining is important because it allows the model to use general language knowledge when

solving more specific tasks.
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Later research has shown that large GPT models can perform a broad range of tasks through
written instructions, including classification tasks, without requiring a separately trained model
for each individual task (Brown et al., 2020). The use of a pretrained language model raises a
potential concern about training-data overlap. Since the exact GPT training corpus is not
publicly disclosed, it cannot be fully ruled out that some headlines from the early part of the
sample were seen during pretraining. However, because GPT-50 has a knowledge cutoff of 31
May 2024, any such overlap can only affect the earlier part of the sample. Given that the thesis
relies on Danish-language headlines, this concern is likely to be more limited than in large

English-language corpora, although it cannot be ruled out completely.

In this thesis, specifically the GPT-50 is applied as a sentiment-classification model rather than
as a generative text model. More specifically, each Danish news headline is submitted to the
model together with a standardized prompt instructing it to evaluate the headline in a financial-
market context and return a continuous sentiment score between -1 and 1; the exact prompt is
reported in the appendix. The use of a fixed prompt ensures that the sentiment classification is
implemented consistently across the full dataset, which is methodologically important since GPT
outputs may be sensitive to prompt formulation (Errica et al., 2025). This financial framing is
necessary because the sentiment of economic news depends not only on the literal polarity of
individual words, but also on their market interpretation. A headline containing a word such as
“falling” may therefore be interpreted positively if it refers to inflation, but negatively if it refers
to profits or stock prices as mentioned earlier. GPT-50 is thus used to assess the overall

economic meaning of each headline rather than relying on isolated word-level sentiment scores.

3.4.5 FinBERT

The fourth sentiment model applied in this thesis is FinBERT, which is a transformer-based
language model specifically adapted to financial text. FinBERT builds on BERT, which stands
for Bidirectional Encoder Representations from Transformers and was introduced by Devlin et
al. (2019). Like GPT, BERT is based on the transformer architecture and therefore uses
attention mechanisms to evaluate relationships between words in a sentence. However, whereas
GPT is generative and trained to predict the next token in a sequence, BERT is primarily
designed to understand text by considering the context on both sides of a word simultaneously.
This bidirectional structure makes BERT particularly well suited for classification tasks, since

the model is trained to interpret the meaning of text rather than to generate it.
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The distinction between GPT and BERT is important in the present context. GP'T processes
text in an autoregressive way, meaning that it predicts each token on the basis of the preceding
context. BERT, by contrast, is trained through a masked-language-modelling procedure, in
which selected words in a sentence are hidden and the model learns to predict them from the
surrounding context a visualization of this is seen below in figure 3.4.5.1 (Devlin et al., 2019).

Figure 3.4.5.1 — Visualizes how BERT operates as a masked-language-modelling procedure. Source:
Adapted from MLM, by Sentence Transformers (n.d.).

you has the highest probability you,they, your..

Output [CLS] | how | are | | doing | |today | [SEP]
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BERT masked language model
Input [CLS] how are doing today | [SEP]
As a result, BERT develops a bidirectional understanding of language, which allows it to capture
how the meaning of a word depends on both what comes before and what comes after it. In

sentiment analysis, this is useful because the sentiment of a headline often depends on the full

sentence context rather than on isolated words.

The Fin in FinBERT refers to the fact that the model is specifically adapted to financial
language. While general-purpose language models such as BERT and GPT are trained on broad
text corpora, FinBERT is further trained on financial documents in order to better capture the
terminology, phrasing, and contextual patterns that are typical of financial communication.
Financial text often includes expressions whose meaning differs from general language use, and a
domain-specific model is therefore better equipped to interpret such language correctly. For this

reason, FinBERT has become a widely used model in financial sentiment analysis.

More specifically, the version of FinBERT applied in this thesis follows the model developed by
Araci (2019), who adapted BERT to financial text and demonstrated its usefulness for sentiment

classification in a financial setting.
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In practical terms, FinBERT is used in this thesis to classify Danish news headlines according to
sentiment. Each headline is translated into English using Google Translate API before being
submitted to the model, since the original FinBERT model is developed for English-language
financial text. This is not treated as a major limitation, as the cross-lingual sentiment literature
shows that non-English texts can be analysed effectively through machine translation into
English before classification (Wan, 2009; Wan, 2011; Miah et al., 2024; Xu et al., 2022). The
model then returns a sentiment classification based on its learned representation of financial
language. In this way, FinBERT differs from GPT not only in model structure, but also in the
fact that it is specifically tailored to financial-domain sentiment rather than being applied

through a general prompt-based instruction framework.

3.4.6 Ensemble stacking (Meta-model)

While the previous sections presented the individual sentiment models separately, the final step
in the methodology is to examine whether their outputs can be combined into a more robust
overall sentiment measure through ensemble stacking model. In contrast to the previous
approaches, which each generate sentiment scores directly from the news headlines, the ensemble
model combines the outputs from the individual sentiment models into a single final sentiment
measure. The purpose of this approach is to exploit the strengths of the different models while
reducing the influence of their individual weaknesses. Since DDS, Sentida, GPT-50, and
FinBERT differ in their underlying methodology and in the type of linguistic information they
are able to capture, their sentiment classifications may contain complementary information

rather than simply duplicating one another.

Ensemble stacking, or stacked generalization, is a method in which the predictions from several
base models are used as inputs in a second-level model, often referred to as a meta-model.
Rather than assigning fixed weights to the underlying models, the meta-model learns how the
individual predictions should be combined in order to produce a more robust final classification
(Wolpert, 1992). In the present context, this means that the sentiment scores generated by DDS,
Sentida, GPT-50, and FinBERT are treated as inputs to a higher-level model, which then

produces the final sentiment estimate.

The motivation for using ensemble stacking in this thesis is that the individual sentiment models
differ substantially in structure and scope. DDS and Sentida are Danish lexicon-based models,
while GPT-50 and FinBERT are transformer-based language models with greater ability to
capture context and sentence-level meaning. At the same time, FinBERT is specifically adapted
to financial language, whereas GPT-50 is a more general large language model applied through
prompting. Because of these methodological differences, no single model can be assumed ex ante

to provide the most accurate or robust sentiment measure in all cases.
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The ensemble approach therefore makes it possible to combine the information extracted by each
model into one integrated sentiment framework. A more detailed account of how the ensemble

model is constructed in this thesis, is provided in Section 7.1.

4. Theoretical Framework

Having established the data foundation and the construction of the sentiment measures in
section 3, the thesis now turns to the theoretical framework used to interpret the empirical
results. Since the analysis examines whether public news-based sentiment can explain or predict
OMXC25 movements, the relevant theoretical benchmark is whether such information should

already be reflected in prices.

4.1 Efficient Market Hypothesis

The Efficient Market Hypothesis (EMH) is one of the central theories in financial economics. It
states that asset prices reflect the information available to market participants, implying that it
should not be possible to systematically earn abnormal returns by trading on publicly available
information. In an efficient market, new information is incorporated into prices rapidly, so that
price changes occur as soon as the information becomes known. From this perspective, financial
markets are viewed as efficient processors of information, and asset prices are assumed to adjust
quickly to changes in expectations about firms, the economy, and future cash flows (Fama,
1970).

EMH is commonly divided into three forms: weak-form efficiency, semi-strong-form efficiency,
and strong-form efficiency. These forms differ according to the type of information assumed to

be already reflected in market prices.

Under the weak form of EMH, current asset prices fully reflect all information contained in past
prices and trading volume. This implies that historical price movements cannot be used to
predict future returns in a way that generates persistent abnormal profits. In other words,
technical analysis should not provide a systematic advantage if markets are weak-form efficient.
Formally, this can be expressed as the idea that the expected future price, conditional on the

available information set at time
00 sO 0 PP

Where Q denotes the information available at time t.
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The semi-strong form extends this argument by stating that prices reflect not only past market
data, but all publicly available information. This includes company accounts, macroeconomic
indicators, policy announcements, and news reports. If this form holds, investors cannot
consistently achieve abnormal returns by analyzing public information, because such information
is already incorporated into asset prices as soon as it becomes available. In this case, the

relevant information set includes both current and previously released public information:

00 saio BHO 0 98
The strong form of EMH represents the most restrictive version of the hypothesis. It states that
asset prices reflect all information, both public and private, including insider information. If
markets were strong-form efficient, even investors with access to non-public information would

not be able to earn abnormal returns, because prices would already fully reflect this information.

Formally, this can be expressed as:
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In practice, the strong form is often regarded as highly restrictive and less realistic than the
other two forms, since insider information has been shown in many contexts to provide
advantages that are not immediately reflected in market prices. From a broader economic
perspective, EMH implies that financial markets play an important role in allocating capital

efficiently. If prices adjust quickly and accurately to new information, then asset prices can be

interpreted as reasonable summaries of underlying economic value.

4.2 Random Walk Theory

Closely related to the Efficient Market Hypothesis is the idea of a random walk in stock prices.
Its core idea is that stock prices evolve through random changes rather than through predictable
patterns based on past information. A well-known illustration is Malkiel’s argument that a
blindfolded monkey throwing darts at a list of stocks may perform no worse than an expert
attempting to select winners based on historical price patterns (Malkiel, 2015). The implication
is that technical analysis should not be able to generate persistent abnormal returns if stock

prices truly follow a random walk.

A simple version of random walk theory is the RW1 specification, which assumes that price

changes are independently and identically distributed (IID). This can be written as
0 0 - 8P
Where

- x OO, 188
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Here O denotes the value of the asset at time t. 0 is the value in the previous period and - is
random error term with mean zero and constant variance. Under this specification, price changes
are independently and identically distributed, implying that the best prediction of tomorrow’s

price is today’s price.

The random walk hypothesis has important implications for financial analysis and investment
strategy. If stock prices follow a random walk, it should not be possible to systematically
outperform the market using past prices or trading patterns. At the same time, the empirical
validity of this hypothesis remains open to debate, particularly in settings where sentiment,
frictions, or behavioral factors may create temporary predictability (Campbell et al., 1997;
Malkiel, 2015).

5. Econometric Framework

Having outlined the theoretical background, the thesis now turns to the econometric models
used in the empirical analysis. These models are introduced in order to examine the relationship
between sentiment and OMXC25 movements from several angles, including long-run equilibrium,
short-run dynamics, regime dependence, and forecasting performance. The section draws
primarily on standard time-series econometric theory, especially Enders (2015), supplemented

where relevant by the literature specific to each model.

5.1 Engle-Granger Cointegration

The first econometric foundation is cointegration which is a fundamental concept in time series
econometrics when analyzing non-stationary variables. If two or more series are each integrated
of order one, I(1), but a particular linear combination of them is stationary, I1(0), the series are
said to be cointegrated (Engle & Granger, 1987; Enders, 2015). Intuitively, this means that
although the variables may drift over time individually, they remain linked by a stable long-run
equilibrium relationship. This is particularly relevant in economics and finance, where many
variables, such as prices, income, money supply, and asset values, typically exhibit unit roots,
while still being tied together by underlying economic mechanisms in the long-run. Engle and
Granger (1987) formalized this idea and demonstrated that cointegrated variables admit an
error-correction representation, implying that short-run deviations from equilibrium are

gradually corrected over time.

Formally, let ® denote a kx1 vector of non-stationary variables, each integrated of order one.

The vector @ is cointegrated if there exists a non-zero vector b such that:

6 1@ On LHP
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In the simple bivariate case, where @ is the dependent variable and @ is an explanatory

variable, the long-run relationship may be written as

®w | Tw 0 LHR
where both @ and ® are I(1), while the disturbance term 0 must be stationary for
cointegration to hold. In this framework, b captures the long-run equilibrium coefficient, and 0
represents the deviation from equilibrium at time t. If 0 is itself non-stationary, the regression

does not describe a valid long-run relationship and may instead reflect a spurious correlation

between trending variables (Granger & Newbold, 1974).

The Engle-Granger procedure provides a residual-based two-step method for testing for
cointegration. In the first step, the long-run equilibrium relationship is estimated by ordinary

least squares (OLS):
w | Tw o LD
From this regression, the residuals are obtained as
6 w | Tw vpa
In the second step, these estimated residuals are tested for a unit root using a Dickey—Fuller-

type regression, often in augmented form:

6 no () - )

The null hypothesis is that the residuals are non-stationary, implying no cointegration, whereas
the alternative hypothesis is that the residuals are stationary, implying the existence of a
cointegrating relationship. If the test statistic is sufficiently negative relative to the appropriate
Engle-Granger or MacKinnon critical values, the null hypothesis is rejected (MacKinnon, 1991).
It is important to note that these critical values differ from those used in a standard Augmented
Dickey—Fuller test, since the residuals are generated regressors obtained from the first-stage

estimation (Enders, 2015).

If cointegration is established, the relationship may be expressed as an Error Correction Model
(ECM), which incorporates both short-run dynamics and long-run equilibrium adjustment.
However, since a detailed treatment of ECMs falls outside the scope of this thesis, the topic will
not be elaborated on further; interested readers are referred to Engle and Granger (1987) and
Watson (1994).
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5.2 Autoregressive Distributed Lag (ARDL)

The second econometric foundation is the Autoregressive Distributed Lag model (ARDL),
referred to by Enders as an ADL model, which provides a flexible framework for analysing the
dynamic relationship between a dependent variable and an explanatory variable over time. The
general idea is that the value of W depends not only on its own past values, but also on the

current and lagged values of another variable, & . In Enders’ notation, this may be written as

w W 00w 60a - vED
where A(L) and C(L) are lag polynomials in the lag operator L, and - is an error term. More
specifically, C(L) may be written as ® @0 @0 Ehso that the current and lagged values of
a affect the time path of @ over several periods. Since this specification contains no moving-

average terms, Enders refers to it as an autoregressive distributed lag (ADL) model. The

exposition in this section is based primarily on Enders (2015).

The autoregressive part of the model captures persistence in the dependent variable, while the
distributed lag structure captures how the effects of & are transmitted to @ over time. In this
sense, the ARDL framework makes it possible to distinguish between immediate and delayed

effects within a single specification.

A particular advantage of the ARDL model is that it provides a natural bridge between short-
run dynamics and longer-run relationships. In cointegrated systems, the model can be rewritten
in an error-correction form, thereby linking temporary deviations to long-run equilibrium
adjustment. However, the purpose of the present section is only to introduce the general
intuition behind the ARDL framework. A more detailed discussion of the specific
implementation in this thesis is provided in section 8.2. Likewise, bounds testing is not treated

here, and the reader is referred to Enders 2015, for more information.

5.3 Vector-Autoregressive model (VAR)

The third econometric framework is the Vector autoregression (VAR) model, which is a
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