
Summary
This paper investigates how robot initiative affects human–robot collaboration when the human collaborator must divide attention between

a shared physical task and a concurrent cognitive task. The research objective is to examine how different assistance strategies influence

collaborative performance, secondary-task performance, perceived workload, and the user’s experience of interaction quality and control.

The study is motivated by mixed-initiative human–robot interaction and by work settings where people rarely focus on only one task while

collaborating with robotic systems. In such settings, assistance may be useful not only because of what the robot can do, but because of

when and how the robot chooses to act.

The paper is grounded in prior work on initiative, mixed-initiative interaction, workload, and collaborative fluency in human–robot

teams. Previous research suggests that robot initiative can improve collaboration, but that inappropriate or poorly timed assistance can

also create conflict, reduce trust, or undermine the human collaborator’s sense of control. The paper therefore treats initiative as both a

performance issue and an interaction-design issue. It asks whether assistance should be requested by the human, offered by the robot, or

carried out proactively when the robot detects an opportunity to contribute.

The study compares three fixed initiative strategies. In the human-initiated condition, the robot only assists when the participant explicitly

requests help. In the reactive robot-initiated condition, the robot offers assistance when the situation indicates that help may be useful, but

waits for the participant to accept or decline before acting. In the proactive robot-initiated condition, the robot acts automatically when it

detects an available opportunity to contribute. These three strategies represent different distributions of initiative between the human and

the robot, ranging from high human control to greater robot autonomy.

The method is a controlled participant experiment using a myCobot 280 6-DoF robotic arm. Twelve participants completed all three

conditions in a counterbalanced within-subjects design. Participants completed a collaborative block-sorting task while also performing

visual cognitive tasks on a computer. The sorting task required colored blocks to be moved into matching target bins, either by the participant

or by the robot. The secondary task required participants to complete visual puzzles at the workstation. Participants also had to log completed

block movements through the interface, which added an administrative component to the task. This setup was designed to model divided

attention in supervisory human–robot collaboration without attempting to reproduce a full industrial workplace.

The study collected both objective and subjective measures. Objective measures were obtained from system logs and included task

completion, robot activity, robot idle time, secondary-task progress, and concurrent human–robot activity. Subjective measures were collected

after each condition using an interaction questionnaire and the NASA Task Load Index. These measures covered perceived workload,

interaction quality, perceived control, timing, distraction, and trust. The analysis compared the three initiative strategies across these

outcomes to identify how the different forms of assistance affected both task performance and user experience.

The results show that proactive assistance produced the most favorable overall pattern in this controlled dual-task setting. Compared

with the other conditions, proactive assistance led to faster task completion, lower robot idle time, and faster progress on the secondary

cognitive task. This pattern is consistent with the possibility that proactive assistance reduced coordination demands and supported progress

on the concurrent task, although attention and cognitive-resource allocation were not measured directly. The robot also spent less time idle

between consecutive actions in the proactive condition.

The subjective results followed a similar pattern. Proactive assistance received the highest ratings for quality of interaction, including

fluency, efficiency, and naturalness of collaboration, and participants reported lower workload with proactive assistance than with human-

initiated assistance. Descriptively, the proactive condition also received favourable mean ratings for timing and trust, while perceived control

remained high across conditions. At the same time, perceived control remained an important consideration, because the proactive condition

involved the robot taking more responsibility for initiating action, which highlights the need to balance efficiency with meaningful human

control.

A further important finding is that no statistically significant differences were detected between the human-initiated and reactive

conditions on several outcomes, although this does not establish that the conditions were equivalent. In the human-initiated condition,

participants had to request assistance through the interface, and in the reactive condition they still had to respond to robot offers before

the robot could act. Both interaction styles therefore required additional input from the participant, which may have added coordination

demands that limited their benefits. Because the initiative strategy and interaction mechanism varied together, however, the study cannot

determine whether this pattern reflected who initiated assistance, how assistance was requested or approved, or both. This indicates that the

design of the request or approval mechanism may be as important as the question of who initiates the assistance.

The paper concludes that proactive initiative can be beneficial in the predictable, low-risk dual-task setting studied here. However, the

findings should be interpreted within the study’s limitations. The experiment used a simplified laboratory task, short interaction sessions,

fixed initiative strategies, and a limited participant sample. The results therefore do not show that proactive assistance is always the best

strategy. Instead, they suggest that proactive initiative can be beneficial when task goals are clear, robot actions are predictable, and the

human retains sufficient control over the collaboration. The broader implication is that future mixed-initiative human–robot systems should

not only decide what assistance a robot can provide, but also how and when that assistance should be initiated. Future work should investigate

adaptive initiative strategies that respond to task state, workload, user availability, and user preferences while preserving transparency, trust,

and meaningful human control.
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Abstract
Collaborative robots increasingly operate in settings where hu-

man workers divide attention between physical collaboration and

concurrent cognitive work. In such settings, effective assistance de-

pends not only on what a robot can do, but also on when it should

take initiative without undermining human control. This paper

compares human-initiated, reactive robot-initiated, and proactive

robot-initiated assistance in awithin-subjects studywith twelve par-

ticipants. Participants collaborated with a myCobot 280 6-DoF M5

robotic arm on a block-sorting task while completing secondary vi-

sual cognitive tasks.Wemeasured task performance, robot idle time,

secondary-task progress, perceived workload, interaction quality,

control, timing, distraction, and trust. Proactive assistance pro-

duced the fastest task completion, lowest robot idle time, fastest

secondary-task progress, highest interaction-quality ratings, and

lower workload than human-initiated assistance. Human-initiated

and reactive assistance did not differ significantly on several out-

comes, suggesting that requesting or approving help can introduce

coordination costs. These findings suggest that proactive assistance

may be beneficial in predictable, low-risk dual-task settings, while

highlighting the importance of evaluating initiative together with

how assistance is requested, offered, and carried out.

Keywords
Human-robot collaboration, mixed-initiative interaction, robot as-

sistance, cognitive workload, collaborative robotics

1 Introduction
As robots move into shared work environments, effective human-

robot collaboration depends not only on what robots can do, but

also on when and how they should assist, take over, or work in

parallel. A central question is therefore one of initiative: should a

robot wait for explicit requests, offer assistance when help appears

needed, or act proactively whenever it can contribute? The choice

of initiative strategy may affect task efficiency, coordination, and

the human collaborator’s perceived control.

Prior work shows that initiative strategy matters in collaborative

tasks [1, 2], but studies are often conducted in settings where the

human can devote full attention to the shared task. In practice,

however, human workers are rarely dedicated to a single task. They

may need to monitor several systems simultaneously, make deci-

sions, or perform administrative work. Under such conditions, the

usefulness of robot assistance may change: assistance that feels

unnecessary or intrusive in a low-workload setting may become

valuable when the human is occupied. Such scenarios are common

in manufacturing assembly, warehouse logistics, and healthcare

support roles, where workers routinely divide attention between di-

rect physical activity and concurrent monitoring or administrative

responsibilities.

This paper investigates how robot initiative strategies affect

collaboration when the human must divide attention between a

physical task and a concurrent cognitive task. We study a collabora-

tive block-sorting task in which a human and a myCobot 280 6-DoF

M5 robotic arm sort colored blocks while the human simultane-

ously performs a secondary task. Inspired by the initiative strategies

studied by Baraglia et al. [1], the experiment compares three initia-

tive modes: human-initiated, in which the robot assists only when

asked; reactive robot-initiated, in which the robot offers assistance

when the situation indicates a need; and proactive robot-initiated,
in which the robot assists whenever it detects an opportunity to

contribute. These considerations motivate an investigation of how

different initiative strategies perform when the human collaborator

is also occupied by a concurrent cognitive task. We therefore ask:

Research question: How do human-initiated, reactive,
and proactive robot-assistance strategies affect collabo-
rative task performance, secondary cognitive-task per-
formance, perceived workload, and perceived interac-
tion quality and control in a dual-task human–robot
collaboration setting?

We address this question through an experiment that compares

the three initiative strategies using objective measures of collab-

orative performance and secondary-task progress, together with

subjective ratings of workload, interaction quality, control, timing,

distraction, and trust.

Our study makes two main contributions. First, we show that,

in the studied dual-task setting, proactive assistance produced the

fastest task completion, the lowest robot idle time, the shortest

secondary-task inter-completion time, and the highest quality-of-

interaction ratings. It also produced lower reported workload than

the human-initiated condition and was preferred by ten of the

twelve participants. Second, we found no statistically significant

difference between human-initiated and reactive assistance on sev-

eral outcomes.

2 Related Work
This work is inspired by Baraglia et al.’s study of initiative in robot

assistance during collaborative task execution [1]. We adopt their

distinction between human-initiated, reactive robot-initiated, and

proactive robot-initiated assistance, while adapting the task, inter-

action mechanisms, and experimental setting to examine initiative

under divided attention. Baraglia et al. found that proactive assis-

tance could improve team fluency and receive favorable subjective
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evaluations, while participants still valued retaining control over

when assistance occurred. Their findings suggest that greater robot

initiative may improve collaboration while also affecting the user’s

sense of control.

The present paper builds on Baraglia et al. by examining initia-

tive in a dual-task setting. Our experiment adapts the collabora-

tive sorting structure and procedural logging of completed moves

while introducing a concurrent cognitive task that competes for the

participant’s attention. Perceived workload is assessed after each

initiative condition using the NASA Task Load Index (Nasa TLX).

The intuition that a robot acting in anticipation of its partner

can improve collaboration has independent support. Hoffman and

Breazeal show that a robot selecting actions anticipatorily, rather

than purely reactively, improves the perceived fluency of human-

robot teamwork even where its gains in objective efficiency are

limited [7]; Huang and Mutlu likewise report efficiency gains when

a robot acts on predicted human intent [9]. Hoffman later consoli-

dates the measures used to evaluate such collaboration—including

robot and human idle time and the degree of concurrent activity—

into a proposed set of objective fluency metrics [6], several of which

we adopt. This work motivates our proactive condition and frames

robot idle time as a meaningful indicator of how smoothly a team

coordinates.

More broadly, ourwork is informed by research onmixed-initiative

human-robot interaction. Horvitz describes mixed-initiative sys-

tems as systems that balance acting autonomously with allowing

the user to retain direct control [8]. This balance is relevant to our

comparison because the three conditions differ in who initiates

robot assistance. Jiang and Arkin describe mixed initiative as a

collaborative strategy in which humans and robots can opportunis-

tically assume or relinquish initiative during task execution [10].

Their taxonomy classifies mixed-initiative systems by how broadly

initiative is shared, what kind of reasoning triggers it, and how

control is handed between human and robot. It also helps clarify

the scope of the present study: rather than investigating fully dy-

namic sharing of authority, we focus specifically on the timing and

triggering of robot assistance through fixed initiative conditions.

Related work on mixed-initiative variable autonomy suggests

that the appropriate degree of robot initiative may depend on

task demands and the operator’s state. Although our three con-

ditions do not represent a complete hierarchy of automation levels,

they differ in how much responsibility the robot assumes for ini-

tiating and executing assistance: responsibility remains primarily

with the participant in the human-initiated condition, is shared

in the reactive condition, and is primarily assumed by the robot

in the proactive condition. This distinction is related to the levels-

of-automation framework, which classifies systems according to

how much decision-making and action selection are assigned to

automation [17]. Chiou et al. found that mixed-initiative autonomy

improved performance and reduced workload in a simulation study,

but also observed conflict when a real robot’s initiative did not

match the operator’s expectations [2]. Their findings suggest that

greater robot initiative is not always beneficial; its value depends

on whether the robot’s behaviour is appropriate for the task and

consistent with the human collaborator’s needs.

Methnani et al. examine how users understand changes in au-

tonomy. They argue that poorly timed or insufficiently explained

changes can cause frustration, conflict, and reduced trust [14]. They

therefore identify transparency and explainability as important for

maintaining meaningful human control. This perspective comple-

ments the present study by framing initiative not only as a task-

performance issue, but also as a question of how robot actions are

interpreted and accepted by human collaborators.

Adaptive approaches to mixed-initiative collaboration reinforce

the importance of context-sensitive assistance. For example, Natara-

jan et al. show how a user-dependent factor such as compliance—

the human’s tendency to comply with robot assistance—can be

estimated online through Bayesian adaptation, enabling more per-

sonalized assistance strategies [16]. Similarly, research on workload

and human-state monitoring suggests that the effectiveness of au-

tomation depends in part on the operator’s current condition [2, 17],

and that assistance may benefit some users more than others de-

pending on attentional demands and task load [12]. Although our

system does not change its initiative strategy during a trial, future

systems could adapt their assistance to the user’s current workload

or behaviour.

Concurrent secondary tasks are commonly used to create di-

vided attention and examine how limited cognitive resources are

distributed between simultaneous activities. Multiple-resource ac-

counts of workload suggest that tasks drawing on overlapping re-

sources may interfere with performance on one or both tasks [21].

Dual-task designs have also been applied in HRC to study how

cognitive demands affect collaboration and the allocation of respon-

sibility between humans and robots.

Closely related to the present study, Karakikes and Nathanael

examine how cognitive workload changes the appropriate level

of human versus robot decision authority in HRC [12]. In their

dual-task activity, participants supervised a robot assembling medi-

cal devices while also completing a cognitive secondary task (the

Trail Making Test). They find that the effect of decision authority

on performance depended on workload: Under lower workload,

human decision authority improved performance on the primary

task. As workload increased, however, this advantage decreased.

Robot decision authority supported performance on the secondary

task, suggesting that transferring decisions to the robot may free

cognitive resources for concurrent work. Human authority also

produced higher NASA-TLX scores than robot authority at every

workload level, while subjective preference for an authority level

did not differ significantly with workload. This study is directly

relevant for two reasons: it uses a comparable dual-task setup to

examine HRC under concurrent cognitive demands, and its findings

motivate investigating how fixed initiative strategies perform when

users must divide their attention.

A systematic review of Computer-supported cooperative work

(CSCW) research onHRC by Johansen et al. reveals that the field has

so far been dominated by telepresence and teleoperation, with com-

paratively few studies examining co-located collaborative robotic

arms in physical work settings [11]. They identify manufacturing

(assembly, packaging), healthcare, and defense as domains where

close-proximity HRC is growing but remains understudied from

a CSCW perspective, and call for research that extends beyond

remote-presence systems to robots that share physical space and

workload with human collaborators.
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Reviews of collaborative robotics in manufacturing reinforce this

gap, highlighting shared workspaces, changing human and robot

roles, and the need to balance coordination, flexibility, and safety

in real tasks [13]. Field studies of robots entering real workplaces

show that their arrival reshapes not only task throughput but the

human experience of the work itself. Studying a collaborative man-

ufacturing robot deployed alongside factory workers, Sauppé and

Mutlu found that the robot’s behaviour shaped workers’ comfort,

their sense of safety, and whether they regarded the robot as a

genuine co-worker rather than a tool [18].

In these industrial and healthcare settings, workers rarely ded-

icate their full attention to a single physical task. A warehouse

operative supervising a robot sorting cell must also monitor in-

coming orders, log completed movements, and respond to excep-

tions. A manufacturing worker collaborating with a robot on an

assembly line may simultaneously track quality indicators or man-

age material replenishment. Johansen et al. note that such socio-

material configurations—where robots disrupt established team

roles and spatial arrangements—shape the experience of collabo-

ration in ways that tightly controlled laboratory studies may not

fully capture [11]. Ethnographic work bears this out: observing an

autonomous delivery robot introduced into a hospital, Mutlu and

Forlizzi found that the robot became embedded in staff members’

ongoing workflows, and that its usefulness depended on whether its

behaviour could be integrated into the staff’s existing routines [15].

The timing and authority of robot assistance in these settings there-

fore has direct practical consequences: a robot that acts too early,

too late, or too often imposes its own attentional demands on an al-

ready occupied worker. Welfare et al. make a similar case from field

considerations for deploying robots in manufacturing workplaces,

arguing that successful integration depends on the human work

experience—how assistance is delivered—and not on throughput

alone [20].

Taken together, prior research shows that initiative affects both

performance and user experience, and that robot assistance may

need to account for the operator’s task demands and attentional

state. Research on co-located robots further suggests that successful

assistance depends on how well robot behaviour fits the user’s

ongoing work and responsibilities [11, 15, 20]. However, it remains

unclear how human-initiated, reactive, and proactive assistance

compare when the human must divide attention between physical

collaboration and concurrent cognitive work. This study addresses

this gap through a controlled dual-task HRC experiment.

3 Method
3.1 Study Rationale
We propose a collaborative sorting task to study robot initiative

under divided attention. In the task, a human participant and a

robot jointly pick and place colored cubes from a loading area into

four bins, one per cube color. Both the participant and the robot

could move cubes, requiring the participant to monitor completed

actions and coordinate their own sorting activity with the robot’s

assistance.

To model divided attention at laboratory scale, the participant

supervises the robot sorting cell while completing a concurrent cog-

nitive task at a computer workstation. The aim is not to reproduce a

complete industrial workplace, but to preserve a central attentional

feature of supervisory HRC: the need to divide attention between

robot activity and another responsibility.

The setup is deliberately simplified, using colored cubes, fixed

target bins, controlled lighting, predictable robot actions, and an

initiative strategy that remains fixed throughout each trial. The

fixed color-to-bin mapping gives every detected cube an unam-

biguous destination, while the secondary task comprises twelve

visual puzzles drawn from four task types: Shapes, Sizes, Edges, and

Numbers (Figure 1). These design choices make the three initiative

conditions easier to compare, but limit how directly the results can

be generalised to real workplaces.

The physical separation between the robot station and the par-

ticipant workstation (Figure 3) is also a deliberate part of the design.

If the robot and task objects were within the participant’s immedi-

ate reach, direct intervention would require little effort. Requiring

participants to move between the stations makes intervention more

consequential and represents situations in which an operator di-

vides attention across spatially separated responsibilities.

3.2 Participants
Twelve participants (P01–P12) were recruited through personal and

university networks at Aalborg University. Participants were aged

25–32 years (𝑀 = 27.1) and included both students and adults in full-

time employment. None of the participants reported prior hands-on

experience operating a collaborative robotic arm, though several

indicated general familiarity with robotics through coursework or

professional exposure. No participant had prior exposure to the

experimental system.

The only inclusion criteria were the ability to read and interact

with the on-screen interface in English; no formal vision screening

was conducted. No exclusion criteria beyond these were applied. All

participants provided written informed consent prior to any data

collection, and participation was voluntary and uncompensated.

Prior to the main data collection, three pilot sessions were con-

ducted to test and refine the experimental interface, timing param-

eters, and procedure. These pilot sessions used an earlier version

of the protocol and were completed before the final interface and

condition logic were fixed. They were therefore treated as calibra-

tion sessions and were not included in the statistical analysis. The

final dataset consisted of twelve participants completing all three

initiative conditions, resulting in 36 experimental trials.

3.3 Experimental Task
The experiment was presented to participants as a small-scale

warehouse-sorting scenario. The participant supervised a robot

sorting station while also completing workstation-based duties.

The experiment combined two concurrent tasks. The collaborative

block-sorting task, shared by the participant and the robot, was

the primary task. The workstation-based visual puzzles formed the

secondary cognitive task (Section 3.5). Participants could switch

freely between the two tasks throughout each trial; no fixed order

or task priority was imposed.

3.3.1 Collaborative Sorting Task. At the beginning of each trial,

eight colored cubes—two red, two green, two blue, and two yellow—

were placed in the designated loading areawithin the robotworkspace.
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Figure 1: Secondary cognitive task overlays. Four types are used: Shapes (match each solid shape to its dashed outline hole),
Sizes (click circles from smallest to largest), Edges (click polygons from fewest to most edges), and Numbers (click digits 1–10 in
ascending order). Each type is presented as a modal overlay within the participant view.

The participant interface displayed eight corresponding block-task

cards, all initially marked as pending. Each card specified a cube

color and its target bin according to the fixed mapping described in

Section 3.5.

The participant’s objectivewas to ensure that all eight cubeswere

placed in their assigned bins while also completing the secondary

cognitive task. Participants worked primarily from the computer

workstation but could approach the robot station at any time to

inspect the workspace or sort a cube manually. The robot could also

sort cubes according to the active initiative condition, as described

in Section 3.5.

After each cube was moved, the participant recorded the com-

pleted movement through the block-movement logging interface.

The participant selected the cube color, its destination, and whether

the movement had been performed by the participant or the robot.

This logging activity represented the administrative responsibil-

ity of recording completed movements in the warehouse scenario.

Once the movement had been submitted, the corresponding block-

task card was marked Done, allowing the participant to monitor

which sorting tasks had been completed and which remained.

3.3.2 Secondary Cognitive Task. The secondary cognitive task rep-

resented the participant’s concurrent workstation duties within the

warehouse scenario. It consisted of twelve visual puzzles presented

as modal overlays within the participant interface (Figure 4). Four

puzzle types were used: Shapes, in which solid colored shapes were

matched to corresponding dashed outlines; Sizes, in which circles

were selected from smallest to largest; Edges, in which polygons

were selected from fewest to most edges; and Numbers, in which

numbered circles were selected in ascending order from 1 to 10.

The twelve puzzle cards were drawn from these four task types

and presented in a fixed random order for each participant. Each

card was initially marked as pending and changed to Done when

the participant completed the puzzle. The completion time of each

puzzle was recorded in the system event log.

The secondary task required sustained visual attention and step-

by-step interaction, thereby competing with the sorting task for

the participant’s time and cognitive resources. It supported the

supervisory framing of the experiment by giving participants a

workstation-based responsibility alongside the shared physical sort-

ing task.

Task completion criteria. The sorting task was considered com-

plete when all eight cubes had been placed in their assigned bins

and the corresponding movements had been logged. The secondary

cognitive task was considered complete when all twelve visual puz-

zles had been completed. The overall trial was considered complete

when both tasks were finished. The system recorded the comple-

tion times of the sorting task, the secondary cognitive task, and the

overall trial separately.
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3.4 Apparatus and System
The robot platform is a myCobot 280 6-DoF M5 arm, paired with

the myCobot AI Kit. The arm is fitted with a vacuum suction pump

for picking, and the AI Kit provides an overhead camera mounted

above the workspace. The cell consists of a central camera zone
(the calibrated region from which cubes are picked), a loading area
where unsorted cubes are placed, and four bins (Bin A, Bin B, Bin C,
Bin D) arranged around the camera zone. Two ArUco markers were

used to map camera coordinates to positions in the robot workspace.

Figure 2 shows the physical experimental cell as it is set up for a

session.

Figure 2: Physical experimental cell. The myCobot 280 M5 is
mounted on the AI Kit platform, which carries the overhead
camera above the central camera zone. The two ArUco cali-
bration markers are visible on the whiteboard backing, and
the four bins surround the cubes laid out for sorting.

Task objects consist of colored cubes that map to a fixed color-

to-bin assignment: red→ Bin C, green→ Bin A, blue→ Bin B, and

yellow→ Bin D. Cubes were identified by color using the overhead

camera. A detection had to remain stable for 0.5 seconds before it

was recorded.

The workspace is divided into a robot station and a computer
station. The robot station contains the arm, the overhead AI Kit

camera, the loading area, the cubes, and the four bins. The computer

station presents the participant-facing browser view, which shows

a task-grid listing all pending cognitive and block tasks alongside

condition-specific robot-interaction controls. The two stations are

separated by a short walking distance. Figure 3 shows a schematic

overview of the full setup.

Figure 4 shows the participant-facing view, which presents a

task grid divided into two columns: Cognitive Tasks (twelve cards)
on the left and Block Tasks (eight cards) on the right. Each cognitive-

task card shows the task type (Shapes, Sizes, Edges, or Numbers)

with a visual icon preview and a status badge (Pending or Done);

activating a card launches the corresponding modal overlay. Each

block-task card displays the cube color and target bin (e.g., Move

Blue cube → Bin B) and is marked Done once the corresponding

move is detected by the vision pipeline. A Recent Moves panel to
the right of the grid records each completed block move with actor,

color, target bin, and timestamp. Progress counters above each

column show how many tasks have been completed. Researcher

controls and the event log were not shown in the participant view.

The bottom of the participant view adapts to the active initiative

condition. In the human-initiated condition a Robot Help panel is

shown, allowing the participant to select a cube color and request a

robot pick. In the reactive condition a modal dialogue appears when

the robot detects an opportunity to act, presenting the proposed

move (e.g., Should I move the Blue block to Bin B?) with Yes, pick it up
and Not now options. In the proactive condition a Robot Status bar at
the bottom of the screen displays the action the robot is currently

executing autonomously.

Sessions were conducted in an office. The robot station and the

participant workstation were positioned at opposite ends of the

same table, approximately 1.5m apart, allowing the participant to

observe the robot arm from their seat but requiring them to get

up and walk over to inspect or intervene directly (Figure 3). The

participant workstation consisted of a laptop computer running the

web interface in a full-screen browser window. The experimenter

remained present throughout each session to manage session lifecy-

cle controls (start/end) and to assist in the event of a technical fault.

Throughout each trial the experimenter retained a manual (Wizard-

of-Oz) control that could pause or stop the arm’s motion at any

point mid-trajectory, allowing intervention if a participant moved

close enough to risk a collision; in practice, no session required its

use. Robot joint speeds were set conservatively so that arm motion

was slow and clearly visible at the 1.5,m working distance.

3.5 Initiative Conditions
The experiment compares three initiative conditions: human-initiated
(H), reactive robot-initiated (R), and proactive robot-initiated (P). All

three are implemented as concrete strategies behind a shared inter-

face.

In the human-initiated condition, the robot never auto-acts. The

only source of robot motion is the Robot Help panel at the bottom of

the participant view, where the participant selects a cube color and

requests a pick. This condition serves as the high-control baseline.

In the reactive condition, the robot offers help when the partici-

pant has been silent for a brief period, measured as the elapsed time

since the most recent observable participant action (a block-log

submission or a cube leaving the camera zone). When the threshold

is crossed and at least one cube of an eligible color is visible, the

robot proposes an offer to pick that color, which the participant

must explicitly Accept or Decline before the pick expires. The offer

expired automatically after a fixed timeout if no response was given.

This split between proposal and execution preserves the partici-

pant’s ability to retain control even when the robot judges that help

is appropriate.

In the proactive condition, the robot acts whenever it detects

a visible cube whose color has not been recently claimed by the

participant.

Across all three conditions, the robot follows the same color-to-

bin mapping when selecting actions, so the manipulation concerns
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Figure 3: Schematic top-down view of the experimental setup. The participant station (left) contains the laptop used for the
computer-based tasks. The AI Kit workstation (right) contains the myCobot 280 M5 arm, the overhead camera, the colored
blocks in the loading area, and the four target bins (Bin A–D). The participant moves between the two stations to collaborate
with the robot.

the timing and trigger of assistance, not the underlying task objec-

tive.

3.6 Procedure
Each session began with a written consent form, followed by a

verbal briefing covering the sorting task, the three initiative modes,

the secondary cognitive task, and the block-movement logging

interface. Participants then completed a short training phase to

familiarise themselves with the full system before any data was

recorded: they worked through one example of each secondary-

task puzzle type (Shapes, Sizes, Edges, Numbers), and completed a

practice block-sorting trial in each of the three initiative conditions

to familiarise themselves with the participant interface, the robot

interaction, and the block-movement logging workflow.

Participants completed all three initiative conditions (H, P, R) in

counterbalanced order (see Table 1). Each condition comprised a

single trial: the participant and robot collaboratively sorted eight

colored cubes (two of each color) into their labelled bins, while si-

multaneously completing the secondary cognitive task. Participants

continued until all eight cubes had been sorted and all twelve sec-

ondary tasks had been completed. The system separately recorded

the completion time of the sorting task, the secondary task, and the

overall trial.

After each condition, participants completed Likert question-

naire and the NASA Task Load Index, administered on paper. After

all three conditions, a semi-structured debrief interview was con-

ducted to gather qualitative impressions of the three initiative styles.

Total session duration was approximately 30 minutes.

3.7 Measures
The study used a within-subjects repeated-measures design with

initiative condition (H, P, R) as the independent variable. All partici-

pants experienced all three conditions, while the secondary task

and workspace layout were held constant. Objective measures were

obtained from the system event logs, and subjective measures were

collected after each initiative condition.

Task completion time. Task completion time was measured from

the beginning of the trial until both task streams were complete.

The sorting task was complete when all eight cubes had been placed

in their assigned bins and the corresponding movements had been

logged. The secondary cognitive task was complete when all twelve

puzzles had been completed. If one task stream was completed

before the other, the trial continued until the remaining task was

also finished.

Robot activity. The number of robot actions was defined as the

number of cube movements completed by the robot. Robot motion

time was the total time for which the robot was executing pick-

and-place actions.

Robot idle time was calculated as the total waiting time between

consecutive robot actions. Time before the robot’s first action and

after its final action was excluded. Robot share was calculated as

the percentage of the eight cube movements completed by the robot

rather than the participant. Robot idle time and concurrent human–

robot activity were included as objective indicators of collaborative

fluency [6].

Concurrent activity. Concurrent activity was measured by count-

ing events in which the participant logged a completed cube move-

ment while the robot was executing an action. This measure indi-

cates whether the participant continued working while the robot
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Figure 4: Participant-facing experiment view (proactive condition). The left column lists the twelve cognitive task cards; the
right column lists the eight block task cards, each showing cube color and target bin. In the human-initiated condition a
color-selection panel replaces this dialogue; in the reactive condition a modal dialogue presents the robot’s proposed pick
action for participant confirmation; in the proactive condition a robot-status bar shows the current autonomous action.

was active, but does not directly capture the participant’s physical

position or movement.

Secondary-task performance. Secondary-task performance was

measured using the mean interval between consecutive puzzle-

completion timestamps. A lower value indicates that the participant

progressed through the puzzles more quickly. This measure includes

time spent solving puzzles, attending to the sorting task, interacting

with the robot, and switching between the two tasks.

The number of completed puzzles was not analysed because

participants were required to complete all twelve puzzles in every

condition.

Initiative-specific measures. Additional measures described how

each initiative strategy operated. In the human-initiated condi-

tion, the number of participant help requests was recorded. In the

proactive condition, the number of proactive robot actions was

recorded. In the reactive condition, the numbers of generated, ac-

cepted, declined, and expired offers were recorded, together with

the offer-acceptance rate.

These measures were reported descriptively because they were

specific to individual conditions and could not be compared directly

across all three conditions.

Interaction questionnaire. After each condition, participants com-

pleted a Likert questionnaire using a scale ranging from 1 (strongly
disagree) to 7 (strongly agree).

Items 1–5 measured quality of interaction and were averaged to

produce a composite score. Items 6–7 measured perceived system

performance and were also averaged. Items 8–11 measured per-

ceived control, appropriateness of the robot’s timing, distraction,

and trust, respectively, and were analysed individually.

NASA Task Load Index. Perceived workload was assessed using

the unweighted NASA Task Load Index. Participants rated Mental

Demand, Physical Demand, Temporal Demand, Performance, Effort,

and Frustration on scales from 1 to 20.

After ensuring that all dimensions were coded so that higher

values represented greater workload or a less favourable outcome,

the overall workload score was calculated as the mean of the six

ratings. The six dimensions were also examined separately.

3.8 Statistical Analysis
One value was calculated for each participant, condition, and mea-

sured outcome. No trials were excluded, as all twelve participants

8
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completed all three conditions without technical failures requiring

data removal.

Statistical analysis was conducted in Python 3.12 using SciPy [19].

Differences between the three initiative conditions were examined

using Friedman tests [4], as the study used a within-subjects design

with three repeated conditions.

Pairwise comparisons were conducted using Wilcoxon signed-

rank tests [22]. Bonferroni correction [3] was applied across the

three pairwise comparisons for each outcome. The significance

level was set to 𝛼 = .05.

Kendall’s𝑊 was reported as the effect size for Friedman tests,

while rank-biserial correlation 𝑟 was reported for pairwiseWilcoxon

tests. Descriptive results are reported using means and standard

deviations.

Initiative-specific measures, such as help requests, reactive offers,

and proactive triggers, were summarised descriptively because they

were not directly comparable across all three conditions.

4 Results
Results are reported for 12 participants (P01–P12). Statistical tests

are Friedman followed by pairwiseWilcoxon signed-rank tests with

Bonferroni correction.

4.1 Objective Metrics
Table 2 summarises the objective measures for all three initiative

conditions. Sorting-task completion time, cognitive-task completion

time, overall trial completion time, robot idle time, and secondary-

task inter-completion time were examined statistically in the fol-

lowing subsections. Robot action count, robot motion time, robot

share, and concurrent activity are reported descriptively in Table 2.

4.1.1 Completion Times. Completion time was analysed separately

for the collaborative sorting task, the secondary cognitive task, and

the overall trial. Sorting-task completion was defined as the time

until all eight cubes had been sorted and logged, cognitive-task

completion as the time until all twelve puzzles had been completed,

and overall trial completion as the time until both task streams

were complete. Because overall trial completion corresponds to the

later of the two task-specific completion times, the three measures

describe related aspects of task performance.

Sorting-task completion. Sorting-task completion time differed

significantly across the three initiative conditions (𝜒2 (2, 𝑁 = 12) =
10.17, 𝑝 = 0.006,𝑊 = 0.42). The proactive condition had the short-

est mean sorting-task completion time (𝑀 = 132.0 s, SD = 18.7 s),

followed by the human-initiated condition (𝑀 = 171.6 s, SD =

47.4 s) and the reactive condition (𝑀 = 172.3 s, SD = 40.2 s).

Bonferroni-corrected pairwise Wilcoxon tests showed that the

proactive condition was significantly faster than both the human-

initiated condition (𝑝 = 0.003, 𝑟 = 0.97) and the reactive condition

(𝑝 = 0.010, 𝑟 = 0.90). The human-initiated and reactive conditions

did not differ significantly (𝑝 = 1.00, 𝑟 = 0.03).

Cognitive-task completion. Cognitive-task completion time also

differed significantly across the three initiative conditions (𝜒2 (2, 𝑁 =

12) = 8.67, 𝑝 = 0.013,𝑊 = 0.36). The proactive condition had the

shortest mean cognitive-task completion time (𝑀 = 100.5 s, SD =

23.2 s), followed by the human-initiated condition (𝑀 = 134.2 s,

SD = 19.1 s) and the reactive condition (𝑀 = 136.0 s, SD = 42.2 s).

Bonferroni-corrected pairwise Wilcoxon tests showed that the

proactive condition was significantly faster than both the human-

initiated condition (𝑝 = 0.003, 𝑟 = 0.97) and the reactive condition

(𝑝 = 0.037, 𝑟 = 0.79). The human-initiated and reactive conditions

did not differ significantly (𝑝 = 1.00, 𝑟 = 0.05).

Overall trial completion. Table 3 shows overall trial completion

times for each participant, and Figure 5 shows the condition means.

Overall trial completion time differed significantly across the three

initiative conditions (𝜒2 (2, 𝑁 = 12) = 10.17, 𝑝 = 0.006,𝑊 = 0.42).

The proactive condition had the shortest mean overall trial com-

pletion time (𝑀 = 132.0 s, SD = 18.7 s), followed by the reactive

condition (𝑀 = 172.3 s, SD = 40.2 s) and the human-initiated

condition (𝑀 = 172.9 s, SD = 46.8 s).

Bonferroni-corrected pairwise Wilcoxon tests showed that the

proactive condition was significantly faster than both the human-

initiated condition (𝑝 = 0.003, 𝑟 = 0.97) and the reactive condition

(𝑝 = 0.010, 𝑟 = 0.90). The human-initiated and reactive conditions

did not differ significantly (𝑝 = 1.00, 𝑟 = 0.00).
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Figure 5: Mean overall trial completion time per condition
(𝑁 = 12). H: 172.9±46.8 s, P: 132.0±18.7 s, R: 172.3±40.2 s. Error
bars show ±SD. Friedman: 𝜒2 (2, 𝑁 = 12) = 10.17, 𝑝 = 0.006,
𝑊 = 0.42. Bonferroni-corrected pairwise: P vs. H: 𝑝 = 0.003,
𝑟 = 0.97, P vs. R: 𝑝 = 0.010, 𝑟 = 0.90, H vs. R: 𝑝 = 1.00, 𝑟 = 0.00.

4.1.2 Robot Idle Time. Robot idle time differed significantly across

the three initiative conditions (𝜒2 (2, 𝑁 = 12) = 18.67, 𝑝 < .001,𝑊 =

0.78). The proactive condition had the lowest mean idle time (𝑀 =

2.8 s, SD = 0.5 s), compared with the human-initiated condition

(𝑀 = 25.1 s, SD = 14.2 s) and the reactive condition (𝑀 = 29.4 s,

SD = 17.8 s), as shown in Figure 6.

Bonferroni-corrected pairwise Wilcoxon tests showed that the

proactive condition had significantly lower robot idle time than

both the human-initiated condition (𝑝 = 0.001, 𝑟 = 1.00) and the

reactive condition (𝑝 = 0.001, 𝑟 = 1.00). The human-initiated and

reactive conditions did not differ significantly (𝑝 = 0.80, 𝑟 = 0.38).

4.1.3 Initiative-Condition Dynamics. Table 4 summarises the inter-

action events specific to each initiative condition. In the human-

initiated condition, participants submitted an average of 6.17 help

requests per trial. These requests resulted in approximately one

completed robot action per request.
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Table 1: Condition order per participant (1 = first, 3 = last).

Cond. P01 P02 P03 P04 P05 P06 P07 P08 P09 P10 P11 P12

Human-init. 1 1 2 2 3 3 1 2 3 1 2 3

Proactive 2 2 3 1 2 1 2 3 1 3 3 2

Reactive 3 3 1 3 1 2 3 1 2 2 1 1

Table 2: Objective metrics: mean ± SD across participants
(𝑁 = 12).

Metric H P R
Human-init. Proactive Reactive

Sorting completion (s) 171.6 ± 47.4 132.0 ± 18.7 172.3 ± 40.2

Cognitive completion (s) 134.2 ± 19.1 100.5 ± 23.2 136.0 ± 42.2

Overall trial completion (s) 172.9 ± 46.8 132.0 ± 18.7 172.3 ± 40.2

Robot actions (#) 6.1 ± 1.0 6.5 ± 0.8 6.3 ± 1.5

Robot idle time (s) 25.1 ± 14.2 2.8 ± 0.5 29.4 ± 17.8

Robot motion time (s) 118.4 ± 21.2 117.8 ± 18.6 123.2 ± 24.8

Robot share (%) 76.0 ± 12.4 81.2 ± 10.0 79.2 ± 18.7

Cog. inter-completion (s) 10.6 ± 1.5 8.2 ± 2.0 10.7 ± 2.6

Concurrent log events 4.4 ± 1.4 6.2 ± 1.1 4.9 ± 1.2
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Figure 6: Mean robot idle time per condition (𝑁 = 12). H:
25.1 ± 14.2 s, P: 2.8 ± 0.5 s, R: 29.4 ± 17.8 s. Error bars show
±SD. Friedman: 𝜒2 (2, 𝑁 = 12) = 18.67, 𝑝 < .001, 𝑊 = 0.78.
Bonferroni-corrected pairwise: P vs. H: 𝑝 = 0.001, 𝑟 = 1.00, P
vs. R: 𝑝 = 0.001, 𝑟 = 1.00, H vs. R: 𝑝 = 0.80, 𝑟 = 0.38.

In the proactive condition, the system generated an average of

6.50 triggers per trial.

In the reactive condition, the system generated an average of

9.83 offers per trial. Participants accepted an average of 7.00 offers,

corresponding to an acceptance rate of 71%. Offers that were not

accepted were either declined or expired before the participant

responded.

These measures are reported descriptively because each condi-

tion used a different mechanism for initiating robot assistance.

4.1.4 Secondary Cognitive Task Performance. In addition to total

cognitive-task completion time, progress through the secondary-

task stream was examined using the mean time between consec-

utive puzzle completions, as defined in Section 3.7. This measure

describes the rate at which participants progressed through the puz-

zles while dividing attention between the two task streams. Lower

values indicate faster progress.

Mean inter-completion time differed significantly across the

three initiative conditions (𝜒2 (2, 𝑁 = 12) = 8.17, 𝑝 = 0.017,

𝑊 = 0.34). The proactive condition had the shortest mean inter-

completion time (𝑀 = 8.2 s, SD = 2.0 s), followed by the human-

initiated condition (𝑀 = 10.6 s, SD = 1.5 s) and the reactive condi-

tion (𝑀 = 10.7 s, SD = 2.6 s), as shown in Figure 7.

Bonferroni-corrected pairwise Wilcoxon tests showed that the

proactive condition had significantly shorter inter-completion times

than both the human-initiated condition (𝑝 = 0.015, 𝑟 = 0.87) and

the reactive condition (𝑝 = 0.028, 𝑟 = 0.82). The human-initiated

and reactive conditions did not differ significantly (𝑝 = 1.00, 𝑟 =

0.05).
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Figure 7: Mean inter-completion time of the secondary cogni-
tive task per condition (𝑁 = 12). Lower = shorter gaps between
completions. H: 10.6 ± 1.5 s, P: 8.2 ± 2.0 s, R: 10.7 ± 2.6 s. Error
bars show ±SD. Friedman: 𝜒2 (2, 𝑁 = 12) = 8.17, 𝑝 = 0.017,
𝑊 = 0.34. Bonferroni-corrected pairwise: P vs. H: 𝑝 = 0.015,
𝑟 = 0.87, P vs. R: 𝑝 = 0.028, 𝑟 = 0.82, H vs. R: 𝑝 = 1.00, 𝑟 = 0.05.

4.2 Subjective Ratings
After each condition, participants completed eleven items on a

seven-point Likert scale ranging from 1 (strongly disagree) to 7

(strongly agree). Items 1–5 formed the quality-of-interaction sub-

scale, and items 6–7 formed the system-performance subscale. Items

8–11 assessed perceived control, appropriateness of the robot’s tim-

ing, distraction, and trust and were analysed individually. Table 5

reports the mean score for each item and condition.

4.2.1 Quality of Interaction. Quality-of-interaction scores differed

significantly across the three initiative conditions (𝜒2 (2, 𝑁 = 12) =
17.35, 𝑝 < .001,𝑊 = 0.72). The proactive condition received the
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Table 3: Overall trial completion time (s) per participant and condition. Bold: mean and SD across participants.

Cond. P01 P02 P03 P04 P05 P06 P07 P08 P09 P10 P11 P12 Mean SD

Human-init. 154 158 159 212 174 135 308 162 139 153 158 164 172.9 46.8
Proactive 131 113 118 167 125 139 161 125 106 129 150 122 132.0 18.7
Reactive 246 133 211 159 215 136 192 197 110 142 167 160 172.3 40.2

Table 4: Condition-specific initiative metrics (mean across
participants, 𝑁 = 12).

Cond. Metric Mean SD

H Help requests 6.17 0.94

P Triggers fired 6.5 0.8

R Offers generated 9.83 5.06

Offers accepted 7 2.37

Acceptance rate
†

71% —

†
Pooled accepted/generated offers; SD not applicable.

Table 5: Likert-scale means per item and condition (𝑁 = 12; 1
= strongly disagree, 7 = strongly agree). Items 1–7 match the
sub-scales of Baraglia et al.; items 8–11 are additions of the
present study.

# Item H P R

Quality of interaction
1 The robot was helpful in accomplishing

the task.

6.2 6.6 5.7

2 The collaboration felt natural. 4.4 6.3 4.6

3 The robot and I worked efficiently to-

gether.

5.4 6.5 4.3

4 The robot and I worked fluently together. 3.7 6.4 4.7

5 The robot and I contributed equally to

the compl

3.5 5.9 4.7

System performance
6 The robot was able to accurately perceive

my act

5.9 6.3 5.2

7 The robot was able to keep track of the

task pro

5.9 6.7 5.5

Additional (this study)
8 I felt in control of the collaboration. 6.3 5.9 6.4

9 The robot acted at appropriate times. 5.9 6.8 5.4

10 The robot was not distracting. 3.8 4.6 4.4

11 I trusted the robot’s actions. 6.2 6.5 5.4

highest mean score (6.35), followed by the reactive condition (4.78)

and the human-initiated condition (4.63), as shown in Figure 8.

Bonferroni-corrected pairwise Wilcoxon tests showed that the

proactive condition was rated significantly higher than both the

human-initiated condition (𝑝 = 0.001, 𝑟 = 1.00) and the reactive

condition (𝑝 = 0.003, 𝑟 = 1.00). The human-initiated and reactive

conditions did not differ significantly (𝑝 = 1.00, 𝑟 = 0.36).

4.2.2 System Performance. System-performance scores were based

on items 6–7, which assessed the robot’s perceived ability to recog-

nise participant activity and track task progress. Mean scores were
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Figure 8: Mean quality-of-interaction sub-scale score per
condition (items 1–5; 1–7 scale; 𝑁 = 12). H: 4.63 ± 1.24, P:
6.35 ± 0.48, R: 4.78 ± 1.52. Error bars show ±SD. Friedman:
𝜒2 (2, 𝑁 = 12) = 17.35, 𝑝 < .001,𝑊 = 0.72. P > H (𝑝 = 0.001,
𝑟 = 1.00) and P > R (𝑝 = 0.003, 𝑟 = 1.00); H and R did not differ
(𝑝 = 1.00, 𝑟 = 0.36).

5.92 in the human-initiated condition, 6.50 in the proactive condi-

tion, and 5.38 in the reactive condition.

System-performance scores did not differ significantly across

the three initiative conditions (‘𝜒2 (2, 𝑁 = 12) = 3.30, 𝑝 = 0.19,

𝑊 = 0.14‘).

4.2.3 Additional Ratings. Items 8–11 assessed perceived control,

appropriateness of the robot’s timing, distraction, and trust. The

item-level means are reported in Table 5.

Perceived control was rated highest in the reactive condition

(𝑀 = 6.4), followed by the human-initiated condition (𝑀 = 6.3) and

the proactive condition (𝑀 = 5.9). Ratings of appropriate timing

were highest in the proactive condition (𝑀 = 6.8), followed by the

human-initiated condition (𝑀 = 5.9) and the reactive condition

(𝑀 = 5.4).

For the distraction item, where higher scores indicate that the

robot was less distracting, the mean ratings were𝑀 = 3.8 for the

human-initiated condition,𝑀 = 4.6 for the proactive condition, and

𝑀 = 4.4 for the reactive condition. Trust ratings were highest in

the proactive condition (𝑀 = 6.5), followed by the human-initiated

condition (𝑀 = 6.2) and the reactive condition (𝑀 = 5.4).

These item-level results are reported descriptively.

4.3 Workload—NASA Task Load Index
Workloadwas assessed after each condition using theNASA-TLX [5],

with scores ranging from 1 to 20. Higher scores represented greater

perceived workload or a less favourable outcome. Table 6 reports

the mean scores for each dimension and the overall workload score.

Figure 9 shows the overall mean for each condition.
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Table 6: NASA-TLX dimension means per condition (𝑁 = 12;
1–20 scale). †For Performance, 1 represents perfect perfor-
mance and 20 represents failure.

# Dimension H P R

1 Mental Demand 11.7 8.3 9.4

2 Physical Demand 10.2 5.8 7.4

3 Temporal Demand 8.1 7.2 9

4 Performance
†

15.6 17.2 17

5 Effort 8.8 7.2 7.3

6 Frustration 6.5 4.5 6.5

Overall mean 10.1 8.4 9.4
†
Performance is inverted: 1 = perfect, 20 = failure.
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Figure 9: Mean overall NASA-TLX score per condition (1–
20; lower scores indicate lower perceived workload; 𝑁 = 12).
H: 10.1 ± 2.8, P: 8.4 ± 2.9, R: 9.4 ± 3.1. Error bars show ±SD@.
Friedman: 𝜒2 (2, 𝑁 = 12) = 7.28, 𝑝 = 0.026,𝑊 = 0.30. Bonferroni-
corrected pairwise comparisons: P vs. H: 𝑝 = 0.023, 𝑟 = 0.83, P
vs. R: 𝑝 = 0.12, 𝑟 = 0.74, H vs. R: 𝑝 = 1.00, 𝑟 = 0.24.

Overall workload differed significantly across the three initiative

conditions (𝜒2 (2, 𝑁 = 12) = 7.28, 𝑝 = 0.026, 𝑊 = 0.30). The

proactive condition had the lowest mean workload score (𝑀 =

8.4), followed by the reactive condition (𝑀 = 9.4) and the human-

initiated condition (𝑀 = 10.1).

Bonferroni-corrected pairwise Wilcoxon tests showed that work-

load was significantly lower in the proactive condition than in the

human-initiated condition (𝑝 = 0.023, 𝑟 = 0.83). The proactive and

reactive conditions did not differ significantly (𝑝 = 0.12, 𝑟 = 0.74),

nor did the human-initiated and reactive conditions (𝑝 = 1.00,

𝑟 = 0.24).

Descriptively, the proactive condition had the lowest mean scores

for Mental Demand (H: 11.7, P: 8.3, R: 9.4), Physical Demand (H: 10.2,

P: 5.8, R: 7.4), and Frustration (H: 6.5, P: 4.5, R: 6.5). The remaining

dimension means are reported in Table 6.

4.4 Summary of Results
Table 7 summarises the Friedman test results and effect sizes for

the main outcomes.

The proactive condition had the shortest sorting-task completion

time, cognitive-task completion time, and overall trial completion

Table 7: Friedman test summary across the main outcomes
(𝑁 = 12).

Metric 𝝌 2 p Kendall’s W Interpretation

Sorting completion 10.17 = 0.006 0.42 moderate

Cognitive completion 8.67 = 0.013 0.36 moderate

Overall trial completion 10.17 = 0.006 0.42 moderate

Robot idle time 18.67 < .001 0.78 large

Quality of interaction 17.35 < .001 0.72 large

NASA-TLX overall 7.28 = 0.026 0.30 moderate

Cog. inter-completion 8.17 = 0.017 0.34 moderate

time. It also had the lowest robot idle time, the shortest secondary-

task inter-completion time, and the highest quality-of-interaction

score. The proactive condition additionally produced a lower overall

NASA-TLX score than the human-initiated condition. The human-

initiated and reactive conditions did not differ significantly on any

of the three completion-time measures, robot idle time, secondary-

task inter-completion time, or quality of interaction.

5 Discussion
5.1 Proactive Assistance and Team Fluency
This study compared three robot initiative strategies—human-initiated,

reactive, and proactive—examining how they affected collabora-

tive performance, secondary-task progress, perceived workload,

interaction quality, and control when participants divided attention

between physical collaboration and a concurrent cognitive task.

The proactive condition showed themost favourable overall pattern:

compared with both alternatives, it produced shorter sorting-task,

cognitive-task, and overall trial completion times, lower robot idle

time, shorter secondary-task inter-completion time, and higher

quality-of-interaction ratings. It also produced lower overall work-

load than human-initiated assistance, though not significantly lower

than reactive assistance. The human-initiated and reactive condi-

tions did not differ significantly on any of the inferentially analysed

outcomes summarised above.

Completion time was analysed as three measures—sorting-task,

cognitive-task, and overall trial completion—and proactive assis-

tance was significantly faster than both alternatives on all three

(sorting: 𝑝 = 0.003, 𝑟 = 0.97 and 𝑝 = 0.010, 𝑟 = 0.90; cognitive:

𝑝 = 0.003, 𝑟 = 0.97 and 𝑝 = 0.037, 𝑟 = 0.79; overall: 𝑝 = 0.003,

𝑟 = 0.97 and 𝑝 = 0.010, 𝑟 = 0.90), while the human-initiated and

reactive conditions did not differ significantly. These are not three

independent confirmations of the same effect: overall trial com-

pletion was defined as whichever task stream finished last, so it

is mathematically dependent on the two task-specific measures.

The proactive and reactive mean overall times match their respec-

tive sorting-task means, and the human-initiated means are close,

suggesting that the sorting task generally set the overall endpoint.

We therefore read the results as proactive assistance being asso-

ciated with faster completion of both task streams, with overall

duration largely reflecting the slower one, rather than as a pure

sorting-performance measure.

Robot idle time is an objective team-fluency measure [6], distinct

from the broader efficiency captured by completion time, so we
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treat the two separately rather than as one fluency index. The

low idle time in the proactive condition (𝜒2 (2, 𝑁 = 12) = 18.67,

𝑝 < .001,𝑊 = 0.78) was partly expected from the implementation,

since the proactive robot acted whenever an eligible cube was

available, but it still describes the coordination pattern the strategy

produced. Completed robot-action counts, which were analysed

only descriptively, were broadly similar across conditions (Table 2),

so the observed pattern appears to concern when the robot acted

rather than a large difference in how many actions it completed.

Although our proactive strategy did not predict the participant’s

intention, it resembles anticipatory approaches in reducing the

need for the participant to initiate each robot action. Hoffman

and Breazeal [7] report that anticipatory action can improve per-

ceived fluency evenwhere objective efficiency gains are limited, and

Huang and Mutlu [9] report efficiency gains when a robot acts on

predicted human intent. Our findings are consistent with the possi-

bility that reducing the participant’s need to trigger each actionmay

support both efficiency and perceived interaction quality—perhaps

by allowing participants to stay with the secondary task for longer

without first requesting or approving assistance, though this was

not directly tested.

This overall pattern is broadly consistent with Baraglia et al. [1],

particularly regarding task efficiency, robot idle time, and interac-

tion quality. For interaction quality, the proactive condition was

rated significantly higher than both the human-initiated (𝑝 = 0.001,

𝑟 = 1.00) and reactive (𝑝 = 0.003, 𝑟 = 1.00) conditions (𝜒2 (2, 𝑁 =

12) = 17.35, 𝑝 < .001,𝑊 = 0.72). The pattern among the other two

conditions differed, however: Baraglia et al. reported lower quality-

of-interaction ratings for reactive than human-initiated assistance

and found human-initiated assistance slower in one task, whereas

we detected no significant differences between those conditions

on the corresponding outcomes. The dual-task setting and the ad-

ditional interface actions required in both conditions may partly

account for this, though the present design cannot isolate these

explanations. This is not a direct replication, as our task, interaction

mechanisms, and context differ substantially from theirs.

5.2 Divided Attention and Workload
Two secondary-task measures both favoured the proactive condi-

tion, but they are mathematically related and should not be read

as independent confirmations of improved secondary-task perfor-

mance. Cognitive-task completion time spans the whole secondary-

task stream, from the start of the trial until the final puzzle was

completed. Mean inter-completion time is the average of the inter-

vals between successive puzzle-completion timestamps; because

these intervals telescope, it is determined by the time between

the first and final completions divided by the number of intervals.

The two measures therefore describe overlapping portions of the

same timeline and should not be treated as independent indica-

tors of secondary-task performance. Proactive assistance produced

shorter cognitive-task completion than both the human-initiated

(𝑝 = 0.003, 𝑟 = 0.97) and reactive (𝑝 = 0.037, 𝑟 = 0.79) conditions,

and shorter inter-completion intervals than both as well (𝑝 = 0.015,

𝑟 = 0.87 and 𝑝 = 0.028, 𝑟 = 0.82). Neither measure is isolated

puzzle-solving speed: as defined in Section 3.7, both also reflect

attention to the sorting task, robot interaction, pauses, and task

switching. We therefore read them as faster progress through the

secondary-task stream under divided attention—possibly reflect-

ing lower coordination demands—but not as direct evidence that

cognitive resources were freed.

Overall perceived workload differed across conditions (𝜒2 (2, 𝑁 =

12) = 7.28, 𝑝 = 0.026,𝑊 = 0.30). Pairwise comparisons showed sig-

nificantly lower workload in the proactive than the human-initiated

condition (𝑝 = 0.023, 𝑟 = 0.83), while proactive and reactive did

not differ (𝑝 = 0.12, 𝑟 = 0.74), nor did human-initiated and reactive

(𝑝 = 1.00, 𝑟 = 0.24). The six individual NASA-TLX dimensions were

examined only descriptively. On these dimensions, the proactive

condition had lower descriptive means than the human-initiated

condition for mental demand, physical demand, temporal demand,

effort, and frustration, but a less favourable mean Performance rat-

ing (Table 6). Because the dimensions were not tested separately, the

less favourable Performance rating should be considered alongside

the lower descriptive means on the other dimensions.

Taken together, the secondary-task and workload findings are

consistent with the possibility that giving the robot more responsi-

bility for initiating action reduced the participant’s coordination

demands and supported concurrent work. This reading fits multiple-

resource accounts of divided attention, in which tasks drawing on

overlapping resources can interfere with one another [21]. It also

parallels Karakikes and Nathanael [12], who report that greater

robot decision authority supported secondary-task performance

and was associated with lower NASA-TLX scores than human au-

thority in a comparable dual-task setting. Decision authority and

initiative are related but distinct, as both change how much re-

sponsibility the human must exercise during the task. This is one

possible explanation, but the study did not directly test it.

5.3 Reactive and Human-Initiated Assistance
No statistically significant differences were detected between the

human-initiated and reactive conditions on any of the principal

outcomes: sorting-task completion (𝑝 = 1.00, 𝑟 = 0.03), cognitive-

task completion (𝑝 = 1.00, 𝑟 = 0.05), overall trial completion (𝑝 =

1.00, 𝑟 = 0.00), robot idle time (𝑝 = 0.80, 𝑟 = 0.38), secondary-

task inter-completion time (𝑝 = 1.00, 𝑟 = 0.05), and quality of

interaction (𝑝 = 1.00, 𝑟 = 0.36). This absence of detected differences

is not evidence that the two conditions were equivalent.

One possible explanation is that both conditions required partic-

ipant attention and explicit interface input: in the human-initiated

condition the participant selected a cube color and submitted a

request, and in the reactive condition, the participant responded to

a robot offer. Baraglia et al. [1] used a spoken request, which may

have required less explicit interaction than the panel-based request

used here. In our design, initiative strategy and interaction mecha-

nism varied together. The study therefore cannot isolate whether

the observed pattern reflected who initiated assistance, how it was

requested or approved, or both.

In the reactive condition, trials generated more offers than were

accepted, with a acceptance rate of 71% (Table 4). Poor timing, com-

peting attention, rejection, and expiry are possible explanations

rather than established causes; because declined and expired offers

are not separately reported in the current Results, their relative
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frequencies cannot be evaluated here. This possible mismatch be-

tween offer timing and participant needs is consistent with Chiou

et al. [2], who observed that robot initiative can become less useful

when its timing does not match the operator’s expectations. Our

offers were triggered by a fixed inactivity threshold, which detected

an absence of observable participant actions but did not measure

whether the participant wanted, needed, or was ready to receive

assistance.

5.4 Control and Design Implications
The items measuring perceived control, appropriateness of timing,

distraction, and trust were analysed descriptively rather than infer-

entially, so the following are descriptive patterns rather than tested

differences. The proactive condition had a numerically lower mean

control rating than the human-initiated and reactive conditions

(item 8: P = 5.9, H = 6.3, R = 6.4), yet it also received descrip-

tively higher ratings for appropriate timing (item 9: P = 6.8) and

trust (item 11: P = 6.5), and the highest descriptive mean on the

“not distracting” item (item 10: P = 4.6). One interpretation is that

participants judged the robot’s usefulness and timing separately

from their direct authority over when it acted. We do not treat the

numerically lower control rating as a confirmed cost or trade-off.

This descriptive pattern is compatible with Baraglia et al.’s ob-

servation that participants could respond favourably to proactive

assistance while still valuing control over when it occurred [1].

The control ratings in the present study, however, were not tested

inferentially.

These descriptive patterns connect to how initiative and au-

thority are distributed in mixed-initiative interaction. Horvitz [8]

describes such systems as balancing autonomous action with the

user’s ability to retain control, and Jiang and Arkin [10] describe

initiative as something assumed or relinquished during a task. Our

three conditions vary only the timing and trigger of assistance, not

the full range of decision and action automation, so they should

not be read as a complete levels-of-automation hierarchy [17]; that

literature suggests the suitability of greater automation depends

on the task, the operator’s state, and the consequences of incorrect

autonomous action [2, 17].

Two further design considerations arise for more complex or

safety-critical settings. Methnani et al. [14] argue that transparency

and explainability support meaningful human control; although

we did not test explainability, this suggests proactive assistance

may need to communicate the robot’s intentions clearly in more

complex or safety-critical tasks. Natarajan et al. [16] show that

acceptance can depend on user-specific factors, suggesting that a

single fixed initiative strategy may not suit every participant or

task state; the present study did not implement adaptive initiative.

Although interaction-quality ratings differed across conditions,

perceived system performance did not (𝜒2 (2, 𝑁 = 12) = 3.30, 𝑝 =

.19,𝑊 = .14; H = 5.92, P = 6.50, R = 5.38). This subjective rating

does not establish that the perception pipeline was objectively

equally accurate, equally reliable, or equally demanding across

conditions.

Read as directions for future work rather than firm recommen-

dations, these results indicate where proactive assistance is most

promising and how the other strategies might be improved. Proac-

tive assistancemay be useful in predictable, low-risk taskswhere the

human is occupied, provided the robot communicates its intentions

clearly and the human can retain or reclaim control; it should not

be treated as universally optimal. Future studies could test whether

reactive offer timing would benefit from indicators of participant

availability beyond inactivity alone, related to adaptive methods

that estimate willingness to accept assistance online [16]. Human-

initiated assistance, where the panel-based request may have added

interaction demands, could be examined by comparing voice, ges-

ture, and interface-based requests. More broadly, future systems

could adapt the initiative strategy to the operator’s workload, the

task state, or behaviour rather than fixing one in advance [12, 16],

consistent with the view that control can pass between human and

robot during a task [8, 10].

This study contributes evidence about how the three imple-

mented initiative conditions were associated with physical-task

and cognitive-task progress in a controlled dual-task setting. It

combines task-efficiency, team-fluency, workload, and secondary-

task measures, drawing the robot-idle-time and concurrent-activity

fluency measures from Hoffman [6], while treating concurrent log

events only as a proxy for physical concurrency rather than direct

observation of it.

Because initiative strategy and interaction mechanism varied

together, the central design implication is that they should be eval-

uated together rather than in isolation; the absence of significant

human-initiated–reactive differences raises the possibility that in-

teraction design shaped the results. These results do not show that

proactive initiative is universally best, and the three completion

measures should not be treated as independent replications of a

single effect.

6 Limitations
The sample was small (𝑁 = 12), drawn from a narrow age range,

and recruited by convenience through university and personal net-

works, so the participants may not represent the workers for whom

collaborative robots are typically designed. Non-significant results

are not evidence that the conditions were equivalent; with only

twelve participants, smaller differences may have gone undetected.

The experiment used a deliberately simplified laboratory task,

with colored cubes and a fixed color-to-bin mapping, short trials,

and an initiative strategy that was fixed within each trial. It included

no single-task condition without the concurrent cognitive task, so

the study cannot determine whether divided attention changed the

relative effect of the initiative strategies compared with a lower-

workload setting. Condition order was counterbalanced (Table 1),

but learning and order effects cannot be excluded. The physical

separation between the participant workstation and the robot sta-

tion may have increased the effort of intervention and influenced

behavior; because separated and co-located configurations were

not compared, the effect of that separation cannot be isolated.

A central limitation concerns the experimental manipulation.

The findings depend partly on implementation choices: the inactiv-

ity threshold, offer timeout, and claim durationmay have influenced

the observed interaction patterns, and different parameter values

could produce different results. Initiative strategy and interaction
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mechanism varied together, so the study cannot isolate the effect

of who initiated assistance from the effect of how assistance was

requested, approved, or triggered. Some findings may therefore

reflect the interface-specific implementations rather than initiative

strategy alone.

Several outcomes rest on self-report or were analysed descrip-

tively rather than inferentially—including the control, timing, dis-

traction, and trust items and the condition-specific initiativemeasures—

so their descriptive patterns should be treated cautiously. The

secondary-task measures do not represent isolated puzzle-solving

speed, as they may also reflect attention to the sorting task, ro-

bot interaction, pauses, and task switching. Concurrent activity

was measured through event logs and is only a proxy for physical

human–robot concurrency, and neither attention nor cognitive-

resource allocation was measured directly, so interpretations in-

volving reduced coordination demands or freed cognitive resources

remain provisional. Declined and expired offers were recorded but

not separately reported in the Results table, so their relative fre-

quencies cannot be evaluated. The study also cannot establish why

offers were declined or allowed to expire.

Two dependencies between outcome measures further constrain

interpretation. Cognitive-task completion time andmean secondary-

task inter-completion time describe overlapping portions of the

same secondary-task timeline and are mathematically related, so

they should not be treated as independent confirmations of im-

proved secondary-task performance. Likewise, because overall trial

completion is defined as the later of the sorting-task and cognitive-

task endpoints, the three completion measures are related, and their

significant results should not be read as independent replications

of one effect.

Finally, the controlled laboratory setting limits ecological validity,

so the findings cannot be transferred directly to industrial or health-

care workplaces. Johansen et al. [11] note that workplace roles and

spatial arrangements shape collaboration in ways controlled studies

may not capture. Related field research illustrates these concerns:

Sauppé and Mutlu [18] found that a co-located robot’s behavior

shaped workers’ comfort, sense of safety, and whether they saw it

as a genuine co-worker; Mutlu and Forlizzi [15] found its useful-

ness depended on whether its behavior fit existing routines; and

Welfare et al. [20] argue that successful integration depends on the

human work experience rather than throughput alone. Establishing

how these strategies behave in practice would require studies that

account for such organizational, safety, and workflow conditions.

7 Future Work
One implication of these results is not simply that proactive assis-

tance performed best, but that its advantage emerged in a setting

where the participant had to divide attention. The present study did

not measure the participant’s attentional state and did not adapt its

behaviour to changing workload, and it cannot determine whether

divided attention caused the proactive advantage; this should there-

fore be read as a motivation rather than a demonstrated effect. Still,

it points away from treating initiative as a setting fixed in advance

and toward initiative that is matched to the operator’s changing

workload and availability. A compelling direction is therefore to

link the sensing of the human’s state to adjustments in both who

initiates assistance and how it is requested, so that a system can

move between human-initiated, reactive, and proactive behaviour

as conditions change. This raises several open questions: what sig-

nals reliably indicate readiness for help rather than mere inactivity,

how handovers of initiative can remain transparent enough to pre-

serve trust [2, 14], and how such adaptation should be tuned to

individual differences in how people accept assistance [12, 16].

Pursuing this direction first requires separating two factors that

were confounded in our design. Each strategy carried its own in-

teraction mechanism: human-initiated assistance required the par-

ticipant to request help through the interface, reactive assistance

required accepting or declining offers, and proactive assistance

required no approval at all. The observed differences may there-

fore stem from who initiates assistance, from how assistance is

requested or approved, or from both, and the present study cannot

separate them. Future work should therefore separate initiative

strategy from interaction modality—for example, by pairing each

strategy with the same request and approval mechanism, or by

varying strategy and modality as separate experimental factors—so

that their contributions can be isolated. A complementary study

would manipulate workload directly—comparing the same initia-

tive strategies under low, medium, and high workload, or with

and without a concurrent secondary task—to test whether the rel-

ative benefit of proactive assistance grows as attentional demand

increases, as our single dual-task condition can only suggest. Such

studies would also benefit from larger and more occupationally

relevant samples than the small convenience sample used here.

A further, broader direction concerns where initiative is studied.

Comparing strategies on efficiency and workload in a short, con-

trolled task is a useful starting point, but the deeper question is how

robot initiative fits the routines, interruptions, and role negotiations

of real work, and whether trust calibrates appropriately as people

learn what the robot will do. Our findings cannot speak to this,

and prior field research suggests that a robot’s usefulness depends

on whether its behaviour can be absorbed into existing practices

rather than on throughput alone [11, 15, 18, 20]. Studying initiative

longitudinally and in situ would test whether the patterns observed

here persist over repeated exposure, when initiative becomes part

of everyday work rather than a property of a single laboratory task.

8 Conclusion
As robots move into shared work environments, effective collabora-

tion depends not only on what a robot can do, but on when and how

it should assist. We addressed this question through a controlled

dual-task study comparing three fixed initiative strategies—human-

initiated, reactive robot-initiated, and proactive robot-initiated assistance—

while participants completed a block-sorting task with a myCobot

280 6-DoF arm alongside a concurrent cognitive task. Studying ini-

tiative under divided attention allowed us to compare the strategies’

efficiency and examine how they operated alongside competing

demands on the participant.

In this setting, the proactive condition showed themost favourable

overall pattern among the three implemented conditions, with

faster collaborative-task completion, faster secondary-task progress,

lower robot idle time, and higher interaction-quality ratings. Per-

ceived workload was significantly lower than for human-initiated
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assistance, though not for reactive assistance, and perceived control,

which was analysed descriptively, remained high across all three

conditions. Human-initiated and reactive assistance did not differ

significantly on several outcomes. One possible explanation is that

the explicit input required to request or approve help may have

added coordination demands. However, the study cannot separate

the effect of who initiated assistance from the effect of how assis-

tance was requested or approved. This is a situated answer rather

than a universal verdict: it shows how the implemented initiative

conditions performed within a divided-attention setting, and it is

bounded by the controlled task and sample studied here.

Read more broadly, the study frames robot initiative as a design

problem rather than a simple trade-off between human control

and robot autonomy. The timing of assistance, the cost of asking

for or approving it, the attentional demands on the human, and

the sense of control may each shape whether initiative helps, and

they are not easily reduced to a single axis of "more" or "less"

autonomy. These results point toward collaborative robots that

can assist people when their attention is divided while preserving

meaningful human control, and they motivate further study of how

initiative should be matched to the person and the demands of the

work at hand.
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