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Abstract:

This thesis investigates how a conver-
sational Al system can support univer-
sity users. Students and staff frequently
struggle to interpret institutional guide-
lines on software installation, data clas-
sification and phishing response. Thus,
leading to uncertainty and unsafe dig-
ital behavior. =~ The research follows a
design-oriented, exploratory qualitative ap-
proach, combining interviews, document
and scenario analysis, prototyping and
evaluation. A RAG-optimised knowl-
edge base was constructed from AAU’s
IT security policies, allowing semantic re-
trieval and policy-aligned responses. Safety
mechanisms are: a confidence threshold,
boundary-aware behaviour and escalation
pathways. The prototype was evaluated
with participants using the Technology Ac-
ceptance Model (TAM) and thinking-aloud
protocol. Results demonstrate strong user
acceptance, with participants highly val-
idating the system’s usefulness, ease of
use, and systemic trustworthiness. The
study concludes that RAG-based conver-
sational frameworks can effectively trans-
form dense, static compliance documenta-
tion into accessible and real-time guidance.
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Chapter 1

Introduction

Universities depends on heavily on the digital infrastructure to support teaching, research
and administrative activities. This digital transformation is increasing rapidly and the
more robust future development is also on the pipeline for many countries [1]. These en-
vironments show that, it also increases exposure to cybersecurity threats including phish-
ing attacks, compromised accounts, insecure device usage and misuse of institutional re-
sources. Students, faculties and administrative staffs regularly face security-related deci-
sions [2]. It can be from the case of determining if software is safe to install, to recognizing
phishing attempts as well as managing secure access to the resources. Meanwhile, the
university IT support teams struggle to keep pace with the volume of security-related and
other queries.

This situation creates some problematic scenarios as well. Users often delay to ask
for help because they think it might be inconvenient or they are not sure if their issue is
important enough for the IT team. This can lead to problems or security risks not being
fixed in time. On the other hand IT teams often spend a lot of time answering the same
simple questions again and again. Many of these could be automated. This would free up
time for IT staff to focus on more complex security issues that need human expertise.

Artificial intelligence, especially conversational Al systems, is becoming a promising
way to provide quick and accessible support in many types of organizations. Chatbots are
already widely used for customer service, technical support, and finding information [3].
However, the application of cybersecurity support in universities has not been explored
much [4] [5]. In particular, we still know little about how users feel about receiving security
advice from automated systems, or whether they trust chatbots when making decisions
related to security.



1.1. Background and Motivation 2

1.1 Background and Motivation

A transition has happened to the Modern higher education institutions, from centralized
and controlled computing environments to highly decentralized "open" ecosystems. The
university network is no longer a monolith now because the effectivity of Bring Your Own
Device (BYOD) [6] [7] policies and the integration of various cloud-based services. Users
in the university network now operate as "autonomous administrators" of their own digital
workspaces. Thus they are frequently making software installation and data management
decisions under a time pressure.

Moreover, there is a increased number of software and digital tools usage in the univer-
sity such as LMS, Zoom, GitHub, Al and LLM tools and specialized research software. As
the usage of different platforms grows, the attack surface has also received a growth (Such
as malware, phishing, data at risk of compromised) [8]. Some cybersecurity incidents
caused by human error, lack of awareness, and misunderstanding of policy requirements.
Unverified or malicious software can expose the institutional network to vulnerabilities.
Also compromise user credentials, and create entry points for other attacks.

The motivation for this thesis comes from both of the practical and research perspec-
tives. Practically, the universities are in need of solutions that helps to reduce the IT
support queries that are repetitive. Also, to help users to make informed decisions inde-
pendently. There are some researches on how conversational Al can be designed specifi-
cally for policy interpretation and compliance support [9].

However, this is limited in the case of academic setting. The intention of this thesis
is to bridge the gap between technical policy frameworks and human behavior through
a design-oriented, exploratory approach. Mostly, the behavioral gap between policy exis-
tence and policy-informed decision-making. The main motivation is to contribute to safer,
more informed digital practices within university environments, and in the meantime ad-
vancing on the human-centered cybersecurity design.

1.2 Problem Statement

There are wide range of users in a University network environment. This includes, stu-
dents, teachers, administrative staffs and researchers. They regularly install software and
access digital tools as part of their academic and professional work [10]. Usually the insti-
tutions that maintain the IT security policies of what is permitted or not on their networks.
However, these documents are not always in practice for many users.

Interview-based research conducted as part of this thesis revealed a consistent pat-
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tern across multiple universities. That is, the users are broadly aware that policies exist,
but do not engage with them when making actual installation decisions. Instead of that,
they depend on informal judgment, trust the institutional network by default or push
the responsibility to IT technicians. In some cases, users have downloaded infected files
through mirror links or unofficial sources that visually resembled legitimate download
pages. Moreover, cybersecurity incidents in university networks are often caused by hu-
man behavior or a lack of awareness, rather than only technical weaknesses [11]. Users
may come across some situations like phishing emails, unknown login alerts or security
warnings on their devices, but they may not know how to understand these messages or
what they should do next. Because of this uncertainty, some security incidents are never
reported. Others are reported to IT support even when they may not require immediate
help.

This gap between policy existence and policy understanding represents a real security
risk. It is not only a matter of document length or technical complexity. It is also a cultural
and behavioural problem, as one IT professional interviewed for this study noted: the
issue lies in how ownership of security policies is communicated and internalized by end
users. Specially Non-technical users find existing policy documentation difficult to navi-
gate. Students and staff frequently make decisions—such as installing software, handling
data or connecting devices. Existing awareness materials and policy documents do not
provide real-time and personalized guidance. They do not have any immediate channel
to ask and answer to simple questions. One of the questions could be, whether a specific
piece of software is safe or permitted.

At the same time, IT support teams across the institutions report some common prob-
lems. That is, handling large volumes of repetitive, low-complexity queries through tick-
eting systems. These queries delay responses to more serious incidents and this could
be addressed through automated first-line support. The current infrastructure of static
documentation and ticket-based helpdesk does not meet the need for real-time, accessible
guidance at the point of decision. Moreover, how conversational systems for policy and
security should be designed, is still unclear . There is a challenge in making them easy for
users to access while still providing accurate and reliable advice.

Therefore, this thesis addresses the following research question:

How can Al based conversational system be designed and evaluated to improve
university users’ understanding of software security policies and support more
informed, compliant decision-making in everyday digital tasks?

The system is designed to serve all user types. This is regardless of technical back-
ground, providing guidance according to the institutional policy, accessible through natu-
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ral conversation and trustworthy enough to be acted upon.

1.2.1 Sub-Research Questions:

1. What challenges and behavioral patterns do university users exhibit when interpret-
ing and applying software and IT security policies?

2. What design features and interaction patterns can make a conversational system
understandable, trustworthy and useful for both technical and non-technical users?

3. How can such system provide guidance that supports secure and policy-aware decision-
making?

4. What functional and non-functional requirements should the system fulfill to address
the identified challenges?

5. How do users perceive the usability, trustworthiness and usefulness of the proposed
conceptualized prototype during evaluation?

1.3 Thesis Concept Overview

Here is the conceptual overview of the proposed approach:

University IT Infrastructure

‘AT Conversational Support

System N
User Interaction Layer Escalation to IT Support
late if y « Security incident ticket —

« Human investigation
Students

User encounters potential ) - !

s is’;ug AT Security Chatbot Decision Support Logic
. i 0 i id . I lassificatil
« Phishing email guidance Ly | - lssue classification Expected utcomes
e « Awareness support - Suggested actions
PhD Researchers nd I g « Risk clarification « Escalation check |
 Device security alert I TG

/ Workload
Staff
ide gui ErproysdiSecuity I——»| Faster Incident Response
Awareness
IT / Security Team

Figure 1.1: Conceptual vision of an Al-based conversational support system for IT security awareness

The prototype that is developed in this thesis focuses on policy guidance, software
installation and retrieval-based interaction. However, this conceptual model was planned
at the beginning of the research. It illustrates a potential future integration with university
IT infrastructure.

1.4 Research Objectives

To address the research question, the thesis aims to achieve the following specific objec-
tives:
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1.5

To explore, investigate and record how university users behave (behavioral pattern),
what challenges they face, and how they feel about software security policies. This
has been done using qualitative research methods.

To design and implement a conversational prototype that handles the identified chal-
lenges. By using a clear and structured requirements (functional and non-functional)
specification derived from empirical findings.

To evaluate the prototype against its requirements through structured user testing.

Scope and Limitations

This thesis has a clearly defined scope that aligns with the academic depth, technical
feasibility and consistency with Aalborg University’s (AAU) IT security framework. The
research focuses on human-centered design (HCD), user experience (UX) and the com-
munication of policy information. The primary institutional focus is Aalborg University,
Denmark and the study also includes insights from other universities.

1.5.1 Scope of the Study

Targeted Policy Domains: AAU IT security guidelines, software safety assessments,
data classification/storage rules and phishing or incident-response guidance.

Conversational Routing: First-line guidance handles routine queries, clarifies pol-
icy compliance, and routes users to official IT support channels depending on the
complexity.

Technical Architecture: Design and implementation of a local proof-of-concept pro-
totype using a Retrieval-Augmented Generation (RAG) architecture.

User Interface: A functional and interactive Streamlit-based conversational interface.

Empirical Evaluation: Qualitative testing and usability evaluation with a sample size
of eleven (11) participants spanning multiple roles and institutional backgrounds to
assess system UX and trust. Five (5) participants among them attended the thinking-
aloud user testing.

1.5.2 Out of Scope

Institutional Integrations: Integration with AAU’s internal production systems, stu-
dent/staff authentication infrastructure and administrative environments.

Technical Threat Automation: Real-time malware detection and automated URL
verification.
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¢ Operational Scale: Multi-user management, large-scale deployment frameworks.

¢ Human IT Replacement: The system is not designed to replace human IT support
staff.

1.5.3 Limitations

¢ Knowledge Base: The knowledge base is manually prepared from the publicly avail-
able AAU policy documents. It does not include confidential internal repositories,
such as the full authenticated Security Handbook. This means it cannot guarantee
the correctness when it is out of its static retrieved content.

* Role-Based Access: The prototype treats all users the same and does not adjust the
interface behavior or permissions between students and staff or other roles.

* Algorithmic Architecture: Reasoning across multiple turns is limited because the
local LLM only keeps a short history of the conversation.

e Sample Generalizability: The evaluation sample is small and limited. This was
selected through targeted networking. Although valuable, the results cannot be ap-
plied statistically to all the diverse AAU users.

1.6 Thesis Structure

The thesis is organized into nine chapters, including the introduction, as follows.

Chapter 2 — Methodology describes the research approach, justifies the choice of
methods and explains how phases of the study connect to each other and to the research
objectives.

Chapter 3 — State of the Art reviews existing literature and related work across three
areas: university network security and policy compliance, conversational Al systems and
their application in institutional support and user trust in Al-based advisory systems.

Chapter 4 — Analysis and Requirements presents the empirical findings from the in-
terview phase, the document analysis and the scenario-based inquiry. It derives functional
and non-functional requirements from these findings and then prioritizes them using the
MoSCoW framework.

Chapter 5 — System Design documents the design of the proposed system, shows the
overall architecture, interaction design, conversation flows, trust and transparency mecha-
nisms and use case scenarios.

Chapter 6 — Implementation describes the technical implementation of the prototype,
including the technology stack, knowledge base construction, retrieval engine, language
model integration and user interface. It also acknowledges the limitations of the current
implementation.
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Chapter 7 — Evaluation presents the results of the user evaluation with eleven partic-
ipants, including questionnaire scores, cluster analysis, qualitative feedback, and require-
ments validation. Chapter 8 — Discussion presents the findings in relation to the research
question, reflects on the design decisions and finds directions for future work.

Chapter 9 — Conclusion summarizes the study, tells its contributions and closes with
a reflection on the significance of the findings.



Chapter 2

Methodology

2.1 Research Approach

This chapter describes the research approach and methods used to answer the research
questions. The study follows a user-centered design methodology. The methodology
follows a design-oriented, exploratory qualitative approach. It combines the elements of
problem analysis, user-centered design, prototyping and evaluation. This approach aligns
with the problem-based learning tradition at Aalborg University Denmark (AAU) and
supports the development of a functional and research-grounded prototype formation.
This research is appropriate for investigating a problem space where user behavior and
perceptions play a central role. The research problem is fundamentally a problem of
human behavior and experiences. And not a purely technical problem. To understand this
problem, it needed insight into habits and decision-making processes that quantitative
methods alone cannot capture completely. The overall research strategy follows Design
Science Research and within this framework, the research follows a five-phase process:

1. Exploratory phase — understanding the problem through literature review, docu-
ment analysis and empirical interviews.

2. Requirements phase — deriving and prioritizing system requirements from inter-
view findings.

3. Design phase — designing the system architecture and interaction mode.
4. Implementation phase — building a functional prototype.

5. Evaluation phase — assessing the prototype against the requirements through user
testing.
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Phase 1: Exploratory Research

Semi-Structured Interviews &

Document Analysis

Empirical Insights & Problem
Definition

Phase 2: Requiggments Analysis

MoSCoW Prioritization

Framework

Prioritized Functional & Non-
Functional Specs

Phase 3: Sygtem Design

Conceptual Blueprinting &

Boundary Scoping

System Architecture &
Escalation Workflows

Phase 4: Imglementation

Streamlit, ChromaDB & GPT-

40-mini Integration

Functional AAU IT Security
Assistant

Phase 5: Usgr Evaluation

Scenario-Based Testing

TAM Metrics & Cluster Analysis

Figure 2.1: Five-Phase Research Process
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The aim was not to measure performance but to understand: how students interpret
IT security policies, what problems they face, how a conversational system could support
them and how the design choices influence trust, safety, and usability.

2.2 Research Design

2.2.1 Qualitative Inquiry

This study is based on semi-structured qualitative interviews. This approach was selected
because it allows for exploring how participants experience the software installation deci-
sions and the policy engagements. Also, maintaining structures for thematic comparison.
Semi-structured interviews show the reasons behind participants actions and behavior. It
is not like the surveys and shows not just what they do but also why. The study also in-
cluded an analysis of institutional IT security policies and a scenario-based inquiry. Using
all three methods together provides a strong and well-founded foundation that is richer
than single methods.

2.2.2 User-Centered Design

The design and implementation phases use a user-centered design (UCD) approach. In-
stead of, first designing a system and then asking users to adapt, this UCD keeps the user
research at the beginning of the design. In this thesis, Chapter 4 shows that the user re-
search connects to design by outlining each requirement back to a specific finding. This
traceability enables the prototype to address real and documented user needs and not
depend on assumptions.

2.2.3 Single-Cycle Evaluation

The evaluation follows a single formative cycle. This includes, one round of prototype
development and a structured user evaluation. A full iterative design process was kept
in mind at the beginning. However, it is not possible to perform due to the scope and
timeline of this thesis. As a result, the evaluation findings validate core design decisions.

2.3 Data Collection Methods

As mentioned earlier, there are three methods that are used for data collection. Semi-
structured interviews were the primary method for exploring the problem. It is conducted
with seven participants across five universities, inside and outside of Denmark. Document
analysis was used to find and evaluate existing institutional IT security policies, software
guidelines, and relevant cybersecurity frameworks. Scenario-based inquiry was prepared
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within the interview sessions. Showing participants with risk situations. Such as, a mirror
download link. This is to observe decision-making responses.

2.4 Requirements Engineering

Requirements were prepared from the empirical findings and prioritized with the MoSCoW
framework (Must Have, Should Have, Could Have, Won't Have). MoSCoW was selected
because it is used widely in the user-centered design. It also acknowledges that not every
requirement can be fitted within the project scope. This approach works well and is ap-
propriate for the prototype development. In the prototype development, it is important to
separate the essentials for a proof of concept from the future work.

2.5 Prototype Development

The prototype was developed as a proof-of-concept. The architecture reduces unnecessary
full-stack overhead. In the meantime, it is maximizing modularity, leaning on a Retrieval-
Augmented Generation (RAG) pipeline. This is sufficient for the prototype and user eval-
uation, but not for the production-ready system. These technology choices were made to
reduce implementation complexity. The implementation is documented in Chapter 6.

2.6 Evaluation Method

The prototype was evaluated with a post-task questionnaire based on the Technology Ac-
ceptance Model (TAM) [12]. TAM is a framework for measuring the perceived usefulness,
perceived ease of use and behavioral intention. These are the three main factors to as-
sess if a user would adopt the system in practice. The questionnaire also includes two
open-ended questions to collect some qualitative feedback. Some of the participants also
completed the four set tasks (think-aloud) before answering the questionnaire. This ap-
proach was taken so that responses were based on direct experience rather than abstract
judgment.

2.7 Ethical Considerations and Methodology Limitations

All interview participants were informed at the beginning of the purpose of the study. It
was also stated that their responses would be used anonymously in a master’s thesis. No
names, emails, phone numbers or personal identifiers were recorded in the data. All the
interview recordings were used only to create a transcription and were not shared any-
where. Evaluation participants were also informed the same, that their responses were
anonymous and voluntary.
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Two of the interviews were conducted face-to-face without audio recording. In these
interviews, written notes were taken throughout the interview. These interviews are not
directly quoted anywhere in the report. The prototype was developed and evaluated as
a research tool in a controlled setting. It does not collect or store personal user data. It
only keeps conversation history during a session and does not save after each session ends.

There are two methodological limitations. First, the single-cycle evaluation design
method was used. This means the prototype evaluated in Chapter 7 is an initially designed
version and not a refined one. Second is the sampling approach. All the participants were
recruited from the known networks. This can limit the generalisability of the findings.
Both of these limitations are consistent with the scope of a master’s thesis and are also
discussed in the Chapter 8.



Chapter 3

State of the Art

3.1 Conversational AI Systems

Conversational Al systems are common software applications and digital interfaces that
interact with users using natural language. These systems let users to ask questions.
Moreover, to retrieve information and perform tasks through the dialogue-based inter-
faces. This removes the wall of formal query languages or system-specific commands.
The development of these systems was rapid in the past two decades by the help of natu-
ral language processing (NLP) and has changed how people interact with computers. In
human-computer interaction (HCI), this involves moving away from the strict inputs to
more natural conversations [13]. The technological development of these systems can be
categorized into three main phases:

3.1.1 Rule-Based and Deterministic Architectures

Early chatbot systems worked with predefined rules and decision trees [14]. The responses
were completed by matching the keywords against a set of patterns. These systems were
only reliable in simple and scripted situations. However, they quickly failed when faced
with a new and ambiguous phrasing. Classic examples like A.L.IC.E [15] show how
limited automated dialogue was in a more complex settings [16].

3.1.2 Neural Language Models

The use of machine learning has changed conversations and how computers handle them.
Especially, sequence-to-sequence neural network architectures and later transformer-based
models. These systems learned statistical patterns from a large collection of texts. This
allows agents to understand better and generate smooth responses, that were not pre-
authored [17].

13
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3.1.3 Large Language Models (LLMs)

The most significant development in the recent years are the LLMs. Today’s leading Al
models is also known as LLMs use massive transformer architectures that is trained on
datasets containing billions of tokens. Models like GPT-4, LLaMA and Claude are stronger
and have better language understanding than the earlier versions [18] [19]. These LLMs
handle better reasoning and summarize complex documents easily to fit the users needs.
These features make them strong choices for building specific advisory applications.

Modern LLMs have a well-known weakness and that is especially important for com-
pliance and cybersecurity. It is known as hallucination [20]. LLMs often make statements
that sound confident but are actually made up [21].

3.2 Retrieval-Augmented Generation (RAG)

Retrieval-Augmented Generation (RAG) has become one of the solutions for the halluci-
nation risk. In this RAG architecture, the language models does not depend only on its
internal training data (which could be outdated). RAG architectures work by pairing a
generative model with an external retrieval system that brings in relevant documents [22].
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Figure 3.1: Illustration of a RAG Architecture [23] Source: https:/ /arxiv.org/pdf/2507.18910

This process has two main stages. The first stage is the retrieval stage, where the user’s
query is converted into a vector embedding. This vector embedding is a numerical repre-
sentation of its semantic meaning. Then this vector embedding is compared with a set of
document embeddings already stored in a vector database. This process uses a similarity
measure, such as cosine similarity. In the next stage, the language model generates a re-
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sponse directly on the retrieved content. [24] [25].

Several features [26] of RAG architecture are important for the design problem in this
thesis. Firstly, the responses are founded on retrievable source documents. Thus, the an-
swers can be traced back to the institutional policy content. This method supports the
source citation and this works as a key to build user confidence in Al-generated guidance.
Secondly, it is possible to update the knowledge base separately from the model. This
means that new policy documents can be indexed and made available without retraining.
Third, the system’s knowledge is limited to what is in the knowledge base. So, if a query
does not match any document above a confidence threshold, the system can detect this
and respond accordingly.

RAG cannot remove all risks. The quality of its generated responses depends on how
well the retrieval step works. If the indexed documents are incomplete and unstructured,
then the retrieved contents might be misleading. Features like chunking strategy, embed-
ding model choice and similarity threshold are all have real impact on system performance.
[27]

The prototype developed in this thesis implements a RAG architecture to make sure
that all responses are based on AAU’s IT security policies.

3.3 Explainability and Trust in AI Systems

In human-computer interaction and Al ethics research, this topic (user trust in Al systems)
is one of the most consistently studied topics [28]. If a system gives accurate results but
the targeted users do not trust it, then it will not be used effectively. On the other hand, if
users thinks alternatively and trust an unreliable system, then it might cause more harm.
Both of these failure modes are important in the Al-based security guidance. [29]

The Technology Acceptance Model (TAM) [12], first proposed by Davis (1989) is a val-
idated way to understand the new technology adoption. According to TAM the two main
factors are, perceived usefulness and perceived ease of use [30]. Future versions of this
model also include trust as a searate factor. This is especially for the systems in where
information quality can influence the decisions making process. [31]

Also, source attribution is one of the most widely supported design factors. When
users can see where an Al system’s answer comes from, they are better able to judge the
reliability and decide how much it can be trusted [32].
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3.4 University Network Security and Software Governance

IT security governance is an important part of the university environment. Universities
operate within highly complex environments when it comes to managing this [33]. In the
corporate organisations, the software installation process is typically controlled through
centralised device management and strict procurement processes [34]. However, universi-
ties must balance institutional security requirements with the academic freedom that the
staffs and the students expect. Researchers need specialised tools, students install software
for coursework, and administrative staff use a wide variety of applications including the
webapps, everything is within a shared network infrastructure [35]. There is a possibility
of creating a threat surface that could be harder to manage.

One of the main challenges in university IT governance is making sure that the IT
resources and systems are aligned with organizational needs. Also those are managed
effectively managed over time [36]. Moreover, it is important to have the understanding
where software comes from, and whether the software sources can be trusted. Univer-
sities depend heavily on IT. Thus, they need formal governance mechanisms (structures,
processes, and relationships). It will make sure IT is aligned with institutional goals like
teaching, research, and administration [37].

Official software repositories and vendor websites are generally considered the most
trusted distribution channels in software ecosystems. However, previous security research
shows that users and developers frequently rely on alternative, less controlled sources
[38]. The reason is to convenience, availability, and ecosystem fragmentation. Unofficial
copies of software hosted on third-party servers are also known as mirror links. These
mirror sites/links are widely used specially when official download speeds are slower or
when the specific version of a software is no longer available through primary sources [39].
While mirror links are sometimes legitimate, they possess a possible security risk: there is
no guarantee that the hosted file matches the original, and malicious actors have exploited
mirror hosting to distribute modified installers containing malware [40].

This concern relates to ideas in NIST SP 800-218 (SSDF), especially around software
provenance, integrity, and supply chain security (such as PS.1, PW.4, and PO.3). The
framework focuses on making sure software is authentic and has not been tampered with
throughout development and distribution. However, these protections are mostly designed
for controlled organizational pipelines. They do not clearly address situations where end
users have to decide whether a software mirror or download source is trustworthy [41].
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3.5 Al Applications in Cybersecurity

Artificial intelligence now plays a major role in modern cybersecurity. Cyber threats are
continuing to grow in number, complexity and speed. Thus, it has become difficult for
human to handle them manually. Organizations are adopting Al-powered tools across
many areas of cybersecurity for addressing this challenge. This includes threat detection,
anomaly monitoring, vulnerability assessment and incident response.

This section explores how Al is currently being used in cybersecurity and with a focus
on safer-software related decision making process of users within institutional network
environments.

3.5.1 Infrastructure-Level Al: Detection and Analysis
Threat Detection

The most established application of Al in cybersecurity is automated threat detection.
Machine learning models based on supervised classification and anomaly detection have
showed strong performance in identifying malicious network traffic, detecting intrusion
attempts and flagging suspicious behavior in real time. These systems operate mostly at
the architectural level. Also, analyses logs, packet data and system events to identify pat-
terns. [42]

These approaches are effective at the network and system level but they are reactive in
nature. In most cases, they identify and respond to threats only after suspicious activity
has already happened. It is expected but a little rare thing to prevent unsafe actions
before they happen [43]. For instance, malware delivered through an untrusted software
installer may be detected after the execution. But the detection comes too late to prevent
the early compromise situation. This limitation shows the importance of the approaches
that operate earlier in the threat lifecycle. Specially at the moment when user is making
decision whether to install software or not.

Vulnerability Assessment and Software Analysis

A more relevant application of Al in cybersecurity is the automated analysis of software
for vulnerabilities [44]. Static analysis tools use machine learning techniques to check the
code / structure of an application. Then identify patterns that are commonly associated
with malware, spyware, or other malicious behavior. Every steps are completed without
running the software itself. Dynamic analysis approaches add extra layer by observing
the runtime behavior of software in a sandboxed environment. Thus flagging suspicions
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actions including unauthorized network calls and file system modifications.

These techniques are used to make the foundation of modern antivirus and endpoint
detection systems. However, the practical application is limited in the context of every-
day user decision-making. Most users do not have the access to such software analysis
tools. Also not the technical knowledge to understand the outputs. These tools not al-
ways determine if an application is suitable to use for a specific institutional environment.
This decision involves more than just technical safety; it also includes policy compliance,
licensing requirements and the organizational risk tolerance.

3.6 Challenges in AI-Mediated Security Guidance

Although there are good promises of conversational Al for policy communication, there
are several challenges remain.

¢ LLMs can generate confident but incorrect outputs [45].

¢ IT security policies are always in the revision process as the threat landscape keep
changing. Thus, a knowledge base that is not actively maintained may slowly shift
away from current institutional policy. [46].

¢ Defining appropriate scope (what should answer, what should decline or escalate) is
a necessary thing for an Al advisory system. The confidence threshold implemented
in this thesis is one of the approaches for managing this boundary. [47]

* A system that connects to sensitive institutional policy may be vulnerable to adver-
sarial prompting. Designing appropriate margin against prompt injection and scope
violation is an active area of the Al safety research. [48]

3.7 Summary and Research Gap

The literature reviewed in this chapter sets both the technological foundation and the
practical scenarios for the proposed system. Large language models (LLM) provide the
generative capability. RAG architectures help make policy-based responses clear and reli-
able. Trust and explainability research provides the design principles so that non-experts
can use these systems. Finally, it is possible to know the necessity of this application from
the challenges documented in university IT policy communication.

However, the existing literature does not provide an empirically grounded evaluation
of this system in this specific setting. Recent studies have started to look at privacy-
focused RAG architectures in higher education or administration [49]. However, there is
still a significant gap in local RAG deployments, software compliance guidance, and user
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trust. This thesis pay special attention to fill the gaps by designing, implementing and
evaluating a conversational prototype for software security policy guidance in a university
network.



Chapter 4

Analysis and Requirements

4.1 Introduction to Analysis

This chapter describes the main analysis of this research. This has been done by examining
how users within a university environment make decisions regarding software safety and
policy compliance. The purpose of the analysis is to identify key challenges, understand-
ing the user needs and explore the contextual factors that influence decision making steps.

A qualitative technique is used in this thesis, because the research problem is ex-
ploratory in character. Few stakeholder groups have been interviewed in this analysis. The
interview was in a semi structured manner. The groups is consist with students, academic
staff and IT-related workers. These interviews goals are to learn about real world experi-
ences, questions and expectations regarding the software and following policies within the
university network environment. The findings of this analysis chapter will be used to es-
tablish system requirements. These functional and non functional requirements will helps
to guide the design and implementation of the proposed solution in the following chapters.

4.2 Analysis Framework

This study adopts a set of analytical dimensions that guide both the data collection and
interpretation. This ensures a structured analysis. These dimensions are derived from the
research objective. Also, reflect key aspects of user interaction with software governance
processes in a university setting. To ensure a systematic analysis of the interview data, the
analysis is guided by several key settings:

¢ Decision-making behavior

* Accessibility and usage of information and policies

20
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¢ Institutional support process
¢ Understanding of security risks

¢ Trust in the automated systems

These dimensions show a systematic approach for analyzing the interview data. Thus,
it will enable the identification of patterns, similarities, and differences across stakeholder
groups.

4.3 Stakeholder and Context Analysis

The university environment has consist of multiple stakeholder groups. These groups
interact with software and digital systems in diverse ways. These stakeholders play distinct
roles in decision-making related to software usage, security, and policy compliance.

4.3.1 Stakeholder Groups
Students

Students are one of the main groups from the stakeholders. This group regularly installs
and uses different software tools and digital access for their studies and daily life. When
determining what to start using, they are guided by practical concerns. Such as, dead-
lines, easiness and readily availability of the tool. Because of this, they may sometimes
focus more on getting something that can do the job quickly. Thus, they rarely check
the institutional policy guidelines. Especially, when they are under pressure to finish an
assignments or home works.

Academic and Researchers

Academic staff and researchers often depend on specialized software and external plat-
forms that are not always officially supported by the university. The works of this group
sometimes receive flexibility and quicker adoption of newer technologies. These may cre-
ate uncertainty regarding policy compliance and the data security requirements.

Administrative

Administrative staff are mostly work within a regular and structured systems. However,
they may still face challenges when interacting with a new software tool. Their needs are
different. These needs often involve efficiency, reliability and compliance with institutional
procedures.
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IT/Support Services

IT and support services users are responsible for multiple tasks. This includes maintaining
system security, policies and providing help to users. If any digital system is unavailable
or out of service, support staffs needs to help to fix the issue in that moment. However,
they might face some challenges for workload, response time and communication with the
non-technical users.

4.3.2 Stakeholder Relationships and Tensions

The interaction between these stakeholder groups can create tensions between usability
and security. Users try to find the flexibility and ease of use. On the other hand, the IT
services prioritize reducing the risk and enforcing policies.

Similarly, there is a tension between speed and compliance. Users may need immedi-
ate access to tools. The formal approval processes can leads into delays. This misalign-
ment can lead to users bypassing official procedures and/or making independent deci-
sions without validation. These little misalignment can result in delays and non-compliant
behavior.

4.3.3 Implications for System Design

As there are differences, it is better for the proposed system to be:
* easy for users.
¢ aligned with policies.

¢ trusted by IT.

4.4 Preliminary Assumptions

a set of preliminary assumptions has been identified before starting to collect the data
from the interview. The assumptions has been identified based on initial problem framing
and contextual understanding of university IT environments. These assumptions are not
treated as validated findings, however these serve as guiding points for the interview pro-
cess.

It is normally expected that users may experience uncertainty when deciding whether
software is safe or compliant with institutional policies. Existing policy information may
be difficult to access or interpret. Thus it leads users to proceed with informal decision-
making strategies.
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4.5 Data Collection Approach

This study adopts a multi-method qualitative approach to data collection. It is combined
with semi-structured interviews, document analysis and scenario-based inquiry. These
methods were selected to complement each other and address the research question. From
the methods, interviews establish user attitudes and live experience, document analysis
establishes the institutional and policy context, and scenario analysis establishes implicit
behaviours that may not come through only the direct questioning. Following sections
discussed more about the data collection approaches.

4.6 Empirical Insights (Interviews)

4.6.1 Participant Overview

The analysis gets its foundational materials from a set of semi-structured interviews.
These interviews are conducted with participants from some universities. Each interview
spanned approximately 20-40 minutes online and face-to-face. These interviews explored
participants’ experiences regarding the software installation, policy awareness and support
process. The interviewee information kept strictly confidential. However, the institution
name was published following approval.

Interviewee | Role Institution Duration
#1 Student Aalborg University, Denmark 40 min
#2 Student Technical University of Denmark 39 min
#3 Student University of Winnipeg, Canada 33 min
#4 Student University of Graz, Austria 22 min
#5 Academic Staff University of Copenhagen, Denmark 25 min
#6 IT Support Staff Aalborg University, Denmark 25 min
#7 Student Aalborg University, Denmark 32 min

Table 4.1: Interview participants

4.6.2 Interview Findings

The analysis of the seven interviews revealed some clear and consistent patterns. The par-
ticipants had different roles, worked at different institutions and had different technical
backgrounds. The findings are organized thematically, based on the analytical framework
from Section 4.2. The participants were grouped into three clusters based on their role,
observing engagement with security decision-making. The clusters are presented before
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the thematic findings.

Cluster A — Technical Students (Interviewee Numbers 1, 2, 3, 4) : Master’s students
enrolled in computer science or engineering programmes at DTU, the University of Win-
nipeg and TU Graz respectively. These participants showed greater awareness of security
risks. They were more deliberate in their decision-making around software installation
and policy awareness. Although the decision-making process is still imperfect. They were
well familiar with unofficial sources, beta software, OS-level security warnings and de-
scribed some personal verification steps before installing software.

Cluster B — General Users (Interviewee Numbers 5 and 7) : Consist of one Aalborg
University student and one academic staff member from the University of Copenhagen.
These participants were less actively involved with policy. They have greater faith and de-
pendency on institutional structures or informal norms to guide their security decisions.
Their perspectives come from field notes with no audio recordings. This helps to identify
themes rather than provide direct quotations.

Cluster C — IT Professional (Interviewee Numbers 6) : An IT support specialist at
AAU with some years of professional experiences was the interviewee no. 6. This par-
ticipant shared a clear perspective from the daily operation. Also discussed policy gover-
nance, GDPR, least-privilege access, role-based access and the institutional risks of adopt-
ing Al to the main system. Their input explores deeper than the student experience. This
added a professional balance to the user-focused discoveries.

The important differences in findings across the clusters are shown in each theme be-
low.

Theme 1 — Informal and Passive Decision-Making: In all seven interviews, partic-
ipants said they made software installation decisions without checking the institutional
policy. They normally do not check, if a tool was allowed or safe to use in the personal or
university network environment. Most people from them used either one of three informal
approaches: they trusted the university network to be safe, asked an academic supervisor
or IT technician to decide, or relied on their own judgement based on the software’s repu-
tation.

There were notable differences between the clusters. Cluster A participants took some
additional steps to check for safety. For example, reviewing package documentation and
running software through the command line. However, even the technically sound users
did not usually check institutional policy. Cluster B participants left the decision com-
pletely to others. They often tell a university’s IT support staff what they need and trust
the result without any personal verification. Cluster C had the sharpest perspectives. The
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IT professional saw the issue not as individual negligence, but as a lack of ownership and
training culture around policy compliance.

Theme 2 — Passive Policy Awareness: All seven participants said they were aware
about the existence of the IT security policies at their institutions, but none had read them
closely. Most people in Clusters A and B described these policies as long, technical and
not written for everyday use. One participant explained that, among students, the policy
carries this meaning: ethical behaviour is permitted and any violations will be tracked and
dealt with.

Cluster C had a different perspective. The IT professional there saw the main issue is
not as the length of the document, but as a problem with the governance culture. Like the
previous theme, they pointed that the policy is not actively reinforced. In their opinion, if
a policy is not supported actively in organizational practices, people will not take it in. No
matter how it is written or presented.

Theme 3 — Risks from Unofficial Sources: Several participants talked about the en-
counter with the unofficial software sources. Mirror links are download pages that look
like real sites but sometimes actually provide modified or possibly harmful files. These
were mentioned as a source of confusion.

Participants in Cluster A were more aware of this risk and shared ways to avoid it.
They mentioned, verifying URLs against official repositories. One participant pointed out
that modern operating systems are now making it harder to install unsigned software. So
most users do not go through with installing potentially unsafe tools. But they also men-
tioned that this can be bypassed. Because, one participant said that he once got infected
with malware on his computer while downloading and installing from a unofficial website.

Cluster B participants were less aware of the risk. Some even said they had down-
loaded files from the unofficial sources. This asymmetry between the clusters shows that
easy-to-find guidance is needed about checking sources before downloading.

Theme 4 — IT Support: Use Patterns and Limitations: IT support said they were re-
sponsive and helpful when contacted. However, the types of questions sent to IT support
across all clusters revealed a common pattern. Participants reached out to the IT support
staff mainly for account issues, course registration and credential problems. However, al-
most never reached for software safety or policy compliance. These topics were usually
handled informally or normally not asked at all.

The Cluster C participant explained that many support tickets are for low-complexity
and repetitive questions. They claimed that they manage more than 1,500 users and not
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very often get asked about software installation and policy. The other questions could be
handled by a well-designed automated first-line support system.

Theme 5 — Perceptions of Al-Based Support: Participants in all three clusters saw
the good value in using a chatbot for routine, low-complexity queries. They agreed this
would help reduce the workload for IT support staff. However, everyone also agreed that
the serious or high-impact incidents should be handled directly by human intervention.

This is where the biggest difference between the clusters appeared. Cluster A partici-
pants were raised higher concern about adversarial prompting and the risk that a poorly
configured chatbot could leak internal data. Cluster C - the IT professional said that con-
necting a chatbot to institutional policy data is not simply safe. They also mentioned
GDPR concerns about where data is stored. However, most of the participants agreed that
a design with role-based access control could help to address these issues.

Cluster B participants had more concerns about the trust in the system. They men-
tioned that they would trust the system if it clearly cited the source of its information.
This feedback directly influenced the source citation and uncertainty acknowledgment
features in Chapter 5.

4.7 Document Analysis

A small and lightweight document analysis was conducted in addition to interviews to
examine how software security policies and IT guidance are shared within university en-
vironments. The analysis is not to evaluate technical security mechanisms heavily, but
to assess the accessibility, clarity and usability of institutional guidance from a user per-
spective. In this thesis, document analysis benefits two specific purposes. First one is,
to establish the institutional and regulatory landscape within the decisions occur in uni-
versity environments, and second, to identify policy gaps and governance challenges that
may not surface directly through user interviews alone.

Documents were selected based on the relevancy to the research problems and author-
ity of the sources. A total of 5 documents / knowledge forum analysis was conducted.
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4.7.1 Selected Documents

Document Institution Purpose

IT Security Policy [50] [51] AAU Understand software/security rules
IT Support Page [52] AAU Examine support structure
Software/VPN Guidance [53] AAU Evaluate clarity of guidance
Acceptable Use Policy [54] AAU Assess policy accessibility
Information Security Management Systems [55] | ISO/IEC 27001 | Understand information security rulc

Table 4.2: Documents Reviewed and Their Purpose

4.7.2 Analytical Criteria

Criteria Meaning

Accessibility Is information easy to find?

Clarity Is language understandable?

Length & complexity | Is it too long/technical?

Actionability Does it clearly tell users what to do?
Real-time support Does it support immediate decisions?

Table 4.3: Evaluation Criteria and Their Meaning

4.7.3 Findings from Document Analysis
Theme 1 — The Growing Cybersecurity Threats in the Higher Education Setup

Universities or higher education environments have become increasingly noticeable tar-
gets for cybersecurity incidents over the past few years. According to ENISA’s Threat
Landscape for the Education Sector (2023) [56], higher education institutions across Eu-
rope have faced a significant increase in cyberattacks. Between 2021 and 2023, the attacks
were mostly ransomware, data breaches and malware infections. The end-user behavior
was identified as a primary reason for this.

This finding is important for this thesis. It is because it tells that the unsafe software
installation is a main cause of institutional cybersecurity risk. The ENISA report also notes
that universities face a structural challenge in managing this risk because they have to ac-
commodate a highly diverse user-base with different levels of technical knowledge. As a
result, they depend on a highly governance environment. And user education as well as
support become the primary method for managing risk.

The Verizon Data Breach Investigations Report (DBIR, 2025) [57] provides an important
evidence. The system intrusion stays the top pattern for the last few years. It has been
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shown that the 38 percent of internal actors are in educational service breaches. This
includes the incidents of involving human error.

Theme 2 — Institutional IT Policy: Existence vs. Accessibility

Upon the checking of IT security policies published by several European universities; it
reveals a common pattern. That is, while policies governing software, digital tool ac-
cess and network usage exist at most institutions. However, they are typically written
for a technical or administrative audience and are not designed to support in-the-moment
decision-making by everyday users.

Publicly available IT security policies from universities including the Aalborg Univer-
sity - Denmark, University of Copenhagen - Denmark, Graz University Of Technology -
Austria and the University of Edinburgh share few common characteristics. They spec-
ify categories of prohibited or restricted software at a general level. However, they rarely
address these scenarios that users actually encounter. Such as open source tool, a beta
version of a commercial application or a download from a mirror site is permitted.

Furthermore, some of the policies are in the website published as a static PDF. This
require the user to know where to look, have time to read through lengthy documents and
to have sufficient technical literacy to interpret the relevant provisions. Moreover, some
policies are inaccessible (4.1) time to time to the users and staff members.

25 handbook.aau.dk/document?contentld=452443

504 Gateway Time-out

nginx/1.29.3

Figure 4.1: One of the Staff’s policy webpage is inaccessible

Theme 3 — Standards and Frameworks: Guidance at the Institutional Level

Two frameworks are especially relevant to the governance of software security in institu-
tional environments: the NIST Cybersecurity Framework (CSF) and ISO/IEC 27001.

The NIST CSF organises cybersecurity activities into five core functions: Identify, Pro-
tect, Detect, Respond, and Recover. The framework focuses the importance of awareness
and training as a method for reducing human-factor risks. Here only the technical con-
trols are not sufficient without the investment in user education and decision support. The
framework emphasize on user-facing protective measures, but does not prescribe specific
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tools or approaches. Thus it provides a basis for the type of conceptual conversational
support system proposed in this thesis.

ISO/IEC 27001 — the international standard for information security management
systems [55]. It addresses software installation governance through its controls on asset
management and access control. The content of the security manual of Aalborg University
and many others are structured according to ISO/IEC 27001 Annex A. However, like the
universities IT policies examined above, these controls are written at an organizational
level and do not address how individual users should be supported in navigating software
and digital tools decisions in practice. The standard defines what should be controlled but
not how that control should be made accessible and actionable for everyday users. [58]

Theme 4 — Support Structure and Lack of Real-Time Guidance

The reviewed materials primarily show static information and not the interactive support.
Moreover, institutional support channels are available through helpdesk systems, attend-
ing the support office and IT contact forms. However, these mechanisms are not designed
for immediate decision-making support. Particularly, for urgent or low-complexity ques-
tions.

Summary of Findings from Document Analysis

The document analysis reveals some key findings that can be helpful for the requirements
specification for the proposed system:

# Findings from Document Analysis Implication for System Design

1 Higher education is a risk prone environ- | System should step in at the point
ment for cybersecurity incidents, notably | of user decision-making.
user behaviour as a one of the main factors.

2 Institutional IT policies exist but are broad, | System should translate the policy
not easily understandable and insuffi- | into plain-language.
ciently specific for everyday use.

3 No existing tool addresses the multi- | System should integrate these di-
dimensional nature of technical safety, pol- | mensions in a single, accessible in-
icy compliance and source integrity for | terface

general university users.

Table 4.4: Key findings and implications for system design

These findings adds to the interview data from the previous section and form the core
value for the requirements specification.
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4.8 Scenario-Based Analysis of User Challenges

A scenario-based analysis is used in order to explore the challenges associated with soft-
ware safety and policy compliance within a university environment. This approach helps
to identify typical user behaviors and difficulties in situations where formal empirical data
may be limited. The scenarios are constructed based on common practices in academic
environments and are further progressed by existing literature on user behavior and IT
governance. The purpose of this analysis is to highlight recurring patterns of uncertainty,
inefficiency, and risk in user decision-making steps. These insights also help to identify
system requirements in upcoming sections.

Scenario 1: Urgent Software Installation Under Time Pressure

A student working on an assignment needed to use a specific software tool shortly before a
submission deadline. Due to limited time, the student downloads and installs the software
directly from an online source without verifying its safety or compliance with university
policies.

This scenario shows a common situation in which time pressure puts users to prioritize
task completion over security considerations. The absence of easily accessible, real-time
guidance may leads to to risk-prone behavior. In these cases, users may unintentionally
introduce vulnerabilities into the university network environment and own devices. Also,
previous research in usable security has shown that users often prioritize task completion
and usability over strict adherence to security practices [59] [60].

Scenario 2: Use of External Tools in Research Activities

A researcher relies on specialized software or online platforms that are not officially sup-
ported by the university. Due to the lack of clear guidance, the researcher is uncertain
whether the use of such tools complies with institutional policies. Specially, in relation to
data handling and security.

This scenario highlights the complexity of software governance in research contexts,
where an innovation and flexibility are required. The lack of clear and accessible policy
forces users to rely on personal judgment. Thus it increases the inconsistent and non-
compliant practices. The use of external or unapproved tools reflects a part of shadow IT.
Here users adopt technologies outside of the formal governance structures [61].

Scenario 3: Delayed Support from IT Services

A staff member is looking for approval to install a software application by contacting the
university’s IT support services. However, due to delays in response and ticketing times,
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the staff member either postpones their work or proceeds with installation without formal
approval.

This scenario shows inefficiencies in the institutional support system. As a result, users
may bypass official channels and get the route shifted from established policies.

Scenario 4: Difficulty in Accessing and Understanding Policies

A user attempts to consult university guidelines regarding software and digital tools us-
age but faces challenges in locating relevant information. When found, the content is often
technical and difficult to interpret. For this reason it is hard to apply in practical decision-
making.

This scenario focuses the gap between policy availability and usability. Although poli-
cies may be well-defined. However, their effectiveness is limited if users cannot easily
access or understand them. This creates a barrier to compliance and increases dependency
on informal decision-making. Security policies like NIST [41] are often difficult for ordi-
nary users to interpret fully and apply in practice and it might reduce the effectiveness in
real-world contexts.

Scenario 5: Hesitation Toward Al-Based Advisory Systems

There are possibilities that users may show interest at first, but also raise concerns re-
garding accuracy, reliability, and trustworthiness of the Al-based conversational assistant.
Moreover, users may question whether the system can provide correct recommendations
and whether it aligns with official university policies.

This scenario highlights the importance of trust and transparency in the design of Al-
based support systems. Even if the systems provide efficient and accessible guidance, the
implementation depends on user confidence in reliability and authority.

In summary, the scenarios presented above reveal several recurring challenges in soft-

ware decision-making within university environments. These include time pressure, lack
of accessible guidance, delays in institutional support, difficulties in interpreting policies,
and concerns regarding trust in automated systems.
These challenges show a need for a system that can provide real-time, user-friendly and
trustworthy support for evaluating software safety and policy compliance. The insights
derived from this analysis will be further refined and translated into system requirements
in the following sections.



4.9. Pain Point Analysis 32

4.9 Pain Point Analysis

The interview findings, document analysis and scenario-based inquiry from the earlier
sections show the clear pain points in how software security decisions are made at uni-
versities. These pain points highlight the specific gaps that the proposed system aims to
address.

Pain Point 1 — No accessible channel for real-time policy guidance: When users
want to check whether a piece of software is safe or allowed, there is no quick way to
get an answer from the university’s website. Compliance guidelines are distributed across
separate subdomains or hidden behind institutional logins. Finding the right policy takes
time and technical literacy. Asking IT support means submitting a ticket and waiting for
a response. Because of these problems, some people often make decisions on the spot,
informally and without reliable information.

Pain Point 2 — Policy documentation is inaccessible in practice: Most of the insti-
tutions have IT security policies, but they are often seen as too long, too technical and
not focused on everyday decisions. The main issue is not what the policies say, but how
they are presented, also how easy they are to access and the lack of a plain-language ver-
sion. End-users often say they are confused by complex domain terms. Especially when it
comes to understanding the differences between Level 1 to Level 4 data classifications.

Pain Point 3 — Unofficial sources present a real and underappreciated risk: Mirror
links and unofficial download sites were seen as a source of risk. Few participants shared
their stories about accidentally using them (e.g., searching for utilities like WinRAR or
PDF tool). User awareness of this risk depended a lot by the technical background. Some-
times, there is no immediate guidance from the institutions that helps people distinguish
between official and unofficial download sources when they need it most.

Pain Point 4 — IT support is overloaded with repetitive, low-complexity queries:
Support teams at many institutions handle a high volume of routine queries that could be
solved automatically. This reduces the capacity of IT support to focus on serious incidents.
Also, users with genuine complex problems often face delays.

Pain Point 5 — Emotional Avoidance Barriers and Incident Hesitation: Many users,
especially students, feel anxious about using official IT channels because they worry about
"doing something wrong" or breaking network rules. This often makes them embarrassed
to ask basic security questions. As a result, they may hide mistakes or avoid reporting
incidents such as clicking a potential phishing link. To address this, it is important to offer
a friendly, non-judgmental assistant and a clear, automated escalation pathway to handle
high-risk situations.
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4.10 Requirements Derivation

4.10.1 Functional Requirements

The functional requirements show that the proposed conversational system should have
the capabilities to support users in understanding software security policies and mak-
ing more informed decisions. These requirements were derived from interview findings,
identified pain points and design considerations. These are related to usability, accessibil-
ity institutional policy support and also backed by analysis.
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ID Requirement Description Source
Name

FR1 Natural Lan- | The system shall allow users to ask software | All interviews —
guage Interaction | and policy-related questions using natural | users want real-

language. time decision sup-
port.

FR2 Policy Based Re- | The system shall retrieve and generate re- | Literature, Analy-
trieval sponses based on primarily in institutional | sis, All interviews

policy documents and approved knowledge | — answers must be
sources using a Retrieval-Augmented Gen- | policy-based, not
eration (RAG) approach. generic.

FR3 Plain Language | The system shall provide simplified expla- | Interviews .
Translation nations of complex IT security policies. policies too long,

non-technical
users struggle.

FR4 Role-Based Con- | The system shall support both students and | Analysis Findings
text staff as user types. A role-aware guidance | and Interview No.

to their context where relevant. 3, 4.

FR5 Proactive Risk | The system shall warn users about risks re- | Interview No. 1, 3
Warning lated to mirror links, unofficial sources and | — mirror link inci-

beta software. dents documented.

FR6 Conversational The system shall maintain a conversation | General conversa-
Session history within a session to provide contex- | tional Al require-

tually relevant responses. ment

FR7 Escalation Man- | The system shall detect out-of-scope | All interviews —
agement queries and provide escalation paths to | chatbot should not

institutional IT support. handle serious in-
cidents.

FR8 Standardization The system shall guide users through the | Analysis + In-
Workflow  Sup- | process of requesting approval of non- | terview - non-
port standard software. standard software

needs proper chan-
nel.

FR9 Source Trans- | The system shall provide references or links | Trust and Explain-
parency to official university documents and sup- | ability Literature

port resources.

FR10 | Logging The system shall log user interactions for | User-centered eval-

evaluation purposes. uation.

Table 4.5: Functional Requirements of the Proposed System
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The non functional requirements show that how the system should behave to ensure reli-
ability , trust and positive user experiences.

ID Requirement Description Source
Name

NFR1 | Performance The system shall respond to user queries | Interviews — need
within a reasonable time to support the | is for immediate
real-time decision-making. guidance.

NFR2 | Usability The system shall be easy to operate and | Interviews — non-
navigate. Also usable by non-technical | IT users find cur-
users without prior training or documenta- | rent resources in-
tion. accessible.

NFR3 | Privacy and Com- | The system shall comply with GDPR poli- | Interview No. 4

pliance cies and protect user privacy. It shall | — GDPR explicitly
not store sensitive institutional or personal | raised.
data without what is necessary to answer a
query.

NFR4 | Accessibility The system shall be accessible by a standard | Usability — uni-
web browser without requiring local soft- | versity context.
ware installation. Also, readable with clear
text, simple layout and support for different
device sizes.

NFR5 | Trust and Trans- | The system shall acknowledge its limita- | Conditional trust

parency tions and reference policy sources. finding across all
interviews.

NFR6 | Accuracy and | The system shall maintain accurate and | Trust and reliabil-

Safety consistent responses. This must be alligned | ity concern.
with the current IT security policy.

NFR7 | Maintainability The system shall be designed to provide | Scalability — poli-
spaces for the future updates to policies | cies change over
without a full re-development. time.

Table 4.6: Non-Functional Requirements of the Proposed System

4.11 Requirement Prioritization (MoSCoW)

The MoSCow prioritization shows the importance of each requirement. The key principle
is: Must Have = prototype fails without it; Should Have = important but demonstrable
without it; Could Have = nice addition; Won’t Have = out of scope for this prototype. The
prioritization is based on the three factors: user impact, feasibility and dependency.
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These requirements are core value to the system’s purpose and must be included for the
prototype to show its core value.

ID Requirement Rationale
FR1 Query about software and | This is the central purpose of the system.
policies.
FR2 Responses based on institu- | Answers are unreliable and untrustworthy with-
tional policy documents. out policy grounding.
FR3 Plain-language policy explana- | The system mirrors the existing problem without
tions. plain language support.
FR5 Possible risk warnings. Directly addresses a documented real-world harm
from interviews.
FR7 Escalation to IT support when | Critical for trust and safety — chatbot must know
out of scope. its limits.
NFR1 | Real-time responses. Delayed responses lose the purpose of immediate
guidance.
NFR2 | Usable by non-technical users | Core design requirement — current resources are
without training. too technical.
NFR5 | Clearly communicate limita- | Necessary for conditional trust — users must
tions as well as uncertainties. | know when not to depend on the system.

Table 4.7: Must-Have Requirements (MoSCoW)

4.11.2 Should-Have Requirements

These requirements are important and significantly improves the system. These require-
ments are included in prototype as needed.
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ID Requirement Rationale

FR4 Guidance for students vs. | It is important but a more complex user identifi-

staff. cation logic is needed.

FR6 Session-based  conversation | Improves usability but system functions without

history. it.

FRS8 Step-by-step guidance for non- | It connects to a real workflow need but not the

standard software approval. primary use case.

FR9 Source Transparency. It is also important. However the core system
functions mention that grounded by institutional
policies.

NFR3 | Full GDPR compliance. Relevant when full deployment, but the prototype
will be designed with GDPR principles in mind.

NFR6 | Consistent responses. Important for reliability.

Table 4.8: Should-Have Requirements (MoSCoW)

4.11.3 Could-Have Requirements

These requirements add value. However, these are not necessary for the prototype to fulfill
its research purpose.

ID Requirement Rationale

FR10 | Logging. Beneficial for analysis. But it can be replaced with
manual observation.

NFR4 | Accessibility features. Important in real deployments but not fully
mandatory for a limited prototype.

Table 4.9: Could-Have Requirements (MoSCoW)

4.11.4 Won’t Have Requirements

These requirements are acknowledged as important, but deffered as future work.

ID

Requirement

Rationale

NFR7

Policy content update.

It needs production-level architecture.

Table 4.10: Won't-Have Requirements (MoSCoW)
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412 Summary of Analysis

This chapter has established the empirical and analytical foundation for the proposed
system. The findings come from interviews with multiple people at different universities,
along with a review of IT security policies and scenario-based analysis of common user
challenges.

Users from all stakeholder groups show a pattern of engaging passively with IT secu-
rity policies. While they know these policies exist, some people usually do not check them
when deciding whether to install software. Instead, they trust their informal judgment,
rely on the institution, or ask technical staff for help. This scenario is not because they do
not care about security. Most participants said they are genuinely concerned about risks,
but they lack an easy way to get reliable guidance at the point of decision.

The document analysis confirmed that existing policy documents are comprehensive.
However, those are not meant for most non-technical users to use in real time. They are
long, use technical language, and do not cover the real situations users face. Such as, de-
ciding if a tool from GitHub is safe or if downloading from a mirror site is risky. Also, the
scenario-based analysis identified five common challenges.

Overall, these findings establish a clear and well-grounded rationale for the proposed
system. The idea is to create a conversational Al that gives users real-time, easy-to-
understand advice based on the institutional policy. It will clearly acknowledge its limits
and offer ways to get more help if needed. The requirements from this analysis are listed
earlier and these guide the design and implementation of the prototype in Chapters 5 and
6.



Chapter 5

System Design

5.1 Design Objectives and Principles

5.1.1 Design Objectives

The design targets the following objectives and these are based on the analysis and re-
quirements prioritization from the previous chapter:

Objective 1: Accessibility and Ease of Use

The primary objective is the accessibility. The interview findings shows consistently that
the present IT security policy documentation is not always accessible in practice. This
reason is not only because of its length and technical vocabulary, but also users have no
immediate, hassle-free channel to ask a specific question and receive a relevant answer.
Also, the participants noted that, it is difficult to navigate for the users without the tech-
nical knowledge. Therefore, the system must be designed so that any university user can
interact with it without prior training or guidance. It will help users by not requiring to
search through lengthy documents.

Objective 2: Trust and Transparency

The second objective is trustworthiness. Across all the interviews, participants showed
conditional trust in Al-based systems. They are willing to use it for routine queries but
not fully convinced of their reliability. Participants normally viewed the Al-based sup-
port systems as potentially useful. However, another main concern could be the incorrect
recommendation. To support appropriate trust in the system, it is designed to:

¢ The system must be transparent about what it knows.

¢ Where the answers come from (source referencing) , and when it cannot help.

39
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¢ Acknowledge situations that need human support.

The objective is not to depend completely or blindly to the system. It is rather to
support infromed decision making.

Objective 3: Policy-Grounded Guidance

The third objective is policy grounding. The system must derive the responses and sources
from the institutional IT security policy documents and not from the general knowledge.
It is also observed in the interviews. The proposed system adopts a Retrieval-Augmented
Generation (RAG) approach to point out this requirement. It will improve accuracy of the
responses and institutional legitimacy.

Objective 4: Real-Time Decision and Human-Centered Support

Several participants reported that they make software-related decisions without consulting
policies due to the time constraints and not enough immediate support. Additionally, IT
support personnels highlighted the repeating of many support requests. This objective is
to not replacing the current IT support or to resolve serious IT or cybersecurity incidents.
But to handle first line queries and reduce the burden of the repetitive questions. Also,
the system should support users from different technical levels. Therefore, the design
prioritizes understandability and usability over the technical complexities.

5.1.2 Design Principles

The conceptual architecture of the proposed conversational system is guided by the human-
centered design principles outlined in ISO 9241-210 (2019). The ISO standard focuses
on process requirements, including understanding the context of use, involving users
throughout the design, and refining solutions through iteration [62]. This thesis gets in-
spired by and interprets these principles into four system-level design pillars.
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Design Pillar

ISO 9241-210 Alignment

Application to the System

Accessibility Understanding user capabil- | Translates dense policy text into plain lan-

and Simplicity ities guage. Also reduces cognitive load for
non-technical users.

Explainability Supporting user experience | Uses RAG to display policy sources, which

and trust

helps to make the process more transparent
and builds trust.

Defined System
Boundaries

Managing system limitations

Clearly communicates to limits and esca-
lates out-of-scope queries to IT support.

Ethical and
Privacy Compli-
ance

Addressing stakeholder re-
quirements and safety

Making sure GDPR-aligned data handling
and avoid collecting unnecessary personal
information.

Table 5.1: Design Principles

5.2 System Architecture Overview

The proposed system follows a Retrieval-Augmented Generation (RAG) architecture. Here,
a large language model creates responses based on a selected group of institutional docu-
ments and not just using its pre-trained knowledge. This approach was chosen because it
directly addresses the core requirements established in the Analysis Chapter.

The system is composed of four principal components: a user interface layer, a retrieval
engine, a language model, and a policy knowledge base. Each time a user makes a query,
these components work together in a set order. Following table 5.2 gives a summary and
Figure 5.1 shows how the process works.
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Component

Primary Technical Responsibility

Addressed Requirement

521 Policy
Knowledge Base

Stores preprocessed, semantically chun-
ked, and vectorized institutional security
and software compliance documents.

NFR7 (Institutional maintain-
ability and governance)

522
Engine

Retrieval

Converts text to vector embeddings, ex-
ecutes semantic similarity searches, and
manages system scope boundaries.

NFR5 and NFR6 (Trust, accu-
racy, and data anchoring)

523 Language
Model

Parses combined prompts to synthesize
clear and also plain-language advisory
text.

NFR1 (Cognitive
and accessibility)

simplicity

5.2.4 User Inter-
face Layer

Manages session state, captures natural
language queries and renders formatted

NFR4 (Zero local installation /
Browser-based access)

responses as well as policy source cita-
tions.

Table 5.2: Component Matrix and Requirements Traceability

5.2.1 Policy Knowledge Base

The knowledge base is the core of the system. It includes university IT security poli-
cies, software installation guides, approved software lists and support resources. All of
these have been prepared and organized so they can be easily found when needed. In
the pre-processing stage, documents are divided into semantically meaningful segments,
transformed into vector embeddings via a text embedding model, and stored within a vec-
tor database. This process enables the retrieval engine to locate the most relevant segments
from the mentioned knowledge base in response to user queries, instead of searching the
entire document text.

In this thesis, the prototype’s knowledge base uses publicly available IT and security
policy documents from Aalborg University. Also, along with general university software
guidance to help with evaluation scenarios. In a real deployment, the institution’s IT
department would maintain and update this knowledge base to meet the requirements set
out in NFR7.

5.2.2 Retrieval Engine

When a user submits query, the retrieval engine turns it into a vector embedding and
searches for the similar content in the knowledge base. The most relevant document
chunks are then retrieved and given to the language model as context. This process makes
sure the model’s response is based on real policy content, not just generated from scratch.
This helps to meet the trust and accuracy requirements in NFR5 and NFR6.
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The retrieval engine also helps manage the scope of the queries. If it cannot find rel-
evant document chunks for a question, such as when the topic is outside the knowledge
base, this triggers an immediate fallback response. This prevents the model from generat-
ing speculative or incorrect answers and meets the boundary conditions set in NFR3.

5.2.3 Language Model

The language model receives the user’s query together with the relevant policy passages
as a one prompt. The system is set up to answer only based on the information provided.
And by using clear language that non-technical users can understand, which is required
by NFR1. It is designed to be honest about what it can and cannot answer. If a question is
outside the available information, the system will not make up an answer and will direct
users to IT support.

For the prototype, a pre-trained large language model (LLM) accessed through a secure
API is used. This is for avoiding the need for the local model training or fine-tuning. The
specific selection and parameter configuration of this model are discussed further in the
next chapter.

5.2.4 User Interface Layer

The user interface offers a conversational chat interface that can be accessed through a
standard web browser. Thus, there is no need to install extra software, as required by
NFR4. The design is simple and minimal for the interface. By presenting one message
at a time to make things easier to follow and reduce the cognitive load. It also displays
interactive source references by next to the responses to keep things transparent.

The system keeps track of the conversation history during each session (session-based).
This helps the system to understand the context and answer the follow-up questions. (Such
as, "Is it allowed?")

5.2.5 Architectural Data Flow Sequence

The system handles each user query by processing it step by step through a pipeline.
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User Interface Layer Retrieval Engine Policy Knowledge Base Language Model (Grounded Generation)
University User

Inputs natural language query

Sends raw query string

[Vector Search & Similarity Verification] |}
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University User

Figure 5.2: System Execution Sequence Diagram

The execution sequence operates across four phases:

Query Ingestion and Transmission (Steps 1-2):
5.3 Interaction Design and Conversation Flows

The interaction design shows how university users communicate with the conversational
system and how the system create its responds to make things clear, relevant, and trust-
worthy. The goal is to make the interface easy for non-technical users to use without any
training, which is set during the requirements phase. The design does not expect users to
know complex IT terms, formal policy structures, or security concepts.

As a result, the design uses precise conversations to help users understand software
security policies; this is without giving them too much technical details. Each design choice
in this section is based on these user needs and connects to the functional requirements
and the four design pillars mentioned previously.

5.3.1 Interaction Model

The system uses a three-stage interaction model for each conversation. This pattern
(guided-dialogue pattern) makes it easier for users to stay engaged and keeps all responses
based on verified institutional data.
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1. Intent Recognition and Context Parsing: The system figures out what the user
wants to do, such as installing software, setting up data storage, or connecting a
device. It also gathers important details such as whether the user is a student or staff
member and what kind of environment they are working in.

2. Policy-Grounded Response Generation: The system uses the RAG pipeline de-
scribed in Section 5.2 to find relevant policy sections. Then it evaluates them against
the similarity threshold and integrates the facts into a clear, plain-language, easy-to-
understand summary.

3. Guided Follow-Up and Actionability: The system adds clear next steps or specific
clarifying options to each response. This helps users to prevent dead-ends and sup-
ports safe, compliant actions.

5.3.2 Conversation Entry and Onboarding

The interface avoids generic and open-ended greetings such as, "How can I assist you to-
day?”. Because these make users guess of the system’s capabilities. Instead, the system
gives a clear, one-sentence onboarding prompt that explains what it can help with and sets
expectations when a session starts.

"Hi! I can help you check whether a specific software is safe to install on the university
network, or explain what the IT security guidelines require. What would you like to
check today?”

This greeting has three design purposes. It clearly states what the system is built for,
helps users understand what kinds of questions are appropriate, and uses simple language
so that no cybersecurity background is needed.

5.3.3 Response Architecture

To keep visuals consistent and support readability, every effective system output follows a
clear four-level structure. This approach keeps things simple while meeting academic and
legal requirements:

¢ Summary Statement: A direct, single-sentence answer to the user’s core question
(e.g., executing a clear "Yes, but only if...” or "No, because...” response pattern).

¢ Policy Basis: A brief, direct link or reference of the governing institutional policy
section to ensure transparent authority.

* Reasoning: A non-technical and localized explanation, that translates why each spe-
cific policy rule applies to each user’s specific scenario.
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* Next Steps: Actionable and forward-moving guidance, such as, links to formal ap-
proval forms or alternative institutional solutions.

This four-tier response template is not used in Flow B and Flow C to avoid creating unver-
ified or speculative text.

5.3.4 Main Conversation Flows

Three primary conversation flows were modeled which is based on the empirical findings
from the user interview phase. These shows the most common use cases and real-world
compliance questions. Also, align directly with the functional requirements established in
the previous chapter.

Flow A: Software safety query

This flow handles cases where a user wants to know if a specific software application is
permitted on an institutionally managed device or network. Example exchange:

User Input: “Is it safe to install VLC media player on my university laptop?”

System: "VLC is a well-known open-source media player and is generally considered safe
for personal use. However, AAU’s IT policy recommends downloading software only from offi-
cial university-approved sources or the software’s official website. Installing from third-party sites
carries a risk of bundled malware. Would you like guidance on how to request approval for non-
standard software?”

So, here the system processing is, Recognizes intent (software installation) — Identifies
asset type (university laptop) — Queries Policy Knowledge Base.

Evaluating the system response according to the response architecture:

e Summary: VLC is generally permitted for installation on university-managed de-
vices, provided it is sourced securely.

¢ Policy Basis: AAU IT Security Guidelines ("Software Procurement and Endpoint
Security") [63]

* Reasoning: VLC is a verified, open-source media player. However, downloading it
from unverified or third-party hosting platforms carries a risk of malware.

e Next Steps: "Always download the installation package directly from the official
developer website or check if it is pre-configured within the AAU Software Center.
Also, would you like to request approval?"
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Flow B: Policy clarification query

The user may want to know what the university’s IT policy says about a specific topic, such
as whether mobile devices are allowed on the university network. Alternatively, what are
the rules for VPN use. The system finds the relevant policy section, explains it in plain
language, and provides a direct link or reference to the source document. Example ex-
change:

User: "Am I allowed to use my own mobile phone on the AAU network?”

System: “Yes, mobile devices are permitted on the AAU network. You will need to connect
using your university credentials and ensure your device meets the basic security requirements,
such as having an up-to-date operating system. You can find the full policy in AAU’s Policy for
Mobile Devices [64].”

Flow C: Out-of-scope or serious incident

The user describes a situation that is outside of the system’s scope, such as a compromised
account, a suspected phishing attack or a serious security incident. When this happens,
the system first checks for relevant policy content. If no relevant policy content is found
above the confidence threshold, it stops the language model and shows a structured esca-
lation card directing the user to the appropriate IT support contact. Example exchange:

User: "I think my university account has been hacked.”

System: "This sounds like a serious security issue that needs immediate attention from the
IT support team. Please do not log into your account until you have spoken with them. You can
contact AAU IT Support via telephone at +45 XX XX XX XX. If you need to report it urgently,
use https:/fwww.en.its.aau.dk/support.”

5.3.5 Handling Ambiguous and Borderline Queries

Some user queries may not fit cleanly into any of the three flows described above. A key
design requirement is the system should be designed to handle these ambiguous cases
smoothly and not generating an unreliable answer.

If a query is ambiguous, such as asking "Is this software okay?" without naming the
software. Then the system should respond with a clear follow-up question and not try to
answer right away. This follow-up should be a single, plain-language prompt so the user
is not overwhelmed. The system can continue as usual only after getting enough context.

If a query is borderline, that meaning it only partially matches policy content and
not with enough confidence. Then the system should share what it can and it should
be from the available information. Also, by maintaining the limits to its response. This
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transparency about the limits is important for building trust and this was a key concern of
all interview participants.

5.4 Trust, Transparency and Feedback Design

A common finding from all the interviews conducted in this study was that users hold
conditional trust in the Al-based systems. They are comfortable using them for routine
questions, but they become skeptical when compliance is more important or when they
cannot easily check and verify the answer.

By making the system more confident, this issue can be addressed. For example, by
using assertive language or hiding the uncertainty. However, this could increase the risk
of leading users to take non-compliant actions that are based on unreliable information.
Instead of this, the system is designed to show its reasoning and clearly state its limits. So
that, the users have the details they need to judge how much to trust it.

5.4.1 Designing for Conditional Trust

* Source Citations: Each response from the language model includes a clear refer-
ence to the policy document where the information came from. Citations appear as
clickable hyperlinks, so users can check the answer against the original source. This
feature responds to feedback and trust concerns from several interview participants.
They said that knowing exactly where an answer comes from would make them feel
more confident about compliance.

¢ Uncertainty Acknowledgement: If the system cannot fully answer a query, it clearly
tells the limitation instead of guessing and generating a hallucinated answer. Such as,
when software is not listed in any policy document, A typical response is: "I could
not find a specific policy entry for this software. For a definitive answer, please
contact IT support.”

¢ Escalation Transparency: As soon as the system starts an escalation path, it avoids
sudden or unexplained redirects. The escalation card provides a short explanation
of why the query is outside the system’s operational scope. For example, it might
say, "This sounds like an active security incident that needs direct IT intervention. I
am not permitted to handle account compromises." After this, it shows the available
support channels. This approach helps users feel informed and also maintains clear
trust boundaries.
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5.5 Use Cases and Task Scenarios

This section shows the use cases and task scenarios. These helps to share the design of
the prototype and act as the foundation for user evaluation in Chapter 7. These scenarios
were derived directly from the interview findings. So, the prototype is tested in some
situations that match real user behavior. And not just hypothetical cases. In this research,
four primary use cases were identified. These cases cover the key ways people will interact
with this system. For each use case; it specifies the user type, what starts the interaction,
how the system should respond and the success condition.

Scenario 1 — Software Installation Decision (UC1)

"You are a student / staff at a university. You need to install a free PDF editor called PDFsam
Basic for your documentation work. You are not sure whether this is allowed on the university
network or whether it is safe to download from the official website. Ask the chatbot.”

This scenario targets FR1 (natural language interaction), FR2 (policy-based retrieval),
FR3 (plain language translation), and FR5 (proactive risk warning). This use case (UC1)
triggers that the user wants to install software but unsure if it is permitted or safe. The
success condition here is receiving policy-grounded answers with source citation.

Scenario 2 — Handling Sensitive Data (UC2)

"You are working on a group project that involves collecting survey responses from participants,
including their names and email addresses. You want to store this data on Google Drive for easy
sharing with your group. Ask the chatbot whether this is allowed and how you should handle this
data.”

This scenario targets FR2 (policy-based retrieval), FR3 (plain language translation), and
NFR3 (privacy and compliance). This use case (UC2) triggers that the user is unsure how
to store or share data containing personal information. The success condition here is re-
ceiving data classification guidance aligned with the university’s policy.

Scenario 3 — Connecting External Devices (UC3)
"You want to connect your personal laptop or other device to the university’s (AAU for the
prototype) network on campus. You are not sure what the rules are or whether your device needs to

meet any security requirements before connecting. Ask the chatbot.”

This scenario targets FR1 (natural language interaction), FR2 (policy-based retrieval),
and FR3 (plain language translation). This use case (UC3) triggers that the user wants to
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connect personal devices to the university’s network, but is unsure of the requirements.
Here, the success condition is receiving plain-language guidance on BYOD.

Scenario 4 — Out-of-Scope / High-Risk Query (UC4)

"You received an email that appeared to come from the university’s (AAU for prototype) IT sup-
port asking you to verify your login credentials by clicking a link. You clicked the link and entered
your username and password before realizing it might be a phishing attempt. You are worried your
account may now be compromised. Ask the chatbot what you should do.”

This scenario targets FR7 (escalation management) and NFR5 (trust and transparency).
This use case (UC4) triggers when the user faces a serious security incident or an active
threat. The success condition here is receiving an escalation card with the IT contact and
LLM bypassed. This scenario shows a real incident that is documented during the inter-
view phase. That is one participant who described receiving a credential attack notification
from their university.



Chapter 6

Implementation

6.1 Implementation Overview

This chapter explains the technical implementation of how the conversational prototype
was built to address the research question. The prototype is a proof-of-concept system de-
signed to show that an Al-based conversational approach may help with software security
and policy guidance in a university network. It also acts as a foundation for user evalu-
ation in Chapter 7. This system is not ready for production use and it has its limitations.
Those limitations are discussed at the end of the chapter, also point out to areas for future
development.

The prototype was developed using Python as the primary implementation language.
This prototype uses a Streamlit web interface. So that, users can access it through their
browsers without installing any software. The main intelligence of the system comes
from a Retrieval-Augmented Generation (RAG) pipeline. In this setup, a vector database
finds relevant policy content when users ask questions. Then a large language model
(LLM) creates plain-language answers based on that information. Table 6.1 shows the full
technology stack.
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Architectural
Layer

Selected Component

Engineering and Prototyping Pur-
pose

Interface Layer

Streamlit Framework

Browser-based chat Ul

Language Model

OpenAl GPT-40-mini

Response generation, chosen for
instruction-following stability and
execution speed

Embedding Gen-
eration

OpenAl text-embedding-3-small

Computes high-density mathemati-
cal vector representations of queries
and policy text

Vector Database

ChromaDB (local)

Stores chunk embeddings and se-
mantic similarity searches

RAG  Orchestra-
tion

Python (custom)

Pipeline integration

Document Parsing

pdfplumber library

PDF text extraction

Knowledge Base

Plain text + PDF

AAU policy content

Table 6.1: Technology Stack

6.2 Knowledge Base Construction

The knowledge base is the core of the system and was the first component to be built. It
includes IT security policy content that is sourced from the Aalborg University’s public in-
formation security website. These are collected and organized into a plain-text document.
It has nine thematic sections:

1. Information security guidance for students

2. Data classification policy (four levels)

3. Password policy

4. Network access and security rules

5. Software installation guidelines and approved software

6. Phishing and social engineering awareness

7. Security incident reporting procedures

8. Generative Al usage guidelines

9. IT support contact information
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The contents was collected from the publicly accessible pages on the AAU security
website. Some policy pages needed an institutional login. Such as, the Security Hand-
book. Only the publicly available excerpts and summaries were used in the knowledge
base. This is noted as a limitation of the prototype knowledge base. A complete version
of the prototype would need institutional access to the complete Security Handbook and
all internal policy documents.

A docs folder was added to the knowledge base. So that, it is possible to place the
extra PDF policy documents there. The ingestion pipeline processes both the main docu-
ment and the folder. As a result, it makes it easy to expand the knowledge base without
modifying any application code.

6.3 Document Ingestion Pipeline

At first, all the policy documents must be processed and indexed before the chatbot can
be used. This process is handled by a dedicated ingestion script (ingest.py) that executes
the following steps:

Step 1 - Text extraction: The knowledge base text file is read directly. Any PDF files
placed in the (docs) folder are parsed using pdfplumber (it extracts raw text from each
page). The main knowledge base file in this prototype is (aau policy kb.txt)

Step 2 — Chunking: The extracted text is split into chunks of 250 characters, with each
chunk overlapping the next by 40 characters. This overlap helps keep sentences or policy
rules intact if they cross chunk boundaries.

Step 3 — Embedding: Each chunk is converted into a 1536-dimensional vector embed-
ding. This is done by using OpenAl’s (text-embedding-3-small) model. This model was
chosen for its balance of accuracy and low cost.

Step 4 — Storage: The embeddings are stored in a local ChromaDB vector database.
This database is configured to use cosine similarity to measure distance. ChromaDB was
selected because it runs fully on the device and does not need a separate server process.
The ingestion process runs once before the application starts. This process can be run
again whenever new documents are added to the knowledge base.

6.4 Retrieval Engine

The retrieval engine performs the following operations when a user submits a query.
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Query embedding: The user’s query string is turned into a vector embedding by using
the same model that was used during the ingestion. This way, both query and document
vectors share the same semantic space.

Similarity search: ChromaDB performs a cosine similarity search in all stored docu-
ment chunks. It returns the four most relevant chunks with their cosine distance scores.

Scope check: Cosine distance values run on a scale from 0 (identically aligned vectors)
to 1 (completely orthogonal vectors). If the computed distance score of the top-ranked
retrieved chunk is greater than 0.65, the interaction is declared out-of-scope. If the dis-
tance comes below 0.65, the query is validated as in-scope and routed to the generation
module. The threshold value of 0.65 was selected through the iterative testing against the
four evaluation scenarios.

Confidence labelling: To support the transparency for users, the system converts the
raw cosine distance into a simplified three-level indicator: Policy match found (distance
below 0.30), Partial match (distance between 0.30 and 0.65), or No match, which is esca-
lated (distance above 0.65).

6.5 Language Model Integration

If a query is within scope, the system sends the relevant policy sections and the user’s
question to the language model as a structured prompt. This prompt includes a system
instruction, the policy context and the user’s question.

The system instruction sets the model’s role and adds several rules. It should only re-
spond only from the provided context, use simple and non-technical language language,
clearly state when it is unsure, always recommend official sources for software downloads
and recommend IT support on the uncertain situation. These rules help to meet the trust
and transparency requirements from NFR5 and NFReé.

The language model used is OpenAl’s GPT-40-mini and it is accessed via the OpenAl
API. This model was selected for its low cost, fast response time and ability to follow
strong instructions. These are important for the prototype. The temperature is set to low
(0.2) to keep responses consistent and focused on the policy content.

The API keeps the track of conversation history by including the last six messages turns
in each API call. This helps the model understand follow-up questions. For example, it
can tell that "is that allowed?” refers to the software that was mentioned earlier.
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6.6 User Interface

The user interface is implemented in Streamlit. This can be accessed in any standard
web browser at localhost:8501. After the initial prototype setup, no extra installation is
needed on a device. The interface is a single-page conversation layout with these following
components:

localhost:8501

About

This is a research prototype developed ﬁ AAU IT Sec u ri ty Ass ista nt

as part of a Master's thesis at Aalborg
University. It is not an official AAU Ask me about software safety, IT policies, or get guidance on digital tools at Aalborg University.
service.
Hi! I can help you check whether software is safe to install on the AAU network, or explain what
the IT security policy says. What would you like to know?

S8 1T Support
2 Can | use ChatGPT with Level 3 data?

(+45) 9940 9940

. - L=y No, you should not use ChatGPT with Level 3 data. The policy clearly states that Level 3-4 data
should not be entered into external Al tools. Always ensure that you follow the highest level of
data classification when using any tools.

= . (Source: aau_policy_kb.txt)
= Clear conversation

Model: gpt-40-mini | Threshold: 0.65 A Partial match — Confidence score: 0.57

> [ Retrieved policy context (semantic chunks)

> 2 Policy sources

sk about software, policies, or IT security...

Figure 6.1: Screenshot of the chatbot interface (main chat window)

¢ Chat window: The main area shows the conversation history. Thus, making it easy to
distinguish user messages and assistant replies. The interface presents each exchange
one at a time. This creates a natural back-and-forth flow.

* Confidence indicator: A colour-coded badge appears under each assistant response
to show the confidence level of the retrieved policy matches. Here, green means a
strong match and amber indicates a partial match.
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About

This is a research prototype developed
as part of a Master's thesis at Aalborg,
University. Itis not an official AAU
service.

& IT Support

(+45) 9940 9940

~ Clear conversation

Model: gpt-4o-mini | Threshold: 0.65

Figure 6.2: Screenshot of the confidence indicator and source panel and escalation card

localhost:8501

th AAU IT Security Assistant

cies, or get guidance on digit

Hil | can help you check whether software is safe to install on the AAU network, or explain what
the IT security policy says. What would you like to know?

Can you help me fix my laptop’s battery?

@ # This requires direc

Icould not find relevant policy information for this query.
AAU IT Support Contact:

Phone: (
o @ senvice Portal: htt,
+ HEE @
T Lo : Fredrik Bajers Vej 7K, 9220 Aalborg East

For urgent security inci ompromised account, malware, phishing), please call directly
rather than using the pi

No match — es
> [l Retrieved policy context (semantic chunks)

v 2 Policy sources

o IT security...
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* Source citation panel: A collapsible section under each response shows the source
documents of the policy contents. Currently, the prototype points to the knowledge
base file. This is because there are no individual PDF documents with section-level
metadata were available. In a full production deployment, this section would list the
specific policy document names and section numbers.

¢ Escalation card: If a query is not covered by the knowledge base, the language model
is bypassed and escalation card appears. This card shows the AAU IT support phone
number, a link to the service portal, and an email address.
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localhost:8501

About

This is a research prototype developed ﬂ AAU I T Secu rity Assista nt

as part of a Master's thesis at Aalborg
University. It is not an official AAU Ask me about software safety, IT policies, or get guidance on digital tools at Aalborg University.
service.
Hi! I can help you check whether software is safe to install on the AAU network, or explain what
the IT security policy says. What would you like to know?

8% IT Support

1 think my university account has been hacked.
(+45) 9940 9940
® ortal . _— — "
tmy f you think your university account has been hacked, it's important to act quickly. Please contact

IT Support immediately by calling (+45) 9940 9940 or using the service portal.

You should also change your password from a safe device right away. If you received any
suspicious emails or unexpected prompts for multi-factor authentication, do not interact with

~ Clear conversation e
them and report these incidents as well.

Model: gpt-40-mini | Threshold: 0.65 Stay safe and take action!

(Source: aau_policy_kb.txt)

A\ Partial match — Confidence score: 0.47

> [l Retrieved policy context (semantic chunks)

> 2 Policy sources

sk about software, policies, or IT security.

Figure 6.3: Screenshot of the prototype

¢ Feedback mechanism: At the end of each response, users may see thumbs-up and
thumbs-down buttons. Their choices are recorded with the for later analysis dur-
ing the evaluation phase. This data meets logging requirement FR10 and provides
the dataset for the TAM-based evaluation in Chapter 7. This focuses on Perceived
Usefulness (PU) and Perceived Ease of Use (PEOU).

¢ Sidebar: A sidebar is always stays visible and shows a disclaimer that this is a
research prototype. It also includes quick IT support contact details and a button to
clear the conversation.

6.7 Prototype Limitations

One of the prototype limitation is the knowledge base. It is populated from publicly
accessible AAU policy pages. The full Security Handbook contains most detailed insti-
tutional rules. However, this is only accessible with an institutional login and could not
be included here. As a result, the policy coverage is not very detailed and many specific
questions might not be matched exactly with the policy rules.
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Currently, the implemented system cites the entire knowledge base file instead of the
specific sections from the policy documents. In a production system, it would chunk docu-
ments with richer metadata. This would be divided into smaller parts with more detailed
information. Such as, the document title, section number and URL. This would allow for
accurate and clickable citations.

Now the prototype only runs on a single machine. It is not set up or deployed on a
server, or not available for multiple users at a time. This setup is appropriate for testing,
however, it would need to be updated properly for use in a real institutional deployment.

The threshold of 0.65 was set through manual testing against the four evaluation sce-
narios. A larger test set and a more systematic evaluation with a broader range of query
types would need to calibrate the threshold more accurately

These limitations allign with the prototype scope described in Chapter 4 and do not
affect the main goal of this research. That is to evaluate the usability of the conversational
approach and not to deliver a production system.



Chapter 7

Evaluation

7.1 Evaluation Approach

The purpose of the evaluation phase is to assess how well the prototype meets the require-
ments from Chapter 4. Moreover, to collect users feedback on its usability, trustworthiness
and usefulness. Given that, prototype nature (early-stage) of the system and the scope of
this thesis, a qualitative evaluation was conducted with only a small group of participants.
This method is consistent in user-centred design research, where early-stage prototype
evaluation is gaining deep insights rather than broad statistical results.

The evaluation was structured around two complementary methods: a task-based
think-aloud session and a post-task questionnaire. These methods helped answer the four
sub-questions of the thesis. Especially SQ4: how users perceive the usability, trustworthi-
ness and usefulness of the prototype.

7.2 Evaluation Design

7.2.1 Participants

A total of eleven participants took part in the evaluation. Participants were recruited
from the different university networks. Participants included master’s students, doctoral
researchers, university staff, and an IT support professional, reflecting the primary user
groups identified in the requirements phase. According to Nielsen (2000) [65], five users
are usually sufficient to find the majority of usability problems in prototype testing. How-
ever, the chances of discovering new issues drop quickly with more participants. Using
eleven participants gives a strong foundation for this evaluation phase. All participants
were informed that the system is a research prototype and that all of their responses would
be used anonymously for thesis evaluation purposes.
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No. Role Background IT Confidence

P1 Master’s student (Aalborg University, Den- | Technical High
mark)

P2 Research / PhD (LUT University, Finland) Technical High

P3 Research / PhD (Jahangirnagar University, | General Medium
Bangladesh)

P4 University Staff (University of Copenhagen, | General Medium
Denmark)

P5 Master’s student (Technical University of | Technical High
Denmark)

P6 Master’s student (Frankfurt University of Ap- | Technical High
plied Sciences, Germany)

P7 Master’s student (TU Graz, Austria) Technical High

P8 Bachelor’s student (Technical University of | Technical High
Denmark)

P9 IT Support Staff (Aalborg University, Den- | Technical High
mark)

P10 Master’s student (University of Winnipeg, | Technical High
Canada)

P11 Bachelor’s student (University of Winnipeg, | General Medium
Canada)

Table 7.1: Evaluation Participants

Participants were grouped into two clusters based on their technical background and
role. Cluster A includes Technical users consists of participants with a computer science,
engineering, or IT professional background. Cluster B includes General users consists
of participants from non-technical or mixed backgrounds including staff and researchers.
This clustering shows how technical literacy influences perception of the system.

7.2.2 Evaluation Method

Think-aloud task sessions: Out of all, a total of five participants from Denmark have
completed the four scenarios defined in Section 5.5.2 using the prototype. The remain-
ing participants only completed the post-task questionnaires. Participants were asked to
think aloud while interacting with the system. It includes describing what they were read-
ing, what they expected to happen, and whether the response matched their expectations.
Here as the researcher, it is expected to observe and take notes without intervening. Only
stepping in to encourage the participant to think aloud if the participant fell silent. The
four tasks were presented on the computer and on a printed paper:

Task 1: Ask the chatbot whether PDFsam Basic is safe and allowed to install on your
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AAU laptop. (From Use case 1)

Task 2: Ask the chatbot whether you can store survey data containing names and
emails on Google Drive.(From Use case 2)

Task 3: Ask the chatbot what the rules are for connecting your personal laptop to the
AAU network. (From Use case 3)

Task 4: Tell the chatbot you clicked a suspicious link and entered your university’s
username and password — ask what to do. (From Use case 4)

Post-task questionnaire: After finishing the above task session, each participant com-
pleted a short questionnaire based on the Technology Acceptance Model (TAM). This ques-
tionnaire measured perceived usefulness, perceived ease of use, and trust. All items used
a 5-point Likert scale (1 = Strongly Disagree, 5 = Strongly Agree). The questionnaire also
includes two open-ended questions to gather qualitative feedback.

7.2.3 Questionnaire Items

The questionnaire items are listed in the appendix table A.1. Items are grouped by con-
struct.

7.3 Results

7.3.1 Task Completion and Observations

All eleven participants completed the questionnaires and five participants did the four
tasks. Tasks 1, 2, and 3 provided grounded responses from the language model with con-
fidence indicators and source citations. Task 4 consistently triggered the escalation path.
It bypasses the language model and shows the IT support contact card.

Most participants found the interface easy to use and navigate without any difficulty.
The most common observation was the responses were clear and to the point, especially
in task 1 and 3. In these tasks, the policy content was clearly available in the knowledge
base. Several participants were satisfied because the system recognised the severity of the
situation and directed them to human support. And not attempting to resolve a serious
incident on its own.

Task 2 (sensitive data handling) produced mixed responses. Some participants de-
scribed that the guidance on data classification was helpful. However they would have
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wanted more specific guidance on approved alternatives for Google Drive. This shows the
knowledge base limitation in Section 6.7.

7.3.2 Questionnaire Results

The questionnaire results table is presented in the Appendix A.2

Overall construct means were: Perceived Usefulness 3.94, Perceived Ease of Use 4.15,
and Trust 3.94. All three constructs scored above the middle point of the scale. Thus,
indicates positive user perception across all dimensions.

7.3.3 Cluster Analysis

When separating scores by cluster, it shows a meaningful pattern that is consistent with
the interview findings.

Construct Cluster A — Technical (n=5) | Cluster B — General (n=6)
Perceived Usefulness 4.33 3.47
Perceived Ease of Use 4.33 3.93
Trust 4.17 3.67

Table 7.2: Construct Means by Participant Cluster

The participants from Cluster A scored higher in the all of three constructs. This
matches with the interview findings. It was that the technically literate users better under-
stand what a policy-based chatbot can and cannot do. Their higher trust scores in here do
not mean accept everything without question. For example, P9 (IT Support) gave a cau-
tious trust score of 3.00 for Q7. It show the professional skepticism about the Al-generated
security guidance.

Cluster B participants scored lower on usefulness in particular (3.47 vs 4.27). This tells
that the general users find the system easy to use, but are less sure about the value of
its answers. This result highlights the importance of source citations and acknowledging
uncertainty for building trust with non-technical users.

7.3.4 Qualitative Feedback

What participants found most useful (Q10)

The most consistent theme in the open-ended responses was the value of concise answers.
Several participants specifically mentioned that the system provided relevant information
without unnecessary elaboration. Participant no. 10 (P10) noted that responses were "pre-
cisely to the point, no additional jargon," and Participant no. 01 (P1) said, "it gives the
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right information immediately." Participant no. 08 (P8) said the instant response helped
them to see how the system worked in real time. Participant no. 09 (P9), who works in IT
support, found the privacy guidance most useful. This privacy guidance was directly tied
to Task 2 on handling sensitive data.

What participants would improve (Q11)

From the Q11, there are three main areas for improvement came up. Firstly, several par-
ticipants wanted richer and more specific policy base. For example, Participant no. 01
(P1) asked for an "enriched policy base" and Participant no. 03 (P3) said the system was
"sometimes too limited”. These two feedback matches the knowledge base limitation ac-
knowledged in Section 6.7. Secondly, Participant no. 02 (P2) was frustrated by the escala-
tion and said it should "be more analytical instead of sending me to the IT support." This
might mean the confidence threshold is set too high for some types of questions. Thirdly,
Participant no. 08 and 10 (P8) (P10) suggested to add pre-defined questions to help users
understand about the questioning.

7.4 Discussion of Results

Overall, the results show that, the prototype successfully addresses the core design objec-
tives of itself. Ease of use was the strongest factor. Also, supporting the plain-language de-
sign approach. Trust scores were positive but depended on some conditions. This matches
the findings from the interviews. Usefulness differed the most between groups. It suggests
that the expanding of the knowledge base should be the top priority for improvement.

7.5 Requirements Validation

This section maps the evaluation findings back to the "Must Have” requirements that were
mentioned in Chapter 4. It explains how well the prototype met each one.



7.6. Evaluation Limitations

65

RequiremeR¥escription Scenario | Evaluation Outcome

FR1 Natural language in- | T1-T4 Fully met — Q4 mean 4.20; all participants inter-

teraction acted without difficulty.

FR2 Policy-based retrieval | T1-T3 Met — Responses were grounded in the knowledge
base; performance was limited only by knowledge
base coverage.

FR3 Plain language trans- | T1-T3 Fully met — Q5 mean 4.30, the highest-scoring

lation questionnaire item.

FR5 Proactive risk warning | T1 Met — Software safety guidance was provided to-
gether with source references and risk context.

FR7 Escalation = manage- | T4 Fully met — Escalation card was triggered correctly

ment for all participants during T4.

NFR1 Real-time responses T1-T4 Met — Response speed was noted positively by
multiple participants.

NFR2 Usable without train- | T1-T4 Fully met — Q4 scores ranged from 4 to 5 across all

ing participants.

NFR3 Privacy and compli- | T2 Partially met — Data classification guidance was

ance provided; however, recommendations for platform
alternatives were limited by knowledge base cover-
age.

NFR5 Communicates limita- | T1-T4 Met — Uncertainty was acknowledged when ap-

tions propriate, and the escalation path was communi-
cated transparently.

Table 7.3: Requirements Validation Results

7.6 Evaluation Limitations

The evaluation was conducted with eleven participants who were recruited from the im-
mediate network. This gives a limit on how broadly the findings can be applied. Although
the participant group included people from the different institutions and roles, however,
it does not fully reflect the diversity of a typical university population. Administrative
staff and non-technical academic staff were underrepresented in here compared to stu-
dents. Also, not all participants completed the evaluation on-site. Instead, they completed
it remotely using a questionnaire. Only a few attended the controlled think-aloud session,
so the observational data was less detailed. As mentioned in Section 6.7, the prototype
knowledge base only covers publicly available AAU policy content. Some participants
responded to this limitation rather than to a shortcoming in the design itself. A final
production version with complete policy coverage would be expected to score higher in
usefulness.

These limitations are expected with the scope of a prototype evaluation study. The
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findings still give useful insights into how usable, trustworthy and helpful the conver-
sational approach is. This is sufficient to address the research question at this stage of
development.



Chapter 8

Discussion

This chapter discusses about the findings of the study in relation to the research question.
This is not a repetition of the results from Chapters 4 and 7. It focuses on interpreting the
findings, identifying tensions and future work.

8.1 The Core Problem Revisited

The interview phase showed that, although there is a gap between having policies and
following them, however, solving this issue is much harder. The problem is people know
there are policies but they lack a practical way to check them when making decisions. This
difference is important for design. Simply by making policies easier to find will not fix the
issue. A system is needed where it helps users when they are making decisions and gives
them guidance that they can use immediately.

This is exactly what the prototype attempts to do. Also, the evaluation results describes
that it does that effectively within its current scope. However, the cluster analysis shows a
challenge that the general users rated the system’s usefulness much lower than technical
users (3.47 compared to 4.33). Technical users can check if a policy-based answer is correct,
but non-technical users may not always. This gap shows that, the system’s knowledge base
must be as strong as its interface to better help the users who need it most.

8.2 Trust and Escalation Boundary

The lowest score in the evaluation was for Q9. Users who are acting responsibly, they are
careful to verify Al-generated security advice without checking it. The goal here is not
to maximize the trust unconditionally, but to calibrate it. The source citation process and
confidence level indicator were created for this reason. In the result, the Q8 shows they
are effective (source information increased confidence, mean 4.18). Thus, the transparency
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features are important as the quality of the responses. The IT professional participant
thinks the chatbot might reveal information that it should not. Here, by using RAG with a
limited knowledge base, the system cannot share information that it does not have access
to. Confidence threshold is not just one setting, but it is a range of design parameters. The
better approach would be separate out-of-scope queries into two types. First one is, where
the system knows some and could give a cautious answer with a suggestion to cross-
validation. Another one is, active incident that really need a human to step in. Currently,
the system handles both types the same way. Making a differentiation between this will
improve trust calibration and usefulness without compromising safety.

8.3 Limitations and Future Work

The main limitations of this study are the knowledge base coverage, the single-cycle eval-
uation design, and the participant sample. Section 7.6 discusses these points in detail, so
they are not repeated here. One of the limitations is that the prototype was developed
and evaluated as a proof of concept within a master’s thesis. The results are directional
rather than definitive or final answers. The main value of this study is establishing a solid
design rationale and showing the feasibility, rather than delivering a system that is ready
for production.

Two questions stay open that this study cannot answer within its scope. The first ques-
tion is if the system would actually change user behavior. The evaluation did not measure
a complete behavior. To determine if this guidance would help users make different and
safer choices about software installation, a long-term deployment data is needed. The
second one is the cultural aspect that was mentioned by the IT professional. The system
cannot build the ownership and training cultures that is needed to make security policies
meaningful within an institution. The system is not a standalone solution and it is most
valuable as a part of security awareness strategy.

For the future work, it is important to expand the knowledge base depth. The expand
should include the full Security Handbook and structured document metadata. This will
improve the responses and directly address the usefulness gap. Moreover, a study for
measuring over time if the system can change the actual software installation behavior,
would also be helpful for the longitudinal behavioral evaluation.



Chapter 9

Conclusion

This thesis explores how an Al-based conversational system can be designed and eval-
uated to help improve the university users understanding of software security policies.
Also, to make more informed and compliant decision-making when installing software on
a university network or device. The research was carried out in the five interconnected
phases: empirical investigation, requirements analysis, system design, prototype imple-
mentation and the end-user evaluation.

The empirical phase (interviews) of the research showed that the main issue is the pol-
icy accessibility. In seven interviews, a common pattern appeared. Users know IT security
policies exist but they do not consult to these when making the actual installation deci-
sions. They rely on informal judgment, and they trust their institution. The document
analysis shows that the current policy documents are long and not meant for everyday use
by people without technical backgrounds. The scenario analysis shows some situations
of risks, such as dealing with mirror links, unofficial software sources and unclear rules
for data handling. From these findings, a set of ten functional and seven non-functional
requirements was prepared. These requirements prioritised through MoSCoW analysis.
These requirements are directly connected to every design decision and prototype imple-
mentation. The evaluation shows how the system met the requirements, with the next
chapter showing the limitations and future work.

This work makes two main contributions. Practically, it delivers a functional prototype
and a reusable requirements specification based on the research from several institutions.
These offer a starting point for any interested institution in a similar project. And academ-
ically, it shows that the RAG architecture can be used to improve the policy accessibility
gap in a university’s IT security. Including a focus on trust calibration and the needs of
non-technical users.

The most important finding of this study is not the numbers from the evaluation.
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It is the observation. The consistent observation tells that the main barrier to policy-
compliant behavior is the lack of a practical way to act. Users want to make safe decisions.
An immediate and trustworthy way can help them to do it effectively. A well-designed
conversational system does not directly solve the cultural and institutional aspects of this
problem. However, it makes this easier for the individual level to act in line with the
policy. This is something that the static documentation and ticket-based support cannot
do effectively. This thesis shows that making this kind of contribution is both meaningful
and achievable. While the prototype is not a final product, it gives a strong foundation for
future research and development in Al-supported security education at Aalborg University
Denmark and beyond.
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Appendix

Here are the appendix section of this thesis.

A.1 Project Effort

The workload for this 30 ECTS thesis project was approximately 900 hours. Due to per-
sonal circumstances, the workload during the initial phase was lower than planned. How-
ever, the remaining work was adjusted accordingly in the later stages to ensure the project
was completed within the expected scope.
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ID Construct Item
Q1 Perceived Usefulness The chatbot helped me understand the uni-
versity’s IT security policy.
Q2 Perceived Usefulness The chatbot would save me time compared
to reading policy documents.
Q3 Perceived Usefulness I would use this chatbot if it were available
at my university.
Q4 Perceived Ease of Use The chatbot was easy to interact with.
Q5 Perceived Ease of Use I understood the responses without needing
technical knowledge.
Qo6 Perceived Ease of Use The interface was clear and easy to navigate.
Q7 Trust I trusted the information provided by the
chatbot.
Q8 Trust Knowing the source of the information made
me more confident in the answer.

Q9 Trust I felt comfortable following the chatbot’s
guidance.

Q10 Open-ended What did you find most useful about the
chatbot?

Q11 Open-ended What would you improve or what was miss-
ing?

Table A.1: Evaluation Questionnaire Items

The following table presents the scores from all eleven evaluation participants.
Perceived Usefulness mean, EoU = Perceived Ease of Use mean, TR = Trust mean.

PU =
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ID | 01| Q2] 03| 04]05| 06| 07| 08| Q9| PU|EoU]| Trust
P1 4 | 5| 3| 4 5 3 3 | 4 | 3 [400] 400 333
P2 2 | 2| 3| 4 5 | 4 | 5 3 2 | 233|433 | 333
P3 3| 4 | 3] 4| 2] 4| 4| 5 | 4 |333]333] 433
P4 3 | 5] 2] 4 5 3 2 3 3 333|400 | 267
P5 5 5 | 5 | 5 5 | 4 | 5 | 4 | 5 |500]| 467 | 467
P6 4 | 4| 5 4] 4] a]5 5 4 | 433|400 | 467
P7 4 | 4 | 4| 4 5 | 4 | 4 | 4 | 3 |400] 433 | 367
P8 4 | 4| 4| a4 | a4 ] 4| 4| 4] 4 [400]400] 400
P9 4 | 5 | 4 5 | 4 | 4| 3 5 5 | 433|433 | 433
Pio | 4 | 3| 5| 4| 4] 4] 5 5 3 | 400|400 | 433
P11 | 4 | 5 | 5 | 4 5 5 | 4 | 4 | 4 |467] 467 400
Mean | 3.73 | 418 | 3.91 | 418 | 4.36 | 3.91 | 4.00 | 418 | 3.64 | 3.94 | 415 | 3.94

Table A.2: Questionnaire Results (Raw Data)

A.3 Interview Guide

The following interview guide was used for all seven semi-structured interviews con-
ducted in the exploratory research phase.

Announced to all participants before the interview:
"Thank you for agreeing to participate in this interview. I am conducting research for my master’s
thesis at Aalborg University on the design of an Al-based system to support software security and
policy compliance in university networks. The interview will take approximately 20-40 minutes.
Your responses are completely anonymous — no names or identifying information will appear in
the thesis. With your permission, I will record the conversation for transcription purposes only.
You may stop the interview at any time.”

Part 1 — Role and Device Usage:

¢ Could you briefly describe your role at your university — are you a student, re-
searcher, or staff member?

* How long have you been at your current institution, and how often do you use your
own devices or university systems for academic or work purposes?

¢ In general, how comfortable would you say you are with IT and software tools?

Part 2 — Software Installation Experience:



A.3. Interview Guide d

Have you ever needed to install software on a device connected to your university
network — for a course, research, or work task?

Can you give an example of what you needed to install and why?

When you wanted to install that software, did you think about whether it was safe
or allowed on the university network? What went through your mind?

What did you actually do to check whether the software was safe or permitted —
did you look anything up, ask someone, or just go ahead?

Have you ever been unsure whether a piece of software was allowed and decided
not to install it, or installed it anyway despite uncertainty? What happened?

Have you ever downloaded software from a mirror link or an unofficial source? What
was that experience like?

Part 3 — IT Policy Awareness:

Are you aware that your university has IT security policies governing what can and
cannot be installed on the university network?

Have you ever tried to find information about your university’s IT policies — for
example on the university website or IT support pages? How did that go?

Have you ever contacted university IT support with a question about software, secu-
rity, or any other digital tools? If yes, how was that experience?

In your opinion, how clear and accessible is the information about what software is
safe or allowed?

Part 4 — Attitudes Toward AI-Based Support:

What do you think about using an Al chatbot to ask whether a piece of software is
safe or allowed on the university network?

What would make you trust or not trust such a system?
What concerns would you have about using it?
What would be the most useful feature such a system could provide?

Is there anything the university should improve regarding software guidance or IT
support that we have not covered?

All interviews were conducted between March and May 2026.
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A4 System Prompt

This system prompt was used to instruct the language model in the prototype. It shows
the model’s role, behavioural constraints and response guidelines.

You are a helpful IT security assistant for Aalborg University (AAU).
Your role is to help students and staff understand AAU’s IT security
policies and make safe, informed decisions about software installation
and digital tools.

STRICT RULES:

1. Only answer based on the provided policy context.
Do not invent information.

2. If the context does not fully answer the question, say so clearly.

3. Always use plain, non-technical language accessible to
non-IT users.

4. When recommending software downloads, always emphasise
using official sources only.

5. If you are uncertain, say so and recommend contacting
IT support.

6. Keep responses concise and friendly.

7. Always end with the source document name when referencing
policy content.

A.5 Code Snippets

Document Chunking Logic From ingest.py

def chunk_text(text: str, size: int = CHUNK_SIZE, overlap: int = CHUNK_OVERLAP):
"""Split text into overlapping chunks."""
chunks, start = [], O
while start < len(text):
end = min(start + size, len(text))
chunks.append (text [start:end] .strip())
start += size - overlap
return [c for ¢ in chunks if len(c) > 60] # drop tiny fragments

Scope Check / Confidence Threshold From app.py

def is_in_scope(distances):
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return len(distances) > 0 and distances[0] < CONFIDENCE_THRESHOLD

def confidence_label(distance):
if distance < 0.30:
return " Policy match found", "success"
elif distance < CONFIDENCE_THRESHOLD:
return " Partial match", "warning"
else:
return " No match - escalated", "error"
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