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Preface

This master thesis focuses on the design of a quantum kernel method for the task of
classi�cation using a classical support vector machine. The work covers the math-
ematical foundations of classical supervised machine learning, speci�cally kernel
theory and support vector machines, as well as the foundations of quantum com-
puting, focusing on the connection between quantum state encoding and feature
maps that allow the application of classical kernel theory for quantum machine
learning. The thesis includes the implementation of a quantum kernel through
simulation on classical hardware, applied to a speci�c classi�cation problem to
analyze the circuit design choices.

Aalborg University, June 4, 2026

Paula Lopez Urquia
<plopez25@student.aau.dk>
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Chapter 1

Introduction

1.1 Motivation
With recent advancements in quantum computing, new research directions have
emerged, aiming to identify tasks in which the computational power of quantum
devices may provide advantages over classical computers. Among these areas is
Quantum Machine Learning (QML), which proposes to use quantum systems for
machine learning tasks.

Current quantum computers operate in the so-called Noisy Intermediate-Scale
Quantum (NISQ) era, where the limited number of qubits and signi�cant noise
levels severely affect their performance. This challenge directly translated into
QML research, where initial efforts to demonstrate quantum advantage in machine
learning applications over classical computers have provided largely inconclusive
results. Therefore, part of the research in QML has shifted its focus towards a
deep analysis of the structures quantum systems naturally induce, investigating in
which applications they may offer capabilities that are classically intractable.

Among existing approaches, quantum kernel methods provide a very promis-
ing framework. In this approach, the encoding of data into quantum states is in-
terpreted as a nonlinear feature map into a high-dimensional Hilbert space, where
the inner product between quantum states is the kernel function. This interpreta-
tion enables the use of a quantum system to compute kernel functions that may
be classically intractable, which can then be directly utilized by a classical support
vector machine for data classi�cation.

However, the �eld would bene�t signi�cantly from a deeper analysis of the
choices made in the design of quantum circuits that implicitly de�ne these ker-
nel functions. Therefore, this project aims to contribute to this research direction
through the design, implementation, and critical analysis of a quantum kernel
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2 Chapter 1. Introduction

method conjectured to be classically hard to estimate, to deepen the understand-
ing of quantum feature maps and their induced kernels.

1.2 Problem Statement
As stated in the motivation, the goal of this project is not to prove a quantum
advantage over classical computers for machine learning tasks, but to study the
properties of quantum computation that may offer solutions where classical com-
puters have their limit. In this context, the mathematical framework of quantum
computing naturally aligns with that of kernel methods, where the relationship of
the data in high-dimensional Hilbert spaces can be obtained without the need to
compute the explicit mapping of the data [22].

By encoding the data into quantum states and measuring the inner product,
one can obtain the similarity between points in the high-dimensional space. This
gave rise to quantum kernel methods, introduced for the �rst time by Havlí�cek et
al. [10] and Schuld et al. [21]. The con�guration of the encoding circuit used to
embed the classical data into quantum states determines the frequency spectrum
that is accessible to the kernel [24]. As quantum circuits theoretically allow for
boundless parameter con�guration, one could �nd a kernel that de�nes a classi-
cally intractable function.

However, since then, it has been pointed out in the literature that �nding such
circuits is not a trivial task, as there are multiple factors to take into account. In this
regard, Kübler et al. [14] showed that neither classical intractability nor accessing a
high-dimensional space ensures good generalization, demonstrating that a biased
kernel had a low-dimensional RKHS containing the target function. Furthermore,
Thanasilp et al. [29] speci�ed that under certain conditions, such as high circuit
depth and entanglement, the kernel is unable to extract any meaningful informa-
tion from the data.

Although there has been a noticeable shift towards theoretically understanding
quantum kernels, with works extending prior knowledge, there is no clear con-
sensus on how to choose the parameters of a feature map for a speci�c problem.
In [22], it was demonstrated that kernel-based learning was better than variational
circuit training. Later, in [24] and [14], attention was drawn to the spectral analysis
of the kernels to understand their generalization capabilities. Furthermore, it was
proposed in [11] that evaluating kernel-target alignment served as a proxy for clas-
si�cation accuracy, yet whether utilizing this metric alone successfully assesses the
model's generalization performance remains an open question. However, a major
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concern was introduced in [29], which utilized the variance of the off-diagonal val-
ues of the kernel to identify when it failed to learn the task, thereby requiring an
exponential increase in the number of measurements to obtain any valuable infor-
mation about the target function.

With this in mind, the objective of this project is to design a �delity kernel
method for a binary classi�cation problem. Following the study made on quantum
feature maps by Havlí�cek et al. in [10], we are going to base our implementation
on the ZZ feature map, whose overlap is conjectured to be classically intractable
[10]. We will conduct a study on the impact of two encoding circuit parameters,
the encoding function and the number of encoding layers, on the performance of
the kernel for six different classi�cation problems. For evaluation, we will imple-
ment several approaches from the literature to gain a deeper understanding of how
these two design choices affect the kernel.

Through the implementation, the project aims to answer the following ques-
tions:

• How do the encoding circuit and the number of encoding layers affect kernel
performance, and does the encoding function moderate the emergence of
kernel concentration with circuit depth?

• How is the inductive bias of the kernel altered by the choice of the encoding
function and number of layers, and does this alignment predict the perfor-
mance of the kernel for support vector classi�cation?

• Can KTA reliably serve as an all-encompassing evaluation metric for selecting
the circuit con�guration, or does reliable assessment require a multi-metric
approach?

1.3 Contributions
We designed and implemented a quantum kernel method for support vector classi-
�cation of binary datasets. Our main contributions can be summarized as follows:

1. We analyzed a well-established feature map family, the ZZ feature map. Fo-
cusing on the effect of two parameters of the design: the encoding function
and the circuit depth.

2. Provided a self-contained methodological framework for parameter selection
of a quantum feature map, paired with supporting theory and literature re-
view.
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3. We found a binary problem for which our design was strongly biased, and
compared it to problems for which the induced kernel was highly concen-
trated, showing how both cases can be identi�ed across evaluation metrics.

4. Critically assessed the validity of the main evaluation approaches used in the
QML literature for circuit optimization of quantum feature maps.

1.4 Scope and Limitations
This work consists of a small scale experiment to analyze the behavior of a quan-
tum kernel method through theoretically motivated metrics from the recent QML
literature. The objective of the study is to gain a deeper understanding of how
the design choices of the quantum feature map affect its performance for binary
classi�cation problems using classical benchmark datasets. To that end, we imple-
ment the �delity kernel using the ZZ feature map and the direct �delity estimation
method with two qubits for �ve encoding functions and up to four encoding layers.
Although not representative of a NISQ implementation, we opted for a noiseless
simulation in order to isolate the effect of the two parameters under evaluation.

Nevertheless, this isolation of the parameters from external factors signi�cantly
reduces the generalization of our �ndings, as concentration is not an isolated phe-
nomenon but rather a result of various sources, such as increasing qubit count
and using a global estimation method, which paired with increasing circuit depth
would vary signi�cantly the concentration analysis results [29]. Moreover, a noise-
less simulation fails to analyze the main consequence of kernel concentration,
which is the statistical error introduced by the exponential number of measure-
ments required for estimating the kernel. Furthermore, the small scale and sim-
plicity of the datasets used severely limit the implications of the study, as the
problem is completely tractable classically.

1.5 Thesis Outline
The content of this master's thesis is structured in the following chapters:

• Chapter 2, Background: We establish the theoretical link between quantum
state encoding and classical kernel theory by giving a detailed reconstruction
of the mathematical foundations connecting feature maps, kernel functions,
Reproducing Kernel Hilbert Spaces (RKHS) and Support Vector Machines
(SVM).

• Chapter 3, Methods: We provide a detailed and reproducible description of
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the experimental pipeline, datasets, evaluation methods, and system speci�-
cations used in our implementation.

• Chapter 4, Results: We analyze the results from the experiments focusing
on three key aspects: kernel structure, classi�cation performance, and kernel
concentration. We represent the results graphically to facilitate the connection
between the different analyses, and provide a summary of the most relevant
�ndings.

• Chapter 5, Discussion: Includes a detailed analysis of the results in relation
to the literature and the research questions, and exposes the limitations of
the study.

• Chapter 6, Conclusion: A summary of our work and outline of the main
�ndings is given.

• Chapter 7, Future Work: We explain relevant directions we aim at studying in
future extensions of the project, which include studies on; noise, bandwidth,
estimation methods, and open problems.



Chapter 2

Background

2.1 Kernel Methods
The development of models able to recognize patterns directly from data has given
rise to an abundance of applications that have now become an essential part of our
everyday life. Yet, most of the real-world data contains immense feature dimen-
sions that interact non-linearly with each other. To model these interactions, highly
complex systems are required, with computation time increasing with complexity.

Kernel methods offer a solution to this problem by mapping the data to a
higher-dimensional space, where the relationship between data can be modeled
by a linear function. Most compellingly, they do not require the explicit mapping
of the data points, as they can compute the relationship between pairs of sam-
ples in the higher-dimensional space using the so-called "kernel trick", reducing
computation time further.

2.1.1 De�nition of a Kernel by Means of its Gram Matrix

To know whether a function k : X 2 ! C is a valid kernel, it must satisfy the
conditions to be a Mercer kernel function [9]:

• Symmetry:
k(x, x0) = k(x0, x). (2.1)

• Positive semi-de�niteness: the Gram matrix K, with entries K m,m0 = k(x m, xm0),
satis�es K � 0 for any �nite set x 1, . . . , xm 2 X .

Therefore, verifying that the Gram matrix of a given function is PSD for all
�nite input sets is necessary and suf�cient to show that it is a valid kernel.

6
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In a Hilbert space F , the Gram matrix G 2 F M�M for a set of vectors x1, . . . , xm 2
X , is de�ned by the inner product of the vectors with entries [21]:

Gm,m0 = hxm, xm0i. (2.2)

For a matrix to be PSD, it must hold for all c = (c 1, . . . , cM )T 2 C M [25]:

c†Gc � 0. (2.3)

This condition can be proven by expanding the expression above:

c†Gc =
M

å
m=1

M

å
m0=1

cmGm,m0cm0

=
M

å
m=1

M

å
m0=1

cmhxm, xm0icm0

= h
M

å
m=1

cmxm,
M

å
m0=1

cm0xm0i

=












M

å
m=1

cmxm












2

� 0,

(2.4)

Which leads us to formally de�ne a kernel as a function k : X 2 ! C whose
Gram matrix G 2 F M�M , with entries G m,m0 = k(x m, xm0), is PSD. That is, for all
vectors c = (c1, . . . , cM )T 2 C M , the Gram matrix must satisfy:

c†Gc =
M

å
m=1

M

å
m0=1

cmk(xm, xm0)cm0 � 0. (2.5)

For cases where linear separation of data is not possible in the original space,
a feature map f is used, which consists of a non-linear function that changes the
relative position between data points in feature space, where they can be separated
by a linear hyperplane.

Formally, a feature map is a function f that embeds input data into vectors in
a Hilbert space. It is de�ned as:

f : X ! F , (2.6)

where X is a nonempty input set, and F is a Hilbert space called the feature
space. The resulting vectors in the Hilbert space are called feature vectors, denoted
as f(x) 2 F . Including this mapping of the data, we obtain an alternative de�ni-
tion of kernel methods.
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2.1.2 De�nition of a Kernel by Means of Feature Maps

For every kernel k, there exists a unique Hilbert space H k, called a Reproducing
Kernel Hilbert Space (RKHS), of functions f : X ! C such that there exists a
function k : X � X ! C called the reproducing kernel [25]:

k(x, �) 2 H k, (2.7)

that is symmetric, meaning k(x, x 0) = k(x 0, x) 8x, x0 2 X , and whose Gram
matrix G is positive semi-de�nite, that is, for any set of vectors c = (c 1, . . . , cM )T 2
CM we have c†Gc � 0, and has the reproducing property for all f 2 H k:

h f , k(x, �)iH k = f (x). (2.8)

This last property allows us to rewrite the evaluation of the RKHS, R k, as an
inner product, and therefore, as a kernel function [25]:

hk(�, x), k(�, x0)i H k = k(x, x 0). (2.9)

Accordingly, if we de�ne a mapping f : X ! H k, such that [25]:

f(x) = k(�, x), (2.10)

The reproducing property reveals that [25]:

hf(x), f(x 0)i H k = hk(�, x), k(�, x 0)i H k = k(x, x 0). (2.11)

This shows that kernel functions can be de�ned as the inner product of feature
maps [25]:

k(xm, xm0) := hf(x m), f(x m0)i (2.12)

Once again, this can be proven by ful�lling the PSD condition from Equation 2.5
required for being a kernel [25]:

M

å
m=1

M

å
m0=1

cmk(xm, xm0)cm0 =
M

å
m=1

M

å
m0=1

cm hf(x m), f(x m0)i cm0

=

*

å
m

cmf(x m), å
m0

cm0f(x m0)

+

=










 å

m
cmf(x m)












2

� 0.

(2.13)

Thus, every feature map induces a kernel [21]. The mathematical relation be-
tween feature maps and kernels reveals an easier computation path by computing
a kernel function instead of the inner products of vectors mapped to much higher-
dimensional spaces. This is known as the "kernel trick", which states that any
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algorithm de�ned by the inner product of two data points can be replaced by a
kernel function k such that [9, 25]

x| � x0 7! f(x) | � f(x 0) = k(x, x 0). (2.14)

To take advantage of this trick for data-driven learning, we must �rst �nd
a learning model where the kernel method can be implemented. A framework
for this is given by virtue of the representer theorem [13], where an in�nite-
dimensional optimization problem in R k can be reduced to a �nite-dimensional
problem of size M of �nding the coef�cients a m [25].

2.1.3 Machine Learning Application

The representer theorem [13] states that for each function f 2 R k that minimizes
the regularized risk [25]

c((x1, y1, f (x1)), . . . , (xM , yM , f (xM )) ) + W (k f kR k ) , (2.15)

where c : (X � R) M ! R [ f¥g is an arbitrary loss function, and W : [0, ¥) ! R
is a strictly monotonic increasing function, each minimizer f can be represented as
[25]:

f (x) =
M

å
m=1

amk(xm, �), (2.16)

where parameters am 2 R are the Lagrange multipliers. Given this, by modeling
the learning system as a complex optimization problem, one can reduce computa-
tion time successfully by applying the kernel trick.

This is the case of Support Vector Machines (SVMs), a supervised machine
learning (ML) algorithm used for two-class data classi�cation [2]. First introduced
by Vladimir N. Vapnik et al. [30], the SVM �nds the optimal hyperplane that
correctly separates the training data into two classes.

2.2 Support Vector Machines
A support vector machine (SVM) aims to �nd an optimal hyperplane of the form

(w � x) + b = 0, (2.17)

that correctly separates the training data

(x1, y1), . . . , (xl , yl ), x 2 R n , y 2 f�1, +1g, (2.18)

while maximizing the distance between the data classes, also called the margin.
This convex optimization problem de�nition where we maximize the margin, while
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being subject to the constraint of correct class classi�cation of the training data,
gives rise to the original version of the SVM, also referred as the maximum margin
classi�er [30].

2.2.1 Maximum Margin Classi�ers

A maximum margin classi�er refers to a simple case of a support vector machine,
where the training data is linearly separable in the input space [12]. Given the
training data

xi , yi , i = 1, . . . , l, x i 2 R n , y 2 f�1, +1g, (2.19)

the SVM aims at �nding an optimal hyperplane of the form

(w � x i ) + b = 0, (2.20)

that correctly separates the data into two classes [3]. With such a hyperplane, we
would obtain

(w � x i ) + b � 1, (2.21)

for the training data labeled y i = 1, and

(w � x i ) + b � �1, (2.22)

for y i = �1 [2, 30]. These two inequalities can be compactly expressed as [30]

yi [(w � x i ) + b] � 1. (2.23)

Moreover, the points corresponding to

(w � x i ) + b = 1,

(w � x i ) + b = �1,
(2.24)

lie on the class boundaries, and are called the support vectors. The hyperplanes
where these points are contained can be de�ned as [3]:

H+ : (w � x i ) + b = 1,

H� : (w � x i ) + b = �1,
(2.25)

and are parallel to each other. The separating hyperplane lies half the distance
of the perpendicular plane separating H + and H � , this distance is known as the
margin. In the hope of enabling correct classi�cation of new data points during in-
ference, we would like to �nd the separating hyperplane to maximize the distance
between H+ and H � . This distance, called the margin width, is given by projecting
the vector between the support vectors x+ � x � onto the unit normal w

kwk [3]:

(x+ � x � ) �
w

kwk
=

x+ � w � x � � w
kwk

=
1 � b + 1 + b

kwk
=

2
kwk

(2.26)
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Maximizing 2
kwk is equivalent to minimizing kwk, which, for mathematical con-

venience, we will rewrite as minimizing 1
2kwk 2 [2]. Then we have arrived at the

primal formulation of the problem, given by:

min
w,b

1
2

kwk 2 s.t. yi (w � x i + b) � 1, 8i (2.27)

Now, a much more ef�cient way to compute this optimization problem is to refor-
mulate it as a Lagrangian. Where, given an objective function f (x, y) we want to
�nd the extrema of, with constraints c i (x, y) � 0, the Lagrange function is given
by:

L(x, a) = f (x, y) � å
i

aici (x, y). (2.28)

Each constraint is multiplied by a i , which corresponds to the Lagrangian multi-
plier, which is restricted to a i � 0. This transformation allows us to express the
problem only subject to constraints on the multipliers a i . Reformulating the con-
straint of our problem to satisfy c i � 0, we have:

yi (w � x i + b) � 1 � 0, 8i (2.29)

From that directly follows the Lagrange function of our problem as [3]:

L P =
1
2

kwk 2 �
l

å
i=1

ai [yi (w � x i + b) � 1] =
1
2

kwk 2 �
l

å
i=1

aiyi (w � x i + b ) +
l

å
i=1

ai .

(2.30)
Where it can be seen that the Lagrange multipliers act as a penalty term, so to
ensure the constraint is ful�lled. Then, to ensure the maximum margin, L P should
be minimized with respect to w and b, and maximized with respect to a. The
values of w and b that give a global minima, which, as the problem is convex, is
given by setting the partial derivatives to zero [2]:

¶L P

¶w
= w �

l

å
i=1

aiyixi = 0, (2.31)

¶L P

¶b
= �

l

å
i=1

aiyi = 0 (2.32)

Which correspond to the stationary Karush-Kuhn-Tucker (KKT) conditions of the
primal problem. Thus, we obtain the following conditions [3]:

w =
l

å
i=1

aiyixi (2.33)

l

å
i=1

aiyi = 0 (2.34)
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Substituting these two conditions in the Lagrangian formulation of the primal
problem, we obtain its dual formulation, L D , which we want to maximize with
respect to a [3]:

L D =
1
2












l

å
i=1

aiyixi












2

�
l

å
i=1

aiyi

 

xi �
l

å
j=1

ajyjxj + b

!

+
l

å
i=1

ai

=
1
2

l

å
i,j=1

aiajyiyjxi � x j �
l

å
i,j=1

aiajyiyjxi � x j � b
l

å
i=1

aiyi

| {z }
= 0

+
l

å
i=1

ai

=
l

å
i=1

ai �
1
2

l

å
i,j=1

aiajyiyjxi � x j .

(2.35)

Therefore, the optimization problem can be rewritten as:

max
a

l

å
i=1

ai �
1
2

l

å
i,j=1

aiajyiyjxi � x j s.t. ai � 0 and
l

å
i=1

aiyi = 0, 8i. (2.36)

This alternative formulation of our problem reveals that only the dot product
between training data points is required to compute the optimal decision boundary.
To obtain the value of the bias term, b, we must formulate the remaining KKT
conditions for the primal problem [3]:

yi (w � x i + b) � 1 � 0 =) y i (w � x i + b) � 1 (2.37)

ai � 0 (2.38)

ai [yi (w � x i + b) � 1 ] = 0 () a i [1 � y i (w � x i + b) ] = 0 (2.39)

Where b can be solved for any ai > 0 using the condition of complementary
slackness (Equation 2.39) [3], which ensures that only the support vectors will be
penalized [10].

Having found the optimal a, and b, the decision rule to classify a new data
point s will be given by [30]:

f (x) = sign

 

å
support vectors

aiyi (xi � s) + b

!

(2.40)

However, imposing a hard constraint is not usually the most effective during
inference. For non-perfectly separable datasets, where samples of the same class
are mostly grouped together except for a few exceptions, a linear boundary would
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still suf�ce to classify most of the points correctly if we allow for some misclassi�-
cations to occur. Therefore, we now encounter the recurrent bias-variance trade-off
from statistical learning methods, where a perfect classi�cation of the training data
(low bias) may result in worse generalization to unseen data (high variance).

2.2.2 Soft Margin Classi�ers
Soft margin classi�ers are the natural evolution of the maximum margin classi-
�ers, where the bias-variance trade-off required to ef�ciently classify unseen data
is regulated by introducing the following parameters [12]:

• Slack variables (x): Represent where the sample lays in relation to the margin
and the decision boundary. Data points with x = 0 are contained in the
correct side of the margin. A value of x in the range 2 (0, 1] indicates the
sample is contained in the half of the margin closer to the incorrect class
hyperplane. Leaving x > 1 for misclassi�ed points [12].

• Regularization parameter (C): Controls the amount of violations allowed to
the margin by acting as a penalty term. In practice, tuning C can be seen
as adjusting the width of the margin. A higher C results in a smaller width
margin (low bias and high variance), while a lower C acts otherwise, allowing
a generalized use of the model at the cost of higher misclassi�cations rates
(high bias and low variance) [12].

Rewriting the constraints from Equation 2.29 to include the non-negative slack
variable, we have

yi (w � x i + b) � 1 + x i � 0, 8i. (2.41)

Then, the primal optimization problem of the soft margin classi�er is given by
[30]:

min
w,b,x

 
1
2

kwk 2 + C
n

å
i=1

xi

!

s.t. yi (w � x i + b) � 1 + x i � 0 and x i � 0, 8i.

(2.42)
Equivalently to the derivation seen for the maximum-margin classi�er, the con-

vexity of the problem allows us to reformulate this in the Wolfe dual form. For
that, we �rst need to incorporate the constraints into the objective function using
the Lagrangian multipliers. Hence, obtaining the Lagrangian formulation of the
primal problem [3]:

LP =
1
2

kwk 2 + C
l

å
i=1

xi �
l

å
i=1

ai (yi (x i � w + b) � 1 + x i ) �
l

å
i=1

mixi . (2.43)

Due to the convexity of the problem, the The corresponding KKT conditions are
both necessary and suf�cient for optimality [3]. Then, substituting the stationary
conditions in the primal problem, we get the following dual formulation [2]
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max
a

l

å
i=1

ai �
1
2

l

å
i,j=1

aiajyiyjxi � x j s.t. 0 � a i � C and
l

å
i=1

aiyi = 0, 8i. (2.44)

As can be seen, the only difference with the dual formulation for maximum-margin
classi�ers is that the values of a i are now upper-bounded by C [3], which are com-
monly referred to as box constraints. This is required, as in the maximum-margin
problem, violations to the margin would correspond to a ! ¥, leading to an in-
tractable solution.

As we previously saw in the dual formulations of both classi�ers (Equation 2.36,
Equation 2.44), the optimization problem during training can be reduced to the
scalar product x i � x j . Taking advantage of this for non-linearly separable cases,
instead of �nding a nonlinear hyperplane, we could switch the perspective to �nd-
ing a mapping of the input data to a higher-dimensional space where it can be
classi�ed using a linear decision boundary [3].

2.2.3 Non-linear Classi�cation

For the case where a nonlinear input dataset x 2 R 2 is linearly separable in R d,
where d ! ¥, a mapping f can be de�ned such that f : R 2 ! R d. Then, the dual
formulation would be de�ned by the scalar product f(x i ) � f(x j ). Yet, this would
require computing the mapping f for every input sample, which can be unfeasible
classically [3].

In 1992, Vapnik et al. [30] introduced the idea of applying the kernel trick to
SVMs, stating that if a function k was found that was equivalent to computing
f(x i ) � f(x j ), then the training problem would depend only on solving k(x i , xj ).

Decades later, Patrick Rebentrost et al. [16] revolutionized the machine learning
�eld by stating that exponential speedup could be achieved if the SVM were to be
implemented in a quantum computer, presenting the concept of quantum kernel
methods. Prior to examining these methods in detail, we will �rst establish the
computational framework utilized by quantum computers.

2.3 Foundamentals of Quantum Computing

2.3.1 Single-Qubit Systems

A qubit, short for quantum bit, is a physical object that can be in a state governed
by the rules of quantum mechanics. Analogously to its classical counterpart, the
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bit, whose state is either 0 or 1, and which is physically characterized by voltage,
qubits de�ne a physical state as a mathematical object upon which quantum com-
putation theory can be applied [15].

In the case of qubits, the physical state can come in different forms depending
on the implementation of the quantum computer, but using the case of an atom,
the different states come from the atom being in ground or excited states, and then
different states can be obtained by exposing it to shining light with different ener-
gies and exposure times [15].

A single-qubit system consists of one qubit able to represent two quantum
states, where each state is represented by a unit vector in C2. The standard nota-
tion for states in quantum mechanics theory is the Dirac notation, where a quantum
state is represented by the symbol j i, often referred to as a ket [15].

The most fundamental quantum states are the computational basis states j0i
and j1i [15]. It can be helpful to represent quantum states as column vectors [15]:

j0i =
�

1
0

�
, j1i =

�
0
1

�
(2.45)

Now, the potential of quantum arises from the property of superposition, where
a qubit can be in a linear combination of states, such that [15]:

jyi = aj0i + bj1i, (2.46)

where a, b 2 C indicate the probability amplitudes of measuring each state, and
therefore must satisfy [15]:

jaj2 + jbj 2 = 1. (2.47)

Furthermore, by expressing these coef�cients in polar form, we can rewrite
Equation 2.46 to represent the states geometrically to help get some more intuition:

jyi = aj0i + bj1i

= e ig0

�
jajj0i + e i(g 1�g 0) jbjj1i

�

� jajj0i + e if jbjj1i, f = g 1 � g 0,

(2.48)

where f, g 2 R and the global phase e ig0 can be ignored as it has no observable
effects. Then, using the half-angle formulas for sine and cosine in jaj and jbj, we
get the following expression with q 2 R:

jyi = cos
q
2

j0i + e if sin
q
2

j1i (2.49)
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Figure 2.1: Bloch sphere diagram for a single qubit [15].

The expression above can be visualized geometrically in the Bloch sphere,
which allows to represent the different states a single qubit can be at. A diagram
of the Bloch sphere is given in Figure 2.1, in which it can be seen that the quantum
state jyi is a point in the sphere with latitude q and longitude f.

2.3.2 Multiple-Qubit Systems

A multiple-qubit system in quantum computing consists of at least two qubits
where the measurement outputs are correlated [15]. For the simplest case where
the system has two qubits, the computational basis states can be described using
column vectors [15]:

j00i =

0

B
B
@

1
0
0
0

1

C
C
A , j01i =

0

B
B
@

0
1
0
0

1

C
C
A , j10i =

0

B
B
@

0
0
1
0

1

C
C
A , j11i =

0

B
B
@

0
0
0
1

1

C
C
A (2.50)

Analogously to the single-qubit system, a two-qubit system can be in a super-
position of the above states, in which case it can be represented by the amplitude
probabilities of measuring each state, satisfying the condition å x2f0,1g 2 jax j2 = 1
[15]:

jyi = a 00j00i + a 01j01i + a 10j10i + a 11j11i (2.51)

For the case of a n-qubit system, the quantum state will be represented by
2n amplitudes in the form jx 1, . . . , xni. This exponential growth is exactly where
quantum computing becomes especially interesting to study, as it gives a place
for something that is classically intractable as the number of qubits n grows. In
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Figure 2.2: Number of amplitudes per quantum state (2 n) compared to the estimated number of
atoms in the Universe (� 10 80)

Figure 2.2 a plot of the 2n function for different number of qubits is given to help
gain intuition on this matter[15].

2.3.3 Entanglement

Systems with multiple qubits allow us to exploit the properties of quantum me-
chanics, one of the fundamental properties being that of entanglement, which oc-
curs when the state of a qubit is correlated to the state of another. Entanglement
is better understood with the well-known two-qubits states, named the Bell states,
which are mathematically described as:

jF + i =
1

p
2

(j00i + j11i ) jY + i =
1

p
2

(j01i + j10i )

jF � i =
1

p
2

(j00i � j11i ) jY � i =
1

p
2

(j01i � j10i )
(2.52)

In these states, when one of the qubits is measured, the outcome has a 50%
probability of being in state j0i and 50% probability of being in j1i, however, par-
taking in the measurement makes the other qubit collapse to a speci�c state. This
phenomenon where the measurement of the state of a qubit directly affects the state
of another, making it impossible to de�ne the probabilities of individual states as
they are correlated, is what is described as entangled states.

Now that the objects we are going to be working with for the quantum compu-
tational part have been described, we will introduce the set of tools that will allow
us to exploit the properties of quantum mechanics for different problems.
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2.3.4 Unitary Operations

Quantum gates applied to single qubits are unitary operations that can be repre-
sented in the form of matrices U 2 U(2 n). For a matrix to be unitary it must be
reversible:

U†U = I (2.53)

The most fundamental quantum gates are the Identity matrix I and the Pauli
matrices X, Y and Z:

• Identity gate: The state of the qubit remains unchanged after applying this
gate. It is de�ned by the identity matrix:

I =
�

1 0
0 1

�
(2.54)

• Pauli-X gate: Analogous to the NOT gate in classical computing, will �ip
the qubit state from j0i to j1i or vice versa. Visualizing this operation in the
Bloch sphere can be seen as rotating the qubit an angle p around the x-axis.

X =
�

0 1
1 0

�
(2.55)

• Pauli-Y gate: Applying this gate makes the quantum state change but also its
phase, mapping j0i to ij1i and j1i to �ij0i. In the Bloch sphere is translated
as a rotation of p in the y-axis.

Y =
�

0 �i
i 0

�
(2.56)

• Pauli-Z gate: This matrix only is noticeable if the qubit is in state j1i, which
is then mapped to �j1i. Applying this gate to state j0i keeps it unchanged.
From this follows that the representation of this operation in the Bloch Sphere
is a rotation of p around the z-axis.

Z =
�

1 0
0 �1

�
(2.57)

Another very important quantum gate is the Hadamard gate, which will also
help us introduce the concept of change of basis. In subsection 2.3.1, we de�ned the
computational basis for a single qubit j0i and j1i, which geometrically corresponds
to the north- and south-pole of the Bloch sphere as can be seen in Figure 2.1.
Another recurrent basis that is often used is the Hadamard basis, de�ned by states
j+i and j�i, which are mathematically de�ned as:

j+i =
1

p
2

j0i +
1

p
2

j1i, j�i =
1

p
2

j0i �
1

p
2

j1i (2.58)
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As can be seen in the equations above, these states consist of a superposition
of the states j0i and j1i. Therefore, when measuring state j+i and j�i, there is a
probability of j 1p

2
j2 = 1

2 of being in state j0i and a probability of j 1p
2
j2 = 1

2 being

on j1i or �j1i respectively. The quantum state of a qubit can be de�ned in a lot of
different basis and they are all valid expression, the choice of basis is left to one's
convenience. For example, Equation 2.46, can be expressed using the Hadamard
basis as follows [15]:

jyi = a
j+i + j�i

p
2

+ b
j+i � j�i

p
2

=
a + b
p

2
j+i +

a � b
p

2
j�i (2.59)

By applying the Hadamard gate to a single qubit, we are able to make a change
of basis, from the computational basis to the Hadamard basis. The gate is de�ned
as [15]:

H =
1

p
2

�
1 1
1 �1

�
(2.60)

Visualizing the operation in the Bloch sphere translates to a rotation of p
2 in the

y-axis followed by a rotation of p around the x-axis. To get more intuition, if we
take the exact position of the sphere as in Figure 2.1, applying the Hadamard gate
to a qubit in state j0i implies getting from the north-pole of the sphere to positive
side of the x-axis where the qubit would be in state j+i, while applying the same
gate to state j1i would make the state change to j�i, which would be in the nega-
tive x-axis of the sphere [15].

As seen with both the Pauli matrices and Hadamard gates, a unitary operation
to a single qubit can be seen as a rotation of the quantum state in the Bloch sphere.
As such, any quantum gate U can be described as a product of rotations and a
rotation around the z-axis with a, b, g, d 2 R [15]:

U = e ia
�

e�ib/2 0
0 eib/2

� �
cos g

2 � sin g
2

sin g
2 cos g

2

� �
e�id/2 0

0 eid/2

�
(2.61)

From Equation 2.61 we can understand a quantum gate as a product of a global
phase eia and three rotation matrices. The �rst and third matrices perform a
rotation in the z-axis, while the middle one performs a rotation around the y-
axis. In quantum circuits, these matrices are referred to as rotation operators or
parametrized gates, as they depend on the parameter q. They can be derived by
exponentiating the different Pauli matrices [15]:

Rz(q) � e �iqZ/2 = cos
�

q
2

�
I � i sin

�
q
2

�
Z =

�
e�iq/2 0

0 eiq/2

�
(2.62)
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2.3.5 Two-Qubit Gates

Having more than one qubit allows us to perform operations on the state of a qubit
in relation to the state of another qubit. The most common operations where two
qubits are required are the controlled operations. The gate is applied to a target
qubit only if a different qubit, the control qubit, is on state j1i. Generalizing for
the arbitrary gate U previously de�ned in Equation 2.61, a controlled-U operation
transforms the the state of the system as follows [15]:

jcijti ! jciU cjti (2.63)

Where c de�nes the state of the control qubit in the computational basis f0, 1g
and t de�nes the state of the target qubit. It can then be seen that for the case
where the control qubit is in state 0, the applied unitary gate on the target qubit
will be the identity gate, while the operation U will be applied for the case where
c = 1.

The most fundamental two-qubit gate is the controlled-NOT, or CNOT, which
can be seen as applying the Pauli-X gate to the target qubit depending on the state
of the control qubit. In matrix form, the gate is described as:

CNOT =

0

B
B
@

1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0

1

C
C
A (2.64)

Using the mathematical expression in Equation 2.63, we can derive the output
of the system for the input qubits in states j0i and j1i which will give us four
possible outcomes:

j0ij0i 7! j0iX 0j0i = j0iIj0i = j0ij0i

j0ij1i 7! j0iX 0j1i = j0iIj1i = j0ij1i

j1ij0i 7! j1iX 1j0i = j1iXj0i = j1ij1i

j1ij1i 7! j1iX 1j1i = j1iXj1i = j1ij0i

(2.65)

Interesting enough, stacking three CNOT gates back-to-back between two qubits,
we end up with a very well-known matrix that is commonly referred to as the
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SWAP gate [15]:

SWAP = CNOT 12 CNOT21 CNOT12

=

0

B
B
@

1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0

1

C
C
A

0

B
B
@

1 0 0 0
0 0 0 1
0 0 1 0
0 1 0 0

1

C
C
A

0

B
B
@

1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0

1

C
C
A

=

0

B
B
@

1 0 0 0
0 0 1 0
0 1 0 0
0 0 0 1

1

C
C
A

(2.66)

Applying a SWAP gate to a two-qubit system will make each qubit take the
state the other was in. Representing the possible outcomes of a two-qubit system
when applying the SWAP gate comes directly as:

j0ij0i 7! j0ij0i

j0ij1i 7! j1ij0i

j1ij0i 7! j0ij1i

j1ij1i 7! j1ij1i

(2.67)

2.3.6 Parametrised Gates

When de�ning the unitary operators in subsection 2.3.4, we mentioned that the
parametrized gate Rz(q) can be obtained from exponentiating the Pauli-Z matrix.
Now, if we go even further and exponentiate the tensor product of two Pauli-Z ma-
trices, we obtain a very interesting gate that will become of increased importance
in the following sections: the R ZZ (q) gate. Writing the mathematical expression,
we have [1]:

RZZ (q) = e �iq Z
Z = cos(q) I 
 I � i sin(q) Z 
 Z =

0

B
B
@

e�iq 0 0 0
0 eiq 0 0
0 0 eiq 0
0 0 0 e�iq

1

C
C
A (2.68)

Analyzing the gate, it can be seen that it will only change the phase of the
qubits when they are both in the same state, creating entanglement between the
qubits. Moreover, the gate is equivalent to a controlled-R z(q) gate of the form:

RZZ (q) =
�

Rz(q) 0
0 Rz(�q)

�
(2.69)
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To further visualize the entanglement properties, a mathematical description of
the possible outcomes of the gate applied to a two-qubit system is given as follows:

j00i 7! e �iq j00i

j01i 7! e iqj01i

j10i 7! e iqj10i

j11i 7! e �iq j11i

(2.70)

As we will detail in following sections, more complex gates are frequently ex-
pressed as compositions of simpler gates. As Equation 2.68 only has elements on
the diagonal, we can apply the property of diagonal matrices, which states that
unitary matrices must be generated from them. Expanding Equation 2.68, we get
[1]:

RZZ (q) = e �iqZ
Z

=

0

B
B
@

e�iq 0 0 0
0 eiq 0 0
0 0 eiq 0
0 0 0 e�iq

1

C
C
A

=

0

B
B
@

1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0

1

C
C
A

�
I 


�
e�iq 0

0 eiq

��
0

B
B
@

1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0

1

C
C
A

=

0

B
B
@

1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0

1

C
C
A ( I 
 R z(2q))

0

B
B
@

1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0

1

C
C
A

= CNOT (I 
 R z(2q)) CNOT.

(2.71)

Thus, the RZZ (q) gate can be rewritten as a composition of three gates, as
follows:

RZZ (q) = CNOT R z(2q) CNOT. (2.72)

2.3.7 Quantum Circuits
We have already introduced the Dirac notation to mathematically represent quan-
tum states, from that followed the matrix representation, and, for the case where
the system only has one qubit, the Bloch Sphere visualization. These are different
analytical tools to describe a quantum system from which one can choose which is
more convenient for them. The problem with these is that they can become a bit
too tedious when the number of qubits or gates increases. Thus, most frequently a
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visual representation of the system is used, which is given by quantum circuits.

A quantum circuit is read left to right and top to bottom. At the leftmost part,
we have the initial state of our system. Each wire corresponds to a qubit, and the
boxes placed on them represent the gates that are going to be applied to that qubit.
The circuit representation of the unitary operations seen in subsection 2.3.4 is the
following [15]:

Pauli-X X Rotation-Z Rz(q)

Pauli-Y Y Hadamard H

Pauli-Z Z

In the case of the controlled operations, the control qubit is signalized with a
black dot in its wire, with a straight line connecting it to the wire corresponding
to the target qubit. The controlled operation performed is indicated on the target
wire, with a special case for the CNOT gate, where the operation is represented
by the tensor product symbol. Moreover, the SWAP gate is represented with two
crosses in the wires of the affected qubits, with a straight line connecting them, and
the RZZ (q) gate is represented by the gate decomposition we previously derived
in Equation 2.71. The circuit representation of these gates is [15]:

Controlled-U
U

CNOT

SWAP RZZ (q)
Rz(2q)

Finally, when we want to indicate that a measurement is going to be performed
on the circuit, the following symbol is drawn in the wires corresponding to the
qubits where the measurement will be performed [15]:

Measurement

2.3.8 Quantum Measurement
From quantum mechanics theory, we know that once we initialize our quantum
system, we will not know the state of our system until we decide to measure it.
To be able to read the state of the system, the measurement involves projecting the
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computational basis of the system into classical information.

Unlike quantum gates, whose operations must be reversible, measuring a quan-
tum state is generally an irreversible operation. When measuring, any quantum
information stored in the observed qubit is automatically destroyed. Hence, qubits
that were in superposition will collapse to one of their states. Because of this, to
obtain the quantum information that was stored, we perform a high number of
measurements, often referred to as shots, to be able to estimate the probability am-
plitudes of the quantum state.

2.4 Quantum Kernel Methods
The �rst quantum kernel method was introduced in parallel by Havlí�cek et al. [10]
and Schuld and Killoran [23], where the embedding of the data into the quantum
states can be now interpreted as the feature map, and then, the kernel is given by
the inner product of the quantum states. This is referred to as the �delity kernel in
the literature, and it is de�ned as:

K(x, x0) := jhf(x)jf(x 0)ij 2 (2.73)

This can be demonstrated to be a valid kernel by ful�lling the PSD condition
from Equation 2.4:

M

å
m=1

M

å
m0=1

cmk(xm, xm0)cm0 =
M

å
m=1

M

å
m0=1

cmhf(x m)jf(x m0)ij 2cm0

= j å
m

cmf(x m)j 2 � 0
(2.74)

The kernel is estimated by measuring the overlap between quantum states;
often this is done by using the SWAP test (described in Appendix B). However, a
major limitation of that method comes from the scaling issues in the current near-
term hardware, as it requires double the number of qubits needed to encode the
data into quantum states. In contrast, the dircect �delity estimation method, allows
to implement the kernel estimation using the same number of qubits required by
the embedding circuit.

2.4.1 Direct Fidelity Estimation Method

The direct �delity estimation method arises from exploiting the unitary property
of quantum gates as seen in subsection 2.3.4, which states that for a quantum gate
to be valid it must ful�ll UU † = I.
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Given a classical dataset x 2 Rd encoded into quantum states using a quantum
feature map circuit U F (x), if two input data points x, x 0 2 R were the same, their
encoding circuit would also be the same: UF (x) = U F (x0), and thus, UF (x)UF (x0)† =
I. Then, when applying the sequence of gates UF (x)UF (x0)† to the initial state j0 ni,
the overlap between two samples is given by the frequency of measuring j0 ni as
the outcome of the system. From that follows the circuit representation from Fig-
ure 2.3, which induces the �delity kernel [10]:

K(x, x0) =
�
�hf(x 0)jf(x)i

�
�2 =

�
�
�h0n j U †

F (y) U F (x) j 0 ni
�
�
�
2

. (2.75)

...

j0i

UF (x) U†
F (x0)

j0i

...

j0i

Figure 2.3: Circuit representation of the direct �delity estimation method. This method evaluates the
kernel jhF(x)jF(x 0)ij 2 by applying the U F (x) followed by U †

F (x), where the overlap between both
states in the future space will be given by the frequency of measuring j0 n i as outcome.

As we have seen, kernel estimation methods require that the data is embedded
into the quantum computer, for which a quantum circuit is used. Maria Schuld
and Nathan Killoran demonstrated in [23] that using a parametrized circuit to en-
code the classical features was equivalent to a feature map in classical computing,
introducing the term quantum feature map to express this process.

2.5 Quantum Feature Maps
The transformation of classical data into quantum information within a qubit for
the quantum computer to work with is known as quantum encoding. A classical
input x 2 X is encoded into a quantum state jf(x)i 2 H, which the quantum
computer will then work with in the Hilbert space. The circuit used to perform
this encoding is called a quantum feature map and can be de�ned as

x 2 X ! jf(x)i 2 H, (2.76)

where the mapping is done from the input space F to a speci�c Hilbert space,
which will be referred to as the feature space F . Then, this de�nition is the exact
same as that of feature maps given in section 2.1, and, therefore allows us to make
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use of kernel theory [21].

The encoding in the quantum computer is a physical transformation, where
UF(x) denotes the unitary operations performed by different gates in a quantum
circuit to the initial reference state j0i n. Then, the quantum state of the data after
the encoding can be represented as:

jf(x)i = U f (x) j0i 
n . (2.77)

Thus, the quantum kernel is given by the overlap of the encoded quantum
states, which then can be fed to the classical computer to perform support vector
classi�cation, replacing the classical k in Equation 2.44.

Simultaneously to [21], Havlí�cek et al. [10] designed a quantum circuit for
this exact purpose, where the correlation between features was encoded via the
entanglement of qubits, conjecturing that the induced kernel was hard to estimate
classically, and that has since been deeply studied in the QML literature and called
the ZZ-feature map.

2.5.1 The ZZ-feature map

The original ZZ-feature map consisted on the encoding of the input data of the
form x 2 X n into a n-qubit system, with the qubits in the following quantum state:

jF(x)i = U F (x) H 
n UF (x) H 
n j0i 
n (2.78)

In Equation 2.78, we see that the unitary operator in this case is a composi-
tion of four gates applied to the initial state j0i n. The �rst operations are a set of
Hadamard gates applied individually to each qubit of the system, which as previ-
ously discussed on subsection 2.3.4, will create a superposition of the j0i and j1i
state within each qubit.

Then all qubits are transformed by the U F (x) gate, which characterizes the
feature map by applying the following operation:

UF (x) = e ( i å S�[n] f S(x) Õ i2S Zi) (2.79)

The operation is a phase shift along the Z-axis of the quantum states in su-
perposition. The function will transform the complex part of the qubit state by
a function of the input data f S(x), and Pauli-Z gates Z, over all S subsets of the
n-qubit system.
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Figure 2.4: Circuit representation of the ZZ-feature map [10]

In the original paper [10], the problem is restricted to jSj � 2 to be able to
implement the feature map using one- or two-qubit unitary operations. That re-
striction also makes the producer term of the equation equal to the product of two
Pauli-Z gates, from which the name of the feature map originates.

Furthermore, the encoding is characterized by the choice of the f S(x) function
[10]. For S = fig, f S(x) is a linear mapping of the input, which will rotate the qubit
around the Z-axis an angle of f fig (x) = x i . When S = fi, jg, the f S(x) function
introduces a non-linear mapping between the ith and the jth qubit of the form:
f fi,jg (x) = (p � x i )(p � x j ).

The set of these two gates, Hadamard followed by U F (x), represents a single
encoding layer of the ZZ-feature map. The complete feature map consists of two
encoding layers, as can be seen in Figure 2.4 [10]. An in depth decomposition of
the circuit is given in Appendix A. The circuit depth choice made by the authors
in the original implementation, was justi�ed by the possibility of being classically
intractable due to its similarity to the forrelation problem.

Encoding Analysis of the ZZ Feature Map

The �rst set of gates applied to the circuit are the Hadamard gates H 
n , which can
be expressed alternatively as [23]:

H 
n jx1, . . . , xni =
1

p
2n å

z1,...,zn2f0,1g

(�1) x1z1+���+x nzn jz1, . . . , zni

=
1

p
2n å

z2f0,1gn

(�1) x�zjzi
(2.80)

Particularizing the above equation for the initial state of the circuit j0 ni , we
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have:

H 
n j0ni =
1

p
2n å

z2f0,1gn

(�1) 0�zjzi =
1

p
2n å

z2f0,1gn

jzi (2.81)

Following the same structure, by rewriting the Pauli-Z gate as Z jzi = (�1) z

for z 2 f0, 1g n, we can rewrite Equation 2.79 as:

Uf (x)jzi = exp

 

i å
S�[n]

f S(x) Õ
i2S

Zi

!

jzi

= exp

 

i å
S�[n]

f S(x) Õ
i2S

(�1) zi

!

jzi

= f x(z)jzi

(2.82)

Following the original paper [10], we de�ne the function

f x(z) = exp

 

i å
S�[n]

f S(x) Õ
i2S

(�1) zi

!

(2.83)

to simplify the expression. As can be seen in the derivation provided in Ap-
pendix A, this operation will encode nonlinear functions of the input data x 2 R n

in the phase of the qubits. Specifying the expression at the point of the circuit the
gate is applied where jzi = H 
n j0ni, we have:

f x(z)
�

H 
n j0ni
�

= f x(z)
� 1

p
2n å

z2f0,1gn

jzi
�

=
1

p
2n å

z2f0,1gn

f x(z)jzi (2.84)

Now, if we add the second layer of Hadamard gates to the above expression,
we have:

H 
n

 
1

p
2n å

z2f0,1gn

f x(z)jzi

!

=
1

p
2n å

z2f0,1gn

f x(z) H 
n jzi

=
1

p
2n å

z2f0,1gn

f x(z)

0

@ 1
p

2n å
p2f0,1gn

(�1) p�zjpi

1

A

= å
p2f0,1gn

 
1
2n å

z2f0,1gn

f x(z)(�1) p�z

!

jpi

= å
p2f0,1gn

f̂ x(p)jpi

(2.85)
Where, following the nomenclature of the original paper [10], we have de�ned

the term

f̂ x(p) =
1
2n å

z2f0,1gn

f x(z)(�1) p�z, (2.86)
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corresponding to the Fourier-Walsh transform. Once again, this transforms the
nonlinear functions encoded in the phase into amplitudes, where the interference
between phases due to the (�1) p�z term will directly affect the measurement prob-
ability of the quantum state.

After that, the second U f (x) gate is applied to the system, giving the following
�nal state:

jF(x)i = U f (x)

0

@ å
p2f0,1gn

f̂ x(p)jpi

1

A = å
p2f0,1gn

f x(p) f̂ x(p) jpi. (2.87)

This �nal step encodes again a complex relationship of the input features inside
the phases of the states, which now have mixed amplitudes.

2.6 Quantum Support Vector Machines
One of the most investigated applications of quantum computing for machine
learning in the current NISQ is the quantum support vector machine (QSVM).
Consisting of a hybrid quantum-classical architecture, the QSVM utilizes a quan-
tum device to estimate the kernel, leaving the optimization and classi�cation tasks
to the classical computer [10, 23]. The overall pipeline of the system can then be
portrayed as:

1. Data preparation: The data is generated in the classical computer and nor-
malized to �t the data embedding method.

2. Data embedding: The data is encoded into the quantum computer using a
quantum circuit.

3. Kernel estimation: We use a kernel estimation circuit in the quantum com-
puter to estimate the overlap between every pair of training samples encoded
into quantum states.

4. Optimization: A classical SVM is trained using the estimated kernel matrix.

5. Support vector classi�cation: The quantum computer is used to compute
the overlap between the new sample and the support vectors, that then the
classical SVM uses to predict the class labels of unseen samples.

Just as in classical support vector classi�cation the mapping into the higher di-
mension is decided upon the selection of the kernel function (e.g., linear, Gaussian),
in QSVMs, this choice is made in the design of the quantum feature map.
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2.7 State of the Art of Quantum Kernel Methods
After the primary framework for quantum kernel methods was introduced in 2019
by [10] and [23], the race to prove quantum advantage permeated the QML re-
search community. In the following years, publications mainly focused on �nding
very speci�c scenarios where quantum kernel methods obtained slightly better re-
sults than their classical counterparts, often overlooking their practical relevance
and omitting alternative classical approaches that provided much more effective
solutions to the same problem.

This saturation in the literature with inconclusive claims was pointed out by
Maria Schuld and Nathan Killoran in [20]. In the paper, the authors advocated for
a shift in the research objectives, highlighting several adjustments required for the
�eld to advance, which we summarize in the following [20]:

• Identi�cation of desirable building blocks: When developing a new quan-
tum computing method inspired by an already existing classical one, the
authors suggested focusing on the key attributes that enable the success of
the existing method, and studying how quantum computing can add value
to the current solution �rst and then �nding an ef�cient way to implement
the method using quantum computers.

• Finding new directions from the theory: The authors highlighted the impor-
tance of a deep understanding of both classical kernel theory and quantum
computing foundations, so that fruitful ideas could arise from the bridging
of the two and the desire to test the theory.

• Developing software for scalable solutions: Lastly, the paper suggested the
development of modular software tailored for QML applications, where the
capabilities of the quantum computer are taken advantage of and providing
resources for future implementations to build upon.

This was coupled with a paper published a year earlier also by Maria Schuld
[22] that demonstrated that any supervised QML model could be interpreted as a
kernel method. Moreover, the paper pointed out the embedding circuit as the crit-
ical feature of quantum kernel methods, showing that it controlled the frequency
spectrum the kernel could access [22]. As a result, a new trend in the literature soon
emerged, studying encoding circuits that render high expressibility and entangle-
ment, with the objective of �nding a frequency spectrum that was not possible
classically.

These implementations were contrasted with a set of theoretical papers raising
awareness of aspects of the encoding circuit that limit the ef�ciency of quantum
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kernel methods. The following subsections detail these main breakthroughs from
the literature that are directly relevant to this project.

requiring that the dimensionality of the optimal feature space is consistent with
the number of dominant eigenvalues of the kernel matrix.

2.7.1 Expressiveness Degrades Generalization

Kübler et al. in [14], debunked that accessing a larger Hilbert space was a desirable
design feature nor yielded any classical intractability by itself. The study demon-
strated that the learning ability of the kernel can be determined by the effective di-
mension of the induced kernel matrix, requiring that the the number of dominant
eigenvalues aligns with the dimension of the optimal feature space. Moreover, the
authors stated that successful generalization during inference can only be achieved
if we know the data generation process, and thus, the feature map can be designed
to match the space of the RKHS of the target function [14].

This process of encoding previous knowledge into the model design that may
be in favor of a speci�c application is known in the machine learning literature
as the inductive bias. However, attention was not brought to this phenomenon in
the QML �eld until it was pinpointed in [14]. The relevance of this paper stems
from the introduction of an analytical framework to measure the inductive bias of
quantum kernels borrowing tools for spectral analysis from classical kernel theory
[14].

This motivated posterior works to implement kernel target alignment and effec-
tive dimension as evaluation criteria to study the spectral properties of the kernel
matrix. Furthermore, it raised the concern for the �rst time about the trade-off be-
tween the potential of the quantum kernel to achieve exponential speedup and the
exponential number of measurements required to estimate the kernel with current
NISQ hardware, which planted the seeds for posterior work on kernel concentra-
tion.

2.7.2 Kernel-Based Training Enhances Generalization

In [22], Schuld demonstrated that kernel-based training yielded a more ef�cient
computation path than variational training for QSVMs [22]. This was supported
by Hubregtsen et al. [11], who showcased that measuring the alignment between
the induced kernel and the ideal kernel was suf�cient to evaluate the classi�cation
ability of the kernel, reducing the computational resources needed to optimize the
feature map design. The authors suggested that strong kernel-target alignment,
implies that the feature map strongly aligns with the structure of the data, and
therefore obtains better performance, without the need to use the support vector
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machine to report the performance accuracy [11].

After this, KTA was established as a benchmark metric for QSVM training in
the subsequent implementations. And consequently, open the door to discussions
about the relationship between the geometry of the kernel and its ability to learn
the original distribution of the data.

2.7.3 Exponential Concentration Diminishes the Speedup Premise

The previous concerns about the ineffectiveness of certain quantum kernels mate-
rialized in the concept of quantum kernel concentration, introduced by Thanasilp
et al. in [29]. The study provided a rigorous analysis of the resource consump-
tion of kernel estimation methods, revealing that the source of the problem was
the exponential concentration of the kernel matrix, which occurs when the values
tend towards a constant value, so the number of shots required for the model to
differentiate between classes scales exponentially [29].

To measure this concentration, the paper computed the variance of the off-
diagonal values of the kernel matrix, where a value close to zero would signify a
collapse in the kernel matrix, as the kernel is only making use of a single direction
to represent the data. In addition, the authors pinpointed three main sources of
concentration: highly expressive feature maps, entanglement, and global measure-
ments. Additionally, the authors found concentration was recurrent when using
KTA as a training metric [29].
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Methods

3.1 Experiment Overview
The motivation behind our implementation was to identify the best con�guration
of a quantum feature map circuit to estimate the �delity kernel, evaluated in terms
of optimal performance for support vector classi�cation on a classical computer.
To this end, we studied the circuit design options of the ZZ feature map, leaving
only two degrees of freedom: the encoding function and the number of encoding
layers, while keeping the number of qubits and the kernel estimation method �xed.

The experiment was performed on a classical computer using Qiskit's quan-
tum simulator to estimate the quantum kernel, and the Qiskit-learn library to im-
plement the classical SVM. We implemented the �delity kernel using the direct
�delity estimation circuit from Figure 2.3. To embed the classical data into quan-
tum states, we constructed an embedding circuit based on the ZZ feature map
introduced by Havlí�cek et al. [10]. We tested our system on six binary datasets,
varying the feature map con�gurations for �ve encoding functions and four circuit
depths.

To evaluate the design choices, we �rst measured the Kernel Target Alignment
(KTA), the off-diagonal variance and the effective rank of the kernel, solely on the
training data, and then, we tested the SVM's prediction capabilities on both train-
ing and testing sets. The KTA metric has been primarily used in the literature
for circuit optimization [5, 11], while the off-diagonal variance and the effective
dimension has been the main focus in kernel concentration studies [29]. By in-
corporating these three evaluation techniques in our decision criteria, we ensured
that the optimal circuit design maximized the generalization capability of the SVM
without compromising the expressivity of the kernel and avoiding concentration.
At the same time, the multi-metric evaluation served to analyze how reliable KTA
is to measure the prediction capabilities of the model, as the concentration of the

33
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kernel increased.

3.2 System Design
The overall system architecture used in our implementation is given in Figure 3.1.
As can be seen, it consists of a hybrid classical-quantum architecture, where the
quantum computer is used to estimate the kernel matrix for each pair of the train-
ing data set, and is then passed to the classical computer to train the SVM, which
will �nd the the optimal decision boundary and identify the supporting vectors.
Then, during test, the quantum computer estimates the kernel for each new sample
using the support vectors, which the classical SVM uses to predict the label of the
sample.

However, due to the elevated cost of testing on real quantum hardware, the
quantum computer task was performed using a quantum simulator library on a
classical computer. Then, using the quantum simulator, the classical training data
were encoded into quantum states via the ZZ feature map circuit. In Figure 3.2,
the circuit representation of this feature map is given for a single encoding layer
and an arbitrary encoding function f fx 1,x2g. The kernel will be estimated using the
direct �delity estimation method.

3.3 Use Case
The quantum kernel method was evaluated for six different binary classi�cation
problems. We selected �ve popular benchmark datasets of the classical SVM lit-
erature: iris, circles, moons, breast cancer Wisconsin (Diagnostic), and Ionosphere.
Additionally, we tested our implementation on the ad-hoc dataset from the orig-
inal ZZ feature map paper [10], which consists of a binary dataset created using
the ZZ feature map circuit itself.

For the Iris dataset, we selected only the versicolor and virginica features, and
petal length and width classes. The breast cancer and ionosphere datasets were re-
duced to two features using the Principal Component Analysis (PCA) library from
scikit-learn. A visual representation of the datasets after preprocessing is given in
Figure 3.3.
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Table 3.1: Datasets used in the experiments

Dataset Samples Features Classes Source
Iris 100 2 (versicolor, virginica) 2 (petal length, petal width) scikit-learn [27]
Circles 200 2 2 scikit-learn [27]
Moons 200 2 2 scikit-learn [27]
Breast Cancer 569 2 (reduced via PCA) 2 scikit-learn [27]
Ionosphere 351 2 (reduced via PCA) 2 scikit-learn [27]
Ad-hoc 200 2 2 qiskit [8]

(a) Iris Dataset (b) Circles Dataset

(c) Moons Dataset (d) Breast Cancer Dataset

(e) Ionosphere Dataset (f) Ad-hoc Dataset

Figure 3.3: Representation of the datasets used in the experiments after preprocessing.

3.4 Evaluation
The two parameters under evaluation were: the encoding functions and the num-
ber of encoding layers. In light of the study of quantum feature maps by Suzuki et
al. [28], we used an adapted version of the nonlinear encoding functions from the
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paper, which can be seen in Table 3.2, as well as the ad-hoc encoding function from
the original implementation of the ZZ feature map [10]. A plot of these functions
is given in Figure 3.4. Moreover, we evaluated the system up to four encoding
layers.

(a) S0 (b) S1 (c) S2 (d) S3 (e) S4

Figure 3.4: Comparison of the �ve encoding functions.

Taking into account the different concerns about quantum embedding circuits
from the literature reviewed in section 2.7, we carried out three different analysis
to evaluate our designs:

• Kernel alignment analysis: We tested the ability of the kernel to successfully
resemble the original distribution of the data. To measure this, we computed
the kernel-target alignment (KTA) of the centered kernel matrix for the train-
ing subset. A KTA value of 1 indicates the kernel perfectly captures the task
structure, while completely failing if a value of -1 is obtained.

• Task performance analysis: We tested the prediction power of the SVM when
using the kernel. For this, we computed the classi�cation accuracy of the
classical SVM during training and testing. The accuracy metric ranges from
0 to 1, where a value of 1 implies a perfect classi�cation.

• Kernel concentration analysis: The optimal kernel should align its represen-
tations in the feature space with the classi�cation task. To evaluate this, we
�rst measured the off-diagonal variance of the kernel matrix, where con-
centration is identi�ed with values tending towards 0, indicating the kernel
captured the same similarity across all points. Additionally, we measure the
effective rank of the kernel matrix, where a dimension of 1 implies the ker-
nel is completely concentrated, while a dimension equal to the number of
training samples indicates the kernel is spread uniformly across the feature
space.
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Table 3.2: Encoding Functions

Label j S(x1, x2) Source

S0 (p � x 1)(p � x 2) Havlí�cek et al. (2019) [10]

S1
(x1�p)(x 2�p)

p Suzuki et al. (2020) [28]

S2
(2p�x 1)(2p�x 2)

2p Suzuki et al. (2020) [28]

S3 exp
�

� (x1�x 2)2�ln(p)
8p2

�
Suzuki et al. (2020) [28]

S4 p � cos(x1) � cos(x2) Suzuki et al. (2020) [28]

The speci�c metrics used for the evaluation are detailed in the following subsec-
tions.

3.4.1 Kernel-Target Alignment

Proposed by Cristianini et al. [7], Kernel-Target Alignment KTA is a model selec-
tion metric that measures the similarity between the kernel matrix K(x, x), obtained
from training samples x 2 R N , and the target kernel matrix T = yy T, generated
from training labels y 2 R N . The KTA formula is speci�ed as [7]:

KTA(K, T) =
hK, TiFp

hK, KiFhT, TiF
, (3.1)

where h�, �iF denotes the Frobenius inner product. A more robust version of
this metric was given by [6], which included the notion of centered alignment,
accounting for possible cases of class imbalance in the training dataset. It is de�ned
as:

CKTA(K, T) =
hHKH, HTHi Fp

hHKH, HKHi FhHTH, HTHi F
, (3.2)

where H is the centering matrix and has the form:

H = I n �
1
n

11> . (3.3)

Observing the formula, one can see that this metric measures the geometry
of the data in the higher-dimensional space, where a strong KTA (value of 1) is
achieved when the intra-class separation between feature vectors is relatively low,
while inter-class separation is very large. We used the centered version in our
implementation; however, for simplicity, we refer to it as kernel-target alignment
in the following sections [11].
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3.4.2 Off-diagonal Variance

The exponential concentration of quantum kernels was �rst exposed by Thanasilp
et al. in [29], where they studied the effects of qubit count and circuit depth on the
induced kernel matrix. In the paper, they demonstrate that the variance of the off-
diagonal values of the kernel matrix measures the ability of the kernel to capture
the structure of the data, which is given by [29]:

Off-diagonal variance =
1

N2 � N

N

å
i=1

å
j6=i

(K i j � m) 2, (3.4)

with:

m =
1

n(n � 1) å
i6=j

K(x i , xj ). (3.5)

When the variance tends towards zero, the SVM has no information about the
similarity between data points, hence it will estimate class labels with the same
probability regardless of the input during inference [29].

3.4.3 Effective Rank

Inspired by the spectral analysis of quantum kernels conducted in [14] and [24],
to measure the number of dimensions that meaningfully contribute to the kernel
matrix, we measured its normalized effective rank. The formula is given by [17]:

Effective rank = exp

 

�
r

å
i=1

pi log pi

!

, (3.6)

where

pi =
l i

å r
j=1 l j

. (3.7)

As can be seen, we are computing the Shannon entropy of the normalized
eigenvalues, and then exponentiating it to obtain the number of directions the
kernel is using to represent the data. A value close to one would imply a complete
concentration of the kernel matrix, where the kernel would be only making use of
a dominant component to represent the distribution of the data [18].

3.4.4 Classi�cation Accuracy

To evaluate the prediction capabilities of the QSVM, we use the standard metric
from supervised machine learning: the classi�cation accuracy. This metric com-
putes the ratio between successful classi�cation and all the performed classi�ca-
tions, with a value of one meaning perfect classi�cation. Mathematically, we can
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describe it with the following formula:

Accuracy =
TP + TN

TP + TN + FP + FN
(3.8)

Where TP (True Positive: was true and was labelled true) and TN (True Nega-
tive: was false and was labelled false), refer to the points from each class that have
been correctly classi�ed. Conversely, FP (False Positive: was false, but was labelled
true) and FN (False Negative: was true, but was labelled false) correspond to the
misclassi�ed points.

Finally, following [19], we report the correlation between the two most fre-
quently used metrics for optimizing quantum kernel methods: KTA and test ac-
curacy. To measure the correlation we computed Spearman's r and p-value using
the spearmanr library in python across all datasets, number of layers and encoding
functions; which calculates the monotonic relationship between two rank metrics,
and the statistical signi�cance of the relationship (achieved for values lower than
0.05), respectively.

3.5 Implementation details
To ensure valid comparisons across datasets and avoid misleading conclusions
due to sample size or class imbalance, the experiments were conducted via cross-
validation for �ve different seed values, with a �xed train and test sample size of
80 and 20, respectively, and strati�ed class balance.

The experiment was conducted on a regular computer equipped with an Intel
Core Ultra 7 processor and 32 GB RAM. The quantum measurements were sim-
ulated assuming ideal noiseless conditions, using StatevectorSimulator from the
Qiskit library. The complete system speci�cations and software libraries used for
the experiments can be found in Table 3.3. The classical support vector machine
was implemented using a soft-margin with the prede�ned value for the C param-
eter (C=1) from the scikit-learn library. The whole experimental pipeline can be
seen in 1. Additionally, the link to the full code used in the experiments can be
found here.
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Component Version
NumPy 2.4.3
Operating system Windows 11
Pandas 3.0.1
Python 3.13.7
Qiskit 2.3.0
Qiskit Machine Learning 0.9.0
Scikit-learn 1.8.0

Table 3.3: System speci�cations used in the experiments.

Algorithm 1 Pseudocode of the experimental pipeline.

Input:
Datasets D = fIris, Circles, Moons, Breast Cancer, Ionosphere, Ad-hocg
Encoding functions S = fS 0, S1, S2, S3, S4g
Circuit depths R = f1, 2, 3, 4g
Seeds N = f42, 43, 44, 45, 46g

1: for each dataset d 2 D do
2: Normalize features to [0, 2p]
3: for each seed n 2 N do
4: Strati�ed train/test split using n as seed
5: for each number of encoding layers r 2 R do
6: for each encoding function s 2 S do
7: Construct the ZZ feature map with function s and r layers
8: Construct Ktrain for the train split of d using the ZZ feature map
9: Construct Ktest for the test split of d using the ZZ feature map

10: Compute KTA for K train

11: Compute the off-diagonal variance of K train

12: Compute effective kernel rank of K train

13: Train a classical SVM using Ktrain

14: Test the classical SVM on Ktest

15: Report classi�cation accuracy during test
16: end for
17: end for
18: end for
19: end for

Output: Results table containing KTA, effective rank, off-diagonal variance,
and test accuracy for each dataset, seed, number of encoding layers, and en-
coding function.
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(a) Training phase of the quantum kernel-based system.

(b) Testing phase of the quantum kernel-based system.

Figure 3.1: Overview of the proposed quantum kernel method for support vector classi�cation.
(a) During training, the quantum computer is used to estimate the kernel for each pair of training
samples. Every pair is encoded using the ZZ feature map, and then the overlap between encoded
states is measured using the direct �delity estimation method. The red arrows are used to represent
the actions that are done recursively for each pair of training samples contained in the training set.
The kernel matrix is then used to train a support vector machine in a classical computer. (b) During
testing, for each testing sample, the quantum computer is used to encode the data point via the
ZZ Feature Map, and then, the kernel is estimated by measuring the overlap between the encoded
sample and each support vector. In this case, the red arrows are used to represent that the actions
are done recursively for each testing sample and support vector. The kernel matrix is then used by
the classical SVM to predict the label of the unseen sample.

q0 H RZ (2x0) RZ
�
2f fx 1,x2g

�

q1 H RZ (2x1)

Figure 3.2: Circuit representation of the ZZ feature map for a single encoding layer and an arbitrary
encoding function f fx 1,x2g.
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Results

After implementing the experimental pipeline detailed in 1, we obtained the mean
values of: KTA, classi�cation accuracy (for train and test subsets), off-diagonal
variance and effective rank, for each dataset, which can be found in Appendix C.
We present the highlights for each metric in the following tables, where we gather
the best-performing con�guration for the KTA metric (see Table 4.1), classi�cation
accuracy during test (see Table 4.2), and off-diagonal variance (see Table 4.3).

Moreover, we present our results in three different sections, following the eval-
uation method previously described in section 3.4. First, in section 4.1, we analyze
the ability of the kernel to capture the representation of the data, showing the
variations of KTA for different circuit con�gurations. Second, we present the pre-
dictive power of the SVM using the kernel for the training and testing data sets in
section 4.2. Finally, we investigate whether the kernel concentrates in section 4.3,
where we show how the off-diagonal variance of the kernel and the effective rank
vary with the design choices.

Kernel-Target Alignment
Dataset Encoding Function Number of Encoding Layers

Iris S1 1
Circles S1 2
Moons S3 1

Breast Cancer S3 1
Ionosphere S2 1

Ad-hoc S1 2

Table 4.1: Con�gurations per dataset that achieve the highest KTA result in our implementation.
The complete results table can be found in Appendix C.

42
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Testing Accuracy
Dataset Encoding Function Number of Encoding Layers

Iris S0 1
Circles S1 2
Circles S2 3
Moons S2 1

Breast Cancer S2 1
Ionosphere S2 1

Ad-hoc S1 2

Table 4.2: Con�gurations per dataset that achieve the highest test accuracy result in our implemen-
tation. The complete results table can be found in Appendix C.

Off-Diagonal Variance
Dataset Encoding Function Number of Encoding Layers

Iris S3 1
Circles S3 1
Moons S2 1

Breast Cancer S3 1
Ionosphere S3 1

Ad-hoc S3 1

Table 4.3: Con�gurations per dataset that achieve the highest off-diagonal variance result in our
implementation. The complete results table can be found in Appendix C.

4.1 Kernel Alignment Analysis
In Figure 4.1, we report the variation of KTA with the number of encoding layers,
which shows the effect that circuit depth has on the internal structure of the kernel
matrix. It is complemented with a heatmap representation to further investigate
the role of the encoding function in the kernel's ability to learn the underlying
geometry of the training dataset.

There seems to be a direct correlation between the chosen dataset and the abil-
ity of the kernel to capture the geometry. The ZZ feature map seems to align the
best with the breast cancer dataset, achieving a KTA score greater than 0.5 for the
single-layer case across all encoding functions. In contrast, the kernel barely cap-
tures any geometry of the moons and ionosphere datasets, where KTA ranges very
low (0.04-0.14).

Moreover, deeper circuit depth does not help the kernel capture the original
data distribution, as KTA peaks for one and two encoding layers across datasets,
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after which it consistently decays with the number of encoding layers. Interest-
ingly, the usefulness of the encoding functions strongly depends on the shape of
the dataset, as the encoding functions that report the strongest KTA do not align
between datasets.

Finally, we can con�rm the validity of KTA as a metric to test the learning
capacity of the kernel, as the highest KTA value reported for the ad-hoc dataset
coincides with the con�guration used to create the dataset itself (the S 0 encoding
function and two encoding layers, respectively [8]).

(a) Iris Dataset (b) Circles Dataset

(c) Moons Dataset (d) Breast Cancer Dataset

(e) Ionosphere Dataset (f) Ad-hoc Dataset

Figure 4.1: Kernel target alignment evaluation across datasets. Left: Relationship between mean
kernel target alignment (over seeds and encoding functions) and number of encoding layers. Right:
mean kernel target alignment (over seeds) across encoding functions and number of encoding layers.

4.2 Task Performance Analysis
Similarly to the previous analysis, Figure 4.2 illustrates the classi�cation accuracy
per circuit depth, along with the corresponding heatmap representation, to show
the in�uence of the design choices on the prediction power of classical SVM. Addi-
tionally, the correlation between KTA and accuracy as ranking metrics can be seen
in Table 4.4.

The results of this analysis support the claim made in the previous one, that



4.2. Task Performance Analysis 45

datasets whose geometry aligns with the inductive bias of the ZZ feature map are
strongly favored. This is the case for the breast cancer dataset, which achieves the
highest test accuracy among the datasets (mean test accuracy of 93.8% for a single
layer). The satisfactory results across both metrics indicate that the distribution of
the data in the embedded space successfully matches the one in the original space,
while providing a fruitful class-separation that does not over�t the dataset.

In addition, the importance of assessing the design of the feature map under
different metrics is highlighted in Figure 4.2, since it may initially appear that con-
�gurations that obtained high KTA lean toward better accuracy and vise versa. Yet,
this is dismantled in Table 4.4, in which the correlation between these two metrics
is not consistent between datasets. This is further con�rmed upon closer inspec-
tion of the encoding functions that achieve the highest accuracy for each dataset,
which, for the most part do not align with the ones that achieve the highest KTA.
This suggests that kernel alignment does not provide information about how well
the SVM will generalize with it, and therefore, accuracy assessment remains cru-
cial.

(a) Iris Dataset (b) Circles Dataset

(c) Moons Dataset (d) Breast Cancer Dataset

(e) Ionosphere Dataset (f) Ad-hoc Dataset

Figure 4.2: Test classi�cation accuracy evaluation across datasets. Left: Relationship between the
mean classi�cation accuracy (over seeds and encoding functions) and the number of encoding layers.
Right: classi�cation accuracy (over seeds) across encoding functions and number of encoding layers.
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Table 4.4: Spearman correlation analysis between kernel target alignment and testing accuracy for
each dataset.

Dataset r p-value
Iris 0.3829 8.44 � 10 �5

Circles 0.3977 4.18 � 10 �5

Moons 0.5922 8.64 � 10 �11

Breast Cancer 0.6075 2.06 � 10 �11

Ionosphere 0.1038 3.04 � 10 �1

Ad-hoc 0.3075 1.86 � 10 �3

4.3 Kernel Concentration Analysis
To analyze how the different con�gurations contribute to the concentration of the
kernel matrix, in Figure 4.3, we describe the behavior of two concentration mea-
sures under different circuit depths: the mean off-diagonal variance and the mean
effective rank. The off-diagonal variance reveals how close the data points are to
each other in the embedded space, while the effective rank accounts for the num-
ber of dimensions within the kernel matrix that represent valuable information for
the classi�cation task.

Overall, the datasets present high concentration rates, with off-diagonal vari-
ance tending to relatively small values towards zero (values ranging from 0.055
to 0.08), which agrees with the reported poor kernel-target alignment for those
datasets. However, the effective rank obtained across these same datasets has not
yet collapsed due to concentration (values ranging from 6.5 to 10). This mismatch
between the concentration metrics unveils a very expressive embedding of the data
that does not match the original distribution in the input space and, hence, this an-
swers why, although the kernel fails to learn the structure of the data (low KTA
values), the SVM still manages to achieve decent classi�cation accuracies.

In contrast, in the case of the breast cancer dataset, the mean effective rank is
lower compared to the others (values ranging from 3.5 to 7) and increases with
the number of layers, while the off-diagonal variance achieves the highest values
(peaks at 0.12) and decreases with the circuit depth. This inverse relationship be-
tween the two functions, matched with the accuracy heatmap for the same dataset
exposed in section 4.2, con�rms that the kernel concentrates with the number of
layers. Thus, the expressibility of the kernel (effective dimension) increases with
circuit depth, but at the cost of the off-diagonal elements concentrating towards a
speci�c value (lower off-diagonal variance).
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