Summary

In cases where multiple, high quality, plans are desired for a given classical planning task, top-k planning has been one
of the default approaches. Top-k planning is the problem of finding k cheapest plans for a planning task, for a given
natural number k. However, top-k planning often results in plans that are essentially redundant, differing only by
reorderings or redundant actions forming loops. As such multiple approaches for evaluating the redundancy of plans
have been explored. One recent problem is the Tor-K NoN OPERATOR-GROUP DOMINATED problem, which groups
operators into operator groups, and considers any operator from a given group interchangeable when evaluating
other forms of redundancy, like reorderings.

The Tor-K NoN OPERATOR-GROUP DOMINATED problem had previously been solved using an iterative approach,
generating a single plan at a time, and forbidding redundant plans via task reformulation. This paper proposes an
entirely different approach for solving the Tor-K NoN OPERATOR-GROUP DOMINATED problem. We suggest using
symbolic search, hoping to be able to maintain complete knowledge of the state space explored during the search,
as opposed to the iterative task reformulation previously used, which only maintains the knowledge of the final
operator-group counts between plans found, but otherwise starts the search from essentially scratch every iteration.

Symbolic search represents sets of states symbolically using BDDs, and groups sets of states reachable with the same
cost. As the Tor-K NoN OPERATOR-GROUP DOMINATED problem requires tracking more information than the scalar
costs traditionally used for operators, we introduce a new general class of costs, Partially Ordered Costs (PACs), and
provide a specific PAC that counts the instances of operator groups in a plan, given a grouping function over the set
of operators.

The presented algorithm modifies an existing top-k symbolic search planning algorithm, sym-k, to work with PACs,
introducing multiple steps to prune paths in the PAC-partitioned state space to avoid redundant plans, and stop
exploring dead branches as early as possible. This ability to prune early and once, along with the fact that symbolic
searches explores multiple paths in parallel, are the primary advantages we hypothesize a symbolic search has over
the iterative approach.

We prove this algorithm to be sound and complete for the Tor-K NoN OPERATOR-GROUP DOMINATED problem, utiliz-
ing the algebraic properties imposed on PACs and the structure of the algorithm to do so.

The implementation is likewise built upon the existing implementation of sym-k, modified with the differences made
presented to the algorithm to support PACs. Both forwards and backwards search of this new implementation was
empirically compared to the existing iterative planner using an appropriate subset of the International Planning
Competition (IPC) benchmark planning tasks, running 1435-1468 problems using two generic grouping functions.
The first function, prefix(1), grouping on the action name, and the second function, prefix(2), grouping on the action
name and first parameter of the actions, with a 60 minute time limit and a 2 GB memory limit and a k value between 1
and 10,000, in an attempt to explore how the two approaches are impacted differently as multiple parameters changes.

The results show a clear tradeoff. The symbolic approach outperforms the iterative approach quickly as k increases,
when there is a moderate to low amount of operator groups, however when the amount of operator groups is large,
it struggles significantly, and is easily outperformed by the iterative search. The results also suggest a general higher
up front cost for the symbolic search, leaving it struggling to find the first plan in many domains where the iterative
approach is able to, however on the flip side it appears to have an easier time performing an exhaustive search on
domains where it does get started.
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Abstract

The problem of finding k cheapest plans, top-k plan-
ning, is an existing method when looking to find mul-
tiple plans solving a planning task. However the nature
of top-k planning often leads to it reporting many plans,
which intuitively seem redundant, such as reorderings of
already found plans or plans which contain redundant
actions. Multiple methods for considering plan redun-
dancy has been explored previously, one being the Tor-
K Non OPERATOR-GROUP DOMINATED problem, which
groups operators together, and disallows reorderings and
redundant operators, under the constraint that operators
within a group are equivalent.

Whereas the previously existing solution for this prob-
lem uses an iterative loop of optimal planning and task
reformulation, we propose an alternative approach, us-
ing a symbolic search, as it potentially provides a bene-
fit by maintaining information about the state state space
throughout the entire search.

An implementation of the algorithm is then evaluated on
a wide variety of planning tasks to compare the perfor-
mance of the new symbolic search algorithm to the exist-
ing iterative approach, as well as investigating how differ-
ent factors such as the value of k or the number of groups
in a problem impacts this performance differently.

1 Introduction

In classical planning, the most researched problems are
either satisficing or optimal planning, which are inter-
ested in respectively finding any single solution, or a
single optimal solution. However some situations call
for multiple solutions; Situations like for malware detec-
tion (Boddy et al. 2005), and automated machine learn-
ing (Katz and Sohrabi 2020), or to account for e.g. user
preference (Nguyen et al. 2012) or environmental influ-
ence that are not modeled.
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One approach for generating multiple, high quality, plans
is top-k planning.

The objective of top-k planning is to find k cheapest plans
for a planning task. Another related problem is top qual-
ity planning (top-q), which finds all the plans within
a given cost bound, instead of limiting the amount of
plans (Katz, Sohrabi, and Udrea 2020).

There exist multiple approaches for top-k planning such
as K*, a heuristic search algorithm solving the k shortest
paths graph problem (Aljazzar and Leue 2011) adapted to
solve top-k planning problems by working on the implicit
graph of possible states (Riabov, Sohrabi, and Udrea 2014;
Lee, Katz, and Sohrabi 2023), an iterative approach using
optimal planning and task reformulation to generate top-
k plans one at a time (Katz, Sohrabi, Udrea, and Winterer
2018), and Symbolic top-k (SYMK) using symbolic search,
taking advantage of the fact that the search is performed
over entire sets of states (Speck, Mattmdiller, and Nebel
2020).

The iterative approach, used in the Forbidlterative (FI)
planner, iteratively performs optimal planning to find an
optimal plan for the task, then reformulating the task to a
task that directly forbids the same plan, but is otherwise
equivalent. It then finds the next plan using this refor-
mulated task, iterating until either k plans are found, or
no more plans are possible (Katz, Sohrabi, Udrea, and
Winterer 2018).

Symbolic search performs a variant of Dijkstra search (Di-
jkstra [1959), but represents sets of states symbolically us-
ing a Binary decision diagram (BDD) instead of search-
ing over individual states, allowing for the exploration of
multiple paths with the same cost simultaneously. This
has previously been shown to be a useful approach for
optimal planning (Edelkamp, Kissmann, and Torralba
2015). SYMK modifies this approach for top-k planning
by reconstructing all possible plans when an intersection
is found, and continuing the search afterwards if there
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are still less than k plans found (Speck, Mattmdiller, and
Nebel 2020).

However for some applications desiring multiple plans
solving a planning task, presenting the top-k plans might
not be ideal. Top-k planning risks presenting highly sim-
ilar plans, either containing plans which are re-orderings
of other plans or plans which are identical to other plans
with additional redundant actions. These kinds of redun-
dant plans risk providing little added utility from opti-
mal planning (Vadlamudi and Kambhampati|2016). Espe-
cially situations like accounting for user preference or ac-
counting for not-modeled environmental influence would
not benefit much from the choice between an optimal plan
or an optimal plan which performs a little loop along its
path for no added benefit.

Previous work has introduced multiple different meth-
ods of considering different plans as redundant, and
implemented various modifications to the existing top-
k and top-q planners to exclude such redundant plans.
The plan reconstruction of SYMK has been modified to
track previously visited states and disallow plans with
loops (Tschammer, Mattmiiller, and Speck [2022).

Katz, Sohrabi, and Udrea (2020) presents the notion of un-
ordered top-quality planning. This problem relaxes top-q
planning, only requiring finding at least one plan from
a set of plans that are strictly re-orderings of each other.
They then extended the FI planner to solve for minimal
solutions to this problem, essentially disallowing multiple
re-orderings of the same plan. Katz and Sohrabi (2022)
then build on this idea with subset top-quality planning
where plans are considered redundant if they contain de-
tours, i.e. a plan which has taken all the same actions as
some other plan, as well as some additional redundant
actions. One natural consequence of this is disallowing
loops.

Leemet et al. (2026) generalize and extends this notion
further by considering similar operators as equivalent for
this purpose, partitioning operators into distinct operator-
groups, the top-k non operator-group dominated planning
problem. This is useful as the way planning tasks are de-
scribed requires specifying many variations of the same
action as different operators, i.e. the action of picking
up a ball, will be defined as many operators enumerat-
ing each of the different balls you could pick up in each
of your hands. When trying to remove plans considered

redundant, it is therefore useful to be able to specify that
you do not want to distinguish between picking the red
ball up with your left hand and the blue ball with your
right, and picking the blue ball with your left and red
with your right. A solver for this problem was developed
within the FI planner, using the iterative approach.

One drawback of the nature of the FI planner is that it
essentially has to start the search from scratch every time
it finds a new plan, as the new search is happening in a
slightly modified, but still very similar search space. As
such, we propose an alternative algorithm to solve the
top-k non operator-group dominated problem, using a
symbolic search instead of an iterative approach, and pro-
vide an implementation built on top of SYMK to compare
the performance. One advantage of this approach is that
unlike FI, it can leverage knowledge of states discovered
while finding earlier plans to find subsequent plans. This
advantage is expected to become more apparent when k
is larger than the amount of possible plans, and the search
is required to exhaust the search space.

2 Preliminaries

A classical planning task is a tuple IT = (V,Z,0,Q),
where (Backstrom and Nebel [1993):

e V is a finite set of state variables.

- Each variable has an associated finite domain D, of
values.

- A state s is a complete mapping of all variables to
values in their domain, s : V — J,¢) Dy where Vv €
V. s(v) € Dy. The set of all states for a set V of
variables is denoted Sy .

- A partial variable assignment, or partial state, is a
partial function s’ : V — U,ep Dy with Vo €
Dom(s’). s'(v) € Dy ie. itis a partial assignment
of variables, where Dom(s’) is the set of variables for
which ¢ is defined.

We say a state s satisfies a partial state s/, denoted
s E ¢, iff Vo € Dom(s). s(v) = s'(v), i.e. they agree
on all variable assignments defined for s'.

e 7T is the initial state.

¢ (O is a set of operators.
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- An operator is a pair 0 = (pre,, ef fo) of partial vari-
able assignments called preconditions and effects. The
precondition, is a partial state which must be satis-
fied, before the effect can be applied.

We denote the state s’ resulting from applying op-
erator o0 in state s where s F pre, as o [s], such that

#(0) =0l (0) = {effg(v) if v € Dom(ef o)

s(v) otherwise

® G is the goal condition, which is a partial variable
assignment that needs to be satisfied at the end of a
plan.

A sequence 7T = (09,01, ...,0,—1) of operators for a plan-
ning task, IT, is considered a path if it generates a sequence
(s0,81,---,5n) of states such that Vi € {0,1,---,n—1}.
s; E pre,, and s;11 = 0;[s;], and a path is considered a
planif s =7 and s, F G.

We denote concatenation of sequences by juxtaposition,
such that if © = (ag,aq,...,a,) and 77" = (by,by,...,bn),
then i’ = (ag,a1,...,an,bo,b1,...,bn).

Given a cost function C : O — N, we define the total
cost of a sequence 7 = (0g,01,...,0,) of operators, to be
the summation of the cost of all the applied operations,
C(7) = £y C(0y).

2.1 Top-k Planning

As mentioned in in some real life situations it
may be beneficial to consider multiple plans for a given
task, and one common way to do so is to consider k best
plans (Katz and Sohrabi 2020).

The general idea behind top-k planning is to find k cheap-
est plans, P, according to some cost function, C, from the
set of all plans Py given some planning task IT.

Definition 1 (top-k planning problem (Speck,
Mattmiiller, and Nebel [2020)). Given a planning
task IT, a cost function C, and a natural number k, find a
set P C Pry of plans such that:

1. V€ P. 7’ € P\P. C(n') < C(m)

2. |P| = kif |Pry| > k and |P| = |Prp| otherwise

2.2 Symbolic search

Symbolic search algorithms use compact symbolic data
structures to represent sets of states, and by operating
directly on these sets, one can effectively explore multiple
paths at once (Torralba 2015; Edelkamp and Reffel |1998).

Sets of states are symbolically represented by a BDD. A
BDD is a directed acyclic graph, with two sink nodes rep-
resenting true and false. Each non-sink node represents
a binary variable with two outgoing edges representing
true and false. A BDD then represents all the states where
the variable assignments correspond to a path leading to
the true sink node. For tasks where variables have more
than two states, these can be represented using more
nodes in the BDD. It is possible to perform operations,
such as intersection and union, directly on BDDs, with-
out transforming into an explicit representation of the
sets (Bryant|1986).

Within the context of a planning task (V,Z,0,G), we
define two operators image and pre-image. Given a set
ng C Sy of states and an operator 0 € O, we say the im-
age of S, under o is the set of states reachable by applying
o0 to the states in Sﬁ, which satisfies the precondition of o,
that is, image(S},,0) = {o[s] | s € S}, s F pre,}, dually the
pre-image of S}, under o is defined as the set of states that
satisfy the precondition of 0 and where applying o results
in a state in S}, that is, pre-image(S),,0) = {s € Sy | s F
pre, and o [s] € S, }.

Forward symbolic search then performs a search over sets
of states, represented by BDDs, by applying the image
operation to them, starting from {Z}. This results in
an implicit directed graph, where the nodes represents
a set of states all reachable with the same cost, and a di-
rected edge from some node a to another node b, with
weight w, implies that all states represented by a can
reach some state represented by b with some operator
with cost w, and all states represented by b can be reached
from some state represented by a with some operator
with cost w. The search maintains an open-list contain-
ing all the reached, but not yet expanded, sets of states,
indexed by the total cost of reaching them. The search
also maintains a closed-list to keep track of previously ex-
panded states, and the cost to reach them. Whenever an
expansion occurs the resulting BDD, representing the ex-
panded states, is checked for intersection with the BDD
representing the goal states. If the resulting BDD is non-
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empty it switches to plan reconstruction (Torralba 2015).

In symbolic search, unlike explicit search, the predecessor
states are not stored as the search is expanding, as due to
the nature of working on entire sets of states, the specific
predecessor state for a state is not known. Instead the
search relies on the information stored in the closed-list,
where previously expanded states are stored with their
reachability cost, to reconstruct plans. To do so it per-
forms an explicit regressive search from the intersected
goal state(s) to the initial state, using this closed-list as a
perfect heuristic (Torralba [2015).

The search can also be performed backwards instead of
forwards, starting the search from the set {s € Sy, | s £ G}
of all goal states, expanding using the pre-image opera-
tion and checking for intersection with the initial state to
know when plans can be reconstructed. The two can also
be combined to form a bidirectional search, performing
both a forward and backwards search, switching between
advancing either, and checking for intersection with the
other searches expanded states. In this case a found plan
is not necessarily optimal and extra care has to be taken to
continue the search until it has been proven optimal (Tor-
ralba, Edelkamp, and Kissmann 2013).

2.3 Symbolic top-k Search

The symbolic search algorithm was later modified to solve
the top-k planning problem by changing the following
three aspects of the algorithm (Speck, Mattmdiller, and
Nebel 2020):

1. Whenever a goal state had been found, all possible
plans would be reconstructed, as they would all be
guaranteed, by order of expansion, to be optimal
plans, only stopping if k plans were found.

2. Newly expanded states are not filtered using the
closed-list as to prevent loss of sub-optimal plans.

3. The algorithm only terminates if either k plans were
found or the entire state space has been searched i.e.
all states are part of the closed-list, and thus no more
expansion steps can be performed.

For loopless top-k the plan reconstruction additionally
keeps track of visited states along a path during recon-
struction, and does not reconsider those states as possible
predecessor states (Tschammer, Mattmdtiller, and Speck
2022).

pick-up(p) drop(d)

drop(d) move(m)  pick-up(p)
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Figure 1: Visualization of planning task for the GRIPPER domain (Speck,
Mattmiiller, and Nebel [2020)
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Figure 2: Example of the run shown on(Speck, Mattmiiller, and
Nebel 2020)

shows an example of a task being performed in
the gripper domain (Speck, Mattmdiller, and Nebel 2020).
The variables of the domain are V = {arm, ball}. The do-
main of the arm variable is D, = {free, holding}, while
the ball variables domain is Dy, = {left,right}. The pos-
sible operators, O, are to pick-up (p) the ball, to move (m)
the arm and to drop (d) the ball. The initial state is Z, such
that Z(arm) = free and Z(ball) = left. And the goal con-
dition is G, such that G(arm) = free and G (ball) = right.

[Figure 2]visualizes how symbolic search expands its fron-
tier during search. At the initial state Sp we have the states
So = {so}, the first action is to pick up the ball which
leads to S = {s1 } now two actions are available either we
can drop the ball leading back to the initial state sy or we
can move the arm leading to state sy, thus Sp = {sg,s2}
from this set of states two actions are available sy can pick
up the ball leading to s1, and s, can drop the ball, leading
to state s3 going to S3 = {s1,s3}. At this point we have
reached a set of states where the goal state is included,
this allows for plan reconstruction to be performed, lead-
ing to the red sequence of actions (p,m,d). After the
reconstruction has been performed, the search continues
until it reaches S5, where another goal state intersection
is found, and the two possible plans (p,m,d, p,d) and
(p,d, p, m,d) are reconstructed.
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3 Problem definitions

As mentioned in this work is a continuation of
the work presented in Leemet et al. (2026), with the goal
of finding meaningfully different top-k plans. To achieve
this, they presented the problem Tor-K NoN OPERATOR-
Grour DOMINATED, and implemented an iterative solver
for finding solutions to this problem.

Since that approach worked with plans, it was exclusively
concerned with the ordering of plans in relation to each
other, and introduced the idea of providing a pre-order
over plans, as a way to specify redundancy.

For symbolic search, it will be easier if we are able to
compare different sequences of operators to reach an ar-
bitrary set of states, instead of only valid plans, as such,
we will describe the problem using a more complex type
of cost, Partially Ordered Costs (PACs), denoted gener-
ally as €, associated with each operator by a new PAC-
function € : O — €, mapping operators to PACs, just as
a normal cost function maps operators to natural num-
bers.

The idea of generalizing cost has been explored in
Edelkamp, Jabbar, and Lluch-Lafuente (2005), and inspi-
ration has been taken from there, but as they required the
order to be total over costs, their results do not apply.

Any type that fulfills the following requirements can be
used as a PAC:

The elements of € must be ordered by a partial order, <,
which must follow the properties, Va,b,c € €:

® Reflexivity: a < a
e Transitivity: a < bAb<c—a=c
* Antisymmetry: a <bAb<a—a=Db

For convenience we denote strictly dominates, <, as a < b
iff a < banda # b, and does not dominate, £, as a A b
iff =(a < b), and the combination thereof, X, as a 4 b iff
—(a < b). When the relevant PAC is clear from context,
for brevity we might say that a path 7r dominates another
path 7/, iff C(rr) < C(n’), and in the context of a given
planning task IT and PAC-function C, we say that a plan
7t is strictly-non-dominated if it is not strictly dominated
by any plan, i.e. 7 is strictly-non-dominated iff 7’ € Pry\
{n}.C(n") < C(n).

The relation between costs with respect to the addition
operator, +, must be associative, meaning i.e. Va,b,c €
€. (a+b)+c=a+(b+o).

The cost must be isotonic over arithmetic addition, mean-
ing that if any two operators 4, b are related a < b implies
a+c=<b+candc+a=<c+b

We require that the cost has a two-sided identity element,
1l,ie.Vaec €.a+ L =a= 1 +a and that this element
is the smallest element of € with respect to <, ie. Va €
€. L =<a

Just like for a cost function we can can also apply a PAC-
function over an entire sequence 7w = (0g,01,...,0,) Of
operators to aggregate the total PAC, C(7r) = 11" ;C(0;).

Definition 2 (MintiMum NoN DomINATED). For a plan-
ning task IT and a PAC-function C, find a set P C Pry of
plans, such that:

1. V€ P. #n' € P\{r}. C(7') < C(m)
2. ' € P\P — 3 € P.C(m) X C(7')

3.1 Tor-K NoN OPERATOR-GROUP DOMINATED

With a set G of operator groups let an operator mapping
function f : O — G be a mapping from operators O to
operator groups in G, and for any sequence of operators

7w, let f(rr) = (f(o) | 0 € 7).

We say that f respects cost, iff Vo € O. Vo' € O. f(0) =
f(o') — C(o) = C(0'). Meaning that all operators
mapped to the same group have equal cost with respect
to the original cost function.

For an operator mapping function f, we define a new
PAC-function, C¢ : O — (G — N), mapping operators
to a counting-function, which is a function that, for each
operator group, returns a count. Effectively counting the
operator groups that appeared along a path.

That is C¢(0) = vg(,), where

1, I =
Ug(g,)_{ g =g

0, otherwise

We will define + and =< for counting-functions and specify
the identity element, to ensure that a counting-function
fulfills the requirements of a PAC defined earlier.
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The sum of two of these counting-functions is defined as,
v+ v = v”, where the resulting function, v, essentially
sums of counts for v and v’ component wise, v”(g) =
v(g) +'(g)-

We say that v < 0’ iff Vg € G. v(g) < v/'(g).

For the identity we define L¢,(g) = 0 for any g.

Note how this fulfills the two-sided identity require-
ment, as for an arbitrary v € (G — IN), it holds that
Vg € G. (L¢, +0)(g) = 0+0(g) = 0(g) =v(g) +0 =
(v+ Le,)(g)- 1t also trivially fulfills the requirement of
being the smallest element with respect to <, as v(g) € N
implies 0 < v(g).

Definition 3 (Tor-K NoN OPERATOR-GROUP DOMINATED).
For a planning task IT, a cost function C, where C(0) > 0
for all operators, and a natural number k and an operator
grouping function f, which respects cost, find a set P C
P* of plans, such that P* is a solution to the MINIMUM
NoN DOMINATED problem for IT and C iz and:

1. YV € P. #n’ € PX\P. C(n') < C(m)

2. |P| = kif |P*| > k and |P| = |P*| otherwise
A

That is, find k cheapest plans, according to the original
cost C, of the MiNntmuM NoN DOMINATED plans according
toC f-

For a Tor-K NoN OPERATOR-GROUP DOMINATED algo-
rithm we define the properties of soundness and com-
pleteness:

1. An algorithm is said to be sound for Tor-K Non
OrERATOR-GROUP DOMINATED if it only reports valid

plans which satisfies the first property of
Eon3.

2. An algorithm is said to be complete for Tor-K Non
OPERATOR-GROUP DOMINATED, if the algorithm ter-
minates, and at the time of termination it satisfies

the second property of [Definition 3|

4 Solution

4.1 Forward search

The implementatiorE] is built on top of the already exist-
ing framework in Speck, Mattmiiller, and Nebel (2020),
modified to work with the cost defined from

Algorithm 1 Forward top-k non group operator domi-
nated symbolic search

1: function ForwarDSEARCH((V,Z, O, G), f, k)
2: pareto := @

x open:={(L, {I})}

4 goals:={s €Sy |sEG}

5: closed := @
6
7
8
9

plans :== @

while open # @ and |plans| < k do
8, frontier := open.PopCheapest()
if pareto < {¢} then

10: continue

11: end if

12: for cost, states € closed do

13: if cost =< ¢ then

14: frontier :== frontier\states
15: end if

16: end for

17: closed.add (g, frontier)

18: if frontier N goals # @ then

19: plans.insert(

Reconstruct( frontier N goals, closed, §)

)

20: pareto.insert($)

21: continue

22: end if

23 foro € O do

24; open.add((Cs(o) + ¢, image(frontier,0)))
25: end for

26: end while

27: return plans

28: end function

Our proposed algorithm for solving the Tor-K Non
OPERATOR-GROUP DOMINATED problem, is,
as mentioned, a modification of SYMK, which is itself a
modification of symbolic Dijkstra search. The algorithm
maintains some state, namely:

1Code: https://github.com/thomaskettunen/symk-groupings
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1. open-list, a list of tuples (called nodes) consisting of
a set of states, represented by a BDD, and the PAC
to reach those states from Z, that have yet to be ex-
plored.

2. closed-list, a similar list for explored nodes.
3. Pareto-front, a list of PACs of reported plans.

Additionally it stores a constant BDD, representing the
set of all goal states.

The search iterates as long as it has not found enough
plans and there are still nodes left to be explored in the
open-list. It first extracts the cheapest, according to cost,
node from the open-list. Note that the this cost is not
depicted in the pseudo-code, as it is not used for any-
thing other than this selection, but that in the context of a
planning task and a cost function that respects cost, PAC
implies a unique cost.

The extracted set of states are stored in the variable fron-
tier, and the associated PAC is stored in the variable §. At
this point, we say that the algorithm considers those states
with PAC ¢, and the associated path(s) to reach them from
7.

Then ¢ is compared to the pareto-front; if pareto < {4},
the algorithm continues to the next iteration, skipping this
node.

Then it iterates over every node in the closed-list, remov-
ing any states from the frontier which have previously
been considered with a PAC that dominates §.

The remaining states are stored in the closed-list with the
associated PAC.

Then the frontier is checked for intersection with the
goals, if the intersection is non-empty a plan has been
found with a cost of §, and so a plan of cost ¢ is re-
constructed. The node is then not expanded, as addi-
tion of PACs is isotonic with respect to <, meaning any
nodes generated by expanding this node would have a
PAC dominated by the PAC of this plan, and therefore
should not be reported.

Plan reconstruction is performed, like the loopless top-
k plan reconstruction described in by doing a
regressive search starting from the goal states in the in-
tersection, using the states in the closed-list as a heuristic,
and keeping track of previously visited states to avoid

loops. However, once the initial state has been reached
and the first plan has been reconstructed, the reconstruc-
tion stops immediately, as any further plans would be
dominated by the first found plan. This ensures that ev-
ery time Reconstruct is called, exactly one plan, with the
passed cost, will be reconstructed.

Lastly, in the case that no plan was found, the node is
expanded, generating a new node in the open-list for each
0in O, with the PAC being Cf(0) + ¢, and the states being
the image of the frontier under o.

For additions to both the closed-list and open-list, add is
used to signify that if a PAC is already found in the given
list, the resulting states will be added to the already ex-
isting set of states, merging the BDDs, and maintaining a
single entry in the list for a given PAC.

Lemma 1. never produces plans which are

dominated by a previously found plan.

Proof. The pareto-front contains only the PAC of plans
reconstructed, and contains the PAC of all plans recon-
structed. The plans are reconstructed with the PAC of
reaching the currently selected frontier. The plans are re-
constructed later in the loop than the check that skips any
frontier reached with a PAC dominated by the pareto-
front. As any frontier with a cost dominated by the
pareto-front is skipped before plan reconstruction, no
plan with such a cost will be reconstructed. O

Lemma 2. |Algorithm 1| considers paths in the order of

cost. That is, if the algorithm is going to consider two
paths 7t and 77’ to some states s and s’ respectively, where
C(m) < C(r'), it will always consider 7 before 7'

Proof. Assume, for the sake of contradiction, that 77 and
7’ are two such plans, and that the algorithm considers
v’ before 7.

As both 77’ and 7t are paths from Z which will eventually
be considered, at the point the algorithm pops the cheap-
est node to consider 7/, some prefix Tlprefix Of 7T must be
in the open-list.

Let 7g, ¢fix be the rest of 7, such that 7y, fix sy fix = 71
By associativity of + over PACs we have that Cf(7tpefix) +

Cr(Tsuffin) = Cr (7).
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As the problem is only defined for tasks with non-zero
positive cost and addition over non-zero natural numbers
is isotonic with respect to <, we have that C(7T,efix) +
C(nsuffix) = C(7r) implies C(nprefix) < C(m) < C(r').

However, by definition, PopCheapest extracted the cheap-
est node in the open-list when it extracted the node cor-
responding to 7, implying C(7") < C(7Tppfix), leading
to the contradiction. O

Lemma 3. For planning tasks with no zero cost operators,
considers paths in order of PAC. That is, if
the algorithm is going to consider two paths 7 and 7’ to
some states s and s’ respectively, where C¢(7r) < Cr(7'),
it will always consider 7 before 7.

Proof. By the fact that f is required to preserve cost, we
have that C(r) < C(7') implies Cf(n') A Cf(m), and
because there are no zero-cost operators, we have that
C(rr) < C(r') implies C¢(7t') A Cs (7).

Then in combination with[Cemma 2|we have that all plans
are considered in order of PAC as well. So if we have
paths 77 and 7" such that Cs(7) < C¢(7'), 7 will be con-

sidered first. O
Lemma 4. will never produce two plans,

whose PAC is related by <.

Proof. For any two plans whose PACs are related by =,
7t and 7/, we have by the antisymmetry of <, that either
Ce(mm) < Ce('), Cp(') < Cp(m), or Cy(7r) = Cp(7T').

By|[Cemma 3|we have that for two paths whose PAC is re-
lated by =, 7, 7/, such that Cr(m) < Ce(r'), Zlgorithm 1
will consider 7t before 7/, and by |[Lemma 1| we have that,
because C¢(r) = C(r'), it will skip 7’ if it reaches the
point of considering it later. The same argument applies
in that case that C¢(7") < Cf(7), simply swap the sym-
bols.

If Cs(7r) = C¢(7t'), either one of them will be considered
first, or they will be considered together. If one is con-
sidered first, the same argument as above holds. If they
are considered together, only one of them will be picked
during plan reconstruction, as plan reconstruction only
reconstructs a single plan, only one of them will be re-
constructed.

Therefore will never produce two plans
whose PAC are related by <. O

Lemma 5. If does not find k plans, it has

considered every path that could lead to a strictly-non-
dominated plan which is not dominated by any reported
plan.

Proof. By the fact that f is required to preserve cost and
we are working with positive non-zero cost actions, we
have that C(7r) < C(7') implies C¢(7') £ Cs (7).

Let Pyyt be the set of plans reported by the algorithm.
Assume, for the sake of contradiction, that the algorithm
exits with |Poyt| < k, but there exists some plan 71, such
that V7' € Pour. C(1') £ C (7).

As the algorithm exits with |Py,¢| < k, the open-list must
be empty.

Let 7Tyefix be the longest prefix of 7 which appeared in
the open-list during execution, and consider the iteration

where this prefix was considered. Let 7ty sy be the rest
of 71, such that 7tyefix sy ffix = 7T

Case 1, C¢(7Tprefix) is dominated by C(7') of some plan
7’ in the pareto-front.

By the the fact that L¢, is the smallest PAC, we have that
Loy 2 Cr(Touprin)-

Then, by isotonicity of + over PACs with respect to <, we
get that L. =< Cr(7uffix) implies Cr(7prefix) + Lo, =
Cf(nprefix) + Cf(nsuffix)

By the fact that L¢, is a right side identity we then
get Cr(Tprefix) + Le, = Cr(Tprefir), and associativity
of + over PACs and the definitions of Cf(npmf,-x) and
Cf(nsuffix)/ we have that Cf(nprefix) +Cf(7rsuffix) =
Cf(n)' So Cf(nprefix) + J—Cf = Cf(nprefix) + Cf(nsuffix)
implies Cr(7tprefix) = Cr(7)

By transitivity of < we have then that C f(n’) =<
Cs(Tprefix) = Cr(7), which contradicts the assumption
that C¢(7r) is not dominated by the PAC of any reported
plan.

Case 2, The state s resulting from applying 7pfi, in
T is reachable with some other path 7 where

prefix’
Cf(n;wfix) = Cf(nprefix)- In this case, 77’ = n;’mfixnsuffix
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would also be a plan, and by associativity of + over PACs
we have that C¢(r') = Cf(n;mﬁx) + Cr(Tauffix)-

Case 2.1, Cf(n;wﬁx) = Cp(Ttprefir) implies Ce(rt') <
Cs(m), which breaks the assumption than 7 is strictly-

non-dominated.

Case 2.2, Cf(rr;mfix) = Cf(Tprefix), sinCe Tprerin Was
in the open-list, some strict prefix 7prefix,,. ., Of Tprefix
must have been expanded before this. C f(ﬂpmfixm ﬂx) =<
Cf(nprefix) implies Cf(nprefixp,ff,'x) = Cf(n;n’gfix)/ so by

emma 3| 7Ty fix,, . Must have been considered before

T prefix- This in turn suggests 77, f;, was in the open-list
/

prefix
has a single entry per PAC (merging their BDDs), 7T, fix

and ﬂ;m, fix will be considered together, contradicting that

n;ﬂ ofix is already in the closed-list when 77, iy is consid-

when 7 was considered, but as the open-list only

ered.

Case 3, The state resulting from applying 7T,y in Z in-
tersects the set of goal states, and as a result a plan, 77/,
where Cs(7") = C(Tprefir), is constructed.

Case 3.1, 7/ = , this contradicts the assumption that 7
was not reported.

Case 3.2, 7’ # m, then Cf(n’) = C¢(), since:

By definition of L¢,, L¢, = Cr(Tsuffix)

By isotonicity of + with respect to <, L¢, X C (Tsuffix)
implies Cf(ﬂ:prefix) + J—Cf = Cf(ﬂprefix) + Cf(nsuffix)
Which by Cf(ﬂ.’l) = Cf(nprefix) = Cf(ﬂprefix) + J_Cf im-
plies Cf(nprefix) = Cf(nprefix) + Cf(n:suffix)-

Which by Cr(7tprefix) + Cr(Taupfix) = Cr(rr) implies
Cf(T[’) = Cf(?'()

As 7' is reported here, this contradicts the assumption
that C¢(7r) is not covered by the PAC of any reported plan.

Case 4, If none of the above cases apply, will

reach the expansion of the frontier at the end of the loop.
As 1 is a plan, and 7T # Tlprefix (case 3.1), there must be
some operator o, which is the next operator after 77, ¢, in
1. When expanding the frontier, the resulting PAC state
pair of applying this operator will then be inserted into
the open-list. This contradicts the assumption the TCprefix
is the longest prefix of 77 to be present in the open-list
during execution. O

4.2 Soundness and Completeness

Theorem 1. is sound for Tor-K Non

OPERATOR-GROUP DOMINATED planning.

Proof: Let P* be a solution to the corresponding MINI-
MUM NON DOMINATED problem.

If k > |P¥|, solves the specific instance of
that is, the plans reported is exactly P*.

We see this by [Lemma 3| [Lemma 4} and |Lemma 5|

Note then how, as k only affects the stopping condition

of [Algorithm 1} if k < |P*|, the k plans reported are the

same as if first k plans that would have been reported if
k> |P*|.

Hence we can conclude that all plans reported will be in
P*.

We also know from [Lemma 2| that plans are added to the

solution in order of cost, so therefore the first k plans re-
ported will be k cheapest plans, satisfying the first condi-
tion of [Definition 3| a

Theorem 2. is complete for Tor-K NonN

OPERATOR-GROUP DOMINATED planning.

Proof: If k > |P*|, then by [Theorem 1| and [Lemma 5] it
will report all of P*. Otherwise, when k < |P*|, by the
fact that only one plan is reported per iteration and that
the loop stops as soon as k plans are found, it will report
exactly k of those plans. O

4.3 Backward search

The search direction can also easily be reversed. By swap-
ping image for pre-image when expanding, initializing
the open-list to satisfy the goal condition, and changing
the goal to such that it must satisfy what previously was
the initial state.

As we have not required that + is commutative over the
costs, it is also necessary to swap the Cs(0), ¢ at line

when performing backward search.

5 Experiments

5.1 Experimental Setup

As mentioned in we compare our imple-
mentation of with the FI based solver, FI-
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grouped, presented in Leemet et al. (2026). The origi-
nal FI approach for top-k planning, works by maintain-
ing a counter-variable for each action taken in the previ-
ously found plans, and adding additional zero-cost "goal
achieving operators", which are required to be taken be-
fore the goal condition can be satisfied, and whose pre-
condition requires that those counters do not correspond
to a previously found plan (Katz, Sohrabi, Udrea, and
Winterer 2018), or a super-set thereof, in the case of un-
ordered top-quality planning (Katz and Sohrabi 2022).
These counter-variables were changed in Forbidlterative
Grouped (FI-grouped) to correspond to operator groups,
instead of individual operators, to solve the Tor-K Non
OPERATOR-GROUP DOMINATED problem.

The algorithm allows for use of any grouping function
which adheres to the previously stated rules of
[lon371. As the domains are expressed in PDDL, where
operators are defined as parametrized actions, we opted
to use a generic grouping function, which abstracts away
the parameters by grouping on the action names. As
an example one could imagine a delivery domain where
there are the following operators: {drive x y, pick-up x,
put-down x}, x and y correspond to positions. Group-
ing on the action would give the groups: {drive, pick-up,
put-down}, we refer to grouping on the action as pre-
fix(1). Grouping on just the action often causes few op-
erator groups to form, as such further experiments were
done with a grouping function based on the action name
as well as the first parameter, this grouping function is
referred to as prefix(2), which for the same example as
above would group all drive actions with different y pa-
rameters, otherwise, the rest of the groups corresponds
one-to-one with the original actions. Prefix(2) is just an
arbitrary grouping choice meant to give more context for
the results. In a practical setting where some user knows
what they are interested in and are working with some
specific chosen domain, we expect them to create their
own groupings not bound by the restrictions of prefix
sizes.

The choice of these grouping functions, as well as the na-
ture of the problem itself, informed our choice of bench-
marking problems.

The Strips International Planning Competition (IPC)
planning tasksﬂ is partitioned into two categories, de-

2Benchmarks: https://github.com/aibasel/downward-benchmarks

10

pending on the difficulty of the task; Optimal planning
tasks and satisficing planning tasks. Optimal planning
tasks are simpler domains, where the goal of the plan-
ners is to find an optimal solution to the task, whereas
satisficing tasks are more complex problems where the
goal of finding any solution at all is already difficult. As
our problem is harder than finding a single optimal so-
lution, we limited the experiments to the optimal tasks
only. Similar benchmark sets have been used in previous
work (Katz and Sohrabi 2022} Leemet et al. 2026)

Additionally, we do not consider domains with zero-cost
operators, as, per [Definition 3} and the implementation of
the grouping FI planner, operator cost must be non-zero.
Similarly domains with variable cost per action were re-
moved, as all operators for such an action will be grouped
together by prefix(1), they should have the same cost, as
the grouping function has to respect cost, according to

10

So the experiments consider only the optimal domains,
with no zero-cost actions and no variable-cost actions
from the Strips IPC planning tasks. There were 1486 prob-
lems for prefix(1) and 1438 for prefix(2) spread over 51
domains. The gap in problems between prefix(1) and pre-
fix(2) is a result of omitting problems which were stopped
as a result of logging too much, mostly the entirety of the
movie domain. These problems have been removed for all
searches to maintain a fair comparison.

The experiments were run on an AMD Opteron 6376
on the dhabi node of the DEIS Model Checking Cluster
(DEIS—MCCEI Every problem was run with a time limit
of 60 minutes, and a memory limit of 2048mb.

5.2 Experimental results

To compare the performance of the algorithms as k varies,
the experiments were run with a large k of 10000 and
then plotted on [Figure 3| and [Figure 4] as having solved
the problem for a particular k, if that run had found at-
least k plans or proven that no more plans exist within the
time limit. This allows for comparison of the algorithms
for different values of k, and we see a clear difference
between the behavior of FI-grouped and the symbolic
searches as k increases. While the coverage decreases as
k increases in all cases, both [Figure 3| and [Figure 4| show
a much steeper decline for Fl-grouped, than any of the

3DEIS-MCC: https://github. com/DEIS-Tools/DEIS-MCC!
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Figure 3: Coverage as k varies from 1 to 10000,
using grouping function prefix(1) (1468 total problems)

symbolic searches. This is especially noticeable for k = 1.
This is not surprising, as FI-grouped is able to just run an
optimal search, with practically no additional overhead,
when k = 1, and for both prefix(1) and prefix(2), it vastly
outperforms the symbolic approach in this case. How-
ever this is not especially relevant, as for the case of k = 1
the problem completely regresses to an optimal planning
problem anyway. For the more interesting cases where
k > 1, and the problem actually differs from the opti-
mal problem, we see a split in the problems. Looking at
we see that at k = 2, all approaches perform
very similar, with a slight advantage in favor of the for-
ward symbolic search, and already at k = 3 FI-grouped
is getting outperformed by both symbolic searches. As k
continues to increase this gap continues to grow larger,
until all searches stagnate by about k = 100.

However, shows a very different situation. Un-
surprisingly Fl-grouped performs identically for k = 1,
as it is running the same exact optimal search in this case,
however both the symbolic searches already performs a
lot worse at k = 1.

As a symbolic search in some sense performs a search
over the graph of possible PACs, the diminishing per-
formance could possibly be attributed to the increase in
number of groups the search has to keep track of for a
given problem when grouping by prefix(2) compared to
prefix(1).

Consider as an example, the case where the operators of

11
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Figure 4: Coverage as k varies from 1 to 10000,
using grouping function prefix(2) (1435 problems)

a problem are partitioned into just four groups; At ev-
ery iteration of the search, the image operation can only
produce four unique PACs during the expansion, one for
each group. As such only four nodes will be inserted
into the open-list, with four BDDs, representing all states
reachable in one operator from the states expanded. If
there instead were 100 groups, expansion would produce
up to 100 new nodes in the open-list, with 100 different
BDDs, still only representing the set of states reachable in
one operator from the states expanded. This fragmenta-
tion directly diminishes the primary benefit of a symbolic
search, the idea that we are able to explore a large number
of states in parallel.

We know by definition that the number of groups in a
problem when grouping by prefix(2) is larger or equal to
the number of groups when grouping by prefix(1), but
how much larger depends on the size of the domain of
the variable passed as the first argument to each action,
and can therefore vary a lot between domains. We see
in that there is a drastic increase in the amount
of groups per problem as we move from prefix(1l) to pre-
fix(2), and we see clearly in [Figure €] that, while coverage
for all searches diminishes as number of groups increase,
the symbolic searches are only outperforming FI-grouped
for lower numbers of groups.

This disparity in performance as the number of groups
increases, seems to explain the difference in performance
for both of the symbolic search approaches between the
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Figure 5: Number of problems by number of groups in the problem

prefix(1) grouping and prefix(2) grouping.

Looking back at [Figure 3| and |[Figure 4} even past k =
1 we see the coverage for both symk-g-fw and symk-g-
bw vary much less than for Fl-grouped as k increases.
This is consistent across both prefix(1) and prefix(2), but
more pronounced for the prefix(2) problems, where the
FI-grouped coverage decreases much less sharply.

This makes sense when considering the structure of the
two planners. When FI-grouped reports a new plan, it
stops the search, reformulates the task to forbid plans that
are dominated by this plan, and starts a new search with
this task. As mentioned in the primary mo-
tivation for exploring another approach, is the idea that
starting the search over will lead to useful information be-
ing lost, and therefore having to be rediscovered for each
new search. The only information encoded into the re-
formulated task, is count of appearances of each group
in previously found plans, as operators only usable when
the original goal condition has been met. So if a search
space has a branch that cannot lead to a non-dominated
plan, FI-grouped might explore this branch, and others
like it every iteration, as it does not retain the information
that this branch has been explored in some previous iter-
ations. A symbolic search would only explore this branch
once, permanently pruning it when it becomes clear that
it cannot lead to a non-dominated plan or any plan not
dominated by a previously found plan. However, this
comes at the cost of a more complex search, that has to
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Figure 6: Coverage percentage by number of groups in the problem

track each non-dominated PAC to reach every state.

This is consistent with what we see regarding the way
coverage changes with respect to k, for the searches. FI-
grouped is repeating the same work more times as k in-
creases, leading to k having a bigger impact on cover-
age, whereas symk-g-fw and symk-g-bw have a heavier
up front cost, making them worse when k is small, but as
they are able to retain that information when searching
for future plans, the performance is impacted less when
k increases.

This trade-off can also help explain what is shown on[Fig]
fire 7, where FI-grouped finds more plans in the first few
seconds, before it is overtaken at around 200 seconds by
sym-g-bw, and later by sym-g-fw at around 1600 seconds.
The symbolic search approaches probably have a slower
start due to the more complex search, but as their search
expands and they are able to prune more branches, they
can find the next plans faster. However, as noted earlier,
when there are too many groups, the overhead for the
symbolic search is too large and it struggles, as seen on
|

The structure of the reformulated tasks in FI-grouped also
places the dominance checks at the end of any plans.
While heuristics might allow this to impact earlier points
in the search, there is a possibility that this results in FI-
grouped often finding completely valid plans, according
to the original task, only to at the end discover that it is
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Figure 8: Number of plans found over time with a time limit of 1 hour

for prefix(1) for prefix(2)
prefix(1) OUT OF TIME | OUT OF MEM | FOUND ALL prefix(2) OUT OF TIME | OUT OF MEM | FOUND ALL
Fl-grouped 1147 18 304 Fl-grouped 1213 0 222
symk-g-bw 496 587 386 symk-g-bw 854 408 173
symk-g-fw 533 544 392 symk-g-fw 982 275 178

Table 1: Sum of exit codes for prefix(1) (k = 10000)

dominated by some previously found plan. This is an-
other instance of FI-grouped not considering known in-
formation during most of the search, as a similar situation
would be pruned as soon as the PAC of the path became
dominated with the symbolic approach, as it is aware of
dominance at all stages of the search. As well as possibly
affecting the speed of finding plans, this appears to have
a big impact in the case where there are fewer than k pos-
sible plans, which was identified as an issue in Leemet
et al. (2026). Looking at [Figure 9| and |[Figure 10, we see,
for each point in time, the number of problems where the
last plan has been found, and the number of problems
where it has been shown that that was the last plan. For
both symk-g-fw and symk-g-bw, the latter closely follows
the former, which could suggest that by the time the sym-
bolic approach discovers the last plan, most of the search
space has already been pruned, or is easily prune-able,
so not much further searching is required to exhaust the
search space after. FI-grouped however, shows a much
wider spread, as after the last plan has been found, it re-
formulates the task and starts an entirely new, optimal
search which, as noted earlier, has to exhaust the entire

13

Table 2: Sum of exit codes for prefix(2) (k = 10000)

search space, possibly trying multiple previously found
plans only to be stopped by the dominance check right at
the end of the plan.

As a result of FI-grouped not tracking all the PACs and
just running one optimal planner at a time, we see in
ple 1 and that it rarely struggles with the mem-
ory limit, instead hitting the time limit almost exclusively.
The same cannot be said for the symbolic searches, where
both the memory limit and the time limit was hit for mul-
tiple runs. For the symbolic searches there is an about
even split between out of time and out of memory prob-
lems for prefix(1). For prefix(2) however, the split changes
from even to a larger portion of the problems running out
of time. This change could be a result of the fact that as
the amount of groups have increased the closed-list will
be partitioned into smaller BDDs, leading to more dom-
inance checks each iteration, or more BDD merges when
inserting into the open-list, as there are more routes in the
search graph leading to the same PAC.

The coverage per domain can found in and
While they dhow the same general trend, we
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Figure 9: Problems solved over time split into when the last plan was
found against exhausting the search space prefix(1), k = 5

do see that it varies per domain. As an example, for pre-
fix(1), we see that for 25 of the 51 domains, symk-g-fw is
strictly preferable to FI-grouped and in 14 domains they
perform equally well, however there are still 11 domains
where FI-grouped is preferable to symk-g-fw. One exam-
ple is airport, where many of the problems have hundreds
of groups, even when grouping with prefix(1). Which as
indicated earlier in would favor Fl-grouped. In
the last domain, freecell, FI-grouped performs better for
k = 5 but worse for k = 10000.

For prefix(2), the results are heavily favored toward FI-
grouped, with 36 of the domains strictly favoring FI-
grouped of symk-g-fw, and only 4 domains favoring
symk-g-fw over FI-grouped. In 10 of the remaining 11 do-
mains they perform equally, and again in the last domain,
this time blocks, FI-grouped performs better for k = 5 but
worse for k = 10000.

6 Conclusion

We have presented a new symbolic-search based algo-
rithm to solve the Tor-K NoN OPERATOR-GROUP Domi-
NATED problem, and proven its correctness and sound-
ness. We have implemented the algorithm, and exper-
imentally shown that this approach can outperform the
existing iterative approach for problem with fewer op-
erator groups. However, it was shown this approach is
heavily impacted by the amount of operator groups, and
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Figure 10: Problems solved over time split into when the last plan was
found against exhausting the search space prefix(2), k = 5

when the problem has a large amount of operator groups,
the previously existing iterative approach performs bet-
ter, possibly because the overhead of the symbolic search
becomes too large.
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Appendix

A Coverage prefix(1)

Table 3: Coverage per domain with prefix(1), for k = 5/10000

Domain (problems) Fl-grouped | symk-g-bw | symk-g-fw

airport (50) 19/18 14/14 11/11
barman-optl1-strips (20) 0/0 0/0 1/1
barman-opt14-strips (14) 0/0 0/0 0/0

blocks (35) 12/12 18/18 18/18
childsnack-opt14-strips (20) 5/5 0/0 2/2
depot (22) 2/2 2/2 4/4
driverlog (20) 4/4 5/5 8/7
floortile-optl1-strips (20) 4/0 4/2 4/3
floortile-opt14-strips (20) 2/0 2/0 2/0
freecell (80) 7/0 8/6 6/5
grid (5) 0/0 1/1 0/0

gripper (20) 19/19 20/20 20/20
hiking-opt14-strips (20) 4/1 8/7 10/6

logistics00 (28) 10/10 10/10 10/10
logistics98 (35) 2/2 2/2 2/2

miconic (150) 30/26 66/66 56/53

movie (30) 30/30 30/30 30/30
mprime (35) 3/3 8/8 9/9

mystery (30) 16/16 18/18 18/18

nomystery-optl1-strips (20) 6/6 11/11 11/11
openstacks-opt08-strips (30) 6/6 3/3 2/2
openstacks-optl1-strips (20) 2/2 0/0 0/0
openstacks-opt14-strips (20) 0/0 0/0 0/0
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openstacks-strips (30) 5/0 0/0 0/0
organic-synthesis-opt18-strips (7) 7/7 7/7 7/7
organic-synthesis-split-opt18-strips (17) 13/13 12/12 13/13
parcprinter-08-strips (27) 13/11 12/12 11/11
parcprinter-optl1-strips (17) 9/7 8/7 7/7
parking-opt11-strips (20) 0/0 0/0 0/0
parking-opt14-strips (20) 0/0 0/0 0/0
pathways (30) 4/4 4/4 4/4
petri-net-alignment-opt18-strips (20) 0/0 0/0 0/0
pipesworld-notankage (50) 11/11 8/8 15/15
pipesworld-tankage (50) 6/6 6/6 13/13
psr-small (50) 47/30 27/23 29/28
quantum-layout-opt23-strips (20) 2/2 4/4 3/3
rovers (40) 4/4 7/7 4/4
satellite (35) 4/4 8/8 5/5
scanalyzer-08-strips (29) 7/7 12/12 12/12
scanalyzer-opt11-strips (19) 3/3 9/9 9/9
snake-opt18-strips (20) 0/0 0/0 1/1
storage (30) 13/12 12/12 13/13
termes-opt18-strips (20) 0/0 1/0 1/0
tetris-opt14-strips (17) 3/2 2/2 5/3
tidybot-opt11-strips (20) 6/1 1/1 2/1
tidybot-opt14-strips (20) 1/0 0/0 0/0
tpp (30) 6/6 7/7 7/7
trucks-strips (27) 4/0 0/0 0/0
visitall-optl1-strips (20) 8/8 10/10 11/11
visitall-opt14-strips (20) 0/0 5/5 6/6
zenotravel (20) 5/4 7/7 8/7
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B Coverage prefix(2)

Table 4: Coverage per domain with prefix(2), for k = 5/10000

19

Domain (problems) Fl-grouped | symk-g-bw | symk-g-fw
airport (50) 20/18 11/11 11/11
barman-optl1-strips (20) 0/0 0/0 0/0
barman-opt14-strips (14) 0/0 0/0 0/0
blocks (35) 17/9 10/9 10/10
childsnack-opt14-strips (20) 0/0 0/0 0/0
depot (22) 2/2 2/1 2/1
driverlog (20) 9/1 1/0 1/1
floortile-opt11-strips (20) 2/0 0/0 0/0
floortile-opt14-strips (20) 0/0 0/0 0/0
freecell (80) 7/0 0/0 0/0
grid (5) 1/0 0/0 0/0
gripper (20) 20/20 3/3 3/3
hiking-opt14-strips (20) 3/0 1/1 1/0
logistics00 (28) 7/7 0/0 0/0
logistics98 (35) 2/0 0/0 0/0
miconic (150) 38/16 15/15 20/16
movie (0) 0/0 0/0 0/0
mprime (35) 12/1 5/3 7/1
mystery (30) 19/15 16/15 14/13
nomystery-optl1-strips (20) 5/5 8/8 8/8
openstacks-opt08-strips (29) 6/0 0/0 2/0
openstacks-opt11-strips (20) 2/0 0/0 0/0
openstacks-optl14-strips (20) 0/0 0/0 0/0
openstacks-strips (30) 5/0 0/0 0/0
organic-synthesis-opt18-strips (7) 7/7 7/7 7/7
organic-synthesis-split-opt18-strips (16) 12/10 10/10 10/10
parcprinter-08-strips (27) 21/15 9/9 8/8
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parcprinter-optl1-strips (17) 14/11 5/5 4/4
parking-opt11-strips (20) 1/0 0/0 0/0
parking-opt14-strips (20) 0/0 0/0 0/0

pathways (30) 4/4 2/2 2/2
petri-net-alignment-opt18-strips (20) 0/0 0/0 0/0
pipesworld-notankage (50) 10/10 8/8 9/9
pipesworld-tankage (50) 6/6 6/6 10/10
psr-small (50) 47/30 27/23 29/28
quantum-layout-opt23-strips (18) 8/0 0/0 0/0
rovers (40) 5/4 4/4 4/4
satellite (35) 5/4 4/4 4/4
scanalyzer-08-strips (29) 6/3 6/5 6/5
scanalyzer-optl1-strips (19) 2/1 3/2 3/2
snake-opt18-strips (20) 2/0 0/0 1/0
storage (30) 13/10 10/10 12/10
termes-opt18-strips (20) 0/0 0/0 0/0
tetris-optl14-strips (17) 4/0 1/0 2/0
tidybot-optl1-strips (20) 9/1 1/1 2/1
tidybot-opt14-strips (20) 1/0 0/0 0/0
tpp (30) 6/5 5/5 4/4
trucks-strips (28) 5/0 0/0 0/0
visitall-optl1-strips (19) 8/5 4/4 4/4
visitall-opt14-strips (20) 3/0 0/0 0/0
zenotravel (20) 8/2 3/2 4/2
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