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Abstract
Large language models are increasingly used as programming as-
sistants, giving students fast access to code generation, debugging
support, and explanations. However, this convenience raises con-
cerns about overreliance, passive engagement, and reduced oppor-
tunities for developing programming understanding. This thesis
investigates how students use AI coding assistants to solve pro-
gramming tasks and how interaction design can encourage more
learning-oriented use. I present PlugNLearn, an IDE-integrated AI
coding assistant designed to support active engagement through
learning-oriented soft friction. PlugNLearn was evaluated in an ex-
ploratory mixed-method within-subject lab study with 11 students.
Participants solved programming exercises using both PlugNLearn
and a baseline assistant. The findings show that students often used
AI assistance for fast progress and for seeking solutions, including
direct solution requests, copy-paste behaviour, and copy-test-repair
cycles. PlugNLearn was often perceived as more focused on un-
derstanding and preferred for educational situations. However, the
learning-oriented encouragement was sometimes bypassed, rushed
through, or repurposed when participants wanted quick answers.
The findings showed that students who seek learning-oriented
behaviours did so regardless of which tool they used, and that
awareness and encouragement do not necessarily translate into
behavioural changes. This thesis contributes an exploratory study
of students’ problem-solving behaviour with AI coding assistants,
the design and evaluation of PlugNLearn, and design implications
for learning-oriented AI coding assistants.
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1 INTRODUCTION
Since the public release of ChatGPT in 2022, Artificial Intelligence
(AI) has become a buzzword. With a constantly growing ecosystem
of Large Language Models (LLMs), OpenAI’s ChatGPT remains
the most widely used Generative AI system, with recent estimates
reporting over 700 million weekly users [6]. However, AI is not
only used for chatbots. We see purely AI generated content in
social media [1], advertisements [11], songs [26] and art [37]. News
papers are using AI-generated summaries [24], search engines auto
respond with AI-generated answers [15], and various applications
are implementing AI features [22, 30]. While some applications use
AI for supplementary features, other companies are built solely on
providing AI solutions [35]. Besides its many advantages, people
are raising concerns regarding its economic, environmental and
societal effects.

In this paper, I will focus on how the use of AI affects students.
Large-scale survey data show that AI tools such as ChatGPT

are now widely used by students in learning contexts [8, 12, 14,
17, 20, 27]. With this, concerns have been raised about how these
tools may impact students’ learning processes. Existing research
presents a mixed picture, where some studies suggest improved
short-term learning outcomes [10, 32, 33, 39, 44], others report
potential overreliance [32, 38, 41, 44] and metacognitive laziness
[13, 43].

Relating these concerns to learning theory, the ICAP framework
distinguishes between passive, active, constructive, and interactive
engagement, and predicts stronger learning when students move
beyond passive reception toward more active forms of engagement
[7]. Similarly, work on desirable difficulties suggests that some
forms of effort can support more durable learning, even if they feel
less efficient in the moment. However, more difficulty is not auto-
matically better; Bjork emphasises that if the learner does not have
the background knowledge or skills to respond to the difficulties
successfully, the difficulties become undesirable [3]. Cognitive load
theory supports this by suggesting that too much cognitive effort
during conventional problem-solving may not assist in schema
acquisition [36].

Within the field of software education, there has been recent
work developing educational coding assistants. Most of these tools,
such as Codehelp [23], CodeAid [18], 61A [42] and DBox [25], works
by not giving full solutions, but guidance.
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However, investigating how encouragement of learning-oriented
use, rather than enforcement, affects students’ problem-solving
behaviours - outside educational contexts - remains unexplored.

To address this, I developed PlugNLearn, an IDE-integrated AI
coding assistant designed to encourage more learning-oriented
behaviours while solving programming tasks. PlugNLearn is not
intended as an educational tutoring system, but as an alternative
form of AI coding assistance. It implements soft friction through
guided responses, reflection prompts, practice opportunities, code
editor shortcuts, inline explanations, and a preview of code changes,
to encourage more learning-oriented behaviour. The goal is not
to prevent students from using AI assistance, but to encourage
learning-oriented behaviours while doing so.

I conducted an exploratory mixed-method within-subject lab
study with 11 students to answer the following research questions:

RQ1: What problem-solving and help-seeking behaviours do
students exhibit when using AI coding assistants for programming
tasks?

RQ2:How do these behaviours differ between a general-purpose
conversational assistant and PlugNLearn, an assistant that encour-
ages more learning-oriented behaviours?

RQ3: How do students perceive and respond to PlugNLearn’s
learning-oriented soft friction in terms of usability, effort, intrinsic
motivation, and learning-oriented use?

This thesis contributes to the design and evaluation of PlugN-
Learn, an IDE-integrated AI coding assistant that explores how
learning-oriented soft friction can be embedded into everyday
programming assistance. Through an exploratory mixed-method
within-subject study with 11 students, the thesis contributes empir-
ical insights into students’ problem-solving behaviour with AI cod-
ing assistants. The main finding is that PlugNLearn made learning-
oriented interaction more visible and acceptable, and was often
perceived asmore focused on understanding than the baseline. How-
ever, its soft friction did not guarantee active engagement, as partic-
ipants sometimes bypassed, skimmed, or repurposed the learning-
oriented features when they wanted quick answers. This suggests
that soft friction can create opportunities formore learning-oriented
AI use, but cannot ensure deep engagement on its own.

2 RELATEDWORK
General-purpose assistants such as ChatGPT and Copilot can pro-
vide fast access to code generation, explanations, and debugging
support. However, when such tools make it easy to receive working
code with little effort, they may also reduce opportunities for inci-
dental learning that can occur during a more effortful programming
process.

Recent work has raised similar concerns. Work from the An-
thropic Fellows Program found that using AI to complete tasks that
require a new skill can potentially reduce skill formation, while par-
ticipants who asked conceptual questions or requested explanations
alongside generated code performed better on later quiz questions
than those who mainly used AI for code generation [34]. Another
study identified metacognitive struggles among students solving
programming tasks with GenAI tools, including a divide between
students who used GenAI to accelerate their work and students

where GenAI introduced additional metacognitive difficulties and
an illusion of competence [28].

2.1 GenAI, cognitive engagement, and learning
processes

Research on GenAI in education presents both opportunities and
concerns. A recurring concern is that GenAI may improve short-
term performance without necessarily supporting deeper learning
processes. One study compared learning support from ChatGPT,
human experts, writing analytics, and no additional tool. They
found differences in self-regulated learning processes and reported
that ChatGPT may promote dependence on technology and trig-
ger metacognitive laziness, even when motivation did not differ
significantly between groups [13]. Related work on AI-generated
feedback also shows that students do not automatically engage
deeply with AI support [43].

The importance of active engagement is also supported by broader
learning theory. The ICAP framework distinguishes passive, active,
constructive, and interactive forms of engagement based on ob-
servable behaviour, and predicts stronger learning outcomes when
students move beyond passive reception toward more constructive
and interactive engagement [7]. In relation to AI coding assistants,
receiving generated code or explanations may support task comple-
tion, but it may not involve the same cognitive activity as searching,
constructing, testing, and revising a solution.

Similarly, work on desirable difficulties argues that difficulties
can support durable learning, even when they feel less efficient in
the short term [3]. However, more difficulty is not automatically
better. Based on cognitive load theory, problem-solving can poten-
tially cause cognitive overload and interfere with learning [36], and
desired difficulties are only desirable if the user has the required
skills and resources to overcome them [3]. This emphasises that
an increase in cognitive effort does not necessarily correlate with
increased learning and requires mindful implementation.

2.2 LLM-based programming support for
students

.
Several systems have been designed to provide LLM-based pro-

gramming support without providing direct solutions. The 61A
Bot was developed for an introductory CS course and wraps stu-
dent code in prompts designed to support pedagogical goals while
avoiding direct solutions [42]. CodeHelp similarly explores LLM
assistance for programming students with guardrails. It provides
on-demand support without directly revealing solutions and was
deployed in a first-year computer and data science course over 12
weeks [23]. CodeAid is another tool that provides technically help-
ful responses without revealing direct code solutions; instead, it
uses conceptual answers, pseudocode and line-by-line explanations
[18].

Other recent work explores stronger scaffolding for specific
programming problem-solving. DBox supports algorithmic pro-
gramming through learner-LLM co-decomposition, where students
and the LLM collaboratively decompose problems into steps. In a
within-subjects study, DBox improved learning gains, cognitive en-
gagement, and critical thinking compared with a baseline [25]. For
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debugging problems, CodeHinter is designed to help novices fix se-
mantic errors while promoting active engagement in the debugging
process [21].

Ivie is a Visual Studio Code extension that provides assistance
through lightweight in-situ explanations of just-generated code in
the IDE editor [40].

These systems demonstrate a growing interest in LLM-based
programming assistants that guide rather than simply solve, using
various levels of guardrails and scaffolding.

2.3 Design friction and reflective interaction
In user experience design, friction is often treated as something to
remove because it can slow users down or create frustration. How-
ever, some researchers argue that deliberately introduced design
frictions can have positive effects, and introducing microboundaries
can disrupt mindless automatic interaction, prompting moments of
reflection and more mindful interaction [9].

However, friction also has trade-offs. One study on cognitive
forcing functions in AI-assisted decision-making found that inter-
ventions such as delaying AI recommendations or requiring users to
make an initial judgment could reduce overreliance. However, the
designs that reduced overreliance most strongly also received lower
subjective ratings [5]. This shows why learning-oriented friction
must be designed carefully. If the friction becomes too intrusive,
users may experience it as annoying or inefficient. If it is too weak,
users may simply bypass it.

2.4 Designing AI assistance for active
engagement and user agency

HCI research has also examined how AI assistance affects user
agency, control, effort, and reliance. A recurring concern is that
direct AI recommendations can be useful, but may also shift too
much of the reasoning process away from the user. In AI decision-
making, one study found two distinct user groups: one group that
welcomes working with ready-to-use AI recommendations, and one
group that rejects AI recommendations, as they want to remain as
involved in the decision-making as possible [29]. Another study on
automated and semi-automated copilots for feature-rich software
found that guided assistance supported user control, software util-
ity, and learnability, especially for exploratory and creative tasks,
while full automation saved time for simpler visual tasks [19]. This
suggests that maintaining user agency may be important, also when
working with AI assistants.

PlugNLearn tries to find a balance between leveraging the advan-
tages of AI-powered coding assistants, while encouraging learning-
oriented behaviours, and preserving both user experience, engage-
ment and agency. It is not intended to be an educational tool, but
rather an alternative to general-purpose AI coding assistants.

3 IMPLEMENTATION
To address the research questions, I developed two coding assistants:
PlugNlearn and a baseline tool. The baseline tool only consists of a
chat interface and is designed to mimic ChatGPT and other similar
general-purpose AI tools, while PlugNlearn consists of multiple
interaction interfaces and introduces soft friction, encouraging
learning-oriented use. Both tools are developed as Visual Studio

Code extensions and generate responses to users’ prompts using
the GPT-5.3 model from OpenAI.

3.1 PlugNlearn
3.1.1 System architecture. PlugNLearn is implemented as an IDE-
integrated AI coding assistant for Visual Studio Code (VS Code). The
system follows a client-server architecture consisting of a VS Code
extension and an Express backend, both written in TypeScript. The
extension is responsible for rendering all UI elements and displaying
users’ prompts and the responses from the model.

The backend is responsible for handling the generation and vali-
dation of responses, communicating with the Supabase database
for storage and the OpenAI API for response generation. It receives
requests from the extension through HTTP, verifies authenticated
users, constructs the appropriate request to the OpenAI API, vali-
dates the structure of generated responses, and stores chat messages
in Supabase. For authentication, the extension signs the user in with
Supabase and attaches the resulting access token to backend re-
quests as a bearer token. The backend verifies this token using the
Supabase Admin client before processing protected requests.

The backend runs on an Ubuntu server with Nginx configured
as a reverse proxy. The backend was deployed through a CI/CD
pipeline using GitHub Actions. This architecture separates the IDE
interaction layer from the response-generation logic.

3.1.2 Design goals. The design of PlugNlearn was motivated by
four design goals.

DG1: Encourage active engagement before providing solu-
tions The tool should not immediately reveal complete solutions,
but should first encourage the user to reflect. Encouraging self-
explanations and reflections.

DG2: Maintain user control and tool helpfulness While
encouraging learning-oriented behaviours, the user should still feel
in control, and the tool should provide a similar level of helpfulness
as other general-purpose tools.

DG3: Support active learning strategies and understanding
It should encourage elaborative interrogation by always helping
users understand why and how a solution or code suggestion works,
in addition to easy accessible "Explain more" and "Practice testing"
options.

DG4: Context-aware response Responses should be related to
the current code/file the user is working on.

DG5: Balanced cognitive load While the system increases
cognitive load by encouraging learning-oriented use, the system
should provide interaction strategies, such as direct manipulation,
to reduce cognitive load in other aspects.

3.1.3 Interaction design. The design goals were implemented through
two main interaction mechanisms: editor shortcuts and a sidebar
chat interface.

Editor shortcuts: Explain, Ask, and Fix. PlugNLearn provides three
editor shortcuts that appear when the user selects code: Explain,
Ask, and Fix, see figure 1. These shortcuts are designed to reduce the
need for manually copying code into a chat prompt and encourage
more specific help-seeking behaviours.

The Explain shortcut generates an explanation of the selected
code. This includes line-by-line explanations in the editor and
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Figure 1: Chat visible in the left sidebar, and shortcuts visible
as CodeLens in the editor when code is selected.

concept-level explanations in the chat interface. The purpose of this
shortcut is to support code comprehension by making explanations
available directly from the code the user is inspecting.

The Fix shortcut is used when the user wants help repairing or
improving selected code. Instead of only returning a replacement
snippet, PlugNLearn generates a structured fix response that ex-
plains the issue, proposes changes, and allows the user to preview
edits in the editor before applying them. This way, the users can
receive code fixes directly in the editor, similar to Copilot, but with
detailed explanations of changes, allowing the users to make an
informed decision whether or not they want to accept the sugges-
tion.

The Ask shortcut allows users to ask a question about selected
code. If the user provides an additional question, the selected code
and the question are sent together. If no additional questions are
provided, the selected code itself becomes the basis for the request.
This interaction supports more specific help-seeking than a general
chat prompt, because the assistant receives the relevant code con-
text automatically. In addition, if the answer to the user’s question
is a direct fix, it can propose a fix in the same structure as the Fix
shortcut.

Chat interface. The chat interface is displayed as a sidebar in-
side Visual Studio Code, see figure 1. It allows users to ask coding
questions in a format similar to general-purpose conversational
chatbots, while still having the code file open in the editor. This
design was intended to reduce context switching compared with
using an external browser-based chatbot.

Unlike general-purpose conventional chatbots like ChatGPT,
PlugNLearn’s chat responses are always structured into smaller
interaction steps. Depending on the user’s prompt, the chat can
display explanations, reflective prompts, hints, practice tasks, code
snippets, and action buttons such as Next Step, Explain More, Try
Practice, Hints or Show Solution. Rather than always returning a
complete answer immediately, responses are divided into smaller
steps that the user can reveal or interact with. This implements soft
friction: the tool encourages the user to pause, inspect, reflect, or
try before receiving or applying a complete solution, but it does not
completely block access to further help. This allows the assistant
to provide help progressively rather than always revealing a com-
plete answer immediately. The friction is considered "soft" because
the system encourages learning-oriented behaviour without fully

Figure 2: Preview changes view, explanation visible in chat.
The hover menu is visible when hovering over the current
code.

enforcing it. Users remain able to continue through the response,
request more direct help, or reveal code. This design choice reflects
the goal of balancing learning support with usability and autonomy.

For example, a response may first provide a short explanation
and a Think First prompt. The Think First prompt asks the user to
consider what the code should do, what requirement is relevant, or
what the next step might be. The user can then click Next Step to
continue, request Explain More, open a practice task, ask for a hint,
or reveal a solution. This structure was intended to make reflection
and active engagement part of the interaction flow, rather than
relying on the user to request these behaviours independently.

Previewing of code changes. For fix and ask responses that pro-
pose code edits, PlugNLearn can present changes as edit previews
directly in the editor, before they are applied to the user’s file. In-
stead of automatically modifying the file, the system allows the
user to inspect proposed edits before applying them, by compar-
ing the current and suggested code and explaining the proposed
changes, then the user considers whether the change matches their
intention, and decides whether to proceed. Explanations are visible
both in the chat sidebar and in the preview editor by hovering over
the code, see figure 2 and 3. The preview feature was included to
address the concern that users may copy and paste code without
fully understanding or being aware of code changes, what it re-
places, or how it affects the surrounding program. By making the
suggested changes in a preview, PlugNlearn attempts to slow down
this process and encourage inspection and understanding before
acceptance.

3.1.4 Logical data flow. PlugNLearn supports four request types:
general chat prompts, Explain shortcut prompts,Ask shortcut prompts,
and Fix shortcut prompts. These request types follow the same over-
all data flow, but differ in the code context sent to the backend and
in the system instructions and response schema used to generate
the assistant response.

When the user sends a general chat prompt, the frontend sends
the prompt text together with contextual information from the cur-
rently open file. When the user invokes one of the editor shortcuts,
the frontend additionally sends the selected code, the file path, the
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Figure 3: Hover menu, when the mouse hovers over the pro-
posed changed lines

shortcut type, and, when provided, the user’s written question or
problem description. This allows the backend to construct a request
that is grounded in the user’s local coding context. To stay within
reasonable token limits, the prototype sends the active file and
selected code as context, rather than looking at the full workspace.

The backend then attaches prompt-type-specific system instruc-
tions and a structured response schema before sending the request
to OpenAI. After receiving the model response, the backend vali-
dates that the output follows the expected structure. If the response
is valid, it is stored together with the user prompt in Supabase and
returned to the extension. Stored messages are used to provide
conversation history for later prompts in the same chat. This flow
allows PlugNLearn to combine conversational context, local code
context, structured response generation, and frontend rendering of
learning-oriented interactions.

Early versions of PlugNlearn allowed the model to decide the
structure of its responses more dynamically, including the number
of steps, section names, and available action buttons. This flexibility
produced inconsistent and unreliable responses, as well as making
responses slower, because the model had to decide both the content
and the interaction structure.

Therefore, the final prototype used prompt-type-specific system
instructions and structured response schemas. Different interaction
types, such as general chat prompts, explanation requests, fix re-
quests, and ask requests, were associated with different instructions
and expected response structures. In the code, this is defined using
JSON schemas, but the response structure for all prompt types is
defined in natural language in Appendix A.

This structured approach made the interaction more predictable
and the system more robust, because the backend could validate
whether the model response followed the expected structure before
returning it to the extension, and it guaranteed that the learning-
oriented elements, such as explanations, reflection prompts, practice
actions, and preview edits, appeared consistently. Verification that
the response followed the correct structure was also essential for
practical reasons, as the frontend needed to knowwhich parts of the
response were explanations, which parts were code, which actions
should be displayed, and whether an edit could be previewed. By
using structured responses and validation, the system could render

model output as an interactive learning-oriented interface rather
than as plain chat text.

3.2 Baseline
The Baseline was also implemented as an IDE-integrated chat as-
sistant using the same GPT model as PlugNLearn. It was designed
to resemble a general-purpose conversational assistant, similar to
ChatGPT, while still being available inside the coding environment.
It allowed users to send prompts, receive markdown-formatted re-
sponses, view code blocks, and copy generated code snippets. It also
supported conversation history, making it comparable to common
chat-based AI coding workflows. The Baseline extension commu-
nicated with the same backend as PlugNlearn, but using another
endpoint. The backend code related to the Baseline tool generated
responses by forwarding the users’ prompts to the OpenAI API
with a simple system instruction, simulating the instruction used
for ChatGPT. The Baseline code assistant was developed to isolate
findings to the features that distinguish PlugNlearn from the Base-
line tool, and avoid that other factors, such as language model or
IDE integration, would affect the findings.

4 METHODS
To be able to answer the proposed research questions, I conducted
a mixed-method within-subject exploratory lab study. The main
goal was to understand participants’ problem-solving behaviours
and interaction patterns, rather than measuring long-term learning
outcomes. Although the main focus was behavioural, the study also
included quantitative questionnaire measures to examine whether
there were differences in participants’ perceived usability, workload,
and motivation between the two tools, and to support the observed
data.

The study compared how participants solved programming ex-
ercises with the help of two different coding tools: PlugNLearn and
a baseline. Both tools were IDE-integrated AI coding assistants that
used the same underlying language model (OpenAI’s GPT-5.3) to
generate responses. PlugNLearn used learning-oriented instruc-
tions and interaction design, while the baseline was designed as a
general-purpose assistant with a chat interface where users could
send questions, similar to ChatGPT. To make the comparison as
fair as possible, the baseline included the same base features as
PlugNlearn, such as access to chat history, markdown-formatted
responses, and copyable code snippets. This way, the compari-
son could focus on the specific features that distinguish the two
tools, which are the learning-oriented and guided response, and
interaction techniques. The study collected both qualitative and
quantitative data through observations, questionnaires, interaction
logs, and semi-structured interviews.

4.1 Procedure
The study procedure was structured as follows:

• Introduction and consent ~ 1 minute
• Ensure that VS Code, the plug-in, and the baseline assistant
were set up correctly ~ 4 minutes

• Tool introduction video ~ 1 minute
• Exercise A/B with Tool A/B ~ 15 minutes
• Questionnaires ~ 8 minutes
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• Tool introduction video ~ 1 minute
• Exercise A/B with Tool A/B ~ 15 minutes
• Questionnaires ~ 8 minutes
• Semi-structured interview questions ~ 5 minutes

The lab study had a total duration of approximately 58 minutes.
To mitigate order effects, the study used two exercise versions,
Exercise A and Exercise B, and the order of exercises and tools
was counterbalanced. This meant that participants could start with
either tool and either exercise version. The exercises were designed
to be at a similar difficulty level, but different enough that partici-
pants could not simply reuse what they had done in the first exer-
cise. Since the study was not primarily interested in participants’
programming performance, but rather in their problem-solving
approaches, the use of different exercises was not expected to be
the main source of noise. However, results were also considered in
relation to exercise order and exercise version to identify potential
influence from these factors.

The pilot study identified issues with the initial exercise design.
First, if an exercise was too easy to solve with AI assistance, a
participant could complete it with only one prompt, leaving little
observable interaction with the tool. Second, if the exercises used
the same concepts, participants could reuse what they had done
in the first exercise and would need no help from the tool in the
second condition.

Based on this, the exercises were designed to be difficult enough
that even more experienced programmers would likely need help at
some point, but not so difficult that less experienced programmers
would have no chance of making progress. Each exercise consisted
of two parts: one easier part and one more difficult part. The second
part included pitfalls intended to make simple copy-paste prompt-
ing less reliable, so that participants’ responses to incorrect or
incomplete AI suggestions could be observed. This was also in-
tended to reveal how participants interacted with the tools when
AI-generated suggestions failed, and how their behaviour reflected
their code and task comprehension. Participants were informed
that they were not expected to solve both parts of the exercise and
that the study was only interested in how they approached the
exercise. They were asked to work at their own pace and, as they
normally would, imagine that they were not being observed. See
Appendix B for full instruction and exercise descriptions.

The pilot study also identified an issue with the baseline. In the pi-
lot, the baseline was implemented as a website, similar to ChatGPT.
As a consequence, the participant’s experience with the baseline
was strongly affected by context switching between the browser and
the IDE, and the participant preferred PlugNlearn partly because
it was integrated into the IDE. Since this study was not interested
in comparing IDE-integrated assistance with browser-based assis-
tance, but rather in comparing different interaction designs for AI
coding assistance, the Baseline was reimplemented as an integrated
chat inside the IDE. This reduced the burden of context switching
and made the comparison focus more directly on how participants
interacted with the tools and how the tools responded.

To capture behaviour that was as authentic as possible within
a lab study setting, the sessions were conducted online, so partici-
pants sat alone at their own home or desk. Participants were not
required to think aloud during the exercise-solving part. During

ID Prog. Level Dem. Exp. / JS

P01 SE MSc 4 F, 25 6 yrs / Familiar
P02 SE MSc 4 M, 25 10 yrs / Familiar
P03 SE MSc 4 M, 25 6 yrs / Familiar
P04 CS MSc 4 N/D, 23 5 yrs / Familiar
P05 SE MSc 4 M, 23 5.5 yrs / Familiar
P06 DDIT MSc 2 F, 27 5 yrs / Familiar
P07 SE BSc 4 F, 27 1.5 yrs / Familiar
P08 SE MSc 2 M, 26 5 yrs / Familiar
P09 EPE BSc 4 F, 23 1.5 yrs / Slight
P10 HCI PhD 2 F, 28 0.5 yrs / Slight
P11 SE MSc 4 F, 23 5.5 yrs / Familiar

Table 1: Overview of study participants.

the programming tasks, they only had the code editor open on their
computer, and the moderator remained muted. This was done to
avoid interrupting participants’ natural workflow and to reduce
the risk that thinking aloud would make them more reflective than
they would normally be.

4.2 Participants
The study included 11 participants, all of whom were students with
varying degrees of programming experience.

Participants signed up for the study through an online sign-up
form, which was shared through Facebook groups and mutual con-
tacts. The study targeted students whose studies involved program-
ming to some extent. The participants’ exact level of programming
experience was not used as an inclusion criterion, as long as they
had some understanding of programming. Although AI coding as-
sistants can be used by anyone, this study focused on students’
programming problem-solving behaviours and was therefore lim-
ited to students who use programming as part of their education.

All participants agreed to the data collection and were informed
that they could withdraw at any time. Three students signed up but
later withdrew and did not participate in the user study. One partic-
ipant was not included, as the lab session was interrupted midway
by an unfortunate server shutdown due to server maintenance.

The final participant group included students from Software
Engineering, Computer Science, Digital Design and Interactive
Technologies, Energy and Petroleum Engineering, and the HCI
PhD program. Participants’ programming experience ranged from
0.5 to 10 years. Most participants reported being familiar with
JavaScript, while two participants reported being slightly familiar
with JavaScript. For an overview of participants, see Figure 1.

4.3 Data collection
The study collected both qualitative and quantitative data, including
self-reported data, interaction logs, and observational data.

Quantitative self-reported data were collected through Google
Forms questionnaires. The questionnaires included the System Us-
ability Scale (SUS), the NASA Task Load Index (NASA-TLX), and
three subscales from the Intrinsic Motivation Inventory (IMI): in-
terest/enjoyment, perceived competence, and effort. SUS was used
to assess perceived usability, NASA-TLX was used to assess per-
ceived workload, and the selected IMI subscales were used to assess
participants’ motivation-related experience with each tool.
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Quantitative observed data were collected through interaction
logs and coding of the recorded lab sessions. The content of prompts
and responses was logged in a Supabase database.

Qualitative self-reported datawere collected through post-assignment
questions about metacognitive awareness and code comprehension,
as well as through the final semi-structured interview. The full list
of questions can be found in Appendix C. These responses were
used to contextualise participants’ observed behaviour and to com-
pare what participants reported about their tool use with what was
visible in the screen recordings.

Qualitative observational data were collected from the recorded
lab sessions. The recordings were used to identify participants’
problem-solving behaviours.

4.4 Data analysis
Quantitative data collected through Google Forms were exported
to Google Sheets for descriptive analysis and then imported into
JASP for statistical analysis (Wilcoxon signed-rank tests).

Interview and post-assignment responses were used to contex-
tualise the behavioural observations. Quotes originally given in
Norwegian or Danish were translated into English by the author,
while preserving the meaning and tone of the original response.

Qualitative data from screen recordings were analysed in two
iterations. In the first iteration, I watched each lab session recording
and created detailed timestamped notes of participants’ actions, in-
cluding when they read the task description, opened files, prompted
the assistant, copied code, inspected responses, ran tests, debugged
errors, or interacted with PlugNlearn-specific features. This first
pass was used to create a chronological account of each participant’s
problem-solving process.

In the second iteration, these timestamped notes were coded to
identify recurring behaviours across participants and conditions.
The coding was both inductive and deductive. It was deductive in
the sense that the analysis was guided by the study’s interest in
problem-solving behaviour, metacognitive awareness, code com-
prehension, help-seeking, and engagement with AI output. It was
inductive in the sense that the specific codes were developed from
observed participant behaviours rather than imposed fully in ad-
vance.

The resulting codes were organised into five broad categories:
initial task orientation, type of AI help-seeking, engagement with
AI output, verification and debugging behaviour, and metacogni-
tive or learning-oriented behaviour. Examples of coded behaviours
included task inspection, direct solution requests, conceptual ques-
tions, copy-paste behaviour, adaptation of AI output, test-driven
verification, use of PlugNLearn’s reflective features, and bypassing
or skimming learning-oriented prompts.

After coding individual behaviours, I created participant-level
summaries comparing how each participant used PlugNLearn and
the baseline. These summaries focused on the participant’s main
behaviour, supporting evidence, relevant codes, and possible cross-
participant patterns. The final findings were then developed by
comparing these summaries across participants and identifying
recurring patterns, contrasts, and tensions between observed be-
haviour and self-reported reflections.

The coding was conducted by the author. Because the study
was conducted as part of a master’s thesis without co-authors, no
second coder was used.

5 FINDINGS
The findings are based on observations from screen recordings of
lab sessions, post-assignment responses, questionnaire results, and
interview responses.

5.1 Quantitative findings
Questionnaire results were analysed both descriptively and using
Wilcoxon signed-rank tests. The tests did not show statistically sig-
nificant differences between PlugNlearn and the baseline for System
Usability Scale (SUS), NASA Task Load Index (NASA-TLX), or the
Intrinsic Motivation Inventory (IMI) subscales: Interest/enjoyment,
Perceived competence and Effort.

SUS scores were similar for both tools (PlugNlearn: M = 84.77;
baseline: M = 85.91, diff = -1.14). According to the adjective rating
scale for SUS scores [2], both systems fall within the category of
Excellent usability. This suggests that the added learning-oriented
friction did not substantially reduce the perceived usability.

NASA-TLX scores were also similar, though slightly higher for
PlugNlearn (PlugNlearn: M = 28.55, Baseline: M = 26,91, diff = 1.64).
Comparing exercise A and B, the score is almost identical (Ex A: M =
27.55, Ex B: M = 27,91, diff = -0.36). However, comparing the order of
exercise, the difference is larger (First ex: M = 30,36 Second ex B: M
= 25,09, diff = 5,27), suggesting that the first exercise was perceived
as more demanding regardless of tool and exercise version.

IMI scores were broadly similar across conditions: Subscale Inter-
est/enjoyment showed slightly higher scores for PlugNlearn (PlugN-
learn: M = 5,14 Baseline: M = 4,55), Subscale Perceived competence
showed almost identical results (PlugNlearn: M = 3,24 Baseline:
M = 3,33), and the same for Subscale Effort (PlugNlearn: M = 4,67
Baseline: M = 4,71).

The questionnaire results suggest that the soft friction and learning-
oriented design features of PlugNlearn did not affect the user satis-
faction, enjoyment, perceived competence or effort.

5.2 Qualitative findings
The qualitative findings are based on the screen-recording coding
documents, post-assignment responses, and interview responses.

5.2.1 AI assistance was often used as a fast path to working code. A
recurring pattern across the observations and post-assignment re-
sponses was that several participants used the AI assistants seeking
copyable code snippets, showing a solution-seeking approach.

This pattern was also visible in the post-assignment responses.
P02 described how he solved the exercise with the baseline as
follows: "I mostly asked the chatbot to give me the solutions based
on the exercise text. Then I skimmed the code to check for correctness
and did some logging before running the tests". P04 similarly wrote
that they solved the baseline task by "Paste the requirements into
the chat and paste the answer back to workspace". P08 described the
baseline use even more directly: "I vibe coded the whole thing by
copy/pasting the task into the chat, where it then gave me a solution.
When errors appeared, I copied the error and got the chat to solve
the error". P11 show similar patterns, saying "I solved it using the
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solutions given to me by the chatbot", and explains her response by
saying "I am a lazy coder, I rely on ai". The sol

However, this solution-seeking use was not limited to the base-
line; the participants that had this behaviour with the baseline
also had similar responses and observations using PlugNLearn. P02
wrote: "I mostly used the code given by the chatbot, with a quick skim
after copy-pasting it". P10 similarly wrote that "I tried asking the
chat directly "this is the exercise, this is the code, what do I do?" and
copied whatever it gave me".

These examples show that PlugNlearn did not prevent partic-
ipants from using AI assistance as a shortcut to code. Instead,
solution-seeking behaviours remained when participants chose
to use the tool in that way.

5.2.2 Task completion was sometimes prioritised over task and code
comprehension. The observations also show that task completion
was sometimes prioritised over task and code comprehension. In
several cases, participants responded to errors by asking the assis-
tant for further fixes rather than first inspecting the requirements,
test output, or generated code themselves.

P08 provides one example of this repair-oriented interaction
pattern. In the baseline condition, P08 copied generated code into
the file, ran the tests, and then repeatedly returned to the assistant
with test output or code when the solution failed. The participant
pasted the code provided by the tool in the starter code, but did not
realise that he had duplicated a function declaration. The participant
then prompted the assistant with the whole code and failed test
output, continuing pasting the tools response inside the function
multiple times before realising the mistake. This suggests that the
assistant became the main mechanism for progressing through
errors, while the participant did not inspect their own code or read
the explanation provided by the tool, but only copy pasting the code
snippet. A similar pattern appeared in P08’s PlugNLearn session.

P11 showed similar behaviours, relying on the AI for repairing.
In the PlugNLearn condition, P11 accepted previewed changes with-
out reading the full text response or hovering over the lines, then
ran the tests and continued after failures by using Fix shortcuts.
After accepting a previewed change, the tests failed, and the par-
ticipant did not appear to inspect the test output before using the
Fix shortcut again. Later, a generated change introduced a dupli-
cate variable, and another introduced a duplicate curly bracket. P11
then selected the duplicated code with the red underline and used
Fix shortcut again, clicking interactively to get a code suggestion,
rather than reading the description and manually removing the
duplicate line immediately.

Both 08 and P10 showed cases where code was added without
fully integrating it into the existing file. In one session, P10manually
copied part of a code snippet from the assistant and pasted it into the
code file. The observation note states that the code was supposed
to replace the current code, but was instead added as new code,
creating duplication. In the second session, P10 again copied a
snippet into the file, and the note states that the participant did
not realise that the first two lines were duplicates because the
snippet had not replaced the whole file. The tests later failed with
a duplicate function declaration. This supports the interpretation
that generated code was sometimes treated as something to insert

and test, rather than something to fully inspect and integrate before
running.

P05 and P01 illustrate a slightly different form of the same is-
sue. In the PlugNLearn condition, the assistant response and later
hints indicated that the participant should edit inside the existing
reduce structure, but the participant worked outside the intended
location and selected their own code for explanation instead of
focusing on the starter code structure. The note explicitly states
that the response told the participant to edit inside reduce, while
the participant was currently working before it. The session ended
before the task was completed. This suggests that the issue was
not only whether participants copied code, but also whether they
understood where and how the suggested logic should fit into the
starter code.

These examples do not show that participants never inspected
requirements, code, or tests. Several participants did inspect parts
of the README, terminal output, or generated responses during
the sessions. However, the examples show that when working code
became the immediate goal, some participants used the assistant as
the primary route for continuing: asking for fixes, copying snippets,
accepting previews, and rerunning tests. In these moments, task
completion appeared to take priority over independently resolving
why the code failed or how the generated solution related to the
task requirements.

5.2.3 The soft friction was often bypassed or rushed through. The ob-
servations show that PlugNLearn’s soft friction was often bypassed
or rushed through. Participants could click past reflective steps,
move quickly to code suggestions, or use PlugNLearn’s structured
responses mainly as a route to obtain a complete solution.

For example, P02 clicked Next Step and copied the generated
code without seeing the whole code snippet or the explanation
that followed. In the same session, P02 repeated this pattern by
prompting for complete code, clicking through the guided response,
copying the suggested code, and running the tests. P08 initially
asked for step-by-step help in one PlugNLearn task, but shortly af-
terwards selected the whole file and asked the assistant to "complete
for me". P08 then clicked Preview Changes in File and accepted the
changes, but later had to repair duplicated code. P11 also accepted
previewed changes, ran tests, and then repeatedly used Fix prompts
after errors appeared.

The interview responses support this interpretation. P02 explic-
itly noticed that PlugNLearn’s structure could be skipped, saying:
"So you did not have to do what I did, where I just pressed ‘next
step’ and then looked for ‘Dig Deeper’, because then you could just
copy-paste the code". This suggests that the friction was visible
to participants, but not strong enough to stop solution-seeking
behaviour when participants wanted to move quickly.

PlugNLearn’s soft friction created opportunities for reflection,
but it did not guarantee that participants would use those oppor-
tunities. The same features that could support learning-oriented
interaction could also be treated as extra steps on the way to a
copyable answer. This indicates a central limitation of soft fric-
tion: because it preserves user control and does not block access
to solutions, it can be ignored or bypassed when the participant’s
immediate goal is task completion.
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5.2.4 Participants perceived PlugNLearn as more learning-oriented,
but distinguished learning from efficiency. Although PlugNLearn
did not consistently change participants’ behaviour, several par-
ticipants described it as more oriented toward understanding. P03
wrote that PlugNLearn was "more focused on making me understand
the code that was written", whereas the other tool was "more like
ChatGPT, where it is easy to just copy paste the code blindly". P04
similarly said that PlugNLearn did not necessarily change their
overall approach, but changed "the process of how I think about the
problem" because it made them "think first" and gave them "a more
deep understanding of the whole code, and the whole requirement".

Participants also described PlugNLearn as feeling less like cheat-
ing. P05 said that PlugNLearn "felt much less like cheating" and that
it felt like the tool was "really trying to help you". P07 similarly said
that PlugNLearn "felt a little less like cheating" because it did not
feel as if the tool "just solved everything". P01 described the tool as
initially "holding me back", but then reflected that it was better for
understanding: "with number two, you can just take it and exploit it,
without thinking".

The interview responses also show that participants’ preferences
were not simply about which tool was better overall. Several par-
ticipants preferred PlugNLearn directly. P01 said they would "helt
klart" choose PlugNLearn for school-related coding because it sup-
ported the principle of thinking for oneself and being "true to your
code". P03 preferred PlugNLearn because they thought it would lead
to higher code quality and make them less likely to go down the
"prompt–>copy/paste->ai garbage" path. P04 preferred PlugNLearn
because of the inline explanations and because it was easier to use
without copying between tools. P06 also preferred PlugNLearn,
describing it as better at understanding where they wanted to go
and helping them along the way. P07 preferred PlugNLearn because
it felt less like cheating, was less intrusive, and made it clearer that
they could avoid simply receiving a solution. P09 preferred PlugN-
Learn because it had the same basic functionality as the baseline,
but with more options such as selecting code and choosing Fix,
Explain, or Help.

Other participants expressed a more conditional preference. P02
said that if they were trying to learn something, they would "def-
initely rather use" PlugNLearn, for example when learning C++,
but that for day-to-day work they would probably continue using
Copilot. P05 also leaned toward PlugNLearn because they wanted
to learn, but said that if they "really did not want to learn", they
would choose the baseline. P08 made the distinction especially ex-
plicitly: for a quick fix, they would choose the baseline, but for their
own codebase, where they wanted to understand every line of code,
they would use PlugNLearn. P11 similarly said that for university
work, exam preparation, or code they later had to defend, they
would choose PlugNLearn because they would want to understand
the answer rather than only receive it. P10 was more ambiguous:
they first said they would like to choose PlugNLearn because it
was more educational, but then added that the baseline was more
straightforward because they could ask directly and get what they
asked for.

Taken together, these responses suggest that PlugNLearn was
often associated with learning, explanation, understanding, and
code ownership, while the baseline was more often associated with

speed, directness, and fast answers. The perceived value of PlugN-
Learn therefore, depended partly on the participant’s goal. When
the goal was learning, school work, exam preparation, or code that
needed to be understood or defended, PlugNLearn was often viewed
positively. When the goal was simply to finish quickly or obtain
a direct fix, some participants still saw the baseline, Copilot, or
another more direct tool as preferable.

5.2.5 Post-assignment explanations did not show a clear advantage
for either tool. The post-assignment coding does not support a
strong claim that PlugNLearn led to better code understanding
across participants. P03, P04, P05 and P07 were able to explain the
basics of their code with both tools. P01 was able to do it for the
second exercise with baseline (did not write any code with the first
tool / exercise, so nothing to explain). P06 was able to explain the
code with the second exercise with PlugNLearn, but not the first
with Baseline, same for P11. The rest were not able to explain with
either tools (excluding P02, that copy-pasted the description from
README).

This matches the observational findings. PlugNLearn made ex-
planation and reflection more available, but participants did not
always use these opportunities deeply enough for this to appear
as a consistent difference in their post-assignment explanations.
For example, P08 wrote after using PlugNLearn that they still "vibe
coded", but understood better what happened because the tool first
explained the task and then required a click to continue. However,
the same participant also wrote that they could not explain the
code. Similarly, P10 wrote after using PlugNLearn that they wanted
the solution quickly and copied what the assistant gave them, and
then answered "I don’t know" when asked to explain the code.

Overall, the qualitative findings suggest that PlugNLearn changed
the interactional process more clearly than it changed the final
problem-solving outcome. It made learning-oriented actions such
as thinking first, asking for explanations, previewing changes, and
inspecting code more visible and available. However, participants
could still use the tool in a solution-oriented way, especially when
they wanted to finish quickly. The findings therefore suggest that
soft friction can support learning-oriented use, but does not by
itself prevent copy-paste behaviour or reliance on AI-generated
code.

6 DISCUSSION
This thesis investigated how students used AI coding assistants
during programming tasks, and how a learning-oriented assistant
with soft friction shaped their problem-solving behaviour and user
experience. The findings suggest that PlugNLearn made potential
learning-oriented behaviours more available, but it did not change
participants’ underlying problem-solving strategies. It made ex-
planations, reflection, and practice more visible within the coding
workflow. However, participants could still use the tool in solution-
oriented ways, especially when their immediate goal was to finish
the task quickly. This section discusses these findings in relation
to cognitive engagement, design friction, and the tension between
learning-oriented support and efficient AI assistance.
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Behaviour pattern Description and examples

Manual implementation be-
fore AI assistance

Participants attempted to write code before asking
the assistant for implementation help. Clear exam-
ples: P01, P03, P05, P07.

Manual adaptation during or
after AI assistance

Participants edited, adapted, or integrated code af-
ter receiving AI suggestions rather than only past-
ing complete solutions unchanged. Clear examples:
P01, P03, P04, P06, P07, P10.

Solution-seeking use Participants used the assistant to obtain copyable
code, then tested or repaired the result. Clear ex-
amples: P02, P04, P06, P08, P09, P10, P11.

Inspection-oriented use Participants read requirements, hovered over ex-
planations, compared generated code with existing
code, or inspected code after tests passed. Clear
examples: P01, P03, P04, P05, P06, P07, P08, P09,
P10.

AI-first approach Participants asked the assistant for implementation
help before making a visible manual attempt to
solve the task. Clear examples: P02, P04, P06, P08,
P09, P11.

Direct copy-paste with lim-
ited visible inspection

Participants copied or accepted generated code
with little visible inspection before insertion, and
showed limited manual implementation before us-
ing the generated solution. Clear examples: P02,
P04, P08, P11.

Testing and repair through
AI

Participants used test failures, terminal output, or
errormessages as prompts for further AI help. Clear
examples: P01, P02, P03, P04, P06, P08, P09, P11.

Bypassing soft friction Participants clicked through reflective steps, copied
code quickly, accepted previews, or revealed solu-
tions without fully engaging with the preceding
explanation. Clear examples: P02, P04, P06, P08,
P10, P11.

Table 2: Observed problem-solving behaviours. Categories
are not mutually exclusive.

6.1 AI assistance encouraged solution-seeking
behaviour

In response to RQ1: What problem-solving and help-seeking be-
haviours do students exhibit when using AI coding assistants for
programming tasks?, the study showed that participants used AI
coding assistants in several different ways. Some participants used
the assistants to ask conceptual questions, inspect code, understand
errors, or verify specific parts of their implementation. Others used
the assistants primarily to obtain, test, and repair generated code.

A recurring pattern was a prompt–copy–test–repair workflow.
Some participants asked the assistant for code, copied or accepted
generated output, ran tests, and returned to the assistant when the
solution failed. In several cases, the assistant became themainmech-
anism for progressing through the task, while participants showed
limited visible inspection of the generated code, task requirements,
or test output before asking for further help. However, other par-
ticipants showed manual implementation of code, adaptation of
code, inspection, and concept-oriented help-seeking. However, fast
solution-seeking was a common and visible pattern across the study.

This pattern is relevant to the concern that AI coding assistants
may reduce some of the incidental learning opportunities that occur
in a problem-solving process. In programming education, the task
is not only to produce working code, but also to read requirements,
reason about the problem, inspect errors, debug failed attempts,

and understand how the final solution works. When participants
used AI assistance mainly to generate and repair code, some of
these activities were skipped or transferred to the assistant.

The ICAP framework is useful for interpreting this pattern be-
cause it distinguishes between passive, active, constructive, and
interactive forms of engagement [7]. The present study did not
measure learning outcomes and, therefore, cannot claim that one
interaction mode led to better learning. However, the observed
behaviours can still be discussed in relation to different levels of
engagement. Copying a generated solution and running tests may
involve some activity, but it does not necessarily require the par-
ticipant to construct an explanation, generate a solution strategy,
or connect the code to task requirements. By contrast, behaviours
such as manually adapting code, explaining a concept, comparing
generated code with existing code, or inspecting why a test failed
involved more visible cognitive engagement with the programming
task.

The findings suggest that access to AI assistance did not lead to
one uniform problem-solving strategy, and there were visible indi-
vidual differences. However, AI assistance enabled low-engagement
problem-solving behaviours.

6.2 PlugNLearn changed the interactions, but
not problem-solving behaviours

In response to RQ2: How do these behaviours differ between a general-
purpose conversational assistant and PlugNLearn, an assistant that
encourages more learning-oriented behaviours?, the findings sug-
gest that PlugNLearn changed the interaction process around AI
assistance, but not participants’ underlying strategy.

Comparedwith the baseline, PlugNLearnmade learning-oriented
actions more visible and accessible. Participants could select code
and ask for explanations, receive structured responses, reveal help
progressively, preview proposed changes, and inspect explanations
connected to code. These features created more opportunities for
reflection, inspection, and elaborate interrogation than the baseline
chat interface.

However, many students did not utilise these opportunities, and
the tool did not prevent solution-oriented behaviour among some
participants. Participants who wanted quick answers could still
click through reflective steps, skim explanations, reveal solutions,
or use preview edits mainly as a faster route to executable code.
This means that PlugNLearn shaped the interaction without fully
determining how participants used it. The same features that could
support more active engagement could also be bypassed or repur-
posed by participants who prioritised task completion.

This suggests that the design problem is not only an accessi-
bility problem, where students need easier access to explanations.
It is also a problem of motivation, goals, and interaction design:
when a complete answer is available nearby, some participants may
choose the fastest route even when learning-oriented alternatives
are available.

6.3 The tension between efficiency and
learning-oriented behaviour

In response to RQ3: How do students perceive and respond to PlugN-
Learn’s learning-oriented soft friction in terms of usability, effort,
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intrinsic motivation, and learning-oriented use?, the findings suggest
that PlugNLearn’s soft friction was acceptable, but not sufficient
on its own.

The questionnaire results did not show statistically significant
differences between PlugNLearn and the baseline for SUS, NASA-
TLX, or the selected IMI subscales. Both tools received high usability
scores, and workload and motivation-related scores were broadly
similar. This suggests that the added learning-oriented structure
did not make PlugNLearn noticeably less usable or substantially
more demanding in this study.

PlugNLearn’s reflection prompts, progressive reveal structure,
and preview changes can be understood as lightweight forms of
design friction and microboundaries "an intervention that provides a
small obstacle prior to an interaction that prevents us rushing from one
context to another" [9]. They were not intended to block assistance,
but to create small pauses where the user could inspect, reflect, or
verify before continuing.

However, the findings show that these pauses only worked as
opportunities. They did not force participants to engage. This dif-
fers from stronger forms of intervention such as cognitive forcing
functions, which have been shown to reduce overreliance on AI rec-
ommendations, but also involve trade-offs in subjective preference
[5]. PlugNLearn deliberately used softer, encouragement-based fric-
tion in order to preserve user control and usability. The findings
suggest that this made the tool acceptable, but also made the friction
easy to bypass.

At the same time, participants distinguished between situations
where they wanted to learn and situations where they wanted to
finish quickly. Some participants said theywould prefer PlugNLearn
for school-related work, exam preparation, or code they needed to
understand, while preferring a faster assistant for quick fixes.

This relates to work on desirable difficulties, which argues that
some forms of effortful learning can support more durable learn-
ing even if they feel less efficient in the moment [3]. The present
study did not measure durable learning, so it cannot claim that
PlugNLearn improved retention or transfer. However, the find-
ings are consistent with the broader design problem that learning-
oriented effort may conflict with users’ immediate preference for
fast progress.

Stronger friction may be more effective at preventing overre-
liance, but may also reduce perceived efficiency, autonomy, or pref-
erence. Softer friction may be more acceptable, but may not change
behaviour when users are strongly oriented toward fast completion.
Therefore, simply increasing the friction may not necessarily solve
this.

6.4 Designing for human-AI collaboration
rather than full automation

The findings connect to a broader HCI challenge: how to design AI
tools that support human-AI collaboration rather than replacing
the user’s problem-solving process. The findings suggest that this
balance is difficult. Participants sometimes wanted the assistant to
act as a collaborator that helped them understand and progress. At
other times, they wanted it to act as an automation tool that com-
pleted the task for them. The findings also suggests that contextual
factors may play a role in students problem-solving behaviours.

6.5 Limitations
This study has several limitations. The study was exploratory and
included a relatively small sample of 11 participants, limiting the
generalisability of the findings. The study examined short program-
ming tasks in a lab setting, which limits ecological validity. If the
tasks were a part of a personal or professional project, the partici-
pants’ problem-solving behaviours may have been different.

Also, participants were not asked to think aloud during the
programming tasks. This was a choice to preserve more natural
interaction patterns and reduce the risk that participants would act
differently because they had to verbalise their thoughts. However,
it also means that the analysis cannot fully access participants’
internal reasoning, intentions, or metacognitive monitoring during
the task. The behavioural coding, therefore, relies on observable
actions such as mouse tracking, prompting, copying, testing, and
interacting with PlugNLearn features, combined with post-task and
interview reflections.

In regard to the exercises, they were designed to be compara-
ble but were not identical. The order of tools and exercises was
counterbalanced to reduce order effects, and the tasks were de-
signed to require similar types of problem-solving while preventing
participants from simply reusing the same solution. Nevertheless,
differences between the exercises may have influenced participants’
experience with the tools and behaviours.

6.6 Future work
Future work should evaluate learning-oriented AI coding assistants
in longer-term and more ecologically valid settings. This study
examined short programming tasks in a controlled setting, which
made it possible to compare behaviours across tools, but did not
measure long-term learning, retention, or changes in programming
habits. Future studies could investigate whether behaviour differs
after repeated exposure or when tasks are part of real coursework,
personal projects, or professional codebases.

Future work should also compare different levels of friction.
PlugNLearn used soft, encouragement-based friction, but several
participants bypassed these features. Comparing soft friction with
stronger scaffolding, such as delaying complete solutions, requir-
ing predictions before accepting code, or adapting support based
on user behaviour, could help identify when encouragement is
sufficient and when stronger constraints are needed.

7 CONCLUSION
This thesis investigated how students use AI coding assistants to
solve programming tasks, and how a learning-oriented assistant
with soft friction affects this use. The motivation was not to argue
that AI assistance should be removed from programming education,
but that the design of these tools matters. When AI makes it easy to
get working code quickly, students may also skip parts of the pro-
cess where understanding and learning could occur. To explore this,
I designed and evaluated PlugNLearn, an IDE-integrated AI cod-
ing assistant that uses guided responses, reflection prompts, prac-
tice opportunities, code-grounded shortcuts, inline explanations,
and a preview of code changes. PlugNLearn was compared with
a ChatGPT-like baseline in an exploratory mixed-method within-
subject lab study with 11 students.
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The findings show that students often used AI assistance to make
fast progress. Several participants asked for complete solutions,
copied and generated code, tested it, and then used the assistant
again to repair errors. PlugNLearn made explanation, reflection,
practice, and code inspection more visible in the workflow, and
several participants perceived it as more learning-oriented, more
focused on understanding, and less like cheating. At the same time,
PlugNLearn did not prevent solution-oriented use. Some partici-
pants clicked through reflective steps and skimmed explanations
to finish the task quickly.

The main contribution of this thesis is an exploratory under-
standing of how students interact with AI coding assistants and
how design can shape these interactions. The study suggests that
encouragement and soft friction implemented in AI coding assis-
tants may not be sufficient to change problem-solving behaviours
among students, and that more work is needed to understand the
underlying reasons for users’ different problem-solving behaviours
when using AI coding assistants, and the potential risks associated
with this.
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A PlugNLearn Interaction Instruction
Response from the system can be displayed in two main “ways”:

1. In the PlugNLearn webview chat
2. In the editor (inline explanation, hover menu, VS Code dif-

ference view)
For 1. webview chat, we have two main categories:
a) General chat responses (user writes a question in the text

input field in the webview chat)
b) Inline “shortcut” responses (user click a inline shortcut/code-

lens, and in addition to creating an inline editor response, a response
in the webview chat is also shown) → three subcategories: fix, ex-
plain and ask.

Based on which category/subcategory, the response structure
may vary. However, the overall idea, style and principles are the
same.

A.1 General Chat
Step 1 [Required]:
Buttons [Required]: “Next”

1.a Assumptions [Optional]:
If the user’s request is ambiguous, or the answer depends on

missing context, the system should briefly state the assumptions it
is making before proceeding.

Examples: user asks for code but does not specify language,
answer depends on project structure, framework, or surrounding
context not yet provided
Output rules

• very short: 1–2 sentences
• UI: plain chat text only, no title, no card

1.b Foundations [Required]:
Title [Required]: Foundations

The system explains the knowledge, concepts, or principles
needed to answer the question.

Rules
• should be a brief overview
• should explain what the answer is based on, because this is
a coding assistant, this should always be coding-related

1.c Reflective prompt [Required]:
Title [Required]: Think first

The system asks the user a reflective question connecting the
concepts in the Foundations section to the actual answer.
Rules

• must not be generic
• must not be too basic
• should be sufficiently challenging relative to the question
• should directly relate to both: the relevant concepts and the
upcoming answer

Step 2 [Required]:
Buttons [Required]: “Try now” and “Explain more”

2.a Reflective response [Required]:
The system first gives a short answer to its own reflective prompt

from Step 1.

Output rules
• Just 1-2 sentences.
• UI: plain chat text only, no title, no card

2.b Main answer [Required]:
Title [Required]: How to solve

The system provides the answer and explains how each part of
the answer relates to the relevant concepts and why it works.
For simple answers

• Provide the code or answer
• Explain what the code does
• Explain the syntax and concepts used
• Explain why it works
• Mention alternatives if relevant, if there are no meaningful
alternatives, explain why

For multi-step answers
For each step:
• Provide that part of the solution
• Explain what it does
• Explain the syntax and concepts used
• Explain why it works

Then provide:
• The full solution
• A short explanation of why it works overall
• Alternatives if relevant

Rules
• Do not add unnecessary steps
• Many questions should only need 1–3 steps
• For complex questions, avoid wasting space re-explaining
basics unnecessarily

• Maximum: 8 steps
2.c Transition to practice [Required]:
Title [Required]: Next

The system askswhether the user is ready to test their knowledge
on a similar problem. Such as “Are you ready to test your knowledge
and tackle a similar problem?”

This does not need that exact wording, but should communicate:
• readiness check
• transition to practice
• application of understanding

Step 3 [optional]: Practice generation
Triggered by: “Try now” button clicked in Step 2. This step is
generated “on demand”, meaning it is not generated together with
step 1 and 2, only when user click “Try now”, however, step 1 and
2, including user original question are sent for context to generate
this step and the next (step 4).
Buttons [Required]: “Show solution” and “Hints”

The system generates a new practice problem based on the orig-
inal question and prior explanation.
Goal

• Let the user apply what they just learned
• Test whether they understood the concept and solution
• Ensure the problem is similar, but different enough that the
user cannot simply copy-paste
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3.a Practice problem [Required]:
Title [Required]: Practice testing

Present and shortly explain the practice problem.

3.b Reflection prompt [Required]:
Title [Required]: Think first

Ask a self-reflection prompt following the same structure as
General Chat Step 1.c.

Step 4 [optional]: Practice solution
Buttons [Required]: “Try now” and “Explain more”

This step should follow the same structure as General Chat Step
2.

If the user clicks “Try now” button in this step, the system should
generate another practice cycle: A new step presenting a new prob-
lemwith same structure as Step 3, and a following stepwith solution
(same structure as this step). Continue until the user stops, starts a
new chat, or asks a new question.

A.2 Inline Explain
The system should generate:

• Inline explanation in the editor (not defined here)
• Hover explanation in the editor (not defined here)
• Structured in-chat explanation

Step 1 [Required]:
Buttons [Required]: “Try now” and “Explain more”

1.a Structured explanation [Required]:
Explain the solution using the same structure as General Chat

Step 2.b.
Adjustment:
• The “why it works” explanation may need to change if the
code does not work, is buggy, or does not follow best prac-
tices. In such cases, explain that clearly

1.b Practice transition [Required]:
Same as General Chat Step 2.3.
If the user clicks “Try now”, generate practice problem step and

practice problem solution step as in General Chat step 3 and 4.

A.3 Inline Fix
Before the user can view suggested changes in the VS Code diff
editor, Step 1 is shown in chat.
Step 1 [Required]:
Buttons [Required]: “Review fix” and “Explain more”

1.a Identified problem [Required]:
Title [Required]: Problem

Explain what the system identified as the problem.
1.b Why it is a problem [Required]:

Explain why this is a problem.

Rules

• Use the code the user selected
• Refer to other related parts of the same file when relevant

1.c Required knowledge [Required]:
Same structure as in General Chat Step 1.b:
• Explain the concept or knowledge needed to solve the prob-
lem

1.d Reflection prompt [Required]:
Same as rules/structure General Chat Step 1.c.

Step 2 [Required]:
Buttons [Required]: “Accept”, “Reject” and “Explain more”

Now the fix is displayed in: VS Code diff editor and hover menu.
This step should follow the same structure as General Chat Step

2, except:
do not use Step 2.c as a practice transition here, instead display

text:
“View changes in editor” (do not need to be this exact wording).
And show action buttons: “Accept”, “Reject” and “Explain more”

Exception to the required structure for inline fix:
If no problem is identified

Do not follow the required step 1 and step 2 structure, instead:
• Explain that it could not identify a clear problem
• Ask the user to explain the issue in more detail
• Suggest sending more context or another file if needed

If no fix is identified
Do not follow the required step 1 and step 2 structure, instead:
• Explain why no fix could be identified
• Explain what is missing
• Ask the user for more detail
• Suggest sending other relevant files if needed

In both cases:
• Try to generate a newfix after the user follow-up information
is provided.

• If a valid problem/fix still cannot be identified, fall back to
the General Chat structure to respond to the user follow-up
information.

A.4 Inline Ask
If the answer to the user’s question/prompt does not involve
direct code changes for the selected code or file, then follow the
exact structure as General Chat.

If the answer does involve direct code changes, then follow this
structure:

Step 1 [Required]:
Follow the exact same structure as General Chat Step 1.

Step 2 [Required]:
Buttons [Required]: “Preview changes in file” and “Explain more”

Follow General Chat Step 2, except step 2.c:
• Step 2.c should instead of Transition to practice, ask the user
if it wants to preview the changes in editor.

Step 3 [Required]:
Buttons [Required]: “Accept”, “Reject” and “Explain more”



n/a, , Sofia Gran

Show the proposed code in VS Code diff view, use the same
interaction pattern as Inline Fix (including the hover menu expla-
nations).

And show action buttons: “Accept”, “Reject” and “Explain more”

A.5 Action steps:
Action step: “Explain more”
Buttons [Required]: Try now

This step is shown if the user clicks the action button “explain
more” in a step containing this button.

Purpose: This should deepen the users understanding and pro-
vide more detailed explanation of the related step.

This includes:
• Explain syntax step by step
• Give a deeper explanation of how the answer relates to con-
cepts

• Explain how and why it works in more depth
• Explain alternative approaches in more depth
• Explain why the chosen solution is preferred
• Explain when alternative approaches may or may not be
better

• Include the same practice-testing transition as in General
Chat Step 2.c

If the user clicks “Try now”, generate the next step: practice
question (and related solution step)

Action step: “Hints”
Buttons [Required]: Show solution

This step is shown if the user clicks the action button “hints” in
a practice problem step.

Purpose:
• Generate hints that help the user solve the practice problem
without immediately revealing the solution

If the user clicks “Show solution”, go to the practice problem
solution step.

Action step: “Accept” and “Reject”
No in chat response generated, only accept/reject changes in vs

code diff view.
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B Programming Exercise Materials
This appendix contains the oral instructions for the lab session, the
full README instructions and starter-code files used for Exercise
A and Exercise B.

B.1 Oral instruction
Hi, and welcome to this user study.

First, I just need to confirm that it is okay for me to record this
meeting. You will, of course, remain anonymous in my thesis, and
this screen recording will also be deleted once I have finished my
analysis in May.

This is a two-part study. First, you will solve a task with the
help of one tool, for which you will have 15 minutes. Then you will
answer two questionnaires. After that, you will solve another task,
this time with the help of a different tool, and afterwards you will
answer the same questionnaires again. Finally, I will ask you three
short follow-up questions.

You will not be assessed on whether you manage to solve the
tasks or on how you choose to solve them. You can let me know
when you feel that you have completed the task and are ready to
move on. You are not expected to finish within the 15 minutes. I am
mainly interested in seeing how you interact with and experience
these two tools.

As much as possible, I will only observe while you solve the
tasks and answer the questionnaires. However, if you have any
practical questions, you are of course welcome to ask me during
the session. Please try to solve the tasks and answer the questions
as independently as possible. Try to forget that I am here. You
will watch a short introductory video before solving the tasks, so
you get some familiarity with how the tool works. You can choose
yourself how much and in what way you use these tools, but you
should imagine that they are your coding assistant. I would prefer
that you try to interact with them at least once.

B.2 Exercise A: Batch Image Processor
Summary

B.2.1 README. (To view this file formatted, right-click on the file
in the Explorer sidebar, and choose "Open preview")

B.2.2 Overview. In this exercise, you will complete two related
functions:

(1) frequencyMap(items)
(2) processImageJobs(jobs)
The first is a small helper function. The second is a larger asyn-

chronous image-processing function that must use the helper.
You are not expected to complete both part. Solve the tasks step-

by-step in your own pace, and do as much as you are able to within
the 15 minutes.

B.2.3 Setup. Before you start, install the project dependencies.
Run the following command from this exercise folder.

npm i

B.2.4 Part 1 — frequencyMap. Objective. Given an array of strings,
return an object where:

• each key is a string from the array
• each value is the number of times that string appears

Example.
frequencyMap([

"avatar", "banner", "avatar",
"thumbnail", "avatar"

]);

Should return:
{

avatar: 3,
banner: 1,
thumbnail: 1

}

Requirements.

• Use reduce()
• Return a plain JavaScript object
• Correctly count repeated values
• Keep this function independent and reusable

B.2.5 Tests. Run the following command from this exercise folder,
to check whether your code fulfills the requirements.
npm test -- part1-frequencyMap.test.js

B.2.6 Part 2 — processImageJobs. Objective. Process a batch of
image jobs and return a summary of how many processed images
belong to each category.
Input format. Each job has this shape:
{

inputPath: "in/a.jpg",
outputPath: "out/a.jpg",
category: "avatar"

}

Example input:
[

{ inputPath: "in/a.jpg", outputPath: "out/a.jpg", category: "avatar" },
{ inputPath: "in/b.jpg", outputPath: "out/b.jpg", category: "banner" },
{ inputPath: "in/c.jpg", outputPath: "out/c.jpg", category: "avatar" }

]

Requirements. For each job:
• load the image with Jimp.read(inputPath)
• resize it to 200x200
• apply blur(2)
• save it to outputPath

After all jobs are processed:
• collect the categories of processed jobs
• build countsByCategory using frequencyMap
• return an object with this shape:

{
processedCount,
countsByCategory

}

Expected output shape. Example:
{

processedCount: 3,
countsByCategory: {

avatar: 2,
banner: 1

}
}
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B.2.7 Constraints.

• Implement frequencyMap first
• Reuse frequencyMap inside processImageJobs
• Do not reimplement category-counting logic inside
processImageJobs

• Do not change function names or module exports

B.2.8 Notes.

• processImageJobs is asynchronous
• You should gather categories while processing jobs
• The counting logic should remain isolated in the helper func-
tion

B.2.9 Tests. Run the following command from this exercise folder,
to check whether your code fulfills the requirements.
npm test -- part2-processImageJobs.test.js

B.2.10 Suggested workflow.

(1) Implement frequencyMap
(2) Run its tests
(3) Implement processImageJobs
(4) Run its tests

B.2.11 Starter code: Part 1 - frequencyMap.

export function frequencyMap(items) {
// TODO:
// Given an array of strings (items), return an object where:
// each key is a string from the array
// each value is the number of times that string appears

return items.reduce((acc, item) => {
return acc;

}, {});
}

B.2.12 Starter code: Part 2 - processImageJobs.

import { Jimp } from "jimp";
import { frequencyMap } from "./part1-frequencyMap.js";

export async function processImageJobs(jobs) {
const categories = [];

for (const job of jobs) {
const { inputPath, outputPath, category } = job;

// TODO 1:
// For each job:
// Load the image with Jimp.read(inputPath).
// Resize it to 200x200.
// Apply a blur.
// Save it to outputPath.

}
// TODO 2:
// Collect the categories of processed jobs
// Use the frequencyMap() function from the first part to build countsByCategory.
// Return an object like:
// {
// processedCount,
// countsByCategory
// }
return {

};
}

B.3 Exercise B: CSV User Activity Cleaner
B.3.1 README. (To view this file formatted, right-click on the file
in the Explorer sidebar, and choose "Open preview")

B.3.2 Overview. In this exercise, you will complete two related
functions:

(1) formatRelativeTime(date, now)
(2) cleanUserActivity(csvText, now)

The first is a small helper function. The second is a larger data-
cleaning function that must use the helper.

B.3.3 Setup. Before you start, install the project dependencies.
Run the following command from this exercise folder.
npm i

B.3.4 Part 1 — formatRelativeTime. Objective. Convert a JavaScript
Date object into a human-readable relative time string.

Examples:
• "5 minutes ago"
• "2 hours ago"
• "in 3 days"

Requirements.
• Use the built-in Intl.RelativeTimeFormat
• Compare date against now
• Choose the most appropriate unit:
• seconds if under 60 seconds
• minutes if under 60 minutes
• hours if under 24 hours
• otherwise days
• Return the formatted relative time string
• Support both past and future dates

Notes.
• Do not use external date libraries
• Keep this function independent and reusable

B.3.5 Tests. Run the following command from this exercise folder,
to check whether your code fulfills the requirements.
npm test -- part1-formatRelativeTime.test.js

B.3.6 Part 2 — cleanUserActivity. Objective. Parse a CSV string of
user activity data, remove invalid rows, and add a human-readable
relative-time field.
Input format. The CSV contains these columns:

• name
• age
• lastLogin

Example:
name,age,lastLogin
Alice,21,2026-03-29T10:00:00Z
Bob,16,2026-03-29T11:30:00Z
Charlie,30,invalid-date
Dina,25,2026-03-28T08:00:00Z

Requirements.
• Parse the CSV using PapaParse
• Use:
• header: true
• dynamicTyping: true
• Remove rows where:
• age is under 18
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• lastLogin is missing, empty, or not a valid date
• For each remaining row, add a new field called
lastLoginRelative

• Set lastLoginRelative by calling:
formatRelativeTime(new Date(row.lastLogin), now)

• Return the cleaned array of rows
Expected output shape. Example:
[

{
name: "Alice",
age: 21,
lastLogin: "2026-03-29T10:00:00Z",
lastLoginRelative: "1 day ago"

},
{

name: "Dina",
age: 25,
lastLogin: "2026-03-28T08:00:00Z",
lastLoginRelative: "2 days ago"

}
]

B.3.7 Constraints.

• Implement formatRelativeTime first
• Reuse formatRelativeTime inside cleanUserActivity
• Do not duplicate the relative-time logic inside
cleanUserActivity

• Do not change function names or module exports

B.3.8 Tests. Run the following command from this exercise folder,
to check whether your code fulfills the requirements.
npm test -- part2-cleanUserActivity.test.js

B.3.9 Suggested workflow.

(1) Implement formatRelativeTime
(2) Run its tests
(3) Implement cleanUserActivity
(4) Run the full exercise tests

B.3.10 Starter code: Part 1 - formatRelativeTime.

export function formatRelativeTime(date, now = new Date()) {
const rtf = new Intl.RelativeTimeFormat("en", { numeric: "auto" });

// Find the difference between `date` and `now`.
// Convert the difference into seconds, minutes, hours, and days.

// Choose the best unit:
// - seconds if under 60 seconds
// - minutes if under 60 minutes
// - hours if under 24 hours
// - otherwise days

// Return the formatted relative time string.
// Support both past and future dates.

}

B.3.11 Starter code: Part 2 - cleanUserActivity.

import Papa from "papaparse";
import { formatRelativeTime } from "./part1-formatRelativeTime.js";

export function cleanUserActivity(csvText, now = new Date()) {
// TODO 1:
// Parse the CSV using Papa.parse with:
// header: true
// dynamicTyping: true

const result = Papa.parse(csvText, {
});

// TODO 2:
// Remove rows where age is under 18.

// Remove rows where lastLogin is missing or not a valid date.

// For each remaining row, a new field called`lastLoginRelative`
// Set`lastLoginRelative` by calling formatRelativeTime() from part 1.

// Return the cleaned rows.

return [];
}
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C User study questions
Participants completed a post-tool evaluation questionnaire consist-
ing of items from the System Usability Scale (SUS) [4], NASA Task
Load Index (NASA-TLX) [16], and Intrinsic Motivation Inventory
(IMI) [31].

C.1 System Usability Scale (SUS)
Participants rated the following statements on a 5-point Likert
scale:

(1) I think that I would like to use this system frequently.
(2) I found the system unnecessarily complex.
(3) I thought the system was easy to use.
(4) I think that I would need the support of a technical person

to be able to use this system.
(5) I found the various functions in this system were well inte-

grated.
(6) I thought there was too much inconsistency in this system.
(7) I would imagine that most people would learn to use this

system very quickly.
(8) I found the system very cumbersome to use.

(Cumbersome definition: difficult to do or manage and taking
a lot of time and effort.)

(9) I felt very confident using the system.
(10) I needed to learn a lot of things before I could get going with

this system.

C.2 NASA Task Load Index (NASA-TLX)
Participants rated the following dimensions:

(1) How mentally demanding was the task?
(2) How physically demanding was the task?
(3) How hurried or rushed was the pace of the task?
(4) How successful were you in accomplishing what you were

asked to do?
(5) How hard did you have to work to accomplish your level of

performance?
(6) How insecure, discouraged, irritated, stressed, and annoyed

were you?

C.3 Intrinsic Motivation Inventory (IMI)
C.3.1 Interest / Enjoyment.

(1) I enjoyed doing this activity very much.
(2) This activity was fun to do.
(3) I thought this was a boring activity.
(4) This activity did not hold my attention at all.
(5) I would describe this activity as very interesting.
(6) I thought this activity was quite enjoyable.
(7) While I was doing this activity, I was thinking about how

much I enjoyed it.

C.3.2 Perceived Competence.

(1) I think I am pretty good at this activity.
(2) I think I did pretty well at this activity, compared to other

students.
(3) After working at this activity for a while, I felt pretty com-

petent.
(4) I am satisfied with my performance at this task.

(5) I was pretty skilled at this activity.
(6) This was an activity that I couldn’t do very well.

C.3.3 Effort / Importance.

(1) I put a lot of effort into this.
(2) I didn’t try very hard to do well at this activity.
(3) I tried very hard on this activity.
(4) It was important to me to do well at this task.
(5) I didn’t put much energy into this.

C.4 Post-assignment questions
• How did you solve the assignment? If you didn’t solve it,
what did you try?

• Why did you choose to solve the assignment this way?
• Can you, in your own words, explain what your code does
and why this works? Line by line.

C.5 Tool comparison interview question
• Did you notice a difference in how the tools helped you solve
the tasks? What did you notice?

• Did the tools influence how you approached the program-
ming task? How?

• Which tool would you prefer to use for code assistance, and
why?”
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