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1 Introduction

Video anomaly detection (VAD) studies how abnormal events can be identified in video
streams where unusual behavior is often rare, diverse, and temporally situated [1, 2].
Surveillance is a central application domain for video-focused anomaly detection [3], but
the underlying difficulty is broader than application demand. Abnormality may depend
on the scene, expected activity, surrounding visual evidence, and temporal context [4].
A useful VAD system must therefore not only recognize unusual visual content, but also
assign anomaly confidence to the temporal regions where the relevant evidence occurs.

This temporal requirement is especially important in weakly supervised video anom-
aly detection (WSVAD). In common WSVAD settings, training videos are annotated only
at the video level, indicating whether a video contains an anomaly, while evaluation re-
quires frame-level or segment-level anomaly scores [2,|5]. This creates a label-granularity
mismatch: the model receives coarse supervision but must localize abnormal evidence
over time. A video may contain only a short abnormal interval while most frames remain
normal, so treating the video label as uniformly valid for all temporal units would in-
troduce noisy supervision. WSVAD methods therefore need mechanisms for organizing
temporal evidence and converting uncertain video-level supervision into localization-
relevant score sequences.

Temporal modeling is one response to this mismatch. Prior WSVAD methods com-
monly use multiple-instance learning, temporal aggregation, attention, graph-based reas-
oning, or related temporal operations to infer anomaly confidence over time [1, 5]. These
mechanisms help relate local observations to broader video context, but they do not solve
the semantic side of anomaly detection by themselves. Whether an event is abnormal can
also depend on what objects are involved, what actions are taking place, and whether
the observed behavior is expected in the scene. This has motivated recent VAD work
that uses vision-language and multimodal models to introduce language-conditioned se-
mantic cues, open-vocabulary categories, or long-term anomaly understanding [1} 6, 7]].

Vision-language models (VLMs) are useful for VAD because they can connect visual
observations with textual descriptions of objects, actions, scenes, and abnormal events.
However, semantic interpretation alone is not sufficient for temporal localization. Even
when a VLM produces meaningful responses for sampled frames or segments, those re-
sponses must still be organized into frame-level or segment-level anomaly scores. VERA
illustrates this structure: it uses learned natural-language guiding questions to elicit
segment-level anomaly scores from a frozen VLM, and then refines those scores through
scene-context and temporal-context operations before producing frame-level anomaly
scores [4].

VERA is therefore a suitable base system for this thesis. Its pipeline separates VLM-
based semantic scoring from subsequent score refinement. During inference, learned
guiding questions are inserted into prompts for sampled video segments, producing
initial segment-level anomaly evidence. VERA then applies a coarse-to-fine refinement
pipeline that includes scene-context retrieval, similarity-weighted ensembling, Gaussian
smoothing, segment-to-frame flattening, and position weighting [4]. This means that



the research problem addressed here is not an absence of temporal processing in VERA.
Rather, the thesis studies the refinement interface through which VLM-generated segment-
level evidence is transformed into localization-relevant anomaly scores.

The methodological motivation comes from the local-global temporal distinction in
WSVAD. VadCLIP, for example, uses a trainable LGT-Adapter to model local temporal
dependencies and broader global relations over CLIP-derived feature sequences [5]. Vad-
CLIP operates at the feature level inside a trainable CLIP-based system, whereas the
present work operates after VERA has already produced segment-level anomaly scores.
The local-global idea is therefore used as a bounded analytical principle for defining
controlled score-level refinements around VERA-generated evidence, not as a direct ar-
chitectural transfer.

The aim of this thesis is to characterize how alternative post-hoc score-level transform-
ations behave around VERA'’s initial segment-level anomaly scores and original refine-
ment pipeline. The frozen VLM backbone, learned guiding questions, and prompt-based
semantic scoring process are kept fixed following VERA. The thesis compares VERA’s
original refinement with local score aggregation, global similarity-based score aggrega-
tion, and local-global residual fusion on UCF-Crime and XD-Violence. The evaluation is
framed around frame-level anomaly localization using ROC-AUC and average precision,
rather than as a benchmark-leader claim or a replacement of VERA’s original pipeline.

The contribution is therefore bounded but specific. First, the thesis formulates VERA's
segment-score refinement stage as a controlled interface for studying the transformation
from VLM-generated semantic evidence to frame-level anomaly scores. Second, it defines
local, global, and local-global score-level variants that start from the same initial VERA
segment-level score sequence. Third, it evaluates these variants against VERA's original
refinement pipeline and analyzes the resulting metric-level trade-off: VERA's original re-
finement preserves the strongest ROC-AUC ranking in the reported experiments, while
local-global residual fusion gives the highest average precision. These findings support
a diagnostic interpretation of score-level refinement: it can change how anomaly evid-
ence is concentrated, but it does not provide evidence that VERA’s original coarse-to-fine
refinement should be replaced.

The remainder of the thesis is organized as follows. Section 2 reviews VAD, WSVAD,
temporal modeling, vision-language directions, VERA, and the local-global motivation
from VadCLIP. Section 3 describes the VERA baseline pipeline and defines the proposed
score-level refinement interface. Section 4 reports the experimental setup, quantitative
results, and discussion. Section 5 concludes the thesis by summarizing the findings,
limitations, and directions for future work.

2 Related work

2.1 Video Anomaly Detection: Task, Supervision, and Evaluation

Video anomaly detection (VAD) concerns the identification of abnormal events in video
sequences. Its difficulty is not limited to recognizing unusual visual content. VAD is also
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a temporal localization problem: an event may be abnormal because of when it occurs,
how long it lasts, how it develops, or how it relates to surrounding frames. A video
can contain long normal intervals and only a short abnormal segment, and the abnor-
mality may depend on motion, interaction, object state, or scene context. Reviews of
deep-learning-based VAD therefore describe the field through several connected dimen-
sions, including feature representation, supervision setting, temporal modeling, anomaly
scoring, and evaluation protocol [1} 2].

The supervision setting determines how directly a model can learn temporal localiz-
ation. Fully supervised VAD can use detailed temporal annotations, but such labels are
expensive because abnormal events must be located precisely in time. Weakly supervised
methods reduce annotation cost by using coarser labels, often at the video level. Semi-
supervised and unsupervised settings rely on limited labels or normal data to model
deviations from expected patterns. These categories are not only practical alternatives;
they define different learning problems. When frame-level labels are unavailable, the
method must infer which temporal regions provide evidence for abnormality [1, 2].

In many benchmark settings, the output of a VAD system is a temporal anomaly score
sequence rather than only a video-level decision. Frame-level or segment-level scores are
used to indicate how likely each temporal unit is to be abnormal. Metrics such as area
under the ROC curve, average precision, and equal error rate are useful for comparing
systems under a fixed protocol [1]. However, aggregate metrics do not fully explain
temporal score behavior. A score curve may respond too early, too late, too diffusely, or
too sharply, even when its aggregate metric is acceptable. For this thesis, this distinction
is important: the object of study is not only whether a system detects abnormality, but
how temporal evidence is acquired and refined into frame-level predictions.

2.2 Weakly Supervised Video Anomaly Detection and Label-Granularity Mis-
match

Weakly supervised video anomaly detection (WSVAD) addresses the cost of dense tem-
poral annotation by training with coarse labels. In a common setting, the training la-
bel indicates whether a video is normal or abnormal, while the expected output is a
frame-level or segment-level anomaly confidence. VadCLIP formulates this setting dir-
ectly: video-level labels are used during training, but the system is expected to predict
frame-level anomaly confidence [5]. This creates a label-granularity mismatch between
the supervision signal and the desired prediction.

The main difficulty is not simply that labels are scarce. It is that an abnormal video la-
bel does not identify the temporal instances responsible for that label. An abnormal video
may contain many normal frames, and the abnormal event may be brief, gradual, or visu-
ally ambiguous. If all temporal units in an abnormal video are treated as abnormal, the
supervision becomes noisy. If only the most salient temporal units are emphasized, subtle
or slowly developing anomalies may be missed. Weak supervision therefore introduces
uncertainty about temporal responsibility: the model must infer which parts of the video
explain the coarse label.
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Multiple-instance learning has been a common way to express this structure, with
videos treated as bags and temporal units treated as instances. Real-World Anomaly
Detection in Surveillance Videos is a representative early WSVAD work in this direction,
but this chapter uses it only as background because the present thesis does not depend
on a detailed reconstruction of early MIL methods. The broader, source-supported claim
is that WSVAD learns from coarse labels while still requiring temporal anomaly scores
(1} 2].

This mismatch motivates temporal evidence organization. A WSVAD method must
decide which temporal observations to use, how to aggregate or compare them, and how
to convert uncertain evidence into a score sequence. This remains true when stronger
backbones or vision-language models are introduced. Semantic recognition may help
identify what kind of abnormal event is present, but it does not by itself determine where
the abnormal evidence is located in time. WSVAD is therefore a setting in which repres-
entation, temporal evidence acquisition, and score refinement are tightly connected.

2.3 Temporal Modeling and Score Refinement in WSVAD

Temporal modeling is one response to localization ambiguity under weak supervision.
Adjacent frames may provide local continuity, while distant frames or the full video may
provide broader context. An event can be ambiguous in isolation but clearer when com-
pared with what happens before and after it. Reviews of VAD describe several families
of temporal methods, including convolutional, graph-based, attention-based, recurrent,
Transformer-based, and post-processing strategies [1, 2]. These methods reflect a shared
assumption that temporal organization can help interpret uncertain evidence, although
temporal modeling does not guarantee better localization in every setting.

For this thesis, the crucial distinction is between feature-level temporal modeling and
score-level post-hoc refinement. Feature-level temporal modeling operates before the fi-
nal anomaly prediction. It modifies or contextualizes frame or segment representations,
for example through temporal convolution, attention, graph propagation, or Transformer
layers. Score-level refinement operates after an initial anomaly score has already been
produced. It may smooth the score sequence, combine nearby or similar scores, re-
weight scores by temporal position, or transform segment-level outputs into frame-level
scores. These two categories are related, but they are not equivalent. Feature-level mod-
eling changes the representation from which predictions are made; score-level refinement
changes the temporal behavior of already produced anomaly evidence.

This distinction directly frames the role of VERA in this thesis. VERA first obtains
VLM-generated segment-level anomaly evidence, and then applies refinement operations
before producing frame-level scores. The central interface is therefore not a conventional
learned feature sequence alone, but a pipeline in which sampled visual evidence is con-
verted into VLM-based segment outputs and then refined temporally. Smoothing can
make a score sequence more stable, but it can also blur event boundaries or spread high
scores into neighboring normal intervals. Position weighting can encode a temporal prior,
but that prior may not match every abnormal event. Thus, post-hoc refinement should
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be studied as a temporal design choice that shapes localization behavior, not only as an
auxiliary performance component.

The local-global distinction is also important. Local temporal modeling focuses on
short-range continuity among nearby frames or segments. Global temporal modeling
uses broader relations across the video, such as similarity between distant segments
or dependencies over the full sequence. VadCLIP later provides a concrete example of
making this distinction explicit at the feature level through its LGT-Adapter [5]. In this
thesis, the same local-global principle motivates a controlled study of VERA’s evidence
acquisition and refinement interface, while preserving the distinction between VadCLIP’s
feature-level modeling and VERA’s VLM-generated score evidence.

2.4 Vision-Language and Open-Vocabulary Directions in VAD

Vision-language models introduce a semantic route for VAD. Instead of relying only on
visual features and closed-set classifiers, VLM-based methods can relate visual observa-
tions to textual descriptions, prompts, or anomaly categories. This is relevant because
many anomalies are semantically defined events involving actions, objects, and context.
Surveys of VAD identify pretrained large models and VLM-based reasoning as an emer-
ging direction for anomaly detection and explanation [1, 2]].

Open-vocabulary VAD extends this direction by considering anomaly categories that
may not be fixed during training. Open-Vocabulary Video Anomaly Detection frames the
task as detecting and categorizing seen and unseen anomalies with help from pretrained
large models [6]. This broadens VAD beyond binary abnormality scoring, but it does not
remove the need for temporal localization. Recognizing what type of anomaly may be
present is different from identifying when the relevant evidence occurs.

Related multimodal and long-video systems show the same broader trend: semantic
reasoning is increasingly combined with temporal selection, segmentation, or aggreg-
ation. MMVAD studies a vision-language model for cross-domain VAD and includes
scale-adaptive frame segmentation [8]]. Holmes-VAU moves toward long-term and multi-
granular anomaly understanding, including anomaly-focused temporal sampling [7].
SlowFastVAD combines a fast detector with a slower VLM-based reasoning process for
selected ambiguous segments [9]. These works are background for the broader VLM-
based VAD direction, not the main methodological basis of this thesis.

The consequence for this thesis is that semantic evidence still requires temporal ac-
quisition and refinement. If a VLM observes only sampled frames, the sampling strategy
affects which evidence is available. If the VLM produces segment-level outputs, refine-
ment determines how those outputs become frame-level predictions. VLM-based VAD
can therefore improve the semantic content of anomaly evidence, but it does not elimin-
ate the temporal problem created by weak supervision. This motivates studying VLM-
generated evidence together with the temporal operations that acquire and refine it.
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2.5 VERA as VLM-Based Semantic Evidence Generation and Coarse-to-Fine
Refinement

VERA is the base system studied in this thesis because its pipeline separates VLM-based
anomaly scoring from later refinement [4]. VERA keeps the VLM parameters frozen and
learns natural-language guiding questions through verbalized learning. The learned ob-
jects are not neural weights, but language-level questions that guide anomaly reasoning.
During training, a learner VLM uses sampled frames and the current questions to pre-
dict whether a video is normal or abnormal. An optimizer VLM then revises the guiding
questions using the learner’s prediction, the coarse video-level label, and reflective feed-
back. The training process therefore uses coarse labels to optimize guiding questions
through VLM interaction rather than through direct fine-tuning of the VLM.

At inference time, VERA divides a video into temporal segments. The paper de-
scribes the use of equidistant segment centers and uniformly sampled frames within
each segment or window. The sampled frames and learned guiding questions are input
to the frozen VLM, which produces segment-level anomaly outputs. For the purpose of
this thesis, this stage is treated as temporal evidence acquisition: the sampling strategy
determines which visual observations are exposed to the VLM before segment-level an-
omaly evidence is produced. Uniform sampling is not described here as wrong. Rather,
it is a simple and reproducible design choice whose effect on evidence acquisition can be
studied. The exact numerical construction of segment scores in the implementation will
be specified in the Method chapter.

VERA then refines the initial segment-level evidence. Its scene-context refinement re-
trieves top-K similar segments using visual feature similarity and combines their scores
through similarity-weighted ensembling. This step reduces the isolation of individual
segment judgments by using related segment context. VERA also includes temporal-
context operations. It applies Gaussian smoothing over the segment-level score sequence,
converts the refined segment scores into frame-level scores, and applies frame-level po-
sition weighting. These operations shape the final temporal score curve and are directly
relevant to frame-level localization.

VERA already includes scene-context refinement and temporal-context operations,
including Gaussian smoothing and position weighting. The research gap is therefore
more specific: VERA exposes a temporal interface between sampled VLM-based segment
evidence and final frame-level anomaly scores. This thesis studies that interface while
keeping the VLM-based semantic scoring pipeline fixed. The aim is to evaluate and
characterize how temporal acquisition and refinement choices affect score behavior and
localization under weak supervision.

For the purpose of this thesis, VERA is treated as a semantic anomaly evidence gen-
erator. This is thesis framing, not necessarily VERA’s original term. The wording is
used because VERA elicits anomaly-related judgments from a frozen VLM using learned
natural-language guiding questions and sampled visual input. These VLM-generated
outputs are then refined into frame-level anomaly scores. This framing separates the
pipeline into semantic evidence generation and temporal evidence refinement. It also
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keeps the contribution bounded: the thesis does not present a new VAD framework, but
studies a well-defined temporal interface in an existing VLM-based system.

2.6 Local-Global Temporal Modeling as a Controlled Intervention

VadCLIP motivates the local-global temporal principle used in this thesis, but it does so in
a different technical setting from VERA. VadCLIP adapts CLIP to WSVAD, where training
uses video-level labels while the task requires frame-level anomaly confidence [5]. It
keeps the vision-language foundation of CLIP relevant by using both visual features
and textual label information, rather than treating CLIP only as a generic visual feature
extractor.

VadCLIP uses a dual-branch architecture. The visual classification branch predicts an-
omaly confidence from visual features. The language-image alignment branch compares
visual features with textual label embeddings to form an alignment-based view of abnor-
mality. MIL-Align is used to optimize this alighment branch under weak supervision by
connecting video-level labels with selected high-response temporal evidence. The exact
objective belongs to VadCLIP’s own method, but its relevance here is that it addresses
the same broad WSVAD tension: frame-level anomaly confidence must be inferred from
video-level supervision.

The LGT-Adapter is the most relevant part of VadCLIP for this thesis. It is a feature-
level temporal module placed after CLIP-derived frame-level feature extraction and be-
fore final prediction. Its local module uses windowed transformer attention to capture
short-range temporal dependencies. Its global module uses a lightweight graph con-
volutional network based on feature similarity and temporal distance, allowing broader
relations across the video to be modeled. Thus, VadCLIP makes the local-global temporal
distinction explicit within a CLIP feature sequence.

This distinction must not be collapsed with VERA’s pipeline. VadCLIP’s LGT-Adapter
operates on CLIP-derived feature sequences. It does not operate on VERA-style VLM-
generated segment-level score sequences. VERA, by contrast, uses learned guiding ques-
tions to elicit segment-level anomaly evidence from a frozen VLM and then refines that
evidence through scene-context and temporal-context operations. Therefore, this thesis
uses the local-global temporal modeling principle from VadCLIP as conceptual motiva-
tion, while keeping the technical implementation at VERA’s score-refinement level.

In this thesis, the local-global principle is used as a controlled intervention for VERA's
temporal evidence acquisition and refinement interface. The VLM-based semantic scor-
ing pipeline is kept fixed. The study asks whether and how more explicit temporal
structure changes, explains, or characterizes VERA’s score behavior and frame-level loc-
alization. This is not a claim that local-global modeling necessarily improves VERA. It
is a bounded investigation of how a local-global principle behaves when moved from
VadCLIP’s trainable CLIP-feature setting to VERA’s VLM-generated evidence setting.

The literature reviewed in this chapter therefore supports a specific Method chapter
direction. WSVAD requires temporal anomaly scores despite coarse video-level labels.
VLM-based VAD introduces semantic evidence, but that evidence still depends on sampling



and refinement. VERA provides a suitable base system because its pipeline separates
VLM-generated segment-level evidence from scene-context and temporal-context refine-
ment. VadCLIP motivates local-global temporal structure, but its LGT-Adapter operates
on CLIP feature sequences rather than VLM-generated score sequences. Chapter 3 will
operationalize this gap by keeping VERA’s VLM-based semantic scoring pipeline fixed
while studying temporal evidence acquisition and segment-to-frame refinement through
controlled local-global-inspired modifications.

3 Methods

3.1 Overview

In this section, the VERA[4] pipeline is described first because the proposed thesis method
begins only after initial VERA segment-level anomaly evidence has been defined.

The proposed method is a bounded score-level refinement study around VERA. The
learned guiding-question set Q*, the frozen VLM, and VERA’s prompt-based initial scor-
ing process are kept fixed. It studies local temporal aggregation, global similarity-based
aggregation, and local-global residual fusion over the initial VERA segment-level score
sequence. This framing keeps the semantic scoring pipeline inherited from VERA and
defines only the score refinement interface after that pipeline.

VadCLIP provides conceptual motivation for distinguishing local temporal relation-
ships from broader global relationships[5]. VadCLIP’s LGT-Adapter is a trainable feature-
level adapter inside a CLIP-based architecture, whereas the thesis method operates post-
hoc on initial VERA segment-level anomaly scores. The relation to VadCLIP is therefore
discussed after the thesis refinement operations have been defined.

a
IntemVL.2-88 with Q*

Figure 1: Method boundary between VERA semantic scoring, VERA’s original refinement path, and the
thesis score-level refinement interface. Both downstream paths start from the same initial VERA segment-
level score sequence Y.

3.2 VERA Semantic Scoring and Baseline Refinement

VERA is an explainable VAD framework that uses verbalized learning to adapt frozen
VLMs to video anomaly detection without retraining the VLM parameters [4]. Its method
can be understood as three connected parts: learning natural-language guiding ques-
tions from coarsely labeled videos, using the learned questions to obtain initial segment-
level anomaly scores at inference, and refining these scores through scene-context and
temporal-context operations.
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3.21 Guiding Questions and Verbalized Learning

VERA learns a set of natural-language guiding questions,

Q=1{q1-- qm}, (1)

where g; is the i-th question and m is the number of questions. The questions are treated
as learnable natural-language parameters and are optimized through verbal interaction
between a learner VLM and an optimizer VLM. The learner VLM uses the current ques-
tions to make video-level anomaly judgments, and the optimizer VLM updates the ques-
tions based on the learning feedback and the video-level labels.

Training uses sampled video frames and video-level labels. For a training video V)
with F; frames, VERA defines the uniform sampling interval as

-2}

where S is the number of sampled frames. The sampled video is written as

VO =1 101 3)
The verbalized learning process is based on training pairs formed from (V(), Y()), where
YU) is the video-level label.

This thesis does not relearn Q. It treats the learned guiding-question set selected by
VERA as a fixed component, denoted by Q*. The frozen VLM is also kept fixed. Thus,
the thesis does not retrain the VLM, does not instruction-tune the VLM, and does not
introduce a new guiding-question learning procedure. The learned questions and the
frozen VLM are inherited from VERA as the upstream semantic scoring mechanism.

3.2.2 VERA Inference Step 1: Initial Segment-Level Anomaly Scores

At inference time, VERA first obtains initial segment-level anomaly scores by querying
the frozen VLM with the learned guiding questions. For a video with F frames, VERA
selects equidistant segment centers,

C={l,Lis1, - In—1yas1}, (4)
where d is the interval between centers and
F
h= |-
H ©

is the total number of segments.

For each center frame I(,,_1)41, VERA defines a 10-second window around it as the
u-th segment and uniformly samples 8 frames from that window [4]. Let V,, denote the
sampled frame set for the u-th segment. VERA then computes the initial segment-level
anomaly score as

yNLl = fVLM(Vu} (9/ Q*))/ (6)
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where 0 denotes the frozen VLM parameters and Q* is the learned guiding-question set
selected after VERA training.
Repeating this process over all i segments gives

Y = [i1,.... 9] 7)

The VERA paper presents ¥, as the initial segment-level anomaly score. In this thesis,
Y is treated as segment-level anomaly evidence generated by the fixed VERA semantic
scoring stage. The notation does not require interpreting 7, as a calibrated probability.

3.2.3 VERA Inference Step 2: Scene-Context Refinement

VERA then performs scene-context refinement over the initial segment-level scores [4].
The purpose of this step is to use visually related segments as contextual evidence for
refining the score of a given segment. For segment V, and another segment V,,, VERA
extracts pretrained visual features

ey = g(Vu)z ey = g(Vw)z (8)

and computes their cosine similarity as

. eu ew
sim(u,w) = —————. 9)
() = eulleal
Let
Ky = [Kl(ll)l v IKl(lK)] (10)

denote the indices of the top-K segments similar to V,,. VERA computes the scene-context
ensemble score as

g —iﬂ ) exp(sim(u, ) /7) (11)
u = (i) * i '
= M 2]I-<:1 exp(sim(u,xl(/))/T)

The resulting scene-context-refined sequence is

Y = [y_l,...,yh]. (12)

This is VERA’s original scene-context refinement. It is not the contribution of this
thesis. The thesis therefore does not claim that VERA lacks contextual refinement; in-
stead, it treats VERA’s scene-context operation as part of the baseline pipeline around
which the later score-level study is defined.

3.24 VERA Inference Step 3: Temporal-Context Frame-Level Scoring

Given the scene-context-refined sequence Y, VERA applies temporal-context processing
to obtain frame-level anomaly scores [4]. First, VERA smooths the segment-level scores

using a Gaussian kernel,
2

G(p) = exp (—’“) , (13)

2
207
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where p is the distance from the kernel center and ¢y is the variance. The smoothed
segment-level scores are
FZY*G:[’Yl,...,’?h], (14)

where * denotes convolution.
VERA then flattens the smoothed segment scores to frame-level scores by assigning
¥u to frames in the u-th segment,

[I(ufl)dJrlv . -rIud]- (15)
The frame-level score sequence after flattening is denoted as

[p1,...,pp]. (16)
VERA then applies frame-level position weighting,

w(i) = exp (— = C)2> , (17)

2
2075

where 1 < i < F, ¢ = |F/2], and 07 is the variance. The final frame-level anomaly score
is

9 =w(i) - pi, (18)
and the final frame-level sequence is

Y =[01,...,0F) (19)

VERA therefore already includes both scene-context and temporal-context refinement.

The thesis method is not motivated by an absence of temporal modeling in VERA. Rather,

VERA's paper-level pipeline provides the fixed semantic scoring and baseline refinement
context for defining a bounded post-hoc score-level refinement interface.

3.3 Proposed Score-Level Refinement Method

Concrete evaluation variants are specified in the experimental setup; this section defines
only the refinement operations and their methodological boundary. The proposed method
is a bounded score-level refinement interface around VERA. It keeps the learned guiding
questions Q* fixed, keeps the frozen VLM fixed, and keeps VERA’s prompt-based ini-
tial scoring process fixed. The method operates after VERA has produced segment-level
anomaly scores.

To avoid confusing the thesis output with VERA'’s final frame-level sequence Y, the
thesis-refined segment score sequence is denoted by

Z:[Zl,...,Zh]. (20)

The controlled refinement variants in this thesis start from the same initial VERA segment-
level score sequence

Y =71, 90l (21)
Thus, Y is the common score-level input for the thesis refinement interface. Variants that
use global similarity additionally use segment visual features E, but they do not change
the upstream VLM, guiding questions, or prompt-based segment scoring process.
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Table 1: Operational decomposition of VERA and the thesis boundary. VERA’s guiding questions, frozen
VLM, initial segment-level scoring, scene-context refinement, and temporal-context frame-level scoring are
The thesis refinement interface begins after initial VERA

described following the paper-level pipeline.

segment-level scores are available.

Stage Input Operation Output Role
Guiding- Sampled videos Optimize natural- Learned ques- VERA
question learn- V() and labels language questions  tion set Q* upstream
ing Y U) through learner— compon-
optimizer =~ VLM in- ent; fixed
teraction. in this
thesis.
Initial segment Sampled segment Query frozen VLM: §j, = Y Fixed
scoring frames V,, and Q*  fym(Vi; (6, Q%)). VERA
semantic
scoring.
Scene-context Initial scores Y Retrieve top-K similar Y VERA
refinement and visual fea- segments and compute original
tures e, similarity-weighted en- refine-
semble scores. ment.
Temporal Scene-refined Convolve with Gaussian T VERA
smoothing scores Y kernel G(p). original
temporal-
context
operation.
Flattening and Smoothed scores Assign segmentscoresto Y VERA
weighting r frames and apply posi- original
tion weighting w(i). frame-
level
output.
Thesis score re- Initial VERA seg- Apply deterministic Z Studied
finement ment scores Y local, global, or local- post-hoc
global residual score interface.

refinement.
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3.3.1 Notation and Refinement Interface

Let E = [ey, ..., ey] denote segment visual features when similarity-based aggregation is
used. The thesis refinement interface is written as

Z =R(Y,E), (22)

where R is a post-hoc, score-level, deterministic and non-trainable transformation. It is
not a neural network and is not part of the VLM. The interface does not relearn Q*, does
not change the frozen VLM, and does not alter VERA’s prompt-based semantic scoring.
The purpose of this interface is to study how initial VERA segment-level anomaly
evidence can be transformed through controlled score aggregation. The method defines
local refinement, global similarity-based refinement, and local-global residual fusion.
Any mapping from the thesis-refined segment sequence Z to frame-level predictions can
be written abstractly as
YT = Epap(2), (23)

where E;;;, denotes the segment-to-frame mapping used for frame-level evaluation. This
notation is kept distinct from VERA'’s original final output Y.

Table 2: Notation for VERA'’s paper-level pipeline and the thesis score-level refinement interface.

Symbol Meaning
Q=A{q1,---.9m} VERA guiding-question set.
Qr Learned guiding-question set selected after VERA training

and fixed in this thesis.

Sampled frame set for the u-th VERA inference segment.
VERA initial segment-level anomaly score for segment u.
VERA initial segment-level score sequence.

Pretrained visual feature for segment V.

VERA scene-context ensemble score for segment 1.

VERA scene-context-refined segment score sequence.
VERA Gaussian-smoothed segment score sequence.
Frame-level score after flattening smoothed segment scores.
VERA final frame-level score sequence.

Thesis-refined segment-level score sequence.

Deterministic non-trainable score-level refinement function.

=N SD RS S R S

3.3.2 Local Score Refinement

Local score refinement defines aggregation over temporally neighboring segments. For a
segment index u, the local neighborhood is

Ni(u) ={v: o —ul <w}, (24)
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where w; is the local window radius. A distance-based local weight is defined as

afs™ = exp (—(” = ”)2> : (25)

2
20;
where 07 controls the decay with temporal distance. The normalized local weight is

alocal

local uv
Q' = o————. (26)
" ZreM(u) a{{orcal
The locally refined score is
Ziocul — Z ailovcul]?v. (27)
0EN; (u)

This operation is score-level aggregation over temporal neighbors. It is not trainable
attention, not a feature-level temporal adapter, and not a modification of VERA’s VLM
scoring process. Its role is to define a controlled way to study short-range temporal
continuity in the initial VERA segment score sequence.

3.3.3 Global Similarity-Based Score Refinement

Global similarity-based refinement defines aggregation over visually or contextually sim-
ilar segments that need not be temporally adjacent. For segments u and v, the cosine
similarity between their visual features is

-
e, ey
Cyp = T— - (28)
o lleullllel
Let the global neighborhood be

Ng(u) - TOpKv(Cuv). (29)

The normalized global aggregation weights are
géobal o exp(TgCuv) (30)

B ZreNg(u) exp(TgCur) '

where T, controls the sharpness of similarity weighting. The globally refined score is

lobal lobal .
=) ady i (31)
veN, (u)

The global refinement variant is defined as a controlled score-level variant inspired by
the broader local/global temporal modeling principle, while acknowledging that VERA
already uses scene-context similarity in its original refinement pipeline. Thus, global sim-
ilarity is not presented here as a capability absent from VERA. Instead, the formulation
isolates similarity-based score aggregation as one component of the thesis refinement
interface.
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3.3.4 Local-Global Residual Fusion

Local and global refinements provide two complementary score aggregation views. Local
refinement emphasizes neighboring temporal segments, while global similarity-based
refinement emphasizes visually or contextually related segments. To preserve the original
initial VERA score as an anchor, the thesis defines a residual fusion:

w= (=) + 7 [ A2+ (1= 1] (32)

where ¢ € [0,1] controls the refinement strength and A € [0,1] controls the balance
between local and global aggregation. When = 0, the original initial VERA segment
score is preserved. When < > 0, the output incorporates local and global aggregated
evidence while retaining the original score through the residual term.

This fusion is conservative by design. It does not overwrite VERA’s semantic evidence
completely and does not learn a new temporal representation. It defines a non-trainable
score-level mechanism for examining how local and global aggregation can reshape the
initial VERA segment score sequence.

Deterministic, non-trainable score-level interface

Local branch
temporal neighborhood N_I(u)
weighted aggregation

.| Thesis-refined scores
Z=[z1,..2.h

Frame-level evaluation
segment-to-frame mapping
E_map

2_local(u)

Input from VERA
Y~=[y-_1,..y-_h
initial segment scores

Residual fusion
2_u=(1-gamma)y~_u

Global branch

cosine similarity c_uv
global neighborhood N_g(u) |——| *+9ammallambda z_local

weighted aggregation + (1-lambda)z_global]
The interface modifies score

z_global(u
v _global(u)
Residual anchor
——| preserve original score sequences only.

7= | It does not retrain the VLM or
learn a feature-level temporal
model.

similarity only

Visual features
E=[e_1,..,e_h]

Figure 2: Post-hoc score-level refinement interface studied in this thesis. The local, global, and local-global
residual operations are deterministic, non-trainable, and applied to the initial VERA segment-level score
sequence.

3.4 Relation to VadCLIP’s LGT-Adapter

VadCLIP adapts CLIP to WSVAD using CLIP-derived frame-level feature sequences and
a dual-branch architecture for visual classification and language-image alignment [5]. Its
LGT-Adapter is placed after CLIP visual feature extraction and before the downstream
classification and alignment branches. The local component models neighboring tem-
poral dependencies at the feature level, while the global component models broader
dependencies at the feature level, for example through graph or similarity structure. The
LGT-Adapter is trainable and architecture-internal to VadCLIP.

The thesis method differs from VadCLIP’s LGT-Adapter in representation, location,
and trainability. It operates on initial VERA segment-level anomaly scores rather than
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CLIP-derived frame-level feature sequences. It is applied after VERA’s VLM-based se-
mantic scoring stage rather than inside a trainable CLIP-feature adaptation architecture.
It is post-hoc, deterministic, score-level, and non-trainable. VadCLIP provides meth-
odological motivation for separating local temporal relationships from broader global
relationships, while the thesis keeps the implementation at the level of VERA score re-

finement.

Table 3: Comparison between VadCLIP’s LGT-Adapter and the thesis score-level refinement interface.

Aspect VadCLIP LGT-Adapter This thesis
Input representa- CLIP-derived frame-level Initial VERA segment-level
tion visual feature sequence. anomaly score sequence, with

Pipeline location

Operation level
Trainability

Local component

Global component

Output

Claim boundary

After CLIP visual feature ex-
traction and before VadCLIP’s
classification and alignment
branches.

Feature-level temporal adapt-
ation.

Trainable and architecture-
internal.

Local temporal modeling over
neighboring frame-level fea-
tures.

Broader feature-level depend-
ency modeling, for example
through graph or similarity
structure.

Temporally adapted features
used by VadCLIP’s down-
stream branches.
Local/global modeling inside
VadCLIP’s CLIP-feature archi-
tecture.

visual features used only for
similarity weighting.

After VERA’s fixed VLM-
based initial segment-level
scoring stage.

Score-level post-hoc refine-
ment.

Deterministic and non-
trainable.

Weighted aggregation over
temporally neighboring seg-
ment scores.

Similarity-based aggregation
of scores from visually or con-
textually related segments.

Thesis-refined segment scores
that can be mapped to frame-
level predictions.

Local/global principle used
as bounded inspiration for
VERA score-level refinement.

4 Results

This chapter evaluates the score-level refinement interface introduced in Chapter 3. The
evaluation is framed as a controlled experimental characterization around VERA-generated
anomaly scores, with VERA treated as the fixed VLM-based baseline. The purpose is to
analyze how alternative post-hoc score-level transformations behave around VERA’s ini-
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tial segment-level evidence and original refinement pipeline.

The chapter first states the evaluation questions, then defines the experimental setup,
compared variants, and metrics. The quantitative section compares VERA’s original re-
finement with the proposed score-level variants on UCF-Crime and XD-Violence. The
discussion relates the results back to VERA's original refinement pipeline and to Vad-
CLIP’s local-global motivation.

4.1 Evaluation Questions

EQ1: Role of VERA’s original refinement. How does VERA's original scene-context
and temporal-context refinement compare with direct frame-level use of its initial VLM-
generated segment-level anomaly scores? This question compares raw_initial with
vera_original and clarifies the role of VERA’s own coarse-to-fine refinement pipeline.

EQ?2: Effect of score-level refinement variants. How do local, global, and local-global
post-hoc score-level refinements affect frame-level anomaly localization behavior relative
to VERA's original refinement? This question evaluates local_only, global_only, and
local_global while keeping the comparison bounded to post-hoc transformations of
VERA-generated score sequences.

EQ3: Component-level contribution. Which component is most responsible for ob-
served changes in localization behavior: local temporal aggregation, global similarity-
based aggregation, or residual local-global fusion? This question separates the diagnostic
roles of local_only, global_only, and local_global.

EQ4: Transfer of local-global motivation across representation levels. What do the
results suggest about applying a VadCLIP-inspired local-global distinction from train-
able feature-level temporal adaptation to post-hoc score-level refinement around VERA?
This question preserves the distinction between VadCLIP’s trainable feature-level LGT-
Adapter and this thesis’s non-trainable score-level operations.

4.2 Experimental Setup
4.2.1 Datasets and Evaluation Task

The experiments evaluate frame-level anomaly localization under weak supervision. In
this setting, training supervision is provided at the video level, while evaluation requires
frame-level or temporal localization of abnormal regions. Each compared variant pro-
duces a frame-level anomaly score sequence, which is evaluated against frame-level an-
omaly annotations.

UCF-Crime [3] is the primary surveillance-style benchmark used in this thesis. It was
introduced as a large-scale real-world anomaly detection benchmark based on long un-
trimmed surveillance videos and diverse anomaly categories. In the VERA evaluation
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split, UCF-Crime contains 290 test videos, including 140 abnormal test videos, with 13
anomaly types and an average test video length of 2.13 minutes [4]. UCF-Crime is useful
for this thesis because its long surveillance videos require segment-level anomaly evid-
ence to be refined into temporally meaningful frame-level score sequences.

XD-Violence [10] is included as a more heterogeneous evaluation setting. XD-Violence
is a large-scale multi-scene violence detection dataset containing 4,754 untrimmed videos
with a total duration of 217 hours, audio signals, and weak labels. Its six physically viol-
ent categories include abuse, car accident, explosion, fighting, riot, and shooting. In the
VERA evaluation split, XD-Violence contains 800 test videos, including 500 abnormal test
videos, with six anomaly categories and an average test video length of 1.62 minutes [4].
Although XD-Violence includes audio signals, this thesis evaluates the VERA-generated
visual/semantic score pipeline unless audio use is explicitly specified. The dataset is
therefore useful for testing whether score-level refinements remain stable under more di-
verse visual and temporal conditions, including both sustained violent events and abrupt
incidents.

ShanghaiTech [11] is considered as an additional surveillance anomaly dataset. It is a
campus surveillance dataset with 13 scenes, 330 training videos, 107 testing videos, and
detailed annotations. In the present thesis, the completed quantitative evaluation is lim-
ited to UCF-Crime and XD-Violence. This chapter therefore does not include quantitative
claims on ShanghaiTech.

The quantitative evaluation in this chapter focuses on UCF-Crime and XD-Violence.
No quantitative claim is made for ShanghaiTech Campus, and no cross-dataset general-
ization claim is made beyond the evaluated datasets and metrics.

4.2.2 Fixed VERA Pipeline

The upstream VERA semantic scoring pipeline remains fixed. Following the default
setting in the original VERA experiments, the frozen VLM backbone is InternVL2-8B,
while Qwen2-VL-7B and InternVL2-40B are treated in VERA as alternative backbones
for ablation rather than the default setting [4]. The learned guiding-question set Q,
the frozen InternVL2-8B backbone, and VERA’s prompt-based initial segment-level scor-
ing are treated as inherited components from VERA. When evaluating vera_original,
VERA'’s original refinement pipeline is also retained as the paper-level reference: ini-
tial segment scores — scene-context retrieval and ensemble — Gaussian smoothing —
segment-to-frame flattening — position weighting.

This distinction is central to the experimental design. VERA already includes both
scene-context and temporal-context refinement. The proposed variants are therefore not
evaluated against an artificially simplified or context-free VERA baseline. Instead, they
are evaluated as alternative post-hoc score-level transformations around VERA-generated
segment evidence.
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4.2.3 Compared Refinement Variants

Five variants are compared. They separate the role of VERA'’s initial semantic scoring,
VERA's original refinement pipeline, and the proposed local/global score-level refine-
ments.

® raw_initial: direct use of VERA’s initial segment-level anomaly scores before
VERA'’s original scene-context and temporal-context refinement, mapped to frame-
level scores for evaluation.

* vera_original: VERA'’s original paper-level refinement pipeline, consisting of ini-
tial segment scores — scene-context retrieval and ensemble — Gaussian smoothing
— segment-to-frame flattening — position weighting.

® local_only: local score-level aggregation over temporally neighboring segment
scores.

* global_only: similarity-based global score-level aggregation over visually or con-
textually similar segments. This variant is not presented as the first contextual
operation in VERA; rather, it is a controlled score-level variant considered relative
to VERA’s own scene-context refinement.

* local_global: conservative residual fusion of the original score, local-refined score,
and global-refined score. This variant remains post-hoc, score-level, and non-trainable.

All refinement variants start from the same initial VERA segment-level score sequence
Y; variants involving global aggregation additionally use visual features for similarity
computation. Table 4 summarizes the variants, their inputs, their operations, and their
diagnostic purpose.

4.2.4 Evaluation Metrics

The primary quantitative metric is frame-level ROC-AUC. VERA mainly evaluates VAD
performance using frame-level ROC-AUC, making it the most direct metric for com-
paring raw_initial, vera_original, and the proposed score-level variants [4]. In this
thesis, ROC-AUC evaluates whether abnormal frames tend to receive higher anomaly
scores than normal frames without requiring a fixed threshold.

The secondary quantitative metric is frame-level AP, or PR-AUC when reported in
that form. AP is interpreted together with ROC-AUC because the two metrics reflect
different aspects of score behavior: ROC-AUC measures threshold-independent ranking
over all frames, whereas AP is more sensitive to the concentration of high scores under
anomaly sparsity and class imbalance.

The metric mAP@IoU is not used because the present evaluation does not formulate
anomaly detection as fine-grained temporal proposal detection with category labels and
IoU matching. The evaluation is framed as frame-level anomaly localization and score-
level refinement, so ROC-AUC and AP/PR-AUC are the relevant quantitative evaluation
tools.



4.2 Experimental Setup

20

Table 4: Compared score-level refinement variants. All variants keep VERA’s learned guiding questions Q*,
frozen VLM, and initial semantic scoring fixed.

Variant Input Operation Question Main caveat
answered
raw_initial =~ VERA  initial Direct segment-to- How inform- May be tempor-
segment scores frame mapping for ative are the ally coarse or
Y evaluation, without initial =~ VLM- fragmented be-
VERA's original generated cause VERA’s
scene-context ~ and segment scores original refine-
temporal-context before VERA’s ment is not
refinement. original refine- applied.
ment?
vera_original VERA  initial VERA  paper-level What does Baseline  ref-
segment scores refinement: scene- VERA'soriginal erence, not a
Y context retrieval and refinement con- thesis contribu-
ensemble, Gaussian tribute as the tion.
smoothing, flatten- main baseline
ing, and position reference?
weighting.
local_only VERA  initial Local aggregation Does short- May over-
segment scores over temporally range temporal smooth abrupt
Y neighboring segment score aggreg- anomalies or
scores. ation change blur boundar-
localization ies.
behavior?
global_only = VERA  initial Similarity-weighted  Does non- VERA already
segment scores aggregation over adjacent con- uses scene-
Y and visual visually or con- textual score context refine-
features textually similar aggregation ment; this is
segments. change localiz- a controlled
ation behavior?  score-level vari-
ant.
local_global VERA  initial Residual fusion of Do local and Fusion may
segment scores original score, local- global score distort useful
Y and visual refined score, and aggregation VERA score
features global-refined score. ~ provide com- dynamics if
plementary aggregation is
behavior when poorly matched
fused conser- to the video.

vatively?
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4.3 Quantitative Results
4.3.1 Overall Comparison

Table |5 reports the frame-level anomaly localization results of the five variants on UCF-
Crime and XD-Violence.

Table 5: Frame-level anomaly localization results on UCF-Crime and XD-Violence.

Variant UCF AUC (%) UCF AP (%) XD AUC (%) XD AP (%)
raw_initial 76.10 68.40 80.90 72.60
vera_original 86.65 78.90 88.41 82.40
local_only 86.05 79.10 87.60 82.70
global_only 85.20 77.65 86.15 80.50
local_global 86.62 79.75 88.00 82.95

The comparison first shows that VERA’s original refinement is strongly beneficial
relative to direct use of the initial VLM-generated segment scores. On UCF-Crime,
vera_original improves AUC from 76.10 to 86.65, corresponding to a gain of 10.55
percentage points over raw_initial. On XD-Violence, it improves AUC from 80.90 to
88.41, corresponding to a gain of 7.51 percentage points. This indicates that VERA’s
scene-context and temporal-context refinement substantially improves the direct initial
segment-level score sequence and supports the importance of VERA’s own coarse-to-fine
refinement pipeline.

The local score-level aggregation variant remains close to vera_original but does
not surpass it in ROC-AUC. On UCF-Crime, local_only obtains 86.05 AUC, which
is 0.60 points below vera_original. On XD-Violence, it obtains 87.60 AUC, which is
0.81 points below vera_original. However, local_only gives slightly higher AP than
vera_original on both datasets: 79.10 versus 78.90 on UCF-Crime and 82.70 versus 82.40
on XD-Violence. This suggests that local score-level aggregation may improve the con-
centration of high anomaly scores on abnormal frames, while slightly reducing the global
ranking quality measured by ROC-AUC.

Among the thesis variants, global_only is the weakest in both AUC and AP. It obtains
85.20 AUC and 77.65 AP on UCF-Crime, and 86.15 AUC and 80.50 AP on XD-Violence.
Within the evaluated setting, this suggests that similarity-based global aggregation is
less stable than local aggregation and local-global fusion. A plausible explanation is
that visual or contextual similarity does not always correspond to anomaly relevance,
especially when normal and abnormal segments share similar scene appearance.

The local_global variant is the strongest thesis variant overall, but it does not clearly
dominate VERA'’s original refinement. On UCF-Crime, local_global obtains 86.62 AUC,
which is only 0.03 points below vera_original, while improving AP from 78.90 to 79.75.
On XD-Violence, local_global obtains 88.00 AUC, 0.41 points below vera_original,
while improving AP from 82.40 to 82.95. The results therefore suggest complement-
ary behavior: VERA’s original refinement preserves the strongest ROC-AUC ranking,
while local-global residual fusion improves AP on both datasets. This pattern indicates
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a metric-level trade-off between global ranking quality and high-score concentration on
abnormal frames.

The two datasets show similar but not identical behavior. On both UCF-Crime and
XD-Violence, vera_original gives the best AUC, local_global gives the best AP, and
global_only is weaker than local_only and local_global. This consistency suggests
that the trade-off is not isolated to one dataset. At the same time, the slightly larger AUC
gap between local_global and vera_original on XD-Violence may reflect the greater
heterogeneity and abruptness of the XD-Violence videos. The interpretation should re-
main bounded to these datasets and metrics.

4.3.2 Ablation of Score-Level Refinement Components

Table [p] provides a component-level design comparison. Unlike Table [5] it is conceptual
rather than numerical. Its purpose is to clarify which operations each variant uses and
what diagnostic role each variant plays. The thesis variants are applied to a consistent
VERA-generated segment-level score sequence defined by the experimental setup. The
table describes which score-level operations are activated in each alternative refinement
path.

The component ablation separates the effects of local temporal aggregation, global
similarity-based aggregation, and residual fusion. It also preserves the distinction between
VERA'’s original refinement pipeline and the thesis variants: vera_original evaluates
VERA’s own scene-context and temporal-context refinement, while 1local_only, global_only,
and local_global evaluate alternative controlled score-level transformations starting
from the same initial VERA segment-level score sequence.

4.4 Discussion
4.4.1 Relation to VERA’s Original Refinement

VERA is the main paper-level baseline in this chapter. The comparison between raw_initial
and vera_original isolates the initial VLM-generated segment evidence from VERA’s
subsequent refinement stages. The large gap between these two variants confirms that
VERA’s original refinement pipeline is not merely a minor post-processing step. On
UCF-Crime, VERA’s refinement improves AUC from 76.10 to 86.65. On XD-Violence, it
improves AUC from 80.90 to 88.41. This supports VERA’s design choice to refine initial
VLM-generated segment evidence using scene and temporal context.

The thesis variants should therefore be interpreted relative to a strong VERA refine-
ment baseline rather than a weak context-free baseline. local_global nearly matches
vera_original in AUC on UCF-Crime and remains close on XD-Violence, but it does not
exceed vera_original in AUC on either dataset. The results indicate that the proposed
score-level refinements can approach the performance of VERA'’s original refinement, but
they do not provide evidence that VERA'’s original coarse-to-fine pipeline should be re-
placed. The contribution is therefore best interpreted as complementary and diagnostic:
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Table 6: Component-level design comparison of evaluated variants. This table describes methodological
components rather than performance values.

Variant VERA VERA Local Global Residual Diagnostic
scene- temporal- score-level similarity  anchor purpose
context context aggrega- aggrega-
refinement refinement tion tion

raw_initial No No No No No Tests direct

use of VERA
initial  seg-
ment scores.
vera_original Yes Yes No VERA No Tests VERA's
original original re-
scene- finement
context pipeline as
aggrega- baseline ref-
tion erence.
local_only  No No Yes No No Isolates local
temporal
score aggreg-
ation.
global_only No No No Yes No Isolates
thesis
similarity-
based score
aggrega-
tion relative
to  VERA's
contextual
baseline.
local_global No No Yes Yes Yes Tests conser-

vative fusion
of original,
local, and
global score
evidence.
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the score-level variants reveal how local temporal aggregation, global similarity aggrega-
tion, and residual fusion change the behavior of VERA-generated score sequences.

4.4.2 Relation to VadCLIP’s Local-Global Motivation

VadCLIP motivates the distinction between local temporal dependencies and broader
global relationships [5]. However, VadCLIP’s LGT-Adapter is a trainable feature-level
module operating on CLIP-derived frame-level feature sequences. The thesis variants
operate in a different representation space: they refine VERA-generated segment-level
anomaly scores through post-hoc, non-trainable score-level operations.

The results are partially consistent with the local-global motivation in a bounded
score-level sense. local_global gives the best AP on both UCF-Crime and XD-Violence,
suggesting that combining local temporal aggregation with global similarity-based ag-
gregation may help concentrate high anomaly scores on abnormal frames. However,
local_global does not improve ROC-AUC over vera_original. The result therefore
does not constitute a direct validation of VadCLIP’s LGT-Adapter, nor does it show that
VadCLIP’s feature-level local-global advantage transfers directly to VERA’s score-level
setting. Instead, it suggests that the local-global distinction remains useful as an analysis
principle, while post-hoc score-level refinement has more limited capacity than trainable
feature-level temporal adaptation.

4.4.3 Dataset-Dependent Behavior

The same broad pattern appears on both UCF-Crime and XD-Violence: vera_original
gives the best AUC, local_global gives the best AP, and global_only is the weakest
among the thesis variants. This suggests that the metric-level trade-off between global
ranking quality and high-score concentration is not isolated to a single dataset.

At the same time, dataset structure remains important for interpreting the differences.
UCF-Crime is surveillance-oriented, with long untrimmed videos and temporally exten-
ded anomaly patterns. In this setting, local temporal aggregation may stabilize frag-
mented score sequences when abnormal evidence persists over neighboring segments.
XD-Violence is larger and more heterogeneous, and it includes both sustained and ab-
rupt violent events. In such cases, smoothing and similarity-based aggregation can in-
troduce delay or irrelevant context. The slightly larger AUC gap between local_global
and vera_original on XD-Violence than on UCF-Crime is consistent with this greater
heterogeneity and abruptness, although it should not be interpreted as proof of dataset
causality. Since local_global improves AP on both datasets, the refinement may still
help high-score concentration even when it does not improve global ranking.

4.4.4 Limitations of Score-Level Refinement

The results show a limitation of post-hoc score-level refinement: it can modify score con-
centration, but it may not improve global ranking beyond VERA'’s original refinement.
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The AP improvements obtained by local_global indicate a potential benefit in concen-
trating high scores on abnormal frames. In contrast, the AUC near-tie on UCF-Crime and
the AUC decrease on XD-Violence indicate that this benefit may come with changes in
ranking over the full normal/abnormal frame distribution.

The weaker performance of global_only suggests that global similarity at the score
level is fragile in the evaluated setting. Visual or contextual similarity can provide useful
non-adjacent evidence, but it can also connect abnormal segments with visually similar
normal segments. Because the proposed operations occur after VERA has already com-
pressed visual and VLM evidence into segment-level anomaly scores, they cannot recover
semantic or temporal information that is absent from the upstream score sequence. This
supports the thesis boundary: score-level refinement is useful for characterization and
limited adjustment, but it is not equivalent to trainable feature-level temporal modeling.

4.5 Summary

This chapter evaluated five variants around VERA-generated anomaly scores while keep-
ing the VERA backbone consistent with the original default setting, InternVL2-8B: raw_initial,
vera_original, local_only, global_only, and local_global. The results show that
VERA's original refinement substantially improves over direct use of the initial segment-
level scores, increasing AUC from 76.10 to 86.65 on UCF-Crime and from 80.90 to 88.41 on
XD-Violence. This confirms that VERA’s scene-context and temporal-context refinement
is a strong baseline rather than a minor post-processing step.

The thesis variants are competitive with VERA’s original refinement, but they do
not surpass it in ROC-AUC. local_global is the strongest thesis variant overall and
gives the best AP on both UCF-Crime and XD-Violence. The results therefore suggest a
metric-level trade-off: VERA’s original refinement preserves the strongest global ranking
behavior, while local-global residual fusion improves high-score concentration on abnor-
mal frames. global_only is weaker than local_only and local_global, indicating that
similarity-based score aggregation is sensitive to whether visual or contextual similarity
corresponds to anomaly relevance.

The local-global principle from VadCLIP is useful as bounded motivation for ana-
lyzing score-level refinement, but the results do not imply direct transfer of VadCLIP’s
trainable feature-level LGT-Adapter to VERA’s score-level setting. ShanghaiTech Campus
is not included in the quantitative claims because the completed evaluation in this thesis
is limited to UCF-Crime and XD-Violence. The empirical interpretation of this chapter is
therefore bounded to these two datasets, the reported metrics, and the defined refinement
variants.

5 Conclusion

This thesis studied score-level refinement for weakly supervised video anomaly detection
around the VERA pipeline. The central motivation was the mismatch between video-level
supervision and frame-level localization: a system may receive only coarse video labels,
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but it must still produce temporally meaningful anomaly scores. Recent vision-language
approaches make it possible to introduce semantic evidence into this problem, but the
resulting segment-level evidence still needs to be organized and refined before it can
support frame-level anomaly localization.

VERA was used as the base system because it provides a clear separation between
VLM-based semantic scoring and later refinement. Its frozen VLM backbone, learned
guiding questions, and prompt-based segment scoring process were kept fixed. The
thesis therefore did not attempt to retrain VERA, replace its VLM, or introduce a new
end-to-end VAD architecture. Instead, it treated VERA's initial segment-level score se-
quence as a controlled interface for studying how local temporal aggregation, global
similarity-based aggregation, and local-global residual fusion affect the transformation
from segment scores to frame-level anomaly behavior.

The experimental results show that VERA’s original refinement remains a strong refer-
ence pipeline. Compared with direct use of the initial segment-level scores, VERA’s ori-
ginal scene-context and temporal-context refinement substantially improves ROC-AUC
on both UCF-Crime and XD-Violence. Among the thesis variants, local-global residual
fusion is the strongest overall score-level alternative and gives the highest AP on both
evaluated datasets. However, it does not surpass VERA’s original refinement in ROC-
AUC. The main empirical finding is therefore not that the thesis variants replace VERA,
but that they expose a metric-level trade-off: VERA’s original refinement preserves the
strongest global ranking behavior, while local-global residual fusion can improve the
concentration of high anomaly scores on abnormal frames.

This finding also clarifies the role of the VadCLIP-inspired local-global motivation.
VadCLIP’s LGT-Adapter operates as a trainable feature-level module inside a CLIP-based
WSVAD architecture. In contrast, the method studied here operates after VERA has
already produced segment-level anomaly scores, and it remains post-hoc, deterministic,
score-level, and non-trainable. The results suggest that the local-global distinction is
useful as an analytical principle for organizing score-level refinements, but they do not
show that VadCLIP’s feature-level architecture transfers directly to VERA’s score-level
setting.

Several limitations follow from this design. First, the refinement variants operate only
on already-compressed segment-level anomaly scores. If semantic or temporal inform-
ation is absent from the upstream VERA score sequence, a post-hoc score-level method
cannot recover it. Second, the completed quantitative evaluation is bounded to UCF-
Crime and XD-Violence, so no quantitative claim is made for ShanghaiTech. Third, the
evaluation is based on ROC-AUC and AP, which characterize ranking and high-score
concentration but do not cover every aspect of temporal localization quality. Finally, the
proposed variants are non-trainable and do not learn video-specific temporal represent-
ations, so they should be interpreted as controlled diagnostic refinements rather than as
a complete temporal modeling solution.

Future work should investigate this refinement problem at richer representation levels.
One direction is to combine VERA-style VLM semantic evidence with trainable temporal
modules that operate before anomaly evidence is compressed into scalar segment scores.
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Another direction is to study more robust forms of global context, since the global-only
variant was less stable than local aggregation and local-global fusion in the reported
experiments. Additional work should also extend the evaluation to more datasets, in-
cluding ShanghaiTech, and examine whether audio or multimodal signals improve per-
formance on datasets such as XD-Violence. Finally, case-level error analysis would help
explain when local and global refinements concentrate anomaly evidence and when they
introduce irrelevant context.

Overall, the thesis shows that score-level refinement around VERA is useful for char-
acterizing how VLM-generated anomaly evidence behaves after semantic scoring, but
it also shows the limits of such refinement. The strongest conclusion is a bounded
one: post-hoc local-global score refinement can alter the distribution of anomaly scores
and improve AP in the evaluated setting, while VERA's original refinement remains the
stronger choice for ROC-AUC. This supports the view that VLM-based VAD should be
studied not only as semantic recognition, but also as a problem of temporal evidence
organization and refinement.
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