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Abstract:

This thesis investigates monocular dis-
tance estimation on resource-constrained
hardware, using a Raspberry Pi 5 with a
Hailo AI HAT+ as the embedded hard-
ware and desktop models (Depth Any-
thing and Metric3D) as higher-capacity
references. The work compares but also
unites (in hybrid methods) geometric ho-
mography, embedded object detection,
embedded relative-depth models, desktop
relative depth, and desktop metric depth
under a shared testing framework. An ap-
plication was developed to capture Rasp-
berry Pi frames, annotate scenes, run desk-
top and Hailo pipelines, evaluate static
scenes, and replay saved scenes for real-
time testing.
The final evaluation uses nineteen anno-
tated scenes and a repeatable realtime re-
play test. The results show that no single
method fully solves the problem. YOLO
with homography is efficient and inter-
pretable when the object class is detected,
but remains class-dependent. Metric3D
provides useful metric-depth reference
values on the desktop, but is too heavy for
the current realtime loop. Relative-depth
models are most useful when treated as
selection signals rather than direct metric
sensors. The strongest practical direction
is therefore a hybrid pipeline: use learned
depth to select a close object or region, re-
ject background components, and use cali-
brated homography to convert the selected
contact point into a metric ground-plane
distance.

http://www.aau.dk


The content of this report is freely available, but publication (with reference) may only be pursued due to agreement with

the author.



Contents

Preface 1

1 Introduction 3
1.0.1 Thesis Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2 Problem Analysis 5
2.1 Project Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 State-of-the-Art Review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2.2.1 Hardware . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2.2 Camera Solutions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
2.2.3 Monocular Depth Estimation . . . . . . . . . . . . . . . . . . . . . . . . 9
2.2.4 Depth Estimation under Hardware Constraints . . . . . . . . . . . . . 11
2.2.5 Practical Considerations . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.2.6 Conclusion and Model Selection . . . . . . . . . . . . . . . . . . . . . . 12

2.3 Non-AI Alternatives: Geometric Methods . . . . . . . . . . . . . . . . . . . . . 13
2.3.1 Candidate Geometric Methods . . . . . . . . . . . . . . . . . . . . . . . 15

2.4 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.4.1 Problem Delimitation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

3 Methodology 19
3.1 System Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

3.1.1 Hardware . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
3.1.2 Power Delivery . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
3.1.3 Software . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3.2 Methods to Evaluate . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
3.3 Final Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

3.3.1 Geometric Method with Object Detection Model . . . . . . . . . . . . 23
3.3.2 Relative Depth Estimation on the Raspberry Pi . . . . . . . . . . . . . 26
3.3.3 Metric Depth Estimation on the Raspberry Pi . . . . . . . . . . . . . . 28
3.3.4 State-of-the-Art Depth Estimation on a Powerful Desktop . . . . . . . 29
3.3.5 Hybrid Method - Relative Depth and Homography . . . . . . . . . . . 29

v



vi Contents

3.4 Camera Calibration . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

4 Implementation 37
4.1 Application Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
4.2 Scene Setup and Calibration . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
4.3 Desktop and Raspberry Pi Execution . . . . . . . . . . . . . . . . . . . . . . . . 40
4.4 Batch Testing Framework . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
4.5 Realtime Replay Framework . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
4.6 Report Export and Visual Inspection . . . . . . . . . . . . . . . . . . . . . . . . 44

5 Testing 47
5.1 Static 19-Scene Benchmark . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
5.2 Region-Depth Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
5.3 Object-Distance Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
5.4 Realtime Replay Benchmark . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

6 Results 53
6.1 Static Benchmark Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
6.2 Depth Region Ordering . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
6.3 Object-Distance Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
6.4 Qualitative Outputs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56
6.5 Realtime Replay Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58
6.6 Appendix Material . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

7 Discussion 63
7.1 Object Detection and Homography . . . . . . . . . . . . . . . . . . . . . . . . . 63
7.2 Relative Depth as a Selection Signal . . . . . . . . . . . . . . . . . . . . . . . . 63
7.3 SCDepth Behavior . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64
7.4 Metric3D as a Reference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64
7.5 Runtime Interpretation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
7.6 Overall Interpretation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

8 Conclusion 67
8.1 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

8.1.1 Open-Vocabulary Object Selection . . . . . . . . . . . . . . . . . . . . . 69
8.2 Source Code . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

Bibliography 71

A Static Benchmark Scene Appendix 75
A.1 Scene 01 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
A.2 Scene 02 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
A.3 Scene 03 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78



Contents vii

A.4 Scene 04 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79
A.5 Scene 05 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80
A.6 Scene 06 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81
A.7 Scene 07 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82
A.8 Scene 08 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
A.9 Scene 09 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84
A.10 Scene 10 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
A.11 Scene 11 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
A.12 Scene 12 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87
A.13 Scene 13 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88
A.14 Scene 14 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
A.15 Scene 15 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90
A.16 Scene 16 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91
A.17 Scene 17 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92
A.18 Scene 18 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
A.19 Scene 19 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94

B Appendix B - Image Prompts 95





Preface

This thesis was prepared as part of the Master in Robotics programme at Aalborg Univer-
sity. The work builds on earlier internship experience with monocular obstacle-distance
estimation and extends it into a more systematic comparison of geometric, desktop, and
embedded AI-based depth pipelines.

AI tools were used during the project as support for coding, debugging, �gure prepa-
ration, and language revision. All technical decisions, experiments, results, and �nal in-
terpretations remain personal decisions based on learned concepts.

I would like to thank:

• My supervisor, Rikke Gade, for guidance throughout the project;

Aalborg University, June 3, 2026

Simão Branco
<sruasb24@student.aau.dk>

<simao.branco2003@gmail.com>

1





Chapter 1

Introduction

Depth perception is a fundamental component in many robotic and computer vision sys-
tems. Applications such as autonomous navigation, obstacle avoidance, scene reconstruc-
tion, and robotic manipulation rely heavily on the ability to accurately estimate the dis-
tance between the camera and objects within a scene. Traditionally, depth information has
been obtained using dedicated sensors such as LiDAR, stereo camera systems, or RGB-D
sensors. While these approaches can provide reliable measurements, they often increase
system cost, power consumption, and hardware complexity.

Recent advances in computer vision have enabled the estimation of depth information
directly from visual data. Among these approaches, depth estimation using deep learning,
with only one RGB input, has received signi�cant attention, where neural network models
are trained to infer dense depth maps from a single image. Alternative techniques based
on geometric relationships, such as homography-based methods, can also be used to ap-
proximate the distance between the camera and objects in the scene. These approaches
rely on different assumptions and computational requirements, ending up in�uencing
their suitability for speci�c applications.

For many practical robotic systems, including mobile robots and autonomous plat-
forms, real-time processing is a critical requirement. The ability to generate depth predic-
tions quickly and ef�ciently can directly impact the system's responsiveness and safety.
Therefore, understanding how modern depth estimation models perform under hardware
constraints is an important step toward deploying these methods in real-world environ-
ments.

In Figure 1.1 we can see two examples of mobile robots that rely on different detection
mechanisms. On the left is a Husqvarna lawnmower that relies on radar sensors, and on
the right is a prototype Turf Tank setup that relies on object detection and depth estimation
using only an RGB camera (Raspberry Pi Camera Module 3).

3



4 Chapter 1. Introduction

(a) Husqvarna Automower (b) Turf Tank prototype robot

Figure 1.1: Examples of mobile robotic platforms

This thesis investigates the performance of several state-of-the-art monocular depth es-
timation techniques and models when implemented on hardware platforms with limited
computational resources. The objective is to analyze the trade-offs between depth esti-
mation accuracy, inference speed, and resource consumption. By benchmarking multiple
approaches under the same experimental conditions, this work aims to identify which
solutions are most suitable for real-time depth estimation in resource-constrained environ-
ments.

1.0.1 Thesis Motivation

The motivation for this project originates from the work carried out during the fall semester
internship, where a real-time pipeline was developed for obstacle detection and distance
estimation [3]. The implemented system for distance estimation relied on homography-
based transformations to approximate distances using a single camera. While this ap-
proach proved effective in practice, it also revealed several limitations related to robustness
and adaptability to different environments.

This thesis takes a step back from direct implementation and instead focuses on a more
analytical approach. The objective is to investigate and compare existing depth estimation
methods in order to better understand their performance, limitations, and suitability for
real-time deployment, in these hardware limited environments. By revisiting the intern-
ship problem from a research perspective, we are able to exclude company goals, deadlines
and intervention.



Chapter 2

Problem Analysis

2.1 Project Overview

In the next section, a state-of-the-art analysis is performed on both hardware and depth
estimation methodology, to present the relevant current methods and outline this thesis
direction, with a clear project formulation section at the end of this chapter.

2.2 State-of-the-Art Review

2.2.1 Hardware

The deployment of deep learning models on resource-constrained hardware has become
an important research area in recent years.

Model optimization techniques such as pruning, quantization, and ef�cient architec-
ture design have been widely explored to enable real-time inference on constrained de-
vices [13]. Han et al. introduce a pruning mechanism, inspired by mammal brain learning
mechanisms, that only stores the important connections, enabled by speci�c training. This
methodology could help run models on smaller, mobile processors.

Embedded hardware platforms play the most important part in enabling real-time
computer vision applications under resource constraints, such as limited power, thermal
budget and CPU limitations. Among the most widely used solutions, single-board com-
puters such as the Raspberry Pi provide a low-cost and energy-ef�cient platform, although
they are limited in terms of computational performance for deep learning workloads [28].

In these environments, running neural network inference on the CPU alone often
compromises real-time requirements. For this reason, dedicated neural processing units
(NPUs) or accelerators are used to of�oad the most computationally intensive operations,
enabling execution without continuous dependence on cloud services and making the sys-
tem portable. On the Raspberry Pi 5, AI HATs integrate a Hailo NPU through a dedicated

5



6 Chapter 2. Problem Analysis

cable and are automatically detected by the Raspberry Pi [29]. The AI HAT+ is used for
vision workloads such as detection, segmentation, and post-processing with the Hailo-8
chip. The chip is described as having an architecture tailored to neural network struc-
tures, operating as a coprocessor, delivering up to 26 TOPS (trillion operations per second)
with typical power consumption around 2.5 W and no requirement for external memory
[9]. From a deployment perspective, these accelerators rely on quantized models to reduce
computational cost and improve ef�ciency on hardware optimized for these scenarios [17].

In comparison, the Google Coral USB Accelerator connects via USB and primarily ac-
celerates TensorFlow Lite models (4 TOPS), making it suitable for compact and highly
optimized pipelines [6]; the Intel Neural Compute Stick 2 (Movidius Myriad X) also uses
USB and integrates through OpenVINO [16]; and NVIDIA Jetson platforms (Jetson Nano,
Xavier) provide an integrated CUDA GPU and a complete software bundle, often used
with TensorRT in benchmarks, offering greater �exibility in frameworks and multi-sensor
integration, but at the cost of higher power consumption and increased software complex-
ity compared to plug-in NPUs [21].

In order to enable a meaningful evaluation, this work focuses on a reduced set of
hardware platforms. From the previously presented options, only the Raspberry Pi 5 with
AI HAT and the NVIDIA Jetson platform are selected for further analysis. The Raspberry
Pi represents a widely adopted, well-documented, and compatible solution within the
embedded robotics ecosystem, particularly in terms of sensor and add-on integration.
In contrast, NVIDIA Jetson platforms provide a more powerful, fully integrated system-
on-module (SoM) architecture, offering higher computational performance and greater
�exibility for real-time applications.

Other alternatives, such as the Intel Neural Compute Stick, are excluded due to their
reliance on USB interfaces, which introduce additional latency and limit overall system
performance. A summary of the compared platforms is presented in Table 2.1.

Table 2.1: Summary comparison of inference accelerators. TOPS (INT8) and GFLOPS (GPU) are not directly
comparable.

Device Interface Typical Precision Throughput (peak) Best Use Case
Raspberry Pi AI HAT+ (Hailo-8L) PCIe (Pi 5) INT8 13 TOPS Real-time vision with low power consumption
Google Coral USB Accelerator USB 3.0 Type-C INT8 4 TOPS Compact pipelines (classi�cation/detection)
Intel Neural Compute Stick 2 USB 3.1 FP16 n/a n/a
NVIDIA Jetson Nano SoM (CPU+GPU CUDA) FP16 472 GFLOPS End-to-end pipelines and multi-sensor systems

Closest Hardware Alternatives: Jetson Platforms vs AI HAT

For comparison purposes, the Jetson Nano is used as the closest Jetson reference because it
belongs to a similar low-cost embedded computing category as the Raspberry Pi setup. Ex-
act prices vary with availability, region, and product generation, especially because older
Jetson Nano developer kits are no longer as consistently available through normal retail
channels. For this reason, the comparison is treated as a platform and deployment com-
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parison rather than a �xed price ranking. Both hardware options can be seen in Figure 2.1.

(a) AI HAT on top of a Raspberry Pi 5 (b) Jetson Nano

Figure 2.1: Two best hardware solutions

NVIDIA Jetson platforms differ in that they are not add-on accelerators but complete
systems-on-module with integrated CPU and GPU, supported by the CUDA/cuDNN/TensorRT
ecosystem. Technical documentation for the Jetson Nano indicates 472 GFLOPS and con-
�gurable power modes (5W/10W), with inference commonly performed in FP16 using
TensorRT. In practice, this enables greater �exibility (running models closer to their origi-
nal form, full end-to-end pipelines, and multi-sensor integration), but typically at the cost
of higher power consumption and increased software maintenance complexity compared
to dedicated PCIe or USB inference accelerators.[21]

From a system perspective, the AI HAT functions as a coprocessor: the Raspberry Pi
5 continues to handle most of the processes and pipeline management, while the NPU on
the HAT executes the accelerated layers of the neural network [10].

From an execution and architectural standpoint, the Hailo-8 is described as having
a structure-driven data�ow architecture, designed to target the properties of neural net-
works and achieve ef�ciency and low latency. It is able to operate without external mem-
ory and to reach peak performance of up to 26 TOPS with typical power consumption
of approximately 2.5 W, reinforcing its suitability for energy and thermally-constrained
applications [9]. In practice, the AI HAT ecosystem operates with INT8, implying that, to
achieve optimal performance, models must be compatible with INT8 and with the set of
operators supported by the accelerator's runtime and compilation toolchain, the Hailo AI
Software Suite [10, 9].

When faced with the choice between these two hardware solutions, due to the avail-
ability, model compatibility with the Raspberry Pi, and the overall familiarity with the
product, the Hailo AI HAT will be used for the remainder of this thesis as the chosen
testing hardware. It is worth pointing out that the Jetson family of products has several
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options at different price points that should also be tested given enough time and resources
[22, 23].

2.2.2 Camera Solutions

To provide a visual input, several budget camera options can be considered, each with
different trade-offs in cost and performance. The Raspberry Pi Camera Module 3 offers the
most balanced solution, providing seamless integration with the Raspberry Pi ecosystem,
making it particularly suitable for real-time vision tasks [31]. Alternative options such
as Arducam modules offer potentially lower costs, while USB webcams (e.g., Logitech
C270/C920) provide ease of use but introduce higher latency, due to USB connections [1,
19].

In Figure 2.2, it is possible to see the selected Camera Module 3. It's available for
purchase for around 30 euros.

Figure 2.2: Raspberry Pi Camera Module 3

Other specialized options may be preferable depending on the scenario. Global shutter
cameras such as the OV9281 reduce motion blur and are advantageous in high-speed
applications, although they typically come with lower resolution and added integration
complexity [24]. At the lowest end, modules like the ESP32-CAM offer extremely low cost
and power consumption but lack the performance required for real-time deep learning
tasks [5]. Overall, with the Raspberry Pi chosen as the main comparative hardware, the
other camera alternatives should still be considered viable depending on speci�c system
requirements and constraints.
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2.2.3 Monocular Depth Estimation

Relative vs Metric Estimation

It is important to distinguish between relative depth estimation and metric depth estima-
tion. Many monocular depth estimation models predict depth with an unknown scale,
capturing the relative structure of a scene without providing absolute distance measure-
ments. While this is suf�cient for tasks such as scene understanding or segmentation, it
limits direct applicability in robotics, where accurate metric information is required for
navigation and avoidance.

In Figure 2.3, a comparison between both metric and relative depth can be seen.

(a) Metric estimation (b) Relative Depth

Figure 2.3: Comparison between relative and metric depth estimation

Despite many model advancements, achieving accurate metric depth while maintain-
ing ef�ciency remains a challenging problem, particularly for deployment on resource-
constrained hardware.

Nevertheless, a state-of-the-art review of AI-based depth estimation methods is essen-
tial, as it provides insight into model architectures and compression techniques that are
directly relevant for deployment in resource-constrained environments. Although many
approaches estimate relative depth, such representations remain valuable for a range of
robotics applications, including obstacle avoidance and scene understanding, where pre-
cise metric information is not strictly required.

AI Alternatives - Overview

In this subsection, research papers regarding AI alternatives of monocular depth estima-
tion are presented. As many topics require a section similar to this, and hardware choices
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already limit model compatibility, the paper summaries will be kept short.
In 2020, Ranftl et al. introduced a training strategy based on mixing multiple datasets

with inconsistent depth annotations, signi�cantly improving zero-shot generalization across
diverse environments [27]. This paradigm laid the foundation for recent large-scale depth
estimation models, which achieve strong robustness in real-world scenarios. However,
these models rely on increasingly complex architectures, resulting in high computational
and memory demands that limit their deployment on resource-constrained devices.

Subsequent works have explored larger and more expressive architectures, including
transformer-based models such as the Dense Prediction Transformer (DPT) [26], as well
as large-scale approaches like Depth Anything [34]. These models, often referred to as
foundation models, leverage massive datasets and advanced encoders to achieve state-
of-the-art performance and strong cross-domain generalization. More recent work has
further extended this paradigm toward universal and metric depth estimation, with ap-
proaches such as UniDepth and Metric3D focusing on resolving metric ambiguity and
improving generalization across camera domains [25, 15]. Similarly, Depth Any Cam-
era extends these ideas to diverse camera models, including �sheye and omnidirectional
systems, highlighting the growing importance of generalization across sensing setups [7].
However, this performance gain comes at the cost of increased model complexity, larger
memory footprints, and higher computational requirements.

To address these challenges, several model compression and acceleration techniques
have been explored, including pruning, knowledge distillation, and architecture optimiza-
tion [13, 14]. Among these, quantization has emerged as a particularly effective solution,
reducing model size and enabling faster inference by converting weights and activations
to lower-precision representations [18, 20]. This is exactly the technique that the Hailo AI
HAT uses to run models effectively.

In parallel, alternative approaches have focused on improving depth estimation accu-
racy and ef�ciency through architectural innovations. Bhat et al. propose AdaBins, which
reformulates depth estimation as an adaptive binning problem to better capture depth dis-
tributions in complex scenes [2]. Similarly, Wofk et al. introduce FastDepth, a lightweight
model speci�cally designed for real-time inference on embedded systems [33]. Other
methods, such as LeReS, aim to improve robustness by leveraging diverse training data
and enhanced supervision strategies [36]. Additional works have also explored ef�ciency-
oriented designs and deployment-focused models, such as hybrid CNN-transformer ar-
chitectures and real-time self-supervised approaches, often evaluated on embedded plat-
forms like NVIDIA Jetson devices, highlighting the importance of balancing accuracy with
latency and resource usage in practical scenarios.

In this thesis, both compressed, edge-focused models and state-of-the-art large-scale
models will be evaluated. Along with ground truth comparisons, large-scale models will
be executed on a powerful GPU-backed desktop system, enabling a direct comparison
between high-performance and resource-constrained deployment scenarios.
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2.2.4 Depth Estimation under Hardware Constraints

In practical systems, model performance is not determined solely by accuracy but also by
deployability.

As a result, the effective state of the art under hardware constraints is dominated by
models that are already integrated into the deployment ecosystem.

In the Hailo ecosystem, the available depth-estimation options are strongly shaped by
which models are already compiled and supported by the Hailo Model Zoo. Earlier testing
focused on Hailo application depth pipelines such as scdepthv3 and fast_depth, which pro-
vide lightweight relative-depth outputs suitable for real-time embedded inference. These
models remain relevant because they are integrated into the Hailo application framework
and expose depth outputs that can be processed together with the camera stream [11].

However, the Hailo Model Zoo also provides a compiled Depth Anything V2 model
for Hailo-8, speci�cally depth_anything_v2_vits.hef. Depth Anything V2 is released as
a family of models with different capacities, ranging from small student models to much
larger variants, so the embedded version should not be understood as equivalent to the
largest desktop con�guration [35]. The Hailo version corresponds to the compact ViT-S
variant and is compiled for �xed accelerator execution. In the listed Hailo-8 con�gura-
tion, the model uses a 224x224x3 input, has approximately 24.2 million parameters, and
produces a 224x224 relative depth output [12].

This makes the embedded Depth Anything V2 model a compressed and hardware-
oriented counterpart to the desktop Depth Anything baseline. The desktop model can run
larger checkpoints and produce a dense output resized to the original image resolution,
while the Hailo model trades part of that spatial detail and model capacity for deployabil-
ity and lower latency on the Raspberry Pi. This trade-off is expected: model compression,
smaller architectures, reduced input resolution, and accelerator-speci�c compilation usu-
ally improve speed and memory use, but can reduce �ne detail and robustness compared
with larger unconstrained models.

For this reason, the later methodology separates the evaluated pipelines instead of
treating all Hailo outputs as one depth method. At the problem-analysis level, the im-
portant point is that the Raspberry Pi can now be evaluated with both lightweight Hailo
application depth models and a compiled Depth Anything V2 variant, while the desktop
remains the reference platform for larger and less constrained depth models.

Available Models on Raspberry Pi + AI HAT

The scdepthv3 model provides a good balance between performance and ef�ciency, with
moderate parameter count and computational requirements. It is used in of�cial Hailo
pipelines and can achieve real-time inference on embedded hardware.

The Hailo Depth Anything V2 model is more closely related to the desktop Depth
Anything baseline, but its compiled form imposes �xed input and output dimensions.
This makes it useful as an embedded zero-shot relative-depth model, while still being
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expected to underperform larger desktop variants in �ne spatial detail.
A key limitation of these models is that their output is typically relative depth, mean-

ing the predicted values are normalized and do not correspond directly to metric distances.

2.2.5 Practical Considerations

Deploying custom models on the Hailo AI HAT requires converting trained models into
a hardware-speci�c format using the Hailo Data�ow Compiler. This process introduces
additional constraints:

• Compilation requires an x86 environment - Ubuntu

• Not all neural networks are supported

• Quantization may degrade accuracy

These constraints often make it impractical to deploy state-of-the-art research models
directly on embedded devices without signi�cant adaptation.

2.2.6 Conclusion and Model Selection

While state-of-the-art models such as Depth Anything or UniDepth offer superior perfor-
mance in general settings, their computational requirements and lack of direct compatibil-
ity with the Hailo toolchain make them less suitable for immediate deployment.

Considering both theoretical performance and practical deployment constraints, the
embedded methods selected for experimentation are therefore:

• YOLOv8n, used as the lightweight object-detection model on the embedded plat-
form.

• Hailo SCDepth, used as a lightweight embedded relative-depth model.

• Hailo Depth Anything V2, used as a zero-shot embedded relative-depth model com-
piled for Hailo-8.

Direct metric depth estimation from the model on the Raspberry Pi remains a feasibility
boundary rather than a fully implemented embedded method, because the tested metric-
depth models are designed for desktop GPU execution and are not directly deployable on
the Hailo accelerator without conversion, quantization, and further validation.

Based on this, a major problem becomes clear. A model can produce a depth map
from the RGB input, and selector algorithms can choose possible objects or close regions,
but the system still needs a way to estimate metric distance accurately. This question is
developed in the following sections, starting with non-AI geometric alternatives.
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2.3 Non-AI Alternatives: Geometric Methods

In monocular RGB setups, estimating absolute metric depth is challenging, as a single
image does not provide enough information to determine real-world scale by itself. As a
result, classical approaches must introduce additional information to recover metric depth.

In practice, this limits the problem to a small set of viable strategies:

• Exploiting geometric assumptions such as a ground plane and known camera height

• Using objects or �ducial markers with known dimensions to recover scale

• Leveraging motion through visual odometry or SLAM, combined with external sen-
sors to resolve scale ambiguity

These approaches form the core of classical monocular metric depth estimation meth-
ods, particularly in resource-constrained systems.

For the geometric route used in this project, the most important assumption is the
constant ground plane. As mentioned in the internship report [3], where a geometric
method was applied to RGB images to calculate metric depth, these methods fail when
calculating distances to points that are placed on a wall, because those points break the
ground-plane assumption. To illustrate this, Figure 2.4 shows that objects such as walls
and plants are not valid targets for planar metric distance estimation, because the method
treats the environment as a constant plane in front of the robot.
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Figure 2.4: Ground-plane limitation for monocular metric distance estimation. Points that do not lie on the
calibrated plane cannot be measured reliably with a planar homography.

Single-image geometric methods provide ef�cient and interpretable solutions for met-
ric distance estimation without relying on deep learning. Among these, ground-plane
projection approaches offer the best trade-off between implementation complexity and
computational cost for the �xed-camera scenarios used in this project.

Other methods that use:

• Aruco Markers (or similar)

• Known Object Geometry

• SLAM

• IMU

• Ultrasonic Range Sensors

are excluded from this state of the art for brevity, as they do not align with the project's
motivation and direction. The aim is to evaluate monocular distance estimation without
relying on the robot's mobility or additional sensors. The focus is therefore on lightweight
geometric methods versus AI-based monocular methods.
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2.3.1 Candidate Geometric Methods

These methods are attractive for embedded robotics because they can be implemented with
standard computer vision tools, such as OpenCV, and normally require much less memory
and computation than neural networks. However, they depend strongly on geometric
assumptions about the camera and the scene.

Camera Calibration as a Prerequisite

Camera calibration is the �rst requirement for these methods. It estimates the intrinsic
matrix K and lens distortion coef�cients, allowing image points to be interpreted consis-
tently. In OpenCV, calibrateCamera() provides these parameters from images of a known
calibration target. Calibration does not provide object distances by itself, but it makes the
later geometric projections more reliable.

Ground Plane Assumption and Ray-Plane Intersection

If the robot operates on approximately planar terrain, a pixel can be back-projected as a
camera ray and intersected with the ground plane. In this formulation, the image point
(u, v) is back-projected using K �1 , transformed into the world frame using the camera
rotation R, and intersected with the plane equation n > X + d = 0. When the camera height
and orientation are known, this gives metric scale for points that lie on the ground.

This method is closely related to the homography approach used later in this thesis.
Both methods assume that the measured point lies on the ground plane. The difference
is that ray-plane intersection requires an explicit camera pose and plane model, while
a ground-plane homography can be estimated directly from image points with known
ground-plane positions or distances.

Single-View Metrology Using Vanishing Points

Single-view metrology exploits projective geometry, including vanishing points and hori-
zon lines, to recover metric information from a single image. The method proposed by
Criminisi et al. demonstrates that, with minimal geometric cues, af�ne structure and
scene measurements can be inferred [4].

This is useful in structured environments where parallel lines, vertical references, and
clear horizon information are visible. For the testing environment of this project, how-
ever, the available scene cues are less controlled. Indoor objects, �oor texture, furniture,
and clutter do not always provide stable vanishing points. For that reason, single-view
metrology is relevant background, but it is not selected as the main method.
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Ground-Plane Homography

A homography is a projective transformation between two planes. In this project, the two
planes are the camera image plane and the physical ground plane. By manually selecting
calibration points on the �oor and assigning known real-world distances, the image can be
mapped to a ground-plane coordinate system. Once this mapping is known, the bottom
point of a detected object can be projected to the ground plane and converted into a
distance from the camera.

This approach is selected as the geometric baseline because it matches the �xed-camera
and approximately planar-ground setup of the project. It was also proven to work in the
previous internship implementation, where homography was used for real-time obstacle
distance estimation with a monocular camera [3]. Compared with explicit ray-plane in-
tersection, homography is easier to deploy in this setup because it can be calibrated from
clicked image points and measured �oor distances instead of requiring a full camera pose
model.

The limitation is that homography only solves the metric projection part of the problem.
It does not decide which pixels belong to an object, and it cannot detect an obstacle by
itself. A geometric model can convert a selected footpoint into a distance, but another
method is still required to �nd the object or close region that should be projected. A
solution for this will be developed in the next chapter.

Practical Considerations on Embedded Systems

On embedded platforms such as the Raspberry Pi, geometric methods remain attractive
because they are lightweight and deterministic. A calibrated homography can be applied
quickly once the relevant image point is known. The practical challenge is therefore not
the projection itself, but the perception step before it: selecting the correct object contact
point reliably enough for the geometric estimate to be meaningful.

2.4 Problem Formulation

Based on the problem analysis provided above, the central question of this thesis can be
formulated as follows:

How can monocular depth estimation be achieved on resource-constrained
hardware by comparing AI-based methods with geometric approaches, while
relating their performance to state-of-the-art models running on non-constrained
systems?

The selected constrained platform is the Raspberry Pi 5 with the Hailo AI HAT+, since
it represents a realistic embedded setup for mobile robotics while still allowing neural
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network acceleration. The previous sections show that no single method solves the full
problem cleanly. Relative depth models are deployable but require scale interpretation,
metric depth models are more directly useful but harder to run on constrained hardware,
and homography provides ef�cient metric distance estimates only under geometric as-
sumptions.

For this reason, the thesis is organized around complementary evaluation categories:
a geometric homography baseline, embedded AI-based relative depth, metric depth feasi-
bility on the embedded platform, state-of-the-art desktop depth estimation, and a hybrid
pipeline combining relative depth with homography. This structure makes the compari-
son less about choosing one isolated model and more about understanding the trade-offs
between accuracy, ef�ciency, calibration requirements, and deployability.

Ultimately, the project aims to determine how close embedded solutions can get to
state-of-the-art performance, and whether combining learned perception with geometric
reasoning can bridge part of the gap between constrained and unconstrained depth esti-
mation systems.

2.4.1 Problem Delimitation

As mentioned above, this work is limited to monocular depth estimation and does not
include multi-sensor solutions such as LiDAR or stereo cameras. The focus is on methods
that can realistically run on the selected hardware (Raspberry Pi 5 with AI HAT), while
larger models are only used as a comparison.

The study also prioritizes real-time performance, meaning that methods that are too
slow are not considered practical. Finally, this thesis does not propose a new model, but
instead compares existing solutions and their suitability for real-world use.





Chapter 3

Methodology

This chapter describes the selected methods in more detail, covering both their foundations
and the requirements needed for their implementation. The evaluation structure follows
directly from the problem analysis: one method represents a lightweight geometric base-
line, one evaluates embedded relative depth, one considers the feasibility of embedded
metric depth, and one uses desktop models as a high-capacity reference point. A �nal hy-
brid method is included to investigate whether relative depth can guide geometric distance
estimation in a practical robotic pipeline.

3.1 System Setup

3.1.1 Hardware

The hardware used for the embedded experimental setup is summarized in Table 3.1. The
selected Raspberry Pi hardware is assembled with a dedicated power supply and active
cooler, as shown in Figure 3.1, to maximize performance and eliminate both thermal and
power delivery constraints.

19
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Table 3.1: Hardware used in the embedded experimental setup

Role Hardware Purpose in the setup

Embedded platform Raspberry Pi 5 Control software, logging, and
embedded inference.

AI acceleration Raspberry Pi AI HAT+ with
Hailo-8 NPU

Of�oads compatible neural
network inference.

Image capture Raspberry Pi Camera Module 3 Monocular RGB input for the
evaluated methods.

Cooling Raspberry Pi active cooler Limits thermal throttling during
repeated tests.

Power Dedicated USB-C supply /
power bank

Stable power for bench and
mobile testing.

Storage microSD card Operating system, application
�les, scenes, and outputs.

Figure 3.1: Mounted Hardware. AI-generated image; see Appendix B prompt.

3.1.2 Power Delivery

Based on previous testing conducted in the internship report [3], power delivery is not
considered a limiting factor in this setup. Using a good quality (Power Delivery) USB-
C cable and a dedicated power bank, the system is able to operate at full performance
without crashes or hiccups. Given this information, power delivery is not expected to
in�uence the experimental results and therefore not included in this thesis.
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3.1.3 Software

In order to run the models in a mobile environment, a Linux distribution is installed on
the Raspberry Pi. The chosen distribution was Ubuntu 26.2. The experimental work�ow is
developed mainly in Python, with a Streamlit desktop application used to manage scene
creation, camera calibration, Raspberry Pi automation, model execution, and evaluation.
The application will be described in chapter 4.

OpenCV is used for image processing, camera calibration, frame extraction, and ho-
mography operations. NumPy, pandas, Matplotlib, and Plotly are used for numerical
processing, CSV logs, metrics, and result visualization. Communication with the Rasp-
berry Pi is handled through Secure Shell (SSH) and Secure File Transfer Protocol (SFTP)
using Paramiko (python library that supports both SSH and SFTP). SSH is used for re-
mote command execution, while SFTP is used to transfer scene �les, captured images, and
generated outputs.

For model execution, the desktop baselines rely on PyTorch-based tools and model
libraries, while the embedded pipelines use the Hailo software stack and Hailo applica-
tion pipelines. The speci�c role of each evaluated method, including YOLOv8n, Hailo
SCDepth, Depth Anything V2, and Metric3D, is described in the following sections.

3.2 Methods to Evaluate

The evaluated methods are organized by the kind of depth information they provide and
by the hardware required to run them. Each method is treated according to its practical
role: homography provides a fast metric baseline under a ground-plane assumption, em-
bedded relative depth provides dense but scale-ambiguous predictions, embedded metric
depth represents the ideal but dif�cult edge case, and desktop models provide the refer-
ence for accuracy. In Figure 3.2 a diagram gives an overview of the selected methods.
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Figure 3.2: Overview of Methods to Evaluate. AI-generated diagram; see Appendix B prompt.

3.3 Final Models

For the �nal evaluation, these method groups are implemented as six concrete pipelines.
The desktop side contains:

• Depth Anything V2 small as a relative-depth baseline,

• Depth Anything V2 small with homography as a hybrid object-distance method,

• Metric3D small as a metric-depth reference.

The embedded side contains:

• Hailo YOLO with homography

• Hailo SCDepth with homography

• Hailo Depth Anything with homography.

This distinction is important because the dense depth pipelines are evaluated over
measured image regions, while the homography pipelines are evaluated through selected
object footpoints on the calibrated ground plane.

Further development on each model can be found in the following sections.
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3.3.1 Geometric Method with Object Detection Model

This method uses an object detector to �nd known objects in the image and then uses
homography to convert the detected object footpoint into a ground-plane distance. The
homography part is explained �rst because it is reused by three of the �nal pipelines: Hailo
YOLO with homography, Hailo SCDepth with homography, and Hailo Depth Anything
with homography. In all three cases, the detection or depth model only selects an image
point; the metric distance is produced by the same calibrated ground-plane projection.

Shared Homography Projection

Before execution, the homography must be calibrated for the camera setup and environ-
ment. This is done by selecting four reference points on a known rectangular region of the
ground plane and mapping them to their corresponding real world dimensions, produc-
ing the image-to-ground plane homography matrix used during distance estimation. The
calibration view is shown in Figure 3.3.

Figure 3.3: Calibration of the Homography Method

A homography is a projective transformation between two planes. In this case, the two
planes are the camera image plane and the calibrated ground plane. Because perspective
projection is involved, the image point (u i , vi ) is written in homogeneous coordinates as
[ui vi 1]T, and the corresponding ground-plane point (x i , yi ) is written as [x i yi 1]T. The
�nal 1 does not represent physical depth; it allows the 2D point to be transformed by a
3 � 3 projective matrix.

The homography matrix can be written as

H =

2

4
h11 h12 h13

h21 h22 h23

h31 h32 h33

3

5 . (3.1)
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For each calibration point, the image coordinate (u i , vi ) is paired with a known ground-
plane coordinate (x i , yi ). The homography then satis�es

si

2

4
xi

yi

1

3

5 = H

2

4
ui

vi

1

3

5 , (3.2)

Here, si is the homogeneous scale factor. It appears because homogeneous coordinates
are equivalent up to scale, so the projected vector must be normalized by its third com-
ponent to recover the ground-plane coordinates. After multiplication, the homogeneous
result is converted back to normal ground-plane coordinates by division:

xi =
h11ui + h 12vi + h 13

h31ui + h 32vi + h 33
, yi =

h21ui + h 22vi + h 23

h31ui + h 32vi + h 33
. (3.3)

In the implementation, the image points and ground-plane points are passed to OpenCV's
cv2.findHomography function. Since a homography has eight independent degrees of free-
dom up to scale, each point pair contributes two constraints and four non-collinear point
pairs are suf�cient to solve for H. With more points, OpenCV estimates the matrix that
best �ts all correspondences, reducing the effect of small clicking or measurement errors.
This follows the practical lesson from the internship implementation: the projective calcu-
lation can be handled reliably by OpenCV, while the main source of error is the quality of
the calibration and any movement of the camera after calibration [3]. The resulting matrix
is then stored and reused by the homography-based pipelines to project selected image
points onto the calibrated ground plane.

Hailo YOLO with Homography

As mentioned in chapter 2, this method is used as a computationally lightweight com-
parison baseline against dense AI-based depth estimation models running on constrained
hardware. It still uses AI, but only for object detection, which is much less demanding
than predicting a dense depth map. For this thesis, the detector is YOLOv8n, a nano-sized
YOLO model compatible with the Hailo execution stack.

YOLO is an object-detection model: it does not estimate depth directly. For each object
that belongs to its trained label set, it returns a bounding box, a class label, and a con�-
dence score. In practice, this means that it can detect common object categories supported
by the deployed model, for example people, bottles, cups, chairs, bags, and other standard
detector classes. It cannot detect arbitrary unknown obstacles as a named object, and it
cannot provide a useful distance if the relevant object class is not detected. This makes the
method ef�cient and interpretable, but class-dependent.

First, an object detector is used to locate objects of interest in the camera image. For
each detected object, the bottom-center point of the bounding box is selected as an approx-
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imation of the object's contact point with the ground plane. If the bounding box is de�ned
by its minimum and maximum image coordinates, the footpoint is computed as

u f =
umin + u max

2
, v f = v max, (3.4)

where umin and umax are the left and right image coordinates of the bounding box, v max

is the lower image coordinate of the bounding box, and (u f , v f ) is the image-space foot-
point. This point is then projected onto the calibrated ground plane using the homography
matrix already de�ned above:

2

4
x0

w

y0
w

w0

3

5 = H

2

4
u f

v f

1

3

5 , (3.5)

where H is the image-to-ground-plane homography matrix, (x 0
w, y0

w, w0) are homoge-
neous ground-plane coordinates, and w0 is the homogeneous scale factor. The real-world
coordinates are obtained by normalizing with this scale factor:

xw =
x0

w

w0, yw =
y0

w

w0. (3.6)

The resulting point (x w, yw) represents the estimated position of the object contact
point on the ground plane. Since the camera position on the calibrated plane is known,
the planar distance between the camera and the object can be computed as

dplane =
q

(xw � x c)2 + (y w � y c)2, (3.7)

where (x c, yc) denotes the camera position in the same ground-plane coordinate sys-
tem. If the camera height hc is included, the corresponding three-dimensional distance can
be approximated as

d3D =
q

d2
plane + h 2

c. (3.8)

This produces a metric distance estimate for each detected object, assuming that the
object is standing on the calibrated ground plane.

A diagram of this homography relation is shown in Figure 3.4.
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Figure 3.4: Homography relation between the camera plane and the planar ground surface, reproduced from
the internship report [3].

As mentioned before, the method relies on several important assumptions. The cam-
era must remain �xed relative to the ground plane after calibration, the ground must be
approximately planar, and the detected object must be in contact with the ground. The
accuracy also depends on the quality of the object detector, since errors in the lower part of
the bounding box directly affect the estimated footpoint location. In addition, the method
only provides distances for known and detected object classes and cannot estimate the
depth of arbitrary image regions or unknown objects. This makes it less general than
detection methods that don't rely on classes, but useful as a controlled geometric baseline.

3.3.2 Relative Depth Estimation on the Raspberry Pi

The second embedded method evaluated in this thesis is the Hailo-compatible depth es-
timation pipeline running on the Raspberry Pi 5 with the Hailo AI HAT+. In contrast
to the homography method, this approach estimates a depth value for image regions di-
rectly from visual input. However, the output of the Hailo depth pipeline is treated as raw
or relative depth, not as metric distance in meters. Therefore, the predicted values can-
not be compared directly with manually measured distances without an additional scale
alignment step.

For this method, manually selected region boxes are used for evaluation. Each region
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corresponds to an object or surface for which a real distance has been measured. Instead
of using a single pixel value, the median predicted depth inside the selected region is
extracted. The median is used because it is less sensitive to local noise, outliers, and
boundary errors in the predicted depth map.

Let r i denote the raw depth value extracted from the measured region, and d i denotes
the corresponding manually measured distance in meters. Since the model output is rela-
tive, a linear mapping is �tted between the raw prediction and the measured distance:

d̂i = ar i + b, (3.9)

where a and b are scale-alignment parameters estimated from the measured regions in
the scene. This procedure converts the raw depth output into an estimated metric distance
d̂i for evaluation purposes.

It is important to distinguish this procedure from model �ne-tuning. The network
weights are not updated, and no additional training is performed. Instead, the output
scale is calibrated for the current scene using measured reference regions.

The main advantage of this method is that it provides a dense relative depth repre-
sentation while still being compatible with constrained hardware. This makes it more
general than the homography method, since it is not limited to detected object classes or
ground-plane contact points. However, because the output is relative, the method depends
on scene-speci�c calibration before meaningful metric errors can be computed. Its perfor-
mance is therefore evaluated both in terms of distance accuracy after scale alignment and
in terms of practical embedded deployment, including runtime and hardware usage.

In Figure 3.5 the method is visualized, with the selected depth image serving as an
example, as the regions selected do not present a �xed depth value.
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