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ABSTRACT:
The growing field of Artificial Intelligence (AI) shows promising results to
combat the time-consuming pre-anaesthetic assessments (PAAs). However,
in order to adapt AI systems, explainable AI (xAI) is needed for clinicians
to understand the systems’ decisions to trust and accept them. For proper
alignment with clinical workflow, a user-centred design (UCD) approach is
needed, yet recent reviews show a systematic neglect of UCD in the develop-
ment of such systems. To increase acceptance, research suggests developing
systems to support clinicians’ workflows rather than replacing clinicians.
This paper, therefore, utilised a co-design process involving clinicians at
three different steps in the design and development process. In addition, a
visual analysis was performed of the state-of-the-art on existing xAI tech-
niques to develop the most trustworthy interface for anaesthesiologists to
perform AI-assisted PAAs. However, the final evaluation showed clinicians
rejecting the interface due to it not supporting their current workflow. This
paper, therefore, proposes to focus on the core tasks and workflow of the
clinicians and adapt the explainability features to fit into those, instead of
focusing on making the AI as explainable as possible.
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1 Introduction
Airway management is the core of anaesthetic care, as failures in
managing sedated patients’ airways can have fatal consequences [48],
and difficult airways account for about a third of all anaesthesia-
related deaths [28, 83]. To combat this, pre-anaesthetic assessments
(PAAs) are performed to alert clinicians of potential hazards dur-
ing the procedure [45]. The procedure normally consists of two
phases [17] including an airway assessment and a patient record
assessment, which inform the plan for airway management. Com-
pleting the PAA is known to be time-consuming, as clinicians have
to sit with the patients and manually review the electronic health
records (EHR) of the patients.
In recent years, machine learning (ML) models have become

widely integrated into clinical decision-support systems (CDSS) [44],
as, e.g., LLMs prove to be powerful tools for processing the unstruc-
tured free-text notes in the EHR [64]. Recent ML models show
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promising results in predicting difficult airways in their multimodal
ability to process quantitative, imaging, and textual data [92].
However, as models become more powerful, they grow increas-

ingly complex, decreasing transparency and interpretability [63].
This black-box nature of AI systems can both limit trust for clinicians
who require dependable grounds for AI to influence high-stakes deci-
sions [6] and lead to automation bias in which clinicians uncritically
treat the AI as correct [56]. The Explainable AI research field inves-
tigates explaining model reasoning and outputs to users [67, 85].
The core dilemma in xAI is balancing trust between undertrust

characterised by extreme scepticism and dismissal of the technol-
ogy [22], and overtrust expressed as ‘blind trust’ and an over-reliance
on the AI [41]. This dilemma presents a system design issue that
requires designers to consider how to calibrate appropriate amounts
of trust in the system to empower clinicians to leverage the AI in
all of its useful abilities while maintaining critical judgement [69].
Originally, xAI research focused on the technical challenge of

generating and assessing the quality of explanations for model out-
puts [37], but even statistically correct explanations can increase
the cognitive burden and unintentionally lead to over- or undertrust
if they don’t support clinical workflows, reasoning, and actionabil-
ity [26, 30]. Systematic reviews show this neglect of HCI in the
development of AI-CDSSs is widespread [8], and the importance
of integrating clinicians in co-design and development has been
explicitly called for to align systems with clinical workflows [26, 55].
The call for interdisciplinary development teams to include the

end users, such as healthcare professionals, alongside system engi-
neers and HCI specialists is widespread and reiterated [26, 39, 46,
72, 82, 97], and therefore must be considered an essential part of
developing usable and well-calibrated AI-CDSSs.

Research has covered xAI techniques for evaluating outputs of text
summarisation models [47] and medical imaging models [3], show-
ing the effects of different explanation approaches. Yet, user-centred
design (UCD) is an established prerequisite for the successful inte-
gration of xAI in healthcare, and the individual nature of clinical
workflows necessitates a case-by-case approach. While the inter-
pretability of text summarisation and medical imaging xAI tech-
niques is well-established, knowledge of how these techniques affect
clinician decision-making is an open question.

Based on this research gap, this paper utilised a UCD approach in
a clinician co-design process to implement a CDSS for preoperative
anaesthetic (PAA). In the paper is outlined a preliminary interview
for establishing user requirements, followed by a detailed visual
search on the state of the art of CDSSs, with two subsequent studies.
In Study 1, 30 designs based on the interviews and design SOTA
are evaluated in a co-design workshop with three anaesthesiolo-
gists from Rigshospitalet. The analysis of study 1 reveals 36 distinct
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design criteria for the study 2 prototype. In Study 2, an AI summari-
sation dashboard is designed, implemented, and evaluated on four
anaesthesiologists from Rigshospitalet.

2 Additional material and the use of AI
This hand-in refers to the companion worksheets submitted with the
paper for added context, documentation, and further explanations.

In addition to the worksheets, an audio-visual production, a poster,
and the GitHub repository used in development are also handed in.
But due to the sensitivity of the data used in the evaluated prototype,
a dummy data �le is instead submitted, allowing for the prototype
to function as in the test but without real data.

The use of LLMs during development is elaborated on in the
Worksheets Chapter 7, but during the writing of this paper, Quill-
bot [60], Nvim Spell [50], and Overleaf spell checker were used for
spell checking and grammatical corrections only. ChatGPT [54] was
used to generate BibTeX entries for references not providing one.

3 Background

3.1 The current standard of preoperative anaesthetic care
Airway management is the most important part of the general anaes-
thetic care, as failures or di�culties of managing airways in fully
sedated patients can have catastrophic and fatal consequences [48].
Di�cult airways, de�ned as a clinical situation in which experi-
enced physicians or anaesthesiologists experience challenges with,
e.g., mask ventilation or tracheal intubation [4], account for about a
third of all anaesthesia-related deaths [28, 83]. To combat this, pre-
operative assessments are performed to alert clinicians of potential
hazards during the procedure [45]. Many tools are used to detect
and predict di�cult airways before intubation, including bedside
screening tests, clinical risk scores, and an assessment of patients'
clinical history [79]. The preoperative assessment should be sepa-
rated into two phases to construct a plan for airway management
during sedation: an airway assessment and a patient record assess-
ment [17]. The airway assessment is used to evaluate and predict
di�cult airways before intubation, with the most common tools
including Mallampati grading, mouth opening distance, and neck
mobility [17]. In patient records the anaesthetic history is reviewed
to �nd previous complications and notes from previous PAAs. Simul-
taneously the records are screened for other factors which might
in�uence the sedation procedure, including medication, general
health, and psychopathological factors [17, 79]

3.2 The Growing use of AI in Healthcare
In recent years, machine learning (ML) models are becoming more
and more integral to clinical decision support systems (CDSSs) [44].
For example, LLMs have been proven as a powerful tool when
handling electronic health registries (EHRs), providing extensive
processing capabilities of the unstructured free-text notes [64]. Sim-
ilarly, ML models have proven useful in predicting di�cult airways,
with their ability to handle multimodal data ranging from quantita-
tive to imaging to textual patient histories [92]. When integrated
with CDSSs, these AI-CDSSs [64] provide clinicians with powerful
tools assisting in planning, assessing, and treating patients.

3.3 An overview of current AI in Medicine
3.3.1 Biomedical Text Summarisation. Biomedical text summarisa-
tion involves distilling patient records, clinical notes, biomedical
reports, and research articles into coherent summaries without los-
ing important context and details. This section mainly relies on the
systematic review by Mushtaq and Veningston [47], providing a
detailed historical overview of biomedical text summarisation.

Broadly speaking, there are two methods for performing sum-
marisation. Firstly, extractive summarisation [19, 29] involves lo-
cating and quoting the most important sentences from the source
text, maintaining exact sentence structure and wording. This is use-
ful for keeping accuracy, which is relevant in biomedical settings
where terminology and granular meaning are highly important. The
method requires identifying critical segments from within complex
documents. Alternatively, abstractive summaries [95, 98] include
rephrasing and restructuring sentences to explain the meaning of
the summarised content. Abstractive summarisation is useful for
formulating novice-friendly summaries, with the main challenge
being to ensure factual accuracy. For an elaborate description of
summarisation evaluation, please refer to Worksheets Chapter 3.

3.3.2 Medical AI Image Processing. A review by Ahmed et al. [3]
shows how many medical practices have incorporated AI for medical
image processing use, including: MRI [18, 80], CT [18, 80, 86], X-
ray [18, 80], disease classi�cation [12, 74, 81, 86], segmentation [12,
74, 81, 86], and the broad category of `medical imaging' [12, 15,
16, 74, 81, 86]. While literature reviews of AI in medical imaging
highlight how AI does not signi�cantly decrease task time [90], AI
has been useful in increasing precision and recall of image-based
diagnoses, e.g., when localising and detecting pneumonia from x-ray
images, AI results show more true positives and fewer false positives
than human radiologists [65]. Similarly, AI has proven useful in
diagnosing breast and brain cancer, detecting retinal disease, and
segmenting medical images [3].

As more competent models are developed, AI is being adopted
into more and more aspects of healthcare, however with the in-
creased complexity is introduced the issue of trust and transparency,
particularly in high-stakes medical environments.

3.4 The Apparent Need for xAI
Newer AI models are becoming increasingly non-linear and complex,
which gives superior predictive performance, however, this increase
in opaqueness poses new challenges in terms of interpretability
and trust [63]. Similarly, while AI models in healthcare consistently
show improved performance [71], the black box nature of many
AI systems remains an obstacle which limits trust for clinicians,
who require dependable grounds for entrusting AI to in�uence high-
stakes decisions [6]. This issue is the centre of the Explainable AI
(xAI) research �eld, which investigates how to explain models and
their outputs to users [67, 85]. For example, attention-based saliency
maps can uncover cases where AI decisions have been based on
misleading artefacts in the data, causing incorrect predictions [94].
More and more research highlights the explainability of CDSSs as
important, de-emphasising a common overemphasis on model per-
formance [72]. Similarly, xAI meta-analyses show that AI models
lack interpretability, leading to a lack of comprehension of a model's
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output from a human perspective, despite achieving increasingly
high levels of accuracy [25]. A lack of interpretability can lead to
lower and slower adoption rates due to low trust leading to hesitancy
in trusting the system. To be useful, even highly relevant and accu-
rate information must be grasped by clinicians to be of value [73],
while remaining precise and concise due to the time-constrained
nature of clinical work. Existing xAI methods, such as saliency maps,
feature attribution, and counterfactual explanations, have demon-
strated potential in increasing the interpretability of models while
also highlighting potential biases and failure modes [1]. Thus, the
integration of xAI solutions into AI-assisted airway assessment has
the potential to ease the integration of complex models and allow
for higher levels of trust to be established and, in the end, allow for
more understandable and defensible decisions in anaesthesiology
and emergency medicine [66].

3.4.1 The Core Dilemma in xAI. At the heart of xAI research is a
dilemma between two opposing risks surrounding the acceptance
and integration of AI. At one end of the spectrum we have extreme
scepticism of AI, expressed as under-reliance and complete dismissal
of potentially helpful and precise inputs [22]. In the other lies blind
trust and (passive, pacifying) over-reliance on the suggestions of
the model, potentially accepting incorrect assessments [41].

This dilemma presents a system design issue that requires design-
ers to consider how to calibrate appropriate amounts of trust in the
system to empower clinicians to leverage the AI in all of its useful
abilities while maintaining critical judgement [69].

3.5 Proposed Solutions to xAI Needs in Healthcare
As previously suggested, unfounded and excessive trust in AI is
risky [69], particularly in high-stakes settings such as healthcare. A
lot of work has therefore focused on measuring explanation types,
such as example-based vs. rule-based explanations, with trust in the
system [33], however, more recent studies have pointed out that
the relationship is of a more complex nature [69]. For example, a
user's domain knowledge also plays a role, with more experienced
clinicians showing stronger capability to calibrate their trust in AI
systems appropriately [41, 75]. What's more, the interface's e�ec-
tiveness in communicating the selected xAI mechanism signi�cantly
impacts how explanations are received and used [22, 75], with con-
fusing and unintuitive interfaces negatively a�ecting trust, even if
the selected explanation is valid.

3.6 The Growing Awareness of HCI as a Necessity in xAI
The original xAI work focused on technical issues of explanation
generation for black-box models, focusing mainly on assessing
the quality of generated explanations, and can be described as a
`computer-centred' approach [37]. This perspective is often corre-
lated with the view of the developers who need to assess whether
the objective output is a �good� or �bad� explanation [27]. However,
there is an increasing recognition that explainability is a human-
centric attribute [35, 42], which lies in �the perception and recog-
nition of the person receiving the explanation� [36], as opposed to
the system producing it.

In healthcare, the same sentiment has been expressed in that ex-
planations can be statistically true, but if they don't support clinical

work�ows, reasoning, and actionability, they may end up increasing
the cognitive burden [30], and unintentionally lead to the develop-
ment of over- or undertrust. As pointed out by Knoche et al. [30],
similar design failures in early security systems led to cognitive
overload, blind compliance, and misplaced trust by not considering
human sense-making and instead simply exposing system logic.
They suggest that designing e�ective explanation interfaces should
instead be grounded in the user's work�ow and focus on supporting
sense-making through clarifying model competence boundaries,
suggesting why or why not included variables matter, and matching
explanations to the user's task; aligning with previous �ndings on
preferred explanations [32, 42]. Ultimately, a failure to balance these
aspects into a coherent and calibrated application can compromise
the quality of care provided.

3.7 The Lack of HCI and User Involvement in Current xAI
Recent systematic reviews of AI-CDSSs [8] show a widespread lack
of HCI elements, such as iterative co-design and feedback loops
in development cycles, in the development of such systems. Other
systematic reviews [6] reveal a common phenomenon where health-
care workers' lack of understanding of AI outputs are directly linked
to lowered trust and acceptance of AI and an increased di�culty
integrating the technology into existing work. The importance of in-
tegrating clinicians in early and iterative co-design and development
has been explicitly called for to build usable systems aligning with
clinical work�ows and needs [26, 55], with suggestions that clini-
cians' needs and task objectives should be meticulously considered
during system design [72].

The practical limitations and particular user needs need to be
addressed beyond basic xAI techniques to achieve meaningful trans-
parency in AI support systems [82]. Echoing the earlier statement
by Knoche et al. [30], these issues are not exclusive to healthcare
or even the integration of AI but are a common pattern in the inte-
gration of novel complex technologies. Knoche et al. even attribute
their work to Angela Sasse's work in usable security, which disputed
the idea of users being the problem in erroneous interactions.

Knoche et al. [30] did a qualitative evaluation which indicated the
explainable AI di�culties stemmed from a misalignment between
what the model emphasised and how clinicians in practice reason
about their decisions; the di�culties were not due to a lack of in-
formation, underscoring again the necessity of involving users in
the design of usable systems. Henry et al. [26] add nuance to this,
explaining that to build the strongest base of trust, the system must
improve clinician performance and not replace it. Users need not
understand exactly how the AI works, but they need to develop a
working mental model of how it works and what the limitations of
the system are. Likewise, Mackersprang et al. [39] introduce the idea
of Level of Automation (LoA), adding a level of quanti�cation to a
similar concept. They frame the human-machine collaboration as a
partnership on a spectrum between full-human and full-machine
and suggest designing various work�ows during system design,
attributing di�erent LoAs to arrive at what they call 'the sweet spot'
of task allocation in the human-machine partnership.

3.7.1 A Look at the Landscape of proposed xAI Development Frame-
works. Salimparsa et al. [72] did a systematic review of AI in CDSSs
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and noted that while there exists a gap in overarching frameworks
for developing reliable, fair, transparent, and clinically aligned sys-
tems, some recent proposals have been submitted to �ll this gap.
One such proposal comes from Saez et al. [70] with their `Resilient
AI Framework', which focuses on system resilience and robustness
with real-world data. Another is proposed by Nasarian et al. [49],
who proposed a `Responsible Clinician-AI Collaboration' work�ow,
focusing on interpretable work�ows to guide clinician-AI collabo-
ration. Based on their own literature review, Salimparsa propose a
methodological approach to support a user-centred development
and evaluation cycles. To increase the odds of the system being
usable, trusted, and well-integrated into clinician work�ows, which
they evaluated on an AI-CDSS-clinician collaboration study [75].
From their �ndings, they highlight and represent a structured ap-
proach to iteratively co-design the XAI with clinicians and health-
care professionals [72]. Luckily, their newest �ndings and recom-
mended development framework thereby align with the core senti-
ment of decades of HCI research [68], and the 1969 prediction by
Nickerson [51], stating that �the need for the future is not so much
computer-orientated people as for people-orientated computers".

Other tools, such as behavioural evaluation tools [14], related
co-design and participatory frameworks for user-centred AI devel-
opment [55], and tools governance principles and ethical considera-
tions for xAI [2] are also emerging.

In summary, the call for interdisciplinary development teams to
include the end users, such as healthcare professionals, alongside
system engineers and HCI specialists, is widespread and reiter-
ated [26, 30, 39, 46, 72, 82, 97], and therefore must be considered an
essential part of developing usable and well-calibrated AI-CDSSs.

3.8 Summary and How this Informs the Current Project
Summarising, AI plays an increasingly vital role in modern-day
healthcare work, but the high-stakes decisions in this domain de-
mand well-founded reasoning for provided outputs to be trusted.
The increasing complexity of models therefore necessitates AI-
integrated medical applications to strike a balance between provid-
ing enough context for AI decisions without increasing clinicians'
cognitive load, providing concise enough explanations to not in-
crease task time, and communicating shortcomings to maintain a
level of critical thinking.

Research has covered AI text summarisation techniques detailing
evaluation techniques for model outputs. Similarly, medical imaging
xAI research has shown the e�ects of di�erent approaches for ex-
plaining model decisions. Yet, UCD is an established prerequisite for
the successful integration of xAI in healthcare, and the individual
nature of work�ows necessitates a case-by-case approach. While the
interpretability of text summarisation and medical imaging xAI is
well-established, knowledge of how these techniques a�ect clinician
decision-making is an open question. This paper will explore this
gap by utilising UCD and codesign to implement a CDSS for anaes-
thetic preoperative assessment. Diving into how decision-making
is a�ected and how the di�erent xAI techniques are best applied to
the case. While also exploring how UCD should be implemented to
understand and develop requirements based on clinicians' needs.

4 Establishing Requirements
This section describes the prototype requirements for the current
project and how these requirements inform a preliminary interview
with two senior anaesthesiologists. These interviews were then used
to form a �nal set of initial system requirements.

4.1 Athena Prototype Requirements
This project is a collaboration with the Athena project, which is
researching and developing a solution for making patients undergo
preoperative assessments in their home. This project researches
the clinician-facing part of the system in which patient data is
aggregated and presented to clinicians in a CDSS to help them when
doing PAA.

Athena aims for a clinician-facing application to compile and
present information gathered from their existing patient-facing
mobile application. Their patient-facing app records videos of pa-
tients performing a set of exercises which anaesthesiologists can
use to assess and classify qualities of patients' airways. These video
recordings are analysed by an algorithm to automate this step in
the preoperative assessment. Furthermore, Athena is looking to au-
tomate the manual process of clinicians needing to review patients'
medical history and EHR. Athena asked for a clinician-facing app
capable of presenting this video-derived data to clinicians alongside
a summary of relevant �ndings from the patient's EHR. The re-
quest for the current project was, therefore, to develop and present
design and interaction patterns which support and integrate with
the work�ow of the end-users, which currently are the anaesthe-
siologists at Rigshospitalet's Centre for Head and Orthopaedics'
Anaesthesiology Department.

4.2 Defining Clinician Requirements: Preliminary
Interviews

To understand the clinical work�ow which the system is meant to
support and improve, while also following the recommendations of
the literature, we initiated a co-design process with the anaesthesi-
ological department of Rigshospitalet. To get an understanding of
clinicians' work�ow, two online semi-structured interviews were
conducted with two senior anaesthesiologists (21 and 12 years of
experience, respectively) from Rigshospitalet in Copenhagen. The
main purpose of the interviews was to establish an initial set of
user requirements for the designs and features of the application.
We prepared an interview outline tailored to this purpose follow-
ing the structure outlined below (the full outline is included in the
Worksheets Appendix A).

(1) Introduction - A short overview of our project scope work-
ing on designing a clinician-facing dashboard for preoperative
assessment assistance.

(2) Explanation of preoperative assessment - Clinicians walked
us through their current procedure.

(3) Walk-through of current interface - We were provided
some screenshots of their current digital pre-assessment tool.
To gain an understanding of how it worked and their senti-
ments about the tool, we showed the screenshots (examples in
Figure 1) and asked them questions regarding their work�ow
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in the application, asking their opinions on what worked well
and what could be improved.

(4) Closing Remarks - Rounding o�, we presented a list of
problem statements outlined from the literature and asked the
clinicians to provide their thoughts on the topics' relevancy
to them. Here, clinicians also had the opportunity to speak
freely on any topics we might have missed or to tell us which
general direction the project should be directed.

The meetings and subsequent recordings and transcriptions were
hosted and stored on Rigshospitalet's servers. The transcriptions
and typed notes were thematically analysed [11] by both researchers
using NVivo 15 [38] following an inductive approach. All poten-
tial themes were coded initially, and once all data were processed,
the researchers cleaned their codes for overlapping themes, after
which the codes were extracted into Miro [43]. The two codebooks
were compared between researchers. To avoid potential bias, only
themes found by both researchers were kept. Finally, the codes were
clustered into themes by visually moving them into clusters.

4.3 Interview Findings
The analysis revealed �ve overarching topics, each containing a
cluster of themes, discussed below. For the sake of brevity, only
summaries of each category and their core ideas are provided here.
For a full view of all categories with all their themes and an in-depth
explanation of each, please refer to the Worksheets, Chapter 4. The
themes de�ned from analysing the interviews were:

4.3.1 Anaesthesiologists' main responsibilities. Consolidating in-
formation from the electronic health records (EHR) and airway
assessment into a plan is the main area where clinical expertise is
applied. Experienced clinicians are able to sense potential risk fac-
tors in the visible anatomy of the patient within seconds of visually
inspecting the patient and thus prefer to always visually inspect the
patient. The preoperative assessment is time-consuming, and time
increases with the complexity of the patient's health. Clinicians
don't have guidelines for which risk factors are the most important,
and it therefore comes down to expertise and intuition. However,
recency is the most important factor for determining the relevancy
of a health condition. Similarly, a common starting point for as-
sessment is the patient's medicine list, as it indicates any currently
treated health conditions.

At Rigshospitalet's Ear-Nose-Throat (ENT) department, they are
forwarded many patients in need of specialised care. The need
to gather, manage, and distil large amounts of complex medical
information can be cognitively demanding, which, in turn, can
cause fatigue. The two clinicians were generally optimistic about
the potential for AI to automate some of the manual processes, such
as collecting relevant information from the EHR and entering it
into the preoperative form, but expressed a great preference for
remaining in full charge of making the plan.

4.3.2 Application requirements. To be maximally useful, the appli-
cation should be designed to save time. In-app work�ows should be
optimised since �a few wasted clicks for every patient adds up to a
lot of wasted time�. Information should therefore be fast, easy and
simple to access, otherwise clinicians will stop using the system.

The same view is expressed in the main sentiments on the po-
tential usefulness of AI; it should be used to extract and highlight
relevant information to give clinicians an overview from which
to begin the assessment. The summaries should be presented in
a digestible manner for easier assessment. To establish a sense of
trust, it was reiterated that any summaries should be tied directly
to sources linking to the EHR with the ability to click directly to the
sources for a given AI statement.

To skim for relevancy, the date should be included alongside the
AI summaries, as it is a central piece of information. Similarly, the
system should include an option to �sign o�� on items to indicate to
other clinicians that the item has been veri�ed, thereby not requiring
their time to assess. Lastly, it was asked that the system adhere to
medical standard guidelines and that it be based in existing research
on medical dashboards and how to present the information.

4.4 Summarising the Requirements
The interview data was distilled into the below system requirements:

(1) The system should summarise all relevant data from the EHR
so clinicians can focus on consolidating the information.

(2) System work�ows should be optimised to make information
fast, easy, and accessible to save assessment time per patient.

(3) Information should reside in prede�ned, existing categories.
(4) The system should link all summarised information directly

to data found in the EHR.
(5) The system should structure summarised information accord-

ing to recency as an indicator of importance.
(6) The system should display a date corresponding to the EHR

entry date alongside each summary.
(7) The system should include a way of �signing o�� clinician-

validated data points.
(8) The system should visually present patients to let clinicians

visually assess them.
(9) The system should not infer or suggest a plan.

(10) The system should adhere to established guidelines in medical
literature to inform the structure and grouping of information
in the interface.

As Requirement 10 details, clinicians wanted the interface to be
based in the established medical literature. To accommodate this, we
conducted a search of the state of the art (SOTA) of topics relevant
to the interface design, namely �medical dashboards�, �text and
information highlighting�, and �medical image annotation�.

5 Visual Analysis of SOTA Medical Dashboards
To understand the established techniques for xAI techniques in med-
ical dashboards, showcase existing uses and layouts of CDSSs, and
de�ne methods for highlighting text and information in an inter-
face to communicate importance. This section discusses a search of
the State-of-the-Art (SOTA) within topics relevant to learning the
current landscape of designs in xAI-integrated medical applications.

5.1 Search Methodology
To cover the aspects of the outlined requirements by the clinicians,
the SOTA research included on �image/video annotation�, �text
summarisation and highlighting�, and �medical dashboards�. The
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Fig. 1. Two of the five provided screenshots showing the existing preoperative form used at Rigshospitalet's Centre of Head and Orthopaedics' Anaesthesiology
Department. These were brought up as part of the preliminary interviews, where the clinicians gave a walk-through of how the application was used.

SOTA was initialised by utilising LLM services Perplexity.ai [57],
ChatGPT [54], Gemini [24], and Google Scholar Labs [23]. Speci�-
cally, ChatGPT and Gemini were used for building the search terms
(shown in Worksheet Appendices). Subsequently, Perplexity and
Google Scholar Labs were used as search tools for retrieving sources
with the search terms provided by ChatGPT and Gemini. All sources
suggested by the LLMs were reviewed, and the most relevant litera-
ture reviews were then chosen. A suggested paper was determined
`relevant' if 1) it was a review, 2) it matched the topic searched for,
and 3) it provided a clear list of the selected sources used in their
review. The sources from the included reviews were collected in
an Excel sheet provided in supplementary material and combed
through. All �gures showing examples of dashboards, image/video
annotation, text summarisation, and text highlighting were copied
into the Excel sheet, included in the supplementary material.

Some papers from the existing background which were deemed
especially relevant to the topic of this research were also included in
the list of reviews but were instead used to snowball from. For these
papers, all their citations were extracted, as well as the papers which
cited them. One example is a paper by Van Berkel et al. [84] who
made a study on utilising AI to highlight polyps during colonoscopy,
a medical image-annotation algorithm. The design process was well
documented with a similar SOTA outlook and a close co-design
process and was therefore chosen as highly relevant.

5.2 Selected Reviews and Extracted Papers
On the topic of medical imaging, one central review by Ahmed et
al. [3] was used, which provided a list of 133 papers. Additionally,
11 papers were extracted from Wang et al. [88], two from Rabie et
al. [61], two from Xu et al. [96], and two from Brown et al. [13].

From our own background, 11 relevant citations from Van Berkel
et al. [84] were added to the list and 19 more by looking through
papers citing Van Berkel. This resulted in a total list of 175 papers
for screening in the medical imaging and video annotation category.

For medical dashboards and CDSSs, eight reviews were collected:
12 [91], 65 [13], 38 [10], 7 [31], 20 [88], 20 [96], 43 [7], and 55 [61]
papers. Additionally, two more relevant papers [34, 58] were added
for a list of 262 papers.

For text highlighting and summarisation two reviews provided
10 [52] and 29 [9] papers. Eight additional single papers [5,59,62,76�
78, 87, 89] were found for a total of 47 papers.

5.3 Figures Extracted for Analysis
From the relevant 484 papers. Each paper was skimmed by one re-
searcher for relevant visuals. Visuals were deemed `relevant' if they
related in any way to the topic, i.e., if a �gure showed a screenshot
of a CDSS interface. Irrelevant �gures were, e.g., process diagrams
and graphs from data analysis. If in doubt, the �gure was included.

Of the 175 papers in the `imaging' category, 93 were omitted (77
showed no visuals, eight were deemed irrelevant, six were inacces-
sible, and two were retracted), leaving 82 papers (�gures: N=156)

Of the 262 papers in the `dashboard' category, 149 were omitted
(131 showed no relevant �gures, 12 were inaccessible, and six were
removed as duplicates), leaving 113 (�gures: N=196)

Of the 47 papers in the `text highlighting' category, 18 were
omitted (16 showed no relevant �gures and two were inaccessible),
leaving 29 papers (�gures: N=101).

During the skimming process, all papers and �gures were col-
lected in an Excel document with a spreadsheet for each category.
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5.4 Thematically Clustering the Extracted Figures
After skimming all papers, �gures were exported into Miro and clus-
tered into groups. The result of this was the 156 `medical imaging'
�gures formed into 16 clusters within three overarching categories,
the 196 `medical dashboard' �gures formed into 14 clusters within
three overarching categories, and the 101 `text highlighting' �gures
formed into 13 clusters within four overarching categories.

These following sections only provide summaries and the central
takeaways from the SOTA exercise. For a full breakdown of all ten
categories and 43 clusters, refer instead to the Worksheets, Chapter
5. As the purpose of the current section is to simply outline existing
techniques and establish a frame of reference for what has previously
been done, the presented results will only highlight the �ndings to
create a catalogue of design options and explanation techniques to
later explore in collaboration with clinicians.

5.4.1 SOTA of Medical Imaging. The SOTA search for medical imag-
ing was undertaken to �nd xAI explanation techniques used in med-
ical imaging and video. Two groups of two clusters appeared, with
the biggest one being heatmaps, alongside ten ungrouped clusters.
The compiled `medical imaging' clusters are shown in Worksheets
Chapter 5.3.

The papers on medical imaging included an array of annotation
techniques to inform viewers of the most important features in
an image. The most used annotation technique is to display the
weights of the classi�er using a heatmap to colour areas in the image
according measure of importance. One widely-used algorithm for
this, displayed in 43 �gures, is called GradCAM, which displays a
heatmap to show where in an image an algorithm found the most
important features which informed its outcome. Many other �gures
(N=54) used heatmaps for similar purposes, 37 of which were in a
general `other heatmaps' cluster.

Other annotation techniques include the use of segmentation or
bounding boxes to highlight key areas in an image. Some use these to
mask out everything else in an e�ort to guide attention. Many �gures
used bars to communicate the severity or con�dence of a model's
decision, sometimes correlating the bar to colours annotating the
image such as the case with heatmaps. Some �gures display the
utilisation of arrows to annotate and highlight an important area.

Examples are also found of utilising plain textual explanations,
often to support or explain the use of heatmaps or bounding boxes
highlighting areas of interest. Finally, some also used a technique we
called `whole picture annotation' where a model would indicate it
found something in the current frame, by highlighting or changing
a visual feature in the full frame, such as adding a border or �ashing
indicators in all corners of the image.

5.4.2 CDSSs and dashboards. When clustering the �gures of medi-
cal dashboards, two overarching categories emerged: `data entry'
dashboards and `data summary' dashboards. The data entry dash-
boards are de�ned by the main purpose of clinicians manually enter-
ing data and the dashboard being utilised for gathering. A common
feature in these are free-text �elds in which can be entered data
on the patient, such as numerical test results, textual demographic
information or simply free-text note �elds. The clusters for `medical
dashboards' are shown in Worksheets Chapter 5.3.

The most common way of data entry, however, was using ques-
tionnaire a like format, where pre-de�ned answers are set to choose
from for a given question or category. Many interfaces also com-
bined questionnaires and text �elds. Lastly, a group formed where a
graphical representation of a questionnaire is used are used with the
questionnaire type to help the clinician better understand the data
they are putting in, and what outcome it might have. For example,
one shows spatially arranged entry �elds mapped to and surround-
ing an image of a human body. These show more creative ways of
gathering the same information as in the previous two categories.

In the `data summary` category are shown di�erent techniques
of presenting data in a medical dashboards. These mainly include
tables, visualisation, and textual summaries. All clusters show ex-
amples of colour being used to highlight particular elements, either
cells in a table, elements in visualisations, or text being highlighted.
Within this summary category is also shown a bunch of dashboards
combining tables, visualisations, and text to make up an entire dash-
board. This last cluster shows how the screen-space `real estate'
can be used, with a general trend of interfaces being very cluttered,
packing all information into a single view, but with a few examples
of more well-considered and digestible layouts.

Other clusters formed include examples of how on-demand drill-
down is implemented, i.e. pop-ups, dialogue windows, hover-text,
and inspection views. Other still show examples of attention-grabbing
signal colour usage, mobile implementations, and calendar and time-
line views intended for clinician planning.

5.4.3 SOTA of Text Highlighting and Annotations. The purpose of
the `textual highlighting' search was to learn how xAI textual sum-
marisation should be presented to communicate and highlight im-
portance.However, few extracted clusters represented this and of
the 101 extracted �gures, less than 10 depicted textual summaries.
But in the search for how to encode text, a lot of other visualisa-
tion concepts were found, and this section therefore also includes
textual `annotation' of graphs, as well as some (less-relevant-to-our-
search) clusters of more classical visualisations. The main groups
of clusters were `textual highlighting techniques', `UI annotation
and highlighting', `graph annotation techniques', alongside a few
ungrouped clusters. The `text highlighting' clusters are shown in
Worksheets Chapter 5.3.

In the few summarisation UIs found, the summarisation often
links directly to the places in the summarised text, with highlight-
ing/underlining to indicate origin. This includes matching the colour
between the summarised and source text or, seemingly, allowing an
interaction on the summarised text to highlight the source text.

For textual highlighting, the most used techniques involve encod-
ing the font, capitalisation, text colour, or underlining/highlighting
lines of text. Most common is highlighting the text with colouring
the background of a text snippet, but this is often accompanied by
combining colour, emboldening, and italicisation of text.

Of the remaining clusters, most out of the scope of textual high-
lighting. Nevertheless, some clusters showed examples of how graphs
and visualisations can be annotated to denote relation to legends
and how textual explanations apply to particular areas in a graph.
These were found useful similarly to the `annotation' techniques
discussed in the medical imaging SOTA search.
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Fig. 2. Six select designs of the 30 mock ups created for the study 1 co-design workshop. Each image is annotated in the lower le� with an ID.

6 Study 1: Clinician Co-design workshop for a
clinician-facing summary dashboard

With initial user requirements from the preliminary interviews
and an overview of the literature's design solutions from the SOTA
research, we started drafting designs. The purpose was to create a list
of designs we could present to clinicians in a co-design workshop to
get explore optimal design decisions for a summarisation dashboard
supporting their work�ow and mental model. This section will
explain how every design decision maps to takeaways from the
preliminary interviews and the SOTA research.

The mock ups were created in Figma [20] and compiled into a
presentation using Figma Slides [21]. The 30 slides including designs
are denoted D01-D30 to di�erentiate between them when coding

and taking notes. Select designs are shown in Figure 2, with the
remaining included in Worksheets Chapter 6.1. The presentation
was created after the designs, but is made available here for easier
full-size inspection while the designs are described in the following
subsections. The presentation is available at the following link:
Figma Slides Presentation, password: AthenaThesis2026.

The following subsections present the designs in the order they
were presented during the workshop, corresponding to their number
from 01 to 30. The designs are grouped into segments showing
variations of the similar features, and design decisions are discussed
below at a segment level. For detailed individual descriptions and
images of all 30 designs, refer to the Worksheets, Chapter 6.1.
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