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The paper explores how chatbot interaction design can support the discovery of “unknown unknowns”. We
present a design toolkit for conversational and pre-conversational discovery strategies in Large Language
Model (LLM)-based healthcare chatbots. We examine the use case of supporting newly discharged stroke
survivors through two user studies with stroke survivors, stroke clinicians, and university students. Study 1 in-
vestigated four pre-conversational interface paradigms for navigating stroke-related information: Categories,
FAQ, Roles, and Keywords. Results showed strong preference for structured category-based navigation and
layout, while highlighting the importance of accessibility considerations. Building on these findings, Study
2 examined how users discover new information through faceted and conversational interaction. A chatbot
prototype supporting faceted and conversational search was evaluated across different scenario types and sug-
gestion button strategies. Results indicate that vague scenarios encouraged greater use of predefined prompts,
supporting exploratory discovery of unknown topics, while specific scenarios led users towards custom ques-
tions. Participants generally perceived the system as intuitive and supportive, though limitations still need to
be addressed for future works. The paper contributes both a design toolkit and insights from two studies into
discovery-oriented chatbot interaction design.

1 Introduction

When people are admitted to the hospital after suffer-
ing a stroke, a lot of medical attention and resources
are focused on saving the patient. This attention is
part of why more than 85% of stroke patients sur-
vive [16, 11].

After discharge, patients’ interactions with health-
care professionals is reduced to occasional checkups
with either weeks or months in-between. Since the
vast majority of stroke survivors experience lasting
cognitive or physical effects, it is natural that ques-
tions will arise regarding their own health and recov-
ery expectations [16]. With this in mind, stroke sur-
vivors need to consider alternative sources of infor-
mation, such as the internet. Depending on the con-
text, the quality of results, and the effect of biases in
search engines, their information search can be lead
to positive or negative outcomes, both in regards to
their health-related decision-making and relationship
quality with healthcare professionals [3, 17].

Large Language Models (LLM) chatbots, such as
ChatGPT or Gemini, offer a new way of seeking in-

formation, as they can take very specific prompts,
give equally specific results, and can iterate and elab-
orate through a conversation. They also have their
own biases, and the unique challenge of generative
hallucinations [20]. Many chatbots also rely on an
“ask me anything” (AMA) paradigm, which assumes
that users already know what to ask. This becomes a
challenge when users are unaware of the information
that may be useful to them, and are thus unable to ac-
cess it with self-written prompts. This gap in knowl-
edge is referred to as “unknown unknowns” [26, 24].
This challenge of unknown unknowns calls chatbot
designers, researchers, and developers to action, and
we propose a design toolkit as a starting point.

The toolkit includes five design dimensions for
helping a user discover the unknown gaps in their
knowledge. The dimensions are: 1) Discovery strat-
egy; how does the chatbot promote discovery of
unknown unknowns? 2) Faceted Search; various
paradigms that organize browsing of questions. 3)
Role Types; Paradigms that inspire discovery by let-
ting the chatbot take on character personalities. 4)
Item Ordering; variations of how to order questions.



5) Conversational Search; paradigms of how a chat-
bot can suggest prompts mid-conversation.

We conducted a user study involving 17 partici-
pants, 15 of whom were stroke survivors, to collabo-
rate with them in the development and improvement
of the toolkit. They were presented with four pre-
conversational chatbot designs, and for each voiced
insights by reflecting on their experiences the first
weeks after stroke. Participants offered feedback on
the designs’ usefulness and potential pitfalls, along
with stroke-specific considerations e.g. regarding
aphasia. From their responses and design recommen-
dations, we expanded the toolkit in the first four di-
mensions.

In a second study, we evaluated a high-
fidelity chatbot prototypes for its ability to re-
veal the unknown unknowns to users. Both the
pre-conversational design using the faceted search
paradigm “Categories”, and all three conversational
search paradigms, were evaluated in collaboration
with 6 stroke survivors, and 16 university students.
The participants would report on the level of success
achieved when using the chatbot in fabricated stroke-
related scenarios, and stroke survivors would addi-
tionally reflect on the chatbot’s potential usefulness
for recently discharged stroke survivors and their rel-
atives.

2 Related Works

Conversational chatbots are a widespread technol-
ogy. One of their key strengths lies in their abil-
ity to process and present information in a conversa-
tional manner, making the user interaction very in-
tuitive. This paper focuses on one of their pitfalls
i.e. reaching the hidden information that users don’t
know they have access to, also called the Unknown
Unknowns [28, 26, 24].

2.1 Use case: Discharge After Stroke

Receiving adequate support after discharge is impor-
tant for stroke survivors, as they are otherwise more
likely to have unplanned readmissions to the hos-
pital [23, 25, 18]. For stroke survivors, this can
be a task of high-maintenance, as post-stroke symp-
toms like fatigue, paralysis, speech difficulties, and
visual impairments are life changing [16]. Addi-
tionally, healthcare professionals do not have the re-
sources to act as immediately available support after
discharge [3].

This exemplifies the high relevancy of research
within the field of eHealth today [4, 13], includ-

ing that of chatbots. Chatbots may have the po-
tential to support stroke survivors in understanding
their stroke, available treatment plans, understand-
ing their medicine, secondary prevention, structuring
daily tasks, and improving their lifestyle [29].

2.2 Al in post-discharge programs

We interviewed a clinical lector in neurology from
Denmark. He explained that their process of priori-
tizing resources for post-discharge patients who need
it the most is not necessarily accurate. He suggested a
bias in who receives personal follow-ups were likely
the ones with resourceful relatives who were able
to reach out to professionals first. The ones with a
weaker social safety net should be prioritized higher,
however monitoring this contrast would require yet
another allocation of resources.

He commented that a chatbot could be useful for
stroke survivors after discharge, and mentions that the
biggest obstacle would be to communicate the value
of its unique capabilities compared to search engines
like Google. He directly suggested an application
that could help users assess common symptoms, such
as fatigue, and could help users make a decision on
whether to call a doctor or not.

2.3  Unknown unknowns

Unknown unknowns are gaps in our knowledge we
don’t know exist [26, 24]. When needing to learn
about new topics, many unknown unknown exists,
and in some high-stake scenarios, such as post-stroke
discharge, gaining this knowledge can be a great ad-
vantage. Both in terms of understanding laws, avail-
able external aids, and even ones own recovery pro-
cess.

Even if stroke survivors know what they want to
ask after discharge, their information needs are often
still unmet when using search engines at home. This
relates to a disconnect between user intention and sys-
tem interpretation [3].

To narrow down information to what is actually
relevant to the user, the system could either: 1) start
by presenting topic options (for unknown unknown
starting point). Such a system would mitigate the un-
known unknown by presenting knowledge to a newly
discharged stroke survivor, derived from experts and
lived experience. 2) a user could ask a vague question
which the system could refine by asking “clarifying
questions”. Clarifying questions refers to a behavior
where the chatbot asks for further context from a user
after they make their search. 3) as an alternative to
asking clarifying questions, the system could suggest



answers that its algorithm deemed useful in context.
The first and two latter method can be found in re-
search under the terms “Faceted search” and “Con-
versational search” respectively.

Facets are dimensions that describe items it con-
tains in a search space. They are a select amount of
dimensions that contain a large amount of items. A
common facet paradigm are filters on shopping web-
sites, that let users select predefined attributes in order
to narrow down the selection to something of their
liking. For a stroke survivor seeking relevant infor-
mation, those items could be individual questions that
other stroke survivors have found useful e.g. fre-
quently asked questions. When a desired result is
not known in advance faceted search is an effective
method. By selecting a facet, users quickly exclude
items from their selection that do not align with their
goals. On online websites, we see faceted search all
the time, when we apply filters on the search results,
narrowing the quantity of items [21, 12].

Conversational search is the process of searching
for information through conversation with an LLM.
As a chatbot it’s able to support the user’s evolving
needs. Bings search engine, for example, uses this
method. Its benefits are shown when the system is
able to adapt to vaguely defined needs, the process
of their refinement, or even when those needs shift
to reflect new ones. The conversational interaction
also constitutes a user experience that is very different
from entering keywords into a search engine [19].

2.4 Design Toolkit Definition

Toolkits provide designers and developers with build-
ing blocks that support the rapid generation and test-
ing of ideas through prototyping. A design toolkit
often consist of structured materials such as im-
ages, words, shapes, or wireframes that help estab-
lish a shared language within a particular design do-
main [9, 27].

Such toolkits can be developed through participa-
tory collaborative design processes, meaning the end
user is likely involved. This way, ideas are iteratively
generated, refined, and organized within a specific do-
main. [15,7].

3 Toolkit

The toolkit consists of multiple design spaces that
can be considered when developing chatbot applica-
tions. It focuses on discoverability of the unknown
unknowns. The paradigms are designed around ques-
tions as items, though the paradigms can be applied to

other types of items. It is also important to note that
a lot of the paradigms can be combined, both across
and within design spaces.

3.1 Design Process

In order to reach the final stage of this paper’s contri-
bution, the toolkit underwent four stages: 1) Ideation
through short design sprints and state-of-the-art re-
search. Initially, ten designs were created as wire-
frames. 2) Distinction which was initiated through
a pilot test, after which defining features were iden-
tified to set each design apart. 3) Study 1 for which
four of the ten initial designs were chosen for an eval-
uation and feedback session with stroke survivors. 4)
Study 2, wherein three conversational search design
paradigms were evaluated and compared by a mixture
of stroke survivors and university students.

3.2 Discovery Strategy

As mentioned in section 2.3, facets can help users nar-
row many items down to just the ones relevant to their
needs, through browsing.

(1) Discovery through browsing; the strategy
primarily explored in this paper. It is looking through
items, often to find something useful to the user’s
goal. Combined with faceted search designs, such as
the ones in section 1, the items can be narrowed down,
turning the process more efficient.

(2) Discovery through inspiration; unlike
browsing, this strategy does not necessarily contain
any predefined items to choose from. Instead, the in-
teraction relies on the user’s expectations to a context
presented in a design. By presenting different scenar-
ios or fictional characters, the goal is to let the user
figure out themselves what their reaction to that con-
text is. Discovery through inspiration is exemplified
through the role types design space in section 3.5.
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Figure 1: Illustrations of six Faceted Search paradigms.

3.3 Faceted Search

Six different paradigms populate this design space, as
seen in figure 1. They were designed as additions to
the basic chatbot design, however none of them are
constrained to the pre-conversational stage of the in-
teraction:

(1) Categories; a number of selectable topics.
Upon selection of any topic, the user is led to an
overview of related items and/or a number of related
sub-topics.

(2) Filter; the user is able to apply filtering con-
ditions. Items will be visible when their properties
match the filters. When applying multiple filters, it is
important to consider what filters are mutually exclu-
sive, and which are not [22].

(3) Tree; similar to the categories paradigm, top-
ics are given inheritance of subtopics or items. How-
ever, the browsing experience is different, as every
topic, subtopic item, or other type of branch is laid
out on the same plane. Browsing comes through pan-
ning over a map of every options.

(4) List; items are presented in one overview.
Considering ordering, as discussed in section 3.4 is
important for this paradigm’s user friendliness. If
the number of items is high, lists can benefit from
some sort of grouping, or a combination with another
faceted search paradigm.

(5) Search Filter; when the user inputs any text
into a search field, the system will attempt to match
the input to items through a Query auto-completion
(QAC) method. The field of QACs involves prefix
search and conjunctive search [8], as well as hybrid
completion [2], and, more recently, Al-powered QAC
methods [10].

(6) Carousel; one item is shown, and the user is able
to scroll one step. Doing so replaces the item with
another [30, 6]. .

3.4 Question Ordering

Four paradigms that each suggest how items can be
ordered from first to last, as shown in figure 2
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Figure 2: Illustrations of four Question Ordering paradigms
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(1) By Frequency; the order in which items are
presented is determined by the frequency of users re-
questing it.

(2) Expert Curated; an expert on a subject de-
termines the order. Based on their recommendations,
they prioritizes the items they think to be more impor-
tant or useful to users.

(3) Personalized; the order in which items are
presented is determined from some personalized val-
ues. Personalization can be based on demograph-
ics, domain-relevant questionnaire, user behavior, or
other objective measures like time since installation.

(4) Random; the order of items is shuffled be-
tween individual uses of the application, either day-
to-day or use to use. The goal is to expand the user’s
knowledge by presenting items and hoping some of
them are unknown unknowns. By using shuffle algo-
rithms, you could ensure that the amount of covered
topics is not too narrow [1].



3.5 Role Types

In a chatbot, roles are selectable characters or lan-
guage agents, instructed to act according to their own
role. User inspiration stems from their own expecta-
tions to conversations with said role. Each role is an
abstraction, but will be presented with concrete ex-
amples. The four Role Types in figure 3 are described
as:

Role Types
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Figure 3: Illustrations of four Role Type paradigms

(1) The Expert; an information source who is
supposed to know the facts. Useful for questions re-
garding best practices and updated knowledge. They
represent the doctor, tour guide, or science professor.

(2) The Helper; someone who can guide users
through tasks whenever doubt arises regarding meth-
ods or obstacles. In many cases, they aim to provide a
personalized tutorial or step-by-step guide. They rep-
resent the school tutor, recovery coach, DIY hobby
guide.

(3) The Relatable; someone who is living the
same experience as the user, or have done so before.
They can share their experience to users who are ei-
ther getting into a new stage in life, or need a second
opinion from someone who can relate. They can rep-
resent a coworker, an experienced parent, or someone
who has lived experience with a health condition.

(4) The Organizer; someone who helps users
prepare, usually for actions or events. This often re-
lates to needs the chatbot is not able to directly re-
solve. For instance, the chatbot cannot answer all
medical questions, but they can prepare you for a
meeting with a doctor. Other use cases could be help
with telephone reservations or grocery shopping trips.

3.6 Conversational Search

The paradigms, shown in figure 4, are meant to help
the user onward within conversations with a chatbot.
Whenever the user types a new prompt and the ap-
plication answers, it will also offer suggestions the
user can choose from. Those suggestions can point
the conversation in different direction, and the fol-
lowing paradigms act as three suggestions for those
directions:

Conversational Search
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Figure 4: [Tllustrations of three Conversational Search
paradigms

(1) Narrowing; the chatbot breaks the current
conversational topic into smaller fractions, by using
objective measures that may be relevant. A conversa-
tion about the rarity of stroke may be narrowed down
to a specific age group or geographical location.

(2) Elaborating; the chatbot tries to give sugges-
tions that are practical and relevant, and assumes that
the user may want to base a decision on the informa-
tion. The suggestions are more interpretive, and lead
to information that the user can try and compare to
their immediate situation. Asking about the rarity of
stroke may lead to a conversation about risk factors
that lead to stroke, or how to identify when someone
is having a stroke.

(3) Widening; the chatbot gives suggestions that
may widen the scope by suggesting parallel topics.
What is considered a parallel is very dependent of
the use case and design choices. The chatbot could
recommend similar items based on a predefined list,
which will give a very controlled definition of avail-
able topics.

4 Study 1, Pre-conversational
designs

The purpose of Study 1 was to evaluate four pre-
conversational chatbot design paradigms. The goal
was to interview stroke survivors with lived experi-
ence, and understand their mental models of the de-
signs. The tests were conducted early March at the
2026 ELASF conference.



4.1 Participants

Participants included 17 individuals (13 women, 4
men) aged 32-68 years (M = 49.4). Fifteen were
stroke survivors and two were clinicians. Among
stroke survivors, five had experienced hemorrhagic
stroke (3-30 years since stroke, M = 12.4), nine is-
chemic stroke (2-19 years, M = 8.6), and one had ex-
perienced both types of stroke (15 years since stroke).
Participants represented 11 nationalities, primarily
European, with the largest groups being British (n =
4) and Swedish (n = 3). All but two participants had
used generative Al before, and they had all at least
heard of it.

4.2 Procedure

Two booths were set up for conducting parallel in-
terviews with participants. The interviews typically
lasted approximately 25 minutes.

Figure 5: Hybrid sketch of the testing setup in Sweden

Based on their relation to stroke, the participants
were presented with a scenario, all of which involved
a smartphone app that could help stroke survivors find
information after discharge, as seen in figure 5. They
were asked about their expectations to the app and
how it could help them ask questions and find infor-
mation. Hereafter, four hi-fi prototype designs, shown
in figure 6, were presented in a counterbalanced or-
der. The contents of each design were topics rele-
vant to life after stroke. The designs included three
faceted search paradigms, and Roles, an inspirational
paradigm: Categories: Five topics are presented as
a list of buttons on the font page. Upon selecting a
topic, a new list of buttons is presented, each contain-
ing a related question. FAQ: A button acts as a drop
down menu, revealing a list of questions. Roles: Four
characters are presented, and the user is prompted to
select the one they have a question for. The charac-
ters are: Clinical Explainer, Recovery Coach, Stroke

Can | help you with
your questions about
stroke?

Can | help you with your
questions about stroke?

New Symptoms Frequently Asked Questions A

What are local support I
services?

Where can | find a carer after
stroke?

What are the different types
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Which side effects can stroke
medication have?

How can stroke affect mental
health and wellbeing?

Recovery & Daily Life
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Appointments & Documents

Support and benefits

Or just ask any question you have...

What type of person do you
have questions for?

Pick or type a keyword to
explore questions about your
stroke rehabilitation
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Stroke
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How can stroke affect mental
health and wellbeing?

What health issues can arise after
a stroke?

Can | get additional healthcare aid
after a stroke?

Or just ask any question you have...

(©) (d)

Figure 6: The four designs used in study 1: a) Categories,
b) FAQ, ¢) Roles, and d) Keywords

Survivor, and Planning Helper. Keywords: This ap-
proach presents completions on the user’s questions,
the moment anything is typed into the text field. Three
buttons with keywords are available as suggestions for
the prompt’s first word.

4.3 Methodology

The interviewees were asked about their relation to
stroke, their experience with chatbots, along with
their age, gender, and nationality. If they had lived ex-
perience with stroke, they were also asked about the
type of stroke, and time since stroke. To understand
their mental model, they were asked to describe their
expectations to the system, and their reactions to the
results of their interactions, for each of the four de-
signs. Their preference for suggested question sorting
was asked, e.g. FAQ among stroke survivors, Doctor



curated, personalized, or random. The data was tran-
scribed and thematically analyzed.

4.4 Results

User Mental Models of Chatbot Interaction: Par-
ticipants expressed differing expectations regarding
the Q&A button. Several said they expected a conver-
sational chat interface where users could type ques-
tions and receive responses.

“It would either be a pop-up on this screen, or
bring me to another screen that would have the
ability to type or ask a question.”

Other participants expected the feature to function
more as a guide for the applications functionalities,
for example explaining medical terms or values dis-
played on the application’s home screen:

“It should explain me the word ‘glucose’,
what the number at glucose means.”

Interface Design Elements Influencing Usability:
Participant reactions varied substantially between the
Categories, FAQ, Roles, and Keywords design. No
single design was universally preferred. Participants
identified pros and cons across the designs, compared
them, and even suggested combinations of designs.

Categories. The category-based interface was
generally the most positively received. Several partic-
ipants described the design as clear and easy to use,
and noted that it could be particularly accessible for
individuals with aphasia due to its use of symbols and
short titles.

“I think this is a better one, as compared to the
previous one. [...] Because it’s shorter, and
it’s really the main concept [...] I think these
symbols are very good.”

However, some participants suggested that additional
subcategories would help users explore more specific
topics, and that the high use of symbols used on the
initial page should be maintained throughout the de-
sign.
“I felt very attracted by the (categories) [...]
not so much text, more symbols. Just key-
words, like ‘emotional support’. ‘Emotions’

EIEE)

for example, ’frustrations’.

FAQ. The FAQ-style interface was widely recog-
nized and considered easy to understand due to its fa-
miliar structure. However, many participants noted
that the unordered list of questions would be easier to
navigate if grouped into topics.

“I would assume that you could click the drop-
down, and there would be suggestions divided

LD

in areas like ‘health, planning, organization’.

Some participants also felt that the questions ap-
peared too general and could benefit from personal-
ization. Several participants proposed combining this
approach with the category-based interface, including
the design as an integrated category.

”[FAQ] was one of the best, and also the one
with categories. They could even be combined
in some way”’

Roles. The role-based interface received mixed
opinions. Some participants strongly appreciated the
possibility of selecting a stroke survivor role. To
many participants, the option to start a conversation
with someone who might relate, was the most attrac-
tive part of this design.

“I think this is a really good tab. You’re ask-
ing me, ‘who do you want to your advice to
come from. Sometimes it’s a clinical thing,
so you need a doctor. Stroke survivor is really
good because sometimes you want to talk with
someone who had something similar.”

However, others found the concept unclear or mis-
interpreted the design. Either because they expected
to start a conversation with a real person, or because
the role buttons were misinterpreted as a selection of
your own relation to stroke.

”[...] T even had to process the whole con-
cept of defining what kind of person you have
questions for and what case you would use
this. For me, that’s not completely clear why
I would have this option”

Several participants also noted that titles such as
“Clinical Explainer” were vague and suggested using
more recognizable labels such as “Doctor.”

Keywords. The keyword-based interface was typ-
ically perceived as the least intuitive of the four inter-
faces. Participants often described the interaction as
unclear or difficult to navigate, and noted that the sug-
gested keywords were too few or too vague.

“You tried to make it simpler, but it’s maybe
too simple, and I don’t know what’s gonna
happen when I click one of these buttons (key-
words).”

While the interface suggested questions when typing,
some participants felt that these suggestions were too
few or lacked structure, and one participant suggested
that keyword recommendations should appear contin-
uously while typing.
“[...] It makes me think, what exactly do you
mean by “health’?”



Question prioritization: The most preferred op-
tion was sorting questions frequently asked by stroke
survivors (n = 7), followed by personalized sugges-
tions (n = 4).

”As I'm a stroke survivor, it should be
grouped as ‘most popular amongst stroke sur-

5 93

vivors’.

Some participants suggested that personalization
could take factors such as time since stroke or gen-
der into account. Fewer participants preferred ques-
tions curated by doctors, or having randomly selected
question (n = 1 each).

Aphasia friendliness: Several participants ex-
pressed the importance of creating accessibility for
aphasia and provided recommendations for creating
aphasia-friendly interfaces.

Clear visuals. Reducing text and using clear
graphical elements helps users with reading difficul-
ties. Participants emphasized this for the Categories
design, as it stood out with short titles, and symbols.
Participants also encouraged the use of bullet points,
and the use of bold text to highlight important terms.

Speech control and audio. A common sugges-
tion was text-to-speech allowing users to listen to
any written content. Importantly, the option to speak
prompts to the chatbot should also remain an option.

4.5 Study 1 Discussion

Keyword prototype limitations: None of the de-
signs included the ability to type custom prompts. As
study 1 did not focus on having conversations with the
chatbot, but rather the way into relevant topics, this
technical limitation was not crucial to the methodol-
ogy. However, as the keywords design heavily relied
on the ability to type freely, the design’s primary ad-
vantage was difficult to decipher. Despite not being
part of the core faceted search paradigm ’Search”, the
keyword suggestion buttons were added to allow for
more than one prompt to be presented.

Accessibility: Aphasia was one of the most dis-
cussed topics by participants during Study 1, despite
being out of scope for this study in particular. Due to
the attention participants gave to the topic, we want
to emphasize the need for this inclusion in stroke-
targeted applications, and suggest aphasia accessibil-
ity studies for future works.

S Study 2

Study 2 was designed to extend the findings from
Study 1 by shifting focus from interface preference
toward information discovery. While Study 1 iden-
tified a preference for category-based navigation, it
did not evaluate how users acquire new or unexpected
knowledge through dialogue. To address this, Study 2
examines how users engage with the chatbot in terms
of information discovery (unknown unknowns), and
how different conversational design strategies influ-
ence this process. We distinguish between two inter-
action modes within the system:

* Faceted search, represented by the category-based
navigation interface

» Conversational search, represented by the chatbot
interaction and its generated suggestions

Study 2 investigates how predefined buttons ver-
sus custom text input influence user interaction across
scenario types (vague vs specific) and chatbot sug-
gestion styles (narrowing, elaborating, and widening),
and how these factors affect users’ ability to discover
new and relevant stroke-related information.

Furthermore we examine differences in interac-
tion between stroke survivors and non-stroke univer-
sity students.

5.1 Research Questions and Hypotheses

Through this study we examine the following re-
search questions:

* (RQ1) How do suggestion styles compare in terms
of perceived usefulness?

* (RQ2) How do different chatbot suggestion styles
affect discovery of new information?

* (RQ3) How do stroke survivors and university stu-
dents differ in interaction patterns and perceived
usefulness?

We also formulated the following hypotheses:

* (H1) Users will prefer to browse more during
vague scenarios, than specific scenarios.

e (H2) Users will use the suggestion buttons less
in the Widening condition, than in the Narrowing
and Elaborating condition.



5.2 System and Prototype Design

The prototype was developed in Unity and integrated
with GPT-40-mini to enable real-time conversational
responses. The system was deployed as a web-based
build hosted on itch.io for remote and in-person test-
ing.

The interface consisted of:

* A main page with category-based navigation
(faceted search)

 Categories with associated subcategories and ex-
ample questions

* A persistent free-text input field available across
all interface levels

Example questions were derived from frequently
asked questions reported by stroke survivors [29],
while all responses were generated dynamically by
the language model, using instructions for personal-
ity, purpose, and formatting.

After each user query, the system generated re-
sponses accompanied by one of three suggestion
styles:

* Narrowing suggestions: the system generates sug-
gestions that tries to specify knowledge presented
in its answer

* Elaborating suggestions: the system generates
suggestions that tries to discern what the user
practically needs to solve based on their question

* Widening suggestions: the system suggests sim-
ilar questions from its pre-curated FAQ-style
dataset (not generated)

5.3 Experimental Design

Study 2 used a within-subjects design, where all par-
ticipants experienced all conditions using counterbal-
anced ordering.

Independent Variables:
* Scenario type: vague vs. specific

* Suggestion style: narrowing vs. elaborating vs.
widening

* Participant group: stroke survivors vs. university
students

Dependent Variables:
* Perceived discovery of new information
* Perceived usefulness of responses

¢ Perceived overwhelm or limitation

* Interaction preferences in faceted search (prede-
termined question vs custom question and brows-
ing vs no browsing)

¢ Interaction preferences in conversational search
(button follow-ups, custom follow-ups, both, or
none)

5.4 Participants

Two participant groups were recruited to capture con-
trasting perspectives on stroke-related information
needs and system usability.

Stroke Survivors (SS) Six participants (3 women,
3 men), aged 61-82 (M = 66.5) with prior stroke
experience were recruited via the Chest Heart &
Stroke Scotland (CHSS) network and email outreach.
They had all experienced ischemic strokes, 2-15 years
ago (M =5.6), and all but one participant were British.
Their chatbot familiarity was low to moderate , and
they all completed the study remotely. The SS Inclu-
sion criteria were:

* Previous stroke diagnosis
* Ability to participate in an online session

While this group provided domain-relevant lived ex-
perience, most participants were not recently dis-
charged patients, meaning their engagement with “un-
known unknowns” may differ from newly diagnosed
individuals.

University Students (US) Sixteen non-stroke uni-
versity students (2 women, 14 men) aged 23-32 (M =
25.7) were recruited at Aalborg University and partic-
ipated in person. Their chatbot familiarity was moder-
ate to high, while their self-reported stroke knowledge
was low to moderate (1-2 on a 4-point scale).

This group was included to represent users with
limited domain knowledge.

5.5 Procedure

Each session lasted approximately 30-40 minutes and
followed a semi-structured interview conducted by
two researchers using a shared guide.

Before beginning the task, demographic infor-
mation was collected and the researcher introduced
the chatbot interface using example queries and nav-
igation walkthrough. Finally, the participant was
asked to imagine themselves in a post-stroke recov-
ery phase.

For each condition the participant was given a
scenario-based task followed by questionnaire on



their perceived usefulness of the condition they had
just experienced.

Each participant tested three suggestion styles,
each within a vague and specific scenario. Partici-
pants were given a maximum of approximately 4 min-
utes per scenario, but could stop earlier if they felt
they had obtained sufficient information.

Semi-structured follow-up interviews were con-
ducted after completion of all conditions to gather
broader reflections on the prototype and conversa-
tional experience. These interviews focused on par-
ticipants’ overall impressions of the system, perceived
usefulness in a real post-stroke context, and compar-
isons to alternative information-seeking methods such
as search engines or more general chatbots.

5.6 Scenarios

Six scenarios were designed to reflect realistic post-
stroke concerns and everyday challenges. These were
validated in collaboration with medical experts to en-
sure relevance and appropriateness.

The scenarios were selected to vary in specificity,
enabling investigation of how this affects conversa-
tional exploration.

Vague Scenarios

* “You want to make sure that your lifestyle best
supports your recovery, but you are unsure what
changes you can make”

* “One month after the stroke, you struggle with
completing daily tasks, and you’re wondering
how others are able to manage”

* “You have been feeling low and depressed lately.
You also find yourself crying more often or expe-
riencing mood swings.”

Specific Scenarios

* “You’re considering going back to work in the
next few months and want to know what adjust-
ments and assessments you might need.”

* “You want to continue taking part in your hobbies
like you used to before the stroke, but are unsure
if that’s realistic.”

* “You want to go on a holiday in the summer, and
want to know how to safely approach the trip, con-
sidering your stroke.”

5.7 Results - Quantitative

Chi-square tests were conducted to examine whether
interaction behavior differed across participant

groups, scenario types, individual scenarios, and
conversational conditions.
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Figure 7: Preferred faceted interaction type, between vague
and specific scenarios.

A significant relationship was found between sce-
nario type (vague vs. specific) and interaction style
during faceted search (x*(1) = 5.53,p = 0.019). As
seen in figure 7, participants relied more frequently on
predefined questions in vague scenarios, while spe-
cific scenarios prompted greater use of custom text
input. This finding is consistent with H1.
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Figure 8: Preferred faceted interaction type, across all six
scenarios.

A weaker significant relationship was also ob-
served between interaction style and the six individual
scenarios (x2(5) = 11.12, p = 0.049) The data is vi-
sualized in figure 8. This may indicate that certain
scenarios independently affect interaction behavior.
However, given the stronger effect of overall scenario
type, specificity appears to be the more substantial
explanatory factor. No significant differences were
found between participant groups (stroke survivors
and university students) in either faceted or conver-
sational interaction behavior. This suggests relatively
similar interaction patterns across the two demo-
graphics despite differences in stroke experience and
prior domain knowledge. In contrast to faceted search
behavior, conversational interaction patterns did not



vary significantly based on scenario type, individ-
ual scenario, or conversational condition (narrowing,
elaborating, and widening suggestions). These find-
ings suggest that conversational interaction behav-
ior remained comparatively stable across conditions
within the current study setup. This also means no
evidence was found to support H2. Some analyses in-
volving conversational interaction contained expected
cell counts below five, particularly for participant-
group and individual-scenario comparisons. These re-
sults should therefore be interpreted with caution and
primarily as exploratory observations. Post-test ques-
tionnaire submissions, which measured users’ per-
ceived discovery of new information, perceived use-
fulness of responses, and perceived overwhelm or
limitation, also found no significant difference be-
tween conditions. Due to few variations in responses,
RQ1 and RQ2 can be answered by stating suggestion
style does not affect perceived usefulness and discov-
ery of new information. This relates to differences in
conditions and not the overall application, which will
be discussed in Section 5.8.

5.8 Results - Qualitative

Question Discovery. Predefined questions and sug-
gestion buttons were generally reported to support
exploration by helping participants identify relevant
topics they would not have independently consid-
ered. This was especially true for vague scenarios and
among university students with limited prior knowl-
edge of stroke.

”The premade questions kickstarted new
questions faster than coming up with them.”

This finding aligns with the quantitative results,
where vague scenarios were significantly associated
with increased use of predefined interaction options in
faceted search, and supports the notion of “unknown
unknowns” in information discovery.

However, several stroke survivors reported that
they did not learn substantially new information from
the system. Instead, they often described the provided
questions as useful, which validated the relevance of
existing questions. Some stroke survivors also voiced
how the chatbot might be a good tool for introducing
friends and family to stroke.

“All this makes sense to me. The only thing
I’ll say is I'm not sure this is anything some-
one who has had a stroke wouldn’t be aware
of.”

To address RQ3 again, based on both quantita-
tive and qualitative data, there is no significant differ-
ence in how they use suggestion styles or perceive the

app’s usefulness between user demographics. How-
ever, based on follow-up interviews, it seems the two
groups have different perceptions of the app’s useful-
ness and discoverability to some extend. University
students use the app in an exploratory way and find
more new questions due to knowing less about stroke.
Stroke survivors judge usefulness based on how well
knowledge and opportunities the app presents aligns
with what they know to be inportant based on their
lived experience.

From Browsing to Specifying. Participants
across both groups had a tendency to browse on their
first interaction with the prototype, before transition-
ing to using custom text input, regardless of scenario.
This indicates that the system supported a natural
progression from exploratory navigation to targeted
querying.

After engaging with a topic, however, the chatbot
was criticized for its general responses. The limita-
tion was in particular regards to providing concrete,
location-specific information such as links to organi-
zations or support services. This limitation was men-
tioned by both participant groups and influenced per-
ceptions of usefulness.

“At a higher level it’s too general. At some
point I'm going to need to know: ‘you said
this, now where do I find it?’”

Trust and Familiarity. Participants expressed
mixed preferences when comparing the system to al-
ternatives such as Google and general-purpose chat-
bots. Some participants perceived the system as more
trustworthy and more appropriate for stroke-specific
queries, particularly if endorsed by healthcare profes-
sionals.

Others, particularly university students, preferred
familiar tools such as Google or ChatGPT due to ha-
bitual use and perceived flexibility.

It could be smart if you don’t know how to
work with ChatGPT. It could be good at guid-
ing. I would personally use Chat because I'm
used to it, but [ might suggest the app to some-
one like my parents.”

Some participants also expressed reluctance to
adopt additional specialized applications for informa-
tion seeking.

Intuitive and Easy. Across both groups, partic-
ipants consistently described the system as intuitive,
easy to navigate, and not cognitively overwhelming.
The structured combination of categories, sugges-
tions, and conversational input was seen as supportive
rather than restrictive.



5.9 Study 2 Discussion

Main findings from Study 2 points towards being a
plausible tool for recently discharged stroke survivors
provided limitations, such as information provision,
is overcome. The qualitative results show participants
engaging with the intended design and expresses in-
terest in both predefined options and the persistent
free-text input field. Both modalities are relevant de-
pending on how specific a user’s scenario is.

However, which kind of conversational strategy
and option buttons the chatbot should present remains
unclear based on this study, as no significantly asso-
ciated data was found between conditions. This topic
could be further investigated in the future.

Study 2 also has some limitations in design, as
specificity of scenario and conversational button con-
ditions were not properly separated. The number
of independent variables could have been reduced
for greater control over each participant’s experience
and the results the study ended up yielding. For fu-
ture studies, these variables could be examined more
closely by isolating them more.

6 Discussion

Missing involvement of stroke caretakers: Dur-
ing study 1 in Stockholm, stroke caretakers were also
accepted as participants. However, as we were not
able to gather anyone in that group, they were not
represented in either of the studies. During study 2,
multiple participants mentioned the potential useful-
ness, of our prototype, to relatives. As close relatives
to stroke survivors are often given the task of care-
taking, the opinions and feedback of this target group
would be equally useful.

Aphasia accessibility: As it was a highly discussed
topic in Stockholm, we inevitably had some consid-
erations regarding designs for aphasia accessibility.
None of our prototypes have functional speech con-
trol, nor text-to-speech, simply due to accessibility
being out of the scope. However, we encourage stud-
ies to collaborate with stroke survivors on the matter.

Another consideration came from the discussion
about keeping text short, and using any tools avail-
able to make visible elements that take known stroke
symptoms into account. Many participants com-
mented on the length of sentences or messages say-
ing we should prioritize keeping them short. They
would compare them to the short topic names, accom-
panied by symbols that we used on the front page of
our categories design. This begs the rather linguistic

question: How do you best compromise between text
length, and communicated information?

Inspirational paradigms expansion: The whole
Discovery Strategy design space emerged when we
realized that, unlike most other designs that were
included, the Roles paradigm did not lend itself to
browsing. Despite this, it was well liked by many par-
ticipants in Stockholm. Hence, this suggests that fur-
ther research into role types, using the feedback from
study 1 to reiterate the design. Research into more de-
sign paradigms using the inspirational discovery strat-
egy is also encouraged.

Chatbot limitations: for the implementation used
in study 2, OpenAI’s model GPT-40-mini was used.
As the main requirement for the LLM was its capa-
bility to take a complex prompt, up to 6000 charac-
ters, and output generated content in JSON format-
ting, within a reasonable time frame. On top of being
a very cheap model, this made GPT-40-mini suitable
for its purpose. However, there are three main im-
provements that should be included, should this type
of conversational assistant become a public product.

1) The limitations of GPT-40-mini’s relatively
small size started to show when prompts became very
long. Initially, every time the user entered a prompt,
it was accompanied by its instructions along with the
entire chat history. This was changed, as the model
seemed to struggle with following the strict format-
ting rules that were part of its instructions, after as lit-
tle as three user inputs. In the current implementation,
whenever the user presses the send button, the model
is given its instructions, the user’s most recent input,
and the chatbot’s most recent output. This limits its
memory to just the last conversation topic, which was
enough most of the time. However, it is likely par-
tially to blame for the many general answers and loop-
ing topics that many study 2 participants noticed.

2) Within the field of healthcare the importance
of reliable accurate facts is of high priority. LLMs
have limitations that affect their ability to reach this
standard, as they tend to hallucinate facts, while re-
lying on public-domain data. To mitigate this, the
implementation could have used retrieval-augmented-
generation (RAG), a framework that gives the LLM
access to information beyond its training data. It
would make sense augment the LLM with internal
policies within healthcare, or updated peer-reviewed
studies [20, 14].

3) Another concern regarding LLMs giving health
related output to users, are its guardrails. Guardrails
refer to ethical principles that the Al should follow
in order to give outputs ethically. Failure to uphold



guardrails, can be dangerous in case users decide to
trust biased Al answers in important situations [5]. A
key example would be when a user requests a diag-
nosis based on their symptoms or asks for changes in
their prescription. In such cases, the Al should recog-
nize the need for human intervention and redirect the
user appropriately, rather than claiming responsibility
for providing a definitive answer.

7 Conclusions

This paper contributes two results related to designs
for discovering unknown unknowns within Large
Language Model chatbots.

The first contribution is development, and final
result of a design toolkit. It includes five design
spaces, each containing example paradigms. The
toolkit was developed in collaboration with 21 stroke
survivors, 16 university students, and two stroke clin-
icians, across two studies, to support the develop-
mental and evaluation process within the use case
of newly discharged stroke survivors. We can con-
clude that working collaboratively on a toolkit in this
manner can quickly open a wide variety of design
spaces and ideas for new paradigms. It can also aid
in the process of refining the quality of existing de-
sign spaces.

The second contribution is the demonstration of
how designs may be evaluated for their ability to let
users discover unknown unknowns. This was done by
developing a hi-fidelity prototype, and exploring how
pre-conversational, and conversational paradigms for
discovery in a chatbot supported users across five de-
pendent variables, across scenarios regarding vague
or specific topics regarding stroke: perceived discov-
ery of new information, perceived usefulness of re-
sponses, perceived overwhelm or limitations, inter-
action preferences pre-conversation, and interaction
preferences mid-conversation. It was shown that there
was a significant correlation between how user’s pre-
ferred to use our category-based faceted design pre-
conversation, and whether the scenario was vague or
specific.
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