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Summary

In this thesis, we investigate two different approaches of resilience testing of
embedded software. We pit source-code level fault injection through sym-
bolic execution using MiniMC up against exhaustive runtime fault injection
utilizing a custom programming language (TriviLang). The programming
language is assisted by a custom compiler (TriviC) that is capable of out-
putting ARM Thumb-2 Assembly, as well as Whiley. The compiler is able
to compile with Statement Counter Hardening, Variable Duplication Hard-
ening, And a both at the same time through the use of specific flags when
using the compiler. Finally we have also developed a custom Thumb-2
Assembly interpreter, that is capable of performing fault injection at Pro-
gram Counter specific locations. The interpreter is able to inject faults into
the general purpose registers (r0 to r12), as well as the 4 (N, Z, C, V bits
of the CPSR register), and the program counter it self. In our thesis we
perform elaborate experimentation of 3 custom test programs. These 3 pro-
grams of increasing complexity have been developed in TriviLang for the
evaluation: a PIN verification program (Pinny), a hash function (Hashy),
and a CRT-RSA implementation (Encrypty). All tested with different levels
of hardening. We find that symbolic execution is able to find some faults
in the tested programs, however fault injection through the interpreter is
much more thorough, identifying more faults, due to its precision and ca-
pabilities of also being able to inject faults into the program counter. We
also find that symbolic execution is not ideal for larger programs that in-
troduce a lot of paths, like Encrypty, as path explosion causes the time of
completion of exceed the timeframe of our thesis.

We also try to find a common ground, by combining the two different
techniques, to see if they can compliment each other, by exploring symbolic
execution guided interpreter fault injection. Here we find that the symbolic
execution guided interpreter is able to find more faults compared to pure
symbolic execution, making it a promising area to further explore.

We hypothesized that exhaustive resilience testing would be redundant,
however we conclude from our experimentation that contradictory to this
hypothesis, illustrating that exhaustive fault injection was more capable
than symbolic execution, and found more faults than the guided interpreter
fault injection experiments.
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We hypothesized in the beginning of this thesis that exhaustive resilience
testing would be redundant, however we conclude from our research that
contradictory to this claim, illustrated by our experimentation that exhaus-
tive fault injection was more capable than symbolic execution as well as
symbolic execution guided fault injection.

Copyright © Aalborg University 2015
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Chapter 1

Introduction

Modern software systems increasingly operate in safety-critical and security-
sensitive environments. Embedded systems are widely adopted and de-
ployed in domains such as in industrial automation, medical sector, and
automotive platforms [12]. Failures in embedded systems in these domains,
can lead to not only financial loss but physically harm individuals or so-
cieties at larger scales. At the same time, these embedded systems are
frequently exposed to hostile environments, making them attractive targets
for exploitation and fault injection attacks.

To mitigate these risks, software hardening techniques can be employed
by developers to improve the resilience against both accidental but also de-
liberate manipulations on the systems. This ranges from hardened booleans
to control-flow integrity mechanisms and redundancy checks. These tech-
niques increase the robustness by detecting illegal transitions between states
of the control flow or faults that cause other unexpected behaviors [21].

While these techniques are effective in mitigating faults, they also in-
troduce an additional burden on the developers. Developers need to im-
plement these hardening techniques by hand, which is a cumbersome and
error-prone task. Furthermore, when the developers have successfully hard-
ened the program, the source-code is left in a less readable state with more
"bloat" that increases the complexity of the code base and reduces main-
tainability, thus reducing developer productivity [26, 28].

Testing the robustness of software is also not a trivial task. To verify
the robustness of software, one needs to evaluate the program against a
large number of scenarios in which the software can experience faults (i.e.
through the use of fault injection) to make sure the program can withstand
said faults and doesn’t propose any critical vulnerabilities.

But running millions of individual runs of projects can take increasingly
long time as the project becomes larger. Additionally, some points in pro-
grams might be redundant to perform fault injection on, thus potentially
wasting both time and computation.

This thesis is motivated by the aforementioned troubles of software in
hostile environments. With the hypothesis that software hardening and ro-
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bustness testing should not be thought of as a burden by developers, but
instead be a straightforward method through implementation of automatic
hardenings by compilers and with the assumption that not all locations of a
program needs to be tested with fault injection to ensure a program is stable
and safe from faults, and thus exhaustive resilience testing being redundant.

In the duration of this thesis, we create a compiler, TriviLang Compiler
(TriviC) to compile our custom model-language TriviLang (TriviLang). It
outputs ARM Thumb-2 assembly, and Whiley code. For the purpose of
testing the hardening capabilities output in the assembly code, we have
created an interpreter that is able to simulate bit-flips in specific registers
(general purpose registers, Program Counter (PC), and the N, C, Z and V
flags of the Current Program Status Register (CPSR) register) and specified
bits. Using MiniMC, we perform symbolic execution on the unhardened
and hardened Whiley code, with instrumentations that simulate fault injec-
tions, to compare the usefulness of symbolic execution compared to con-
crete runtime fault injections in fault tolerance testing. We then guide the
interpreter with the results gained from the MiniMC run. Furthermore, we
explore hardening based on the results from MiniMC. Lastly we implement
a meticulous experimentation setup for the comparisons.



Chapter 2

Background

As alluded to in chapter 1, embedded systems are widely used in domains
that are rather hostile, be it through the risks of environmental interferences
or the accessibility from possible attackers. These kinds of embedded sys-
tems, and now even consumer products like laptops, has seen an influx in
the use of ARM-based processors [36, 37]. Due to this observation, we deem
it as fitting to delimit our research to ARM-based systems.

Additionally, a considerable amount of research looks into software-
level hardenings and fault injections at c-level [1, 11, 24, 33] either through
instrumentation of the fault injections at source code or symbolic execution.
As C code is abstracted down to a lower level during compilation, and due
to the fact that compilers can optimize away hardenings, we do not believe
testing on this level with fault injection and software hardening is reflective
of real world executions and faults. Thus to support this hypothesis we
will be operating at assembly level as well as source code throughout this
research. Specifically we have chosen to work with ARM Thumb-2 assem-
bly, as it is a relatively simple subset of ARM Assembly [6], making it easier
to work with for research purposes.
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Chapter 3

Software Hardening

Software hardening refers to a set of techniques or practices aimed at in-
creasing the robustness and security of software systems against faults, un-
intended behavior, and malicious interference [14].

As software often runs in hostile environments, like festivals, confer-
ences, inside airplanes, or in a nuclear reactor, the hardware they run on
are often exposed to a wide range of threats. These threats include tran-
sient hardware faults or memory corruption, which can happen through
random unexpected factors like solar rays, but also from deliberate fault
injection from an attacker [27]. These kinds of threats can lead to incor-
rect computations, control-flow deviations or crashes of the systems, which
in critical scenarios can have severe consequences on the public safety and
health. Software hardening seeks to mitigate these risks by introducing ad-
ditional code into the software, such as control-flow integrity checking to
mitigate jump faults and hardening of types to increase the hamming dis-
tance of the bit representation of certain values like booleans to mitigate the
effects of bit-flips [20, 21].

One of the reasons software hardening is especially useful, is due to
the fact that it can prevent critical faults in running systems without the
need for expensive external hardware. Furthermore, software hardening is
hardware agnostic, meaning it works on any hardware as long as it can be
compiled for the respective architecture.

3.1 Known Techniques For Software Hardening

In this section, we will dive into some well-known software hardening tech-
niques, discussing the attack vectors they seek to defend against and how
they are typically implemented.

4



3.1. Known Techniques For Software Hardening 5

3.1.1 Mitigating Control-Flow Faults

Control-flow faults alter the very semantics of how the program functions,
it is thus vital that the control-flow integrity of a program is intact through-
out execution. The following software hardening techniques are mitigation
techniques that help with the control-flow integrity.

Statement Counter

One class of faults that can significantly alter the behavior of a running pro-
gram is a bit-flip affecting control flow. Such faults may occur in the desti-
nation address of a jump instruction or directly in the program counter. In
these cases, execution may abruptly deviate from the intended path. When
this happens, the program can, for example, jump from near completion
back to an earlier point in execution. This may occur after variables have
already been initialized or modified, meaning that values assumed to be
valid can suddenly become inconsistent with the programs control state.
As a result, the program may exhibit unintended or unpredictable behav-
ior.

Listing 1: Small C Code Snippet

1 int main() {
2 int value = 0;
3
4 if (value ^= 1) {
5 value = 44;
6 } else if (value ^= 0) {
7 value = 33;
8 }
9

10 return value;
11 }

One technique to mitigate this type of fault is a statement counter (also
known as a step counter). The idea is to associate the programs control
flow with an explicit variable that tracks execution progress [11, 20]. The
statement counter is initialized at the start of the program. After each criti-
cal statement or block of code, the counter is incremented and immediately
checked against an expected value. If the observed value deviates from
what is expected at that point in execution, an error is detected.
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To implement a statement counter in a program like listing 1, one would
have to introduce a new variable, and then increment that variable as well as
assert that the value of the statement counter is correct for each statement.

An example of this is shown in listing 2. The statement counter can ef-
fectively catch most faults that alter the control flow of the execution. That
is for example, if a fault during the execution, make the program counter
jump from what in the C representation would be line 4 to line 9 in listing 2.
The statement counter is expected to have been incremented at line 8, thus
if the program counter skips this incrementation it will not evaluate to 1 in
the if-statement, from which countermeasures will then have to be run. The
statement counter can however not catch some single instruction skips. As
an example, if a bit-flip causes the PC to make us jump from line 4 of the
C code to line 8, we skip the incrementing of x, but the stepCounter variable
is still incremented, meaning the countermeasures are not triggered, as the
statement counter has not detected this small jump. Additionally, the state-
ment counter does not catch bit-flips in all other general purpose registers,
except where the statement counter is stored.

Furthermore, the statement counter also catches faults, where a bit is
flipped in the register where the statement counter is stored, as the value
will not be as expected in the next statement counter check.

The effectiveness of this technique lies in the tight coupling between con-
trol flow and the statement counter. Under normal execution, the counter
follows a strictly defined sequence of values. However, if a fault causes exe-
cution to jump to an unintended location, the counter will in most cases no
longer match the expected value at that point. This discrepancy is detected
during the next check, allowing the program to identify control-flow cor-
ruption caused by faults such as glitches in the program counter or jump
instructions.
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Listing 2: Statement Counter in C

1 int main(void) {
2 int step_counter = 0;
3 int value = 0;
4 if ( value ^= 1) {
5 step_counter^+;
6 if (step_counter ^= 1) {
7 ^/ PERFORM COUNTERMEASURE HERE!
8 }
9 value = 44;

10 step_counter^+;
11 if (step_counter ^= 2) {
12 ^/ PERFORM COUNTERMEASURE HERE!
13 }
14 }
15 else if ( value ^= 0) {
16 step_counter^+;
17 if (step_counter ^= 1) {
18 ^/ PERFORM COUNTERMEASURE HERE!
19 }
20 value = 33;
21 step_counter^+;
22 if (step_counter ^= 2) {
23 ^/ PERFORM COUNTERMEASURE HERE!
24 }
25 step_counter = 2;
26 }
27 return value;
28 }

3.1.2 Mitigating Bit-Flips In Values

When bit-flips happen in general purpose registers or memory, it can alter
the data in a way that has consequences on the execution of the program.
For example, an authentication function could wrongfully give a user ac-
cess, because of the return value having a bit-flipped, inverting a false into
a true. The mitigations below seeks to address these kinds of faults.
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Variable Duplication

Variable Duplication is a well-known software hardening technique that
seeks to harden important variables of a program [19]. Variable Duplica-
tion works by making a duplicate of any of the important variables that
you want to protect from corruption. Throughout the execution of the pro-
gram, whenever you modify the original variable, you perform the same
operation(s) on the duplicate variable, furthermore you compare the origi-
nal variable with the duplication, identifying if something unexpected has
happened to any of the variables. An example of variable duplication can
be seen in listing 3.

Listing 3: Variable Duplication in C

1 int main(void) {
2 int value = 0;
3 int value_dup = 0;
4 if ( value ^= 1) {
5 if (value ^= value_dup) {
6 ^/ COUNTERMEASURE
7 }
8 value = 44;
9 value_dup = 44;

10 }

11
...

Hardened Booleans

In a lot of programming languages, especially c-like languages, booleans
are semantically understood as False being 0 and True being anything that
is non-zero. However, the binary representation of the constant boolean
values True and False is different. Here they are simply represented as the
values 0 and 1. Quickly one can see that the hamming distance between
them is 1 (see definition 1), meaning that only a single bit-flip is needed
to convert a False into a True and vice versa. Thus there is possible fault
scenarios where a constant boolean value could possibly be negated during
the runtime of the program.
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Definition 1: Hamming Distance

The hamming distance, is the minimum number of bit-flips need to
change one value into another. e.g.

0 0 1 0 1

1 1 1 0 1

Value X:

Value Y:

Here we see a hamming distance of 2, as we only need to flip bits 2 and
4 of either Value X or Value Y for it to result in the respective target
value.

Hardened Booleans is a hardening technique that seeks to mitigate the
problem of booleans being 1 hamming distance away from each other. It
works by implementing the hardened booleans as a set of new boolean
values commonly as chars with hexadecimal values like 0xAA for True and
0x55 for False [20]. You then use these values in place of the normal boolean
values. In listing 4 an example has been made, implementing hardened
booleans in C.

Thus by mitigating the problem of the two boolean values being 1 ham-
ming distance away, it removes the possibility of single bit-flips cause test
inversions at runtime. However, variable duplication is able to mitigate the
same manifestation, through duplication of the variables that are compared,
thus we delimit to only utilizing variable duplication in this thesis.
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Listing 4: Hardened Booleans in C

1 typedef unsigned char BOOL;
2
3 #define TRUE 0xAA
4 #define FALSE 0x55
5
6 BOOL main(void) {
7 BOOL x = TRUE;
8 BOOL y = FALSE;
9

10 if(x ^= y) {
11 return TRUE;
12 }
13
14 return FALSE;
15 }

3.2 Implementing Software Hardenings

Applying software hardenings can be done in a few different ways, notably
through manual implementation or with the use of a compiler that enables
such features.

3.2.1 Through Manual Implementation

Implementing software hardenings by hand can be a daunting task. When
a code base becomes increasingly large, the source code becomes ever so
bloated with software hardening techniques that makes understand the ac-
tual behavior of functions harder. Furthermore, when a developer has to
keep track of multiple software hardenings simultaneously with working
on developing the actual functional behaviors of a program, the develop-
ment process quickly becomes error prone.

3.2.2 Compiler-Assisted Hardening

An alternative approach to implementing software hardenings in code is
to offload the burden to the compiler. Some compilers have flags that can
be set, which adds some of the more well established software hardenings
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to the code [20, 39]. This makes it much easier for the developers to focus
on what matters for them, while still keeping their code safe from certain
types of faults. gcc is one of the compilers that has built in software hard-
ening capabilities [20]. Running gcc with -fhardened applies the following
hardenings to the built program:

• Fortify Source

• GLIBCXX Assertions

• Trivial Variable Initialization

• Position Independent Executable (PIE)

• Read-Only Relocations (RELRO)

• Immediate Binding

• Stack Canary

• Stack Clash Protection

• Control Flow Integrity

One can quickly see that a lot of software hardenings is then added to
the program, thus increasing the running programs resilience to faults. One
problem however, is that the -fhardened flag is not available for the ARM
architecture. One can however toggle some of the hardening features that
the flag enables manually. This is because the -fcf-protection=full parame-
ter, that -fhardened also contains, which enables the control flow integrity
hardenings is not available for ARM, as this flag utilizes some features of
modern x86 processors [22]. Thus, in cases where control flow integrity
is critical, you would have to implement control flow integrity hardenings
manually for ARM systems.



Chapter 4

Fault models

A fault model is a definition or specification that defines the characteristics,
locations, and behaviors of the faults being analyzed or mitigated within a
system.

4.1 Bit-flip faults

A bit-flip fault, is a type of error that can happen in a system, in which a
bit gets flipped from a 0 to a 1 or 1 to a 0. This can happen due to external
influences like radiation, cosmic rays and more.

A flip of a bit in the memory of a running program can have fatal results.
As an example, looking at the small c code exmaple in listing 1, a single bit-
flip is needed to make the small example program return 44 instead of 33.
If the memory address of value experiences a bit-flip at the first bit, the
value of value gets turned from a 0 into a 1.

4.2 Control-flow faults

A type of fault that breaks the typical control-flow, i.e. the "allowed" paths
that the program can take, is a control-flow fault. A control-flow fault can
happen if instruction skips are inserted at any point, or if the program was
to jump unprompted to another point in the program, which could happen
if the program counter suddenly changes value due to a fault.

As an example, one can look at listing 1. If a fault introduces a glitch in
the program counter so that we jump from the assigning of value = 33 to
value = 44, the program would erroneously return 44.

A change in the program counter can occur for several reasons, one of
which is the aforementioned bit-flip fault.

12
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4.3 Chosen Fault Model

The specific fault model we want to focus this project on, can be seen in def-
inition 2.

Definition 2: Chosen Fault Model

A single bit-flip within a Thumb-2 capable ARM processor’s
General-Purpose Registers, Program Counter or N, Z, C, V
bits of the CPSR Register.

As the definition reads, we are delimiting our fault model to only single-
event upset from bit-flips. Single-event, meaning during a complete run of
a program, only one bit-flip is triggered.

The reasoning for choosing to focus on single-event upsets from bit-
flips is because, it is something that can both occur through uncontrolled
factors such as ionizing particles from space, but it can also happen due
to attacks from a malicious entity on devices in hostile environments. Bit-
flips from an active attacker, frequently manifest as multi-event upsets, but
does also include cases of single-event upsets. Thus looking into a way
to test for and mitigate kinds of single-event upsets will be the focus for
this project. Furthermore, since it typically is embedded devices that are
affected by these scenarios, and due to the rise in ARM-based processors
for embedded devices [35, 37], an ARM instruction set will be in focus.



Chapter 5

Symbolic Execution

When analyzing a programs execution flow, a common method is through
the use of symbolic execution. This chapter will explain what symbolic
execution is, and elaborate on an implementation known as MiniMC.

5.1 What is Symbolic Execution

Symbolic Execution is a method of analyzing a program by substituting
concrete values with symbolic values λ, where λ represents all possible
symbolic values. The symbolic execution evaluates the possible paths the
program can take through the different values, creating a graph of execu-
tion branches. During execution, constraints of the execution are collected
for the resulting paths of the different values that λ can take. The execu-
tion at a given point is represented by a symbolic state, which consists of
the current symbolic values of the program variables together with the col-
lected path constraints. These constraints are then solved by a Satisfiability
Modulo Theories (SMT) solver, which is what determines if an execution
path is even feasible and then concrete values are computed that satisfy
the constraints (for a deeper, more detailed explanation of SMT solvers,
see section 5.1.1). For example if we have an if-statement that evaluates a
truth expression with symbolic value λ, we get two possible branches,

1. for values of λ where the constraint evaluates to true,
2. for values of λ where the constraint evaluates to false.

An example that we will use to explain how the constraints will be
collected and solved in the SMT solver, can be seen on listing 5.

14
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Listing 5: Code Example With Conditionals

1 foo (int x, int y){
2 if (x > 0) {
3 y = y + 1;
4 } else {
5 y = y - 1;
6 }
7
8 if (y ^= 3) {
9 assert(x + y ^= 5);

10 }
11 }

Firstly, the input variables will be replaced with symbolic values, so:

x → λx
y → λy

And then the different branches of listing 5 will be evaluated. The first
branch is the one where i f (x > 0), in the first case, where the condition
is true, here we add the constraint λx > 0 and then we perform y = y + 1,
so our symbolic states for path A, become x = λx where λx > 0 and y =
λy + 1. Secondly we have the path B that i f (x > 0) is false, then we instead
add the constraint λx ≤ 0 and y = y − 1, and the state becomes x = λx
where λx ≤ 0 and y = λy − 1.

In the second branch we have i f (y == 3). Here we can continue our
first path A, and we branch out to a scenario where y == 3, let us call this
path A1. Here we will add the constraints λy + 1 = 3 → λy = 2, resulting
in the full constraints λx > 0 ∧ λy = 2. When we reach the assert, we get:

x + y = 5
and we substitute x and y with the symbolic values:

λx + (λy + 1) = 5
then we found earlier that λy = 2

λx + 3 = 5
so for λx > 0 we get

λx = 2, λy = 2 thus x = 2, y = 2.

Then there is the case in path A where y ̸= 3, and in path B we also
have where y == 3. Path B can be continued to B1, where we have the
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states x = λx where x ≤ 0, and y = λy − 1, then adding the constraint
λy − 1 = 3 → λy = 4, meaning then for the assertion:

λx + (λy − 1) = 5
again substituting for λy = 4

λx + 3 = 5 → λx = 2
then for the full system

λx ≤ 0 ∧ λy = 4 ∧ λx = 2

This can only evaluate to false, as λx ≤ 0 and λx = 2, cannot both be true,
which means the SMT solver will prune this path. There is also another
path B2. This exemplifies how the number of paths grows in a smaller ex-
ample, but this number grows fast when programs get larger, this is further
explained in section 5.1.2.

5.1.1 SMT Solver

At the heart of symbolic execution are SMT solvers. SMT solvers work by
abstracting a problem expressed as a part of first-order logic, into a boolean
formula, which is in turn handled by a Boolean Satisfiability Problem (SAT)
solver such as CVC and Z3, and specialized theory solvers are then used
to ensure that assignments are consistent with underlying theories. In this
subsection, the topic of SMT will be detailed further.

SMT

To describe SMT we refer to work by Barret et. al. [32][p 571-p 593].
First we need to describe the different components and relationships that
comprise the formulas describing SMT. The symbols that we use to express
the first-order logic formulas is called the signatures, and this is denoted by
Σ, which can be split into three categories, 1. Sort Symbols (domains such
as type, class, etc.), 2. Function Symbols that perform functionalities to the
domains, and 3. Relation Symbols that denote some sort of relationship
between them (boolean operators, inheritance, etc.) [32][p 571-p 593]. Each
function symbol in the signature also has something called arity, which is
the number of inputs it takes, and rank, which simply means the sort (type)
of each input and output. Other than signatures, Barret et. al. declares that
we need a set of variables X that each element of, is associated with a sort.
These variables and function symbols in the signature Σ can then be used to
created what is called terms. At the simplest level a variable or constant of a
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type is already a term of that type. More complex terms can be constructed
from then on using these simpler terms, by applying function symbols to
said terms.

Each element x ∈ X, is mapped to some value xI of the same type
(called sort in much SMT litterature) σ. Function symbols are mapped to
actual functions or according to Barret et. al., each function symbol gets
mapped to a total function [32][p 571-p 593], meaning that it produces a
valid output for every valid input.

Theories are the rules that govern those values and how they interact,
such as arithmetics, logical operators, operations on lists/arrays etc. Where
SAT solvers can handle only boolean formulas, SMT solvers can addition-
ally the aforementioned examples and more, through theories. Symbols in
theories can both be intepreted and uninterpreted. Say we have a formula
a + b − c == 1, we have a, b, and c which are all symbolic (unintepreted)
variables, and then we have the symbols 1, −, and + that are intepreted
symbols (meaning defined by the theory of this type), and a formula like
this is satisfiable a, b, and c that can be assigned values that makes the
formula evaluate to true [32][p 579].

5.1.2 Path Explosion

As the program becomes larger, and an increasing number of paths become
possible, we will face the path explosion problem. Path explosion happens
because as the program becomes more complicated. For example, for each
if-statement we have, we multiply the number of paths by 2, meaning if we
have n if-statements, we have 2n paths, showing an exponential increase in
the number of paths [10]. Some solutions to the problem of path explosion
in symbolic execution is to use heuristics for path-finding, reduction of
execution time through parallelization of independent paths or merging
similar paths [10, 25, 38].

5.2 MiniMC

MiniMC or Mini Model Checker is a Model Checking tool developed by
Danny Bøgsted Poulsen (Aalborg University) [8]. MiniMC works on a small
toy language called Whiley [9] as well as C using LLVM. A small example
of the program in listing 1 written in Whiley can be seen in listing 6.
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Listing 6: Whiley Example

1 fn main() -> ui32 {
2 ui32 value;
3 value = (0 as ui32);
4 if ( value ^= (1 as ui32)) {
5 value = (44 as ui32);
6 }
7 else {
8 if ( value ^= (0 as ui32)) {
9 value = (33 as ui32);

10 }
11 }
12 return (value as ui32);
13 }

It functions by converting a source-code of any of the previously men-
tioned languages, into an intermediate representation that can then be con-
verted into a Control-Flow Graph (CFG).

MiniMC can also perform symbolic execution, enabling state space ex-
ploration through symbolic values. Furthermore, the Whiley language as-
sociated with MiniMC also makes it possible to assume values of variables.
This can help delimiting the number of paths to explore during the symbolic
execution. For example, for the execution of a program where a function
can return multiple different values, its possible to do assume(function()
^= (100 as si32)). This will then constrain MiniMC to only look at paths
where this assumption is true. Contrary to assert which terminates the
execution when evaluating to false.

MiniMC is also able to support symbolic values rather than concrete
values through the Whiley language. In Whiley, it is possible to assign a
variable with ? operator, e.g. val = (? as ui32);. Furthermore some other
notable operators, is the ^ (XOR operator) as well as the ^< (Left Shift Oper-
ator). Using the Left Shift operator it is possible to create different scenarios
of single bit-flips by left shifting the value 1, X times where X is in the num-
ber of bits of the type of 1, for example Unsigned Int32. The XOR operator
can then be used to bit-flip actual values, making it possible to symbolically
perform bit-flip faults in MiniMC. The fault injections does however, have
to be instrumented into the source code of the Whiley program to be tested
(chapter 8 will delve into this further). An instrumented version of the code
in listing 6 can be seen in listing 7.
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Listing 7: Whiley Example (Instrumented for MiniMC)

1 ui32 res;
2 ui32 stmt;
3 ui32 bit_shift;
4 ui32 flip_mask;
5
6 fn main(ui32 stmt, ui32 flip_mask) -> ui32 {
7 ui32 value;
8 value = (0 as ui32);
9 if (stmt ^= (0 as ui32)) {

10 value = (0 as ui32) ^ flip_mask;
11 }
12 if ( value ^= (1 as ui32)) {
13 value = (44 as ui32);
14 if (stmt ^= (1 as ui32)) {
15 value = (44 as ui32) ^ flip_mask;
16 }
17 }
18 else {
19 if ( value ^= (0 as ui32)) {
20 value = (33 as ui32);
21 if (stmt ^= (2 as ui32)) {
22 value = (33 as ui32) ^ flip_mask;
23 }
24 }
25 }
26 return (value as ui32);
27 }
28 stmt = (? as ui32);
29 bit_shift = (? as ui32);
30 assume (bit_shift ^= (31 as ui32));
31 assume (bit_shift ^= (0 as ui32));
32 assume (stmt ^= (0 as ui32));
33 assume (stmt ^= (3 as ui32));
34 flip_mask = ((1 as ui32) << bit_shift);
35
36 res = main(stmt, flip_mask);
37 assert(res ^= (33 as ui32));

Running MiniMC on the instrumented version of listing 6 ( see listing 7)
using the following command: "minimc WHILEY_FILE mc ^-mc.symbolic
^-mc.all ^-mc.concretize", makes MiniMC perform symbolic execution.
The ^-mc.all parameter makes it output all violations of the assert at the
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bottom of the program, which together with ^-mc.concretize makes it out-
put these violations with concrete values that it found to introduce the vi-
olations. A cutout of running MiniMC on listing 7, with one of the found
violations of the program in listing 6 can be seen in terminal 1.

Terminal 1: MiniMC Output

➜ minimc example.wh mc --mc.symbolic --mc.all --mc.concretize
Found Violation
[prgm:_main:fresh_9]
{
prgm:res <0x2 I32>
prgm:stmt <0 I32>
prgm:flip_mask <0x2 I32>
prgm:bit_shift <0x1 I32>
prgm:heap < $00 00 <TRUNCATED^^.>$ Aggr256>
prgm:mem <0 I8>
}

The output in terminal 1 tells us that the return value of the main func-
tion was 2. prgm:stmt tells us the value of stmt and thus which statement of
the program was faulted, in this case it was where stmt=0, which means the
statement on line 3 of listing 6, (value = (0 as ui32);) was faulted. From
the output of MiniMC we are also interested in the value prgm:bit_shift,
as this indicates the bit that was flipped on the variable value in this case.
In the output, we can see that bit=1 was flipped, thus changing the value
of value from a 0 to a 2, meaning a single bit-flip is needed on the register
that holds the value of value before it is placed back into the stack, to fault
the program to return something it should not have.



Chapter 6

Fault Injection

Fault Injection is a term that describes ways in which errors can be pur-
posefully introduced to a computer system. This can be done either with
malicious intent or to test the resilience of a system to different faults.

The former (malicious intent), is performed by attackers who inject
faults into the system, which can done by affecting or manipulating the
hardware. Fault injection by means of affecting hardware, is commonly
known as "glitch attacking", and can take form as clock glitching, voltage
glitching, Electromagnetic Fault Injection (EMFI), and more [17]. This type
of attack can be simulated by a side-channel attack toolbox like ChipWhis-
perer [30]. Furthermore there are tools like the fault injection kit, Chip-
Shouter [7], which can be used to inject these types of attacks into a system.

6.1 Software Fault Injection

Fault injections can also be introduced on the software level, and this is
known as Software Fault Injection (SFI). SFI is where there is a purposeful
introduction of errors into software. The type of error introduced during
the fault injection testing, is determined by the fault model.

As with the hardware focused fault injections, this can both be per-
formed by bad actors and for testing purposes. It can be done to uncover
potential flaws and vulnerabilities in a given program, and to test out strate-
gies to mitigate said vulnerabilities. Fault Injection and Simulation Secure
Collection (FISSC) [11] is a collection of such strategies and example code.
To illustrate SFI, we take listing 1 as an example, a modified version is
shown in listing 8. The modified version shows what the code will look
like when is simulating a flip in the opcode of the == instruction (EQ),
turning it into a ^= instruction (NEQ).

21
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Listing 8: Small C Code Snippet (Fault Injected)

1 int main() {
2 int value = 0;
3
4 if (value ^= 1) {
5 if (value ^= 1) {
6 value = 44;
7 } else if (value ^= 0) {
8 value = 33;
9 }

10
11 return value;
12 }

This kind of software fault injection can happen either at source code
level through the introduction of injection variables, that when true per-
forms an inverted version of a constraint, or through injection at runtime
via a modified interpreter, or other forms of runtimes, depending on the
programming language. For runtimes, this can be actual flips in instruc-
tions rather than changing the source code or through bit-flips in registers
and more.



Chapter 7

Custom Language

To support our experimentation, we have chosen to create a compiler for
a small custom model-language. This was done due to the challenges that
arise when working on already established compilers. Some of the prob-
lems that arise when working with compilers like Gnu Compiler Collection
(GCC) [29] and Clang [5], is that their respective codebases are large and
specifically for GCC, also obfuscated, which in turn creates a steep learning
curve, which would be highly cumbersome when acquiring knowledge of
the inner workings of the compilers. Furthermore, by developing a com-
piler for a small custom model-language also provides us with full domain
knowledge, as well as making us confident in the fact that no unintentional
optimizations are triggered during the compilation potentially outputting a
compiled program that does something other than expected.

The decision to bypass these challenges resulted in a simple and quite
minimal programming language and compiler.

7.1 Trivilang Compiler (TriviC)

By making a compiler for a model language, we are in complete control of
what kind of code is generated, and how "optimized" we want the code to
be. We have decided upon a language that is limited in its functionality,
and have implemented what is needed for implementing versions of some
common programs to evaluate hardenings with.

Furthermore, for the sake of saving time on development of the com-
piler, we have delimited our language to only have a single function, the
main function. Function calls in the code that we are trying to emulate, is
instead handled by inlining the function bodies in the main function.

Finally we name the language TriviLang and the compiler TriviC. A
TriviLang version of listing 1 can be seen in listing 9.

23
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Listing 9: Trivilang Example

1 func main() -> Integer {
2 let value : Integer = 0;
3
4 if value ^= 1 then {
5 value = 44;
6 } else {
7 if value ^= 0 then {
8 value = 33;
9 }

10 }
11
12 return value;
13 }

7.1.1 Architecture

The architecture of TriviC is simpler than typical compilers, because its a
compiler for a model language, and we deemed a lot of features were un-
necessary. The compiler consists of a lexer, that tokenizes the source code.
The tokens are then passed to the parser which creates an Abstract Syntax
Tree (AST). Finally, the compiler uses the AST to perform code generation.
Inside the code generator, we have 2 possible outputs. If the compiler is
passed with the --hard argument, then the compiler will perform full soft-
ware hardening, which is further explained in section 7.1.3. It is also pos-
sible to use --sc for just statement counter hardenings, as well as --vd for
just variable duplication hardening. The code generation works by con-
currently generating the output code for both ARM Thumb-2 Assembly, as
well as Whiley, which aids in testing fault injection at assembly level as well
as at source code level with MiniMC at the Whiley Source Code Level.

Making a compiler from scratch, although cumbersome, enables us to
have full control of the compiler, and full knowledge of how it works.

7.1.2 Outputting Whiley for MiniMC

The code generator is setup to add some instrumentation code for MiniMC
into the Whiley code that it outputs. This is done, so that we seemlessly
can run MiniMC on the Whiley file. Specifically, the code generator adds
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the variables seen in listing 10.

Listing 10: MiniMC Variables in Whiley

1 ui32 res;
2 ui32 stmt;
3 ui32 bit_shift;
4 ui32 flip_mask;

These variables are then used by MiniMC to perform the fault injection
through symbolic execution. This is done by instrumenting the generated
Whiley function that is generated in the code generation phase, with 2 addi-
tional input parameters (stmt and flip_mask). These are then used inside the
function, where each statement (excluding the generated statements that
comes from the statement counter), by checking if stmt is a certain value
referencing the statement number that is to be faulted. The flip_mask vari-
able is then used to XOR the value of the assignment that happens at stmt.
An example of this can be seen in listing 11.

Listing 11: MiniMC Fault Injection in Whiley

1 fn main(ui32 stmt, ui32 flip_mask) -> ui32 {

2
...

3 ui32 pinsEqual;
4 authenticated = (0 as ui32);
5 if (stmt ^= (0 as ui32)) {
6 authenticated = (0 as ui32) ^ flip_mask;
7 }
8 cardPin1 = (1 as ui32);
9 if (stmt ^= (1 as ui32)) {

10 cardPin1 = (1 as ui32) ^ flip_mask;
11 }

12
...

Finally, at the bottom of the Whiley file, more instrumentation is added
where the set the value of stmt and bit_shift to be undetermined values,
meaning they are symbolic through the execution in MiniMC (see list-
ing 12). Furthermore we assume the value of stmt and bit_shift are within
the values that are possible for the number of statements as well as the
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number of bits in values of the language. bit_shift is then used to set the
flip_mask variable. The generated function is then ran using the stmt and
flip_mask variables, the we then assert that the result is always 0, meaning
that if it ever is non-zero then authenticated must be true, and a fault has
been succesful.

Listing 12: MiniMC Instrumentation for Running Whiley

1 stmt = (? as ui32);
2 bit_shift = (? as ui32);
3 assume (bit_shift ^= (31 as ui32));
4 assume (bit_shift ^= (0 as ui32));
5 assume (stmt ^= (0 as ui32));
6 assume (stmt ^= (15 as ui32));
7 flip_mask = ((1 as ui32) << bit_shift);
8
9 res = main(stmt, flip_mask);

10 assert(res ^= (0 as ui32));

7.1.3 Hardening Capabilities

As mentioned in section 7.1.1, the compiler is able to generate hardened
code through the use of a boolean passed to the code generator. This sub-
section will detail the implementations of the hardening capabilities in the
code generator.

Statement Counter

The statement counter is implemented by introducing a variable in the com-
piler as well as associating register r9 with a statement counter in the gen-
erated code. Every time a statement is added by the code generator, we
increment register r9 by 1 simply by adding an add instruction. Simulta-
neously we also increment the variable in the compiler. After this, we add
a cmp instruction, that compares the r9 register with the variable in the
compiler.

For Whiley, the statement counter is implemented by introducing a
step_counter variable, this variable is incremented and asserted equal to a
constant value for each statement in the Whiley code. An example of the
statement counter in Whiley can be seen in listing 13.
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Listing 13: Statement Counter in Whiley

1 fn main() -> ui32 {
2 ui32 value;
3 ui32 step_counter;
4 step_counter = (0 as ui32);
5 value = (0 as ui32);
6 step_counter++;
7 if (step_counter ^= (1 as ui32)) {
8 return (77 as ui32);
9 }

10 if ( value ^= (1 as ui32)) {
11 step_counter++;
12 if (step_counter ^= (2 as ui32)) {
13 return (77 as ui32);
14 }
15 value = (44 as ui32);
16 step_counter++;
17 if (step_counter ^= (3 as ui32)) {
18 return (77 as ui32);
19 }
20 }
21 else {
22 if ( value ^= (0 as ui32)) {
23 step_counter++;
24 if (step_counter ^= (2 as ui32)) {
25 return (77 as ui32);
26 }
27 value = (33 as ui32);
28 step_counter++;
29 if (step_counter ^= (3 as ui32)) {
30 return (77 as ui32);
31 }
32 }
33 step_counter = (3 as ui32);
34 }
35 return (value as ui32);
36 }

The statement counter, as described in section 3.1.1, can be seen in the
implementation in listing 14.
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Listing 14: Statement Counter in Code Generator

1 fn emit_step_check(&mut self) {
2 if !self.hard {
3 return;
4 }
5 self.step_counter += 1;
6
7 if self.in_loop {
8 self.write_line("add r9, r9, #1", 1, true);
9 self.write_line("cmp r9, r10", 1, true);

10 self.write_line("bne countermeasure", 1, true);
11 self.write_line("add r10, r10, #1", 1, true);
12 } else {
13 self.write_line("add r9, r9, #1", 1, true);
14 self.write_line(&format!("cmp r9, ^{}", self.step_counter), 1,

true);
15 self.write_line("bne countermeasure", 1, true);
16
17 self.wh_write_line("step_counter++;", self.wh_indent);
18 self.wh_write_line(
19 &format!("if (step_counter ^= ({} as ui32)) ^{", self.

step_counter),
20 self.wh_indent
21 );
22 self.wh_indent += 1;
23 self.wh_write_line("return (77 as ui32);", self.wh_indent);
24 self.wh_indent -= 1;
25 self.wh_write_line("}", self.wh_indent);
26 }
27 }

Notice in listing 14 that there is a difference between the assembly of
the statement counter in loops versus all other statements. This is because
blocks like if statements can branch into two different branches with vary-
ing number of statements in them, thus we store another statement counter
inside register r10. This makes it possible to continue with the hardcoded
value that we compare on in the main block of the program.

Variable Duplication

Another countermeasure the compiler is equipped with, is variable dupli-
cation. Through variable duplication, the compiler duplicates any variable
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that is created, and compares the duplicate with the original each time the
variable is used in any expression. This makes the code much more re-
silient to bit-flips on variables, as an identical fault needs to happen on that
variables duplicate to have any impact that wont result in counter measures
being activated.

An example of what variable duplication looks like, can be seen in the
Whiley snippet in listing 15.

Listing 15: Variable Duplication Example in Whiley

1 if (userPin1 ^= userPin1_dup) {
2 return (77 as ui32);
3 }
4 if (cardPin1 ^= cardPin1_dup) {
5 return (77 as ui32);
6 }
7 if ( userPin1 ^= cardPin1) {
8 ^/ Logic If Identical

9
...

Counter Measure

For counter measure we have opted to simply exit the program with a spe-
cific exit code (the value 77), as well a printing an indicator. In the ex-
perimentation section in chapter 8, we will use this exit code and print
statement to identify how the execution of the program performed. Where
a fault detection is defined as when the program exits with exit code 77 and
the presence of the indicator in the standard output.



Chapter 8

Experimentation

In this chapter we will be performing experiments on different implemen-
tations of programs in the TriviLang programming language. Specifically
a simple pincode verification program inspired by the VerifyPIN program
from FISSC [11], as well as a small hashing function we have named Hashy
and a CRT-RSA implementation we named Encrypty. For the experimen-
tation we seek to compare fault injection through symbolic execution and
fault injection at a low-level by directly injecting faults during running time,
through a ARM Thumb-2 Assembly interpreter. We support this by utiliz-
ing different levels of software hardening, using Statement Counter harden-
ing, Variable Duplication hardening, and a combination of both. Ultimately
we will discuss the results from this section in chapter 9.

8.1 Test Programs in Trivilang

This section will elaborate on the different implementations of programs
that will be tested on in the experimentation. Through the use of the
TriviC (see chapter 7), we are able to compile the same program from Triv-
iLang into both Whiley and ARM Thumb-2 Assembly, both with statement
counter hardening, variable duplication hardening, full hardening (state-
ment counter and variable duplication) and without hardenings.

8.1.1 Pin Verification (Pinny)

Pinny is a small test program in the TriviLang language. Specifically, a
small pincode verification program, inspired by the VerifyPIN_0 program
from FISSC [11]. The source code of Pinny can be seen in listing 16.
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Listing 16: pinny.trv

1 func main() -> Integer {
2 let authenticated : Integer = 0;
3 let cardPin1 : Integer = 1;
4 let cardPin2 : Integer = 2;
5 let cardPin3 : Integer = 3;
6 let cardPin4 : Integer = 4;
7 let userPin1 : Integer = 0;
8 let userPin2 : Integer = 0;
9 let userPin3 : Integer = 0;

10 let userPin4 : Integer = 0;
11 let pinsEqual : Integer = 0;
12
13 if userPin1 ^= cardPin1 then {
14 pinsEqual = pinsEqual + 1;
15 }
16
17 if userPin2 ^= cardPin2 then {
18 pinsEqual = pinsEqual + 1;
19 }
20
21 if userPin3 ^= cardPin3 then {
22 pinsEqual = pinsEqual + 1;
23 }
24
25 if userPin4 ^= cardPin4 then {
26 pinsEqual = pinsEqual + 1;
27 }
28
29 if pinsEqual ^= 4 then {
30 authenticated = 1;
31 }
32
33 return authenticated;
34 }

Pinny is the simplest implementation of the test programs developed in
Trivilang. Pinny consists of an authentication flag, denoting if the pincode
entered by a user is correct or not, 4 variables denoting the 4 different values
in the 4-digit pincode (1234), as well as 4 variables denoting the pin the user
has entered (0000), and finally a variable for each correct pin in a row. It is
clear that the user pincode is hardcoded to 0’s thus the pin authentication
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should always fail.

8.1.2 Hash Function (Hashy)

Hashy is another program we have made in TriviLang to perform our ex-
perimentation on, as this introduces some new control flow patterns as well
and operations, making it less simple compared to Pinny. Hashy is a small
hashing function, where the message "12345" is hashed using the algorithm.
Here we expect the algorithm to return the hash of "12345" which is "97028".
The source code of Hashy is displayed in listing 17.

Listing 17: hashy.trv

1 func main() -> Integer {
2 let message : Integer = 12345;
3 let h : Integer = 5381;
4 let multiplier : Integer = 33;
5 let prime_modulo : Integer = 104 * 1000 + 729;
6 let temp_msg : Integer = message;
7 let chunk : Integer = 0;
8
9 while temp_msg > 0 do {

10 chunk = temp_msg - (temp_msg / 100) * 100;
11 h = (h * multiplier) + chunk;
12 h = h - (h / prime_modulo) * prime_modulo;
13 temp_msg = temp_msg / 100;
14 }
15
16 if h < 0 then {
17 h = h + prime_modulo;
18 }
19
20 print h;
21 return h;
22 }

Hashy uses modulo to calculate the hash of messages, but since Triv-
iLang has no modulo operator implemented, we have performed manual
modulo (line 12 in listing 17).
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8.1.3 CRT-RSA Function (Encrypty)

Encrypty is the final program developed in TriviLang to support our exper-
imentation. Encrypty is an implementation of CRT-RSA. We implemented
this algorithm, once again from inspiration of FISSC [11], where they also
made an implementation of such algorithm.

Encrypty resembles a larger program with multiple while loops, mak-
ing the case for an exciting control flow as well as complicated and bigger
operations. The full source code of Encrypty spans listings 18 and 19.

Listing 18: encrypty.trv (1)

1 func main() -> Integer {
2 let p : Integer = 61;
3 let q : Integer = 53;
4 let n : Integer = 3233;
5 let e : Integer = 17;
6 let m : Integer = 65;
7 let p_minus_1 : Integer = p - 1;
8 let q_minus_1 : Integer = q - 1;
9 let ep : Integer = e - (e / p_minus_1) * p_minus_1;

10 let eq : Integer = e - (e / q_minus_1) * q_minus_1;
11 let c1 : Integer = 1;
12 let base1 : Integer = m - (m / p) * p;
13 let exp1 : Integer = ep;
14
15 while exp1 > 0 do {
16 if exp1 - (exp1 / 2) * 2 ^= 1 then {
17 c1 = (c1 * base1) - ((c1 * base1) / p) * p;
18 }
19 exp1 = exp1 / 2;
20 base1 = (base1 * base1) - ((base1 * base1) / p) * p;
21 }
22
23 let c2 : Integer = 1;
24 let base2 : Integer = m - (m / q) * q;
25 let exp2 : Integer = eq;

26
...
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Listing 19: encrypty.trv (2)

1
...

2 while exp2 > 0 do {
3 if exp2 - (exp2 / 2) * 2 ^= 1 then {
4 c2 = (c2 * base2) - ((c2 * base2) / q) * q;
5 }
6 exp2 = exp2 / 2;
7 base2 = (base2 * base2) - ((base2 * base2) / q) * q;
8 }
9 let qinv : Integer = 0;

10 let t : Integer = 0;
11 let newt : Integer = 1;
12 let r : Integer = p;
13 let newr : Integer = q;
14 let quotient : Integer = 0;
15 let tmp : Integer = 0;
16
17 while newr ^= 0 do {
18 quotient = r / newr;
19 tmp = t - quotient * newt;
20 t = newt;
21 newt = tmp;
22 tmp = r - quotient * newr;
23 r = newr;
24 newr = tmp;
25 }
26 if t < 0 then {
27 qinv = t + p;
28 } else {
29 qinv = t;
30 }
31
32 let h : Integer = qinv * diff - (qinv * diff / p) * p;
33 let diff : Integer = c1 -c2;
34 if h < 0 then {
35 h = h + p;
36 }
37
38 let c : Integer = c2 + h * q;
39 print c;
40 return c;
41 }
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Encrypty works by encrypting the message "65". Here we expect the
output of the algorithm to return "2790". Due to the nature of how CRT-
RSA is used in the real world, we also expect an attacker to know the public
key pair (n, e). Thus a faulty case for Encrypty would be when p or q can
be derived from the output of the algorithm using n. Another case of failure
is if Encrypty outputs the unencrypted message. Lastly, one more point of
failure is if the algorithm outputs a wrong cipher, thus losing a message in
transit that can’t be deciphered.

8.2 Custom ARM Thumb-2 Assembly Interpreter

To test and perform the software fault injection, we decided to create a cus-
tom ARM Thumb-2 Assembly interpreter. It works on a valid ARM Thumb-
2 assembly file by iteratively running through the program executing each
instruction. The interpreter has its own stack, registers (both generic reg-
isters and N,Z,C,V bits of the CPSR Register), and program counter. It
was developed using Rust, and thoroughly tested, with one test being a ex-
haustive comparison by running a plethora of different implementations of
ARM Thumb-2 Assembly codes using the interpreter and using qemu-arm.
The test asserts that the return code of both runs are identical, to confirm
that the interpreter behaves accurately.

8.2.1 Memory Management in the Interpreter

Memory for the running program is simulated using a Rust Vec<u8> buffer
representing the stack. Data is stored and retrieved as raw bytes in little-
endian order, matching the byte ordering commonly used by ARM pro-
cessors. Only 32-bit integer read/write helpers have been implemented
(write_stack32(), write_stack32_at(), read_stack32() and
read_stack32_at()), as no other data types are utilized within the scope of
this thesis. When storing values in the stack, the values are converted to
bytes on write using Rust’s built-in to_le_bytes(), and reconstructed back
into 32-bit integers on reads using from_le_bytes(), ensuring correct little-
endian byte ordering throughout. This also means that any bit-flips injected
into the stack operate on the actual byte representation of the values, as they
would in a real hardware, making the fault injection more realistic.

The simulated stack follows the conventional ARM full-descending stack
model, where the stack grows downward from higher memory addresses.
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The stack pointer is decremented before writes, and all reads and writes are
expressed as offsets relative to the current stack pointer. It should be noted
that this implementation has a known limitation. The memory implemen-
tation performs well for the purposes of this thesis. The one problem worth
noting is that if the fault injector produces a bit-flip that causes a memory
address or offset to exceed the bounds of the stack buffer, the interpreter
will crash with a panic!() rather than continuing execution.

8.2.2 Fault Injector

For the fault injector, we wanted to make the injection simulate as close
to what would happen if the fault was introduced on an actual running
hardware. We thus attached a fault injection step into the execution phase
of the interpreter. The interpreter is equipped with the launch argument
--injection-point TT:XX:YY:ZZ or --injection-point TT:XX:ZZ (only ap-
plicable for Program Counter faults), where TT is the type of injection (reg,
cpsr, or PC), XX is the program counter value which indicates the timing of
the fault, YY is the register to perform the fault on, and ZZ is the bit to flip.
The injection happens through the execute function of the interpreter. The
first step during the interpretation of each line of code in the assembly, is
to check if the program counter is the same value as the program counter
specified by XX from the launch option (line 3 of listing 20). Then we check
which type of fault it is and depending on the fault, different fault behavior
is done.
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Listing 20: Fault Injection In The Interpreter

...
1 while self.pc < self.eof_pc {
2 let instruction = {self.asm_code.get(self.pc as usize).unwrap().

clone()};
3 if (self.pc as i32) ^= self.fault_spec.trigger_pc ^& !self.

fault_spec.has_triggered {
4 match self.fault_spec.target {
5 InjectionTarget^:Register { register, bit } => {
6 self.trigger_register_fault(register, bit);
7 }
8 InjectionTarget^:Cpsr { ref cpsr_reg} => {
9 self.trigger_cpsr_fault(cpsr_reg.into());

10 }
11 InjectionTarget^:ProgramCounter { bit } => {
12 self.trigger_pc_fault(instruction, bit);
13 continue;
14 }
15 _ => panic!("Injection type not implemented yet."),
16 }
17 self.fault_spec.has_triggered = true;
18 }

...

To support the explanation of the different implementations of fault
types in the interpreter, the code snippet in listing 21 will be used. The
code is taken from the Pinny program, specifically the authentication logic
that authenticates the user if all the pin digits are correct. We assume, that
the program counter is tied to the line number of the assembly code, for
simplicity when showing examples of injections, this is not the case in real
life.
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Listing 21: pinny.s (snippet 1)

...
38 ldr r0, [sp, #0]
39 mov r1, r0
40 mov r0, #4
41 cmp r1, r0
42 mov r0, #0
43 it eq
44 moveq r0, #1
45 cmp r0, #0
46 beq else_4
47 mov r0, #1
48 str r0, [sp, #36]
49 b endif_4
50 else_4:

...

General Register Fault

General Register Faults are introduced with the interpreter using the
--injection-point reg:PC:REGISTER:BIT, for example, to introduce a bit-
flip, that would authenticate the user in the code snippet in listing 21, we
would want to trigger a bit-flip on the first bit of register r0 when the pro-
gram counter has the value that would execute the moveq instruction of
line 44. Injection would then happen with --injection-point reg:44:0:0.
The actual injection then happens during the execution of the assembly pro-
gram, where the interpreter will see the injection target program counter of
44 and trigger the register fault on line 6 of listing 20 when the program
counter hits this value. The injection logic can be seen in listing 22.
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Listing 22: Register Fault Logic

...
1 fn trigger_register_fault(&mut self, register: usize, bit: u32) {
2 let old_val = self.registers[register];
3 self.test_report["reg_old_value"] = old_val.into();
4 self.registers[register] = self.flip_bit(old_val, bit);
5 self.test_report["reg_new_value"] = self.registers[register].

into();
6 println!("REGISTER FAULT TRIGGERED!");
7 }

...

Shortly explained, the injection logic shown on listing 22, simply takes
the original value from the register that is to be flipped on, stores it in a test
report which is then output when the interpreter exits. The value in that
register, is then replaced with the result from flipping the specified bit of
the old value using a flip mask and XOR, which is also stored for printing at
exit.

CPSR Fault

CPSR Faults only work on the 4 condition flags (N, Z, C, and V). To in-
troduce a CPSR fault, one would use the --injection-point cpsr:PC:REG
argument. The fault simply works by flipping the specified condition flag
at a specified PC location. Thus if we wanted fault Pinny to return
authenticated as 1, using a CPSR fault in relation to the code snipped
in listing 21, we would want to flip the Z conditional flag. Z would be 1
in an unfaulted scenario of the code snippet, because the cmp instruction
on line 45 performs 0 − 0 (because r0 is forced to be 0, if the pincode is
wrong), which would give the result 0, in turn setting the Z flag to 1. So
by running the interpreter with --injection-point cpsr:46:z would force
the zero flag to become 0 after the cmp instruction has finished, thus the
beq instruction will evaluate false and it then wont branch to the else_4
branch, setting authenticated to 1. The fault logic in the interpreter, is
simply inverting the value of the specified condition flag.
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Program Counter Fault

Finally, the Program Counter Faults are triggered by specifying the program
counter from where we want the fault to trigger, and the bit of the program
counter we want to flip using --injection-point pc:PC:BIT. Meaning, if
we wanted to jump over the beq instruction, that would move us away from
setting authenticated to 1 in listing 21, as if the cmp evaluated true, we could
flip when the PC is 45 (once again assuming on the 2nd bit. Running the in-
terpreter with --injection-point pc:45:2 would then make the program
jump from line 45 to 47, skipping the branching to else_4. which would set
authenticated to 1. The fault logic in the interpreter, is similar to that of
General Register Faults, where we make a flip mask of the bit to be flipped
and perform an XOR on the PC.

8.3 Evaluation Setup

To aid in the evaluation and experimentation we want to perform, we have
made a small evaluation setup using python.

The setup works by taking in a config.toml file, an example of which
can be seen in listing 23.

Listing 23: config.toml

1 test_folder = "eval_cases/hash"
2 plotmode = "save" # show, save or both

The test_folder entry in the config specifies the folder that contains a
.trv file to be tested on, with a test.conf that contains a configuration of
what to expect from the program. This is the mode (return code or stdout),
as well as the expected value to look for, when the program executes correct,
as well as expected values to look for when the program faults in a harmful
way, e.g. if authenticated=1 for Pinny.

The injection campaign is then ran by compiling the .trv file in the
folder specified by test_folder, creating file.s, file.hard.s, file.sc.s,
file.vd.s, file.wh, file.hard.wh, file.sc.wh and file.vd.wh. Here .hard.x
means fully auto hardened, .sc.x means that the program is hardened
only using statement counter, and .vd.x means the program is hardened
only using variable duplication. After compilation, we modify the whiley
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files to correctly assert the expected pass value from the test.conf file
mentioned previously. Then all the whiley files are ran through MiniMC
using the following arguments: minimc FILE mc --mc.symbolic --mc.all
--mc.concretize. This runs the Whiley file through symbolic execution,
concretizing the values in the paths that lead to assert violations. The out-
put of MiniMC is then saved, and used for later.

After MiniMC is done, a guided run using the interpreter is performed
based on the previous symbolic execution run on the normal version of
the whiley file. This is done by parsing the results of the run from the
normal version and transforming this into parameters for the interpreter.
This immensely limits the number of fault injections ran on the programs.
The guided fault injection is ran on all the assembly implementations of the
tested program. To aid in guiding the interpreter fault injection, metadata
section is generated in the assembly file. An example of the metadata can
be seen on listing 24. This metadata maps the Whiley lines to program
counter ranges in the assembly code. Then for every statement/bit-shift
pair, we generate the injection points - for register faults, injection points
are made for every register of the interpreter for each PC in the range of the
faulted areas.

Listing 24: schema of metadata for the generated assembly

1 # SCHEMA for metadata in codegen
2 stmt ^= .word 0x10000000 @ int_val
3 Start of pc range ^= .word 0xa+pcstart
4 End of pc range ^= .word 0xb+pcend
5 Assignments of variable ^= .word 0x00000001 @ var_name
6 If statments conditions ^= .word 0x00000002 @ cond
7 End of Metadata ^= .word 0xffffffff

After the guided runs have finished, the interpreter proceeds to perform an
exhaustive fault injection campaign on all the assembly files of the tested
program. That is, for each register, we flip each bit, for each program
counter.

After the interpreter has performed the exhaustive fault injection cam-
paign. The previous results from MiniMC on the normal unhardened vari-
ant of the tested program is then parsed and mapped to the corresponding
lines in the TriviLang file. The TriviLang file is then automatically copied
and opened in an editor in a separate window. The mapped MiniMC data
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is then displayed in a human readable manner, displaying where in the
TriviLang file the corresponding faults are located (see terminal 2).

Terminal 2: MiniMC Output

===================================================
ERRORS FOUND BY SYMEX (Symbolic Execution) - Normal Variant

Only↪→

===================================================

Test: pinny
----------------------------------------
Stmt 9 (line 11): let pinsEqual : Integer = 0

-> Faulty bit: 2, Variant: Normal, Result: 1
Stmt 0 (line 2): let authenticated : Integer = 0

-> Faulty bit: 0, Variant: Normal, Result: 1
===================================================

The purpose of this, is to fix the fault locations that MiniMC found, at
the locations by hand, rather than hardening an entire file automatically
like previous tests did, to see the impact of only hardening known fault
locations.

The TriviLang file is then recompiled, and MiniMC is once again used on
the newly made file.edited.wh file, where the results of this MiniMC run
is used to guide the interpreter on file.edited.s. Finally an exhaustive
fault campaign is also ran on the file.edited.s file.

All runs using the interpreter (exhaustive or guided) utilizes a --testmode
flag, which causes the interpreter to output a test report in stdout, after the
fault campaign is over, which is then parsed by the evaluation framework.

After all tests has been performed the results of both the interpreter tests
as well as symbolic execution tests are recorded in a results.db sqlite3
file.

Finally, the results are illustrated in chapter 9.



Chapter 9

Discussion

In this chapter, we will present and explore the results we have found from
performing the experiments described in chapter 8. We will discuss the
results and cover other relevant points of discussion in relation to our find-
ings.

9.1 Fault Injection at Assembly level Vs. Symex
on Source Code Level

In this section, we will discuss the results of running symbolic execution
using MiniMC on the 3 different programs described in section 8.1. As well
as running Fault Injection on said programs using the interpreter.

9.1.1 Fault Injection using Symbolic Execution

Table 9.1: Results from Symbolic Execution On Pinny

Variant Stmts FaultType

Hard 0,1,2,3,4,5,6,7,8,9,10,11,12,13,
14,15,16,17,18,19

Countermeasure
Activated

Manual Hard 0,1,10 Countermeasure
Activated

Normal 0,9 Faulty

SC 0,9 Faulty

VD 0,1,2,3,4,5,6,7,8,9,10,11,12,13,
14,15,16,17,18,19

Countermeasure
Activated

43
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Table 9.2: Results from Symbolic Execution On Hashy

Variant Stmts FaultType

Hard 0,1,2,3,4,5,6,7,8,9,10,11,12,13,
14,15,16,17,18,19,20,21,22,23

Countermeasure
Activated

Hard 22 Other

Manual Hard 2,3,4,5,6,7,10,11,12,13,14,15,
16,17,18,19,20,21,22,23

Countermeasure
Activated

Manual Hard 22 Other

Normal 1,2,3,5,6,8,9,10,11 Other

SC 1,2,3,5,6,8,9,10,11 Other

VD 0,1,2,3,4,5,6,7,8,9,10,11,12,13,
14,15,16,17,18,19,20,21,22,23

Countermeasure
Activated

VD 22 Other
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Table 9.3: Results from Symbolic Execution On Encrypty

Variant Stmts FaultType

Hard 0,1,2,3,6,7,8,9,10,11,12,13,14,
15,16,17,18,19,20,21,22,23,24,
25,26,27,28,29,30,31,32,33,34,
35,36,37,38,39,40,41,42,43,44,
45,46,47,48,49,50,51,52,53,54,
55,56,57,58,59,60,61,62,63,64,
65,66,67,68,69,70,71,72,73,74,
75,76,77,78,79,80,81,82,83,84,
85,86,87,88,89,90,91,92,93,94,
95,96,97,100,101,102,103,104,
105,106,107,108,109,112,113,
114,115

Countermeasure
Activated

Hard 4,5,40,42,43,96,99 Faulty (P or Q
Derived)

Hard 58 Other

VD 0,1,2,3,6,7,8,9,10,11,12,13,14,
15,16,17,18,19,20,21,22,23,24,
25,26,27,28,29,30,31,32,33,34,
35,36,37,38,39,40,41,42,43,44,
45,46,47,48,49,50,51,52,53,54,
55,56,57,58,59,60,61,62,63,64,
65,66,67,68,69,70,71,72,73,74,
75,76,77,78,79,80,81,82,83,84,
85,86,87,88,89,90,91,92,93,94,
95,96,97,100,101,102,103,104,
105,106,107,108,109,112,113,
114,115

Countermeasure
Activated

VD 4,5,40,42,43,96,99 Faulty (P or Q
Derived)

VD 58 Other
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Tables tables 9.1 to 9.3 shows the results from running symbolic execu-
tion using MiniMC on the different implementations. Here we can see a
clear drawback to symbolic execution. For the timeframe of this project, we
where unable to see symbolic execution finish for the un-hardened as well
as the Statement Counter hardened version of Encrypty, thus these variants
are missing in table 9.3. This is most likely due to path explosion. The
number of paths that gets introduced from the unhardened version where
paths are not constrained as much as when variable duplication is used.
Thus we only saw the fully hardened and the variable duplication version
finish. This could potentially be mitigated through the use of a heuristic or
path pruning [4, 40]. However, we worry this would potentially cause some
paths that have errors to not be found. This is a point of interest that could
potentially be explored in future research.

Looking at the data from the symbolic execution runs, we see a clear
indication that symbolic execution is able to find faults in the program
through the instrumented codes, so long as the code doesn’t exceed a cer-
tain number of paths. For the Pinny program, we can see that the auto-
hardened version with statement counter exposed 2 faults where authenticated
returned 1, which is identical to that of the normal unhardened version. The
variable duplication version however, is able to catch 20 fault injections,
identical to the fully hardened version, likely because these are caught by
the same counter measures in the fully hardened version.

As for Hashy and Encrypty, we see similar behavior, the fully hardened
version and variable duplication version exhibit the same results, where the
statement counter version of Hashy still finds faults similar to the normal
version.

Specifically for Hashy we also see that statement 22 is especially prob-
lematic for the the manually hardened, the auto-fully-hardened as well as
the variable duplication version, where they all result in the "Other" fault
type, meaning the return value of the program was a wrong hash value,
this can also be seen as faulty, as the Hashy function didn’t do its intended
behaviour.

The results for the statement counter implementations are not unex-
pected, as the symbolic execution is unable to perform any jump faults that
change the control flow of the program. It should however still be able to
catch faults that flip on variables, if it changes the expected behavior of the
program. This has however not been tested, as there can be an almost in-
finite number of combinations of where to place the injection points in the
code.
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9.1.2 Fault Injection at Assembly Level

As for fault injection using assembly, we ran exhaustive campaigns on the
different assembly implementations of the programs used in section 9.1.1.
The following is the results from running an exhaustive fault injection cam-
paign using the interpreter on the compiled assembly files of the imple-
mentations of the programs used in section 9.1.1.

The results of these runs can be seen in figs. 9.1 to 9.3. The figures illus-
trate the frequencies of different outcomes from bit-flipping on the different
programs.

Figure 9.1: Exhaustive Fault Injection using Interpreter (on Normal and Automatically
Hardened Pinny)

In fig. 9.1, we see that the number of runs increase in the hardened ver-
sions of Pinny, which is due to a larger number of instructions. However
there is a lower number of faulty results (authentication = 1) in the hard-
ened versions (respectively 164, 238, and 215, for fully hardened, statement
counter, and variable duplication respectively), when comparing to the nor-
mal unhardened version of Pinny, which has 279 faulty executions. Mean-
ing that for the Pinny program with full hardened, while the surface area
of the program is larger, decreased the number of faulty runs by 41.22%.
Besides the effectiveness of the hardening capabilities, we still see faults,
and we see quite a few more faults detected using the interpreter compared
to what symbolic execution was able to identify.
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Figure 9.2: Exhaustive Fault Injection using Interpreter (on Normal and Automatically
Hardened Hashy)

In fig. 9.2, we also observe that the bit-flips with the interpreter induces a
large amount of faults for Hashy (in this case where the plain text is leaked),
and again a lower number of faults in the hardened versions of Hashy
compared to the unhardened version. Also here we can see that in the
hardened versions, a large number of bit-flips resulted in "Countermeasure
Activated".

Figure 9.3: Exhaustive Fault Injection using Interpreter (on Normal and Automatically
Hardened Encrypty)
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Finally in fig. 9.3, we observe similar results as in figs. 9.1 and 9.2, where
the exhaustive bit-flipping with our interpreter, result in a large number of
faults (in this case, where the secret prime numbers P and Q are derived,
message is leaked, or the encryption itself is faulty).

For all the figures above, we also see some entries denoted as "Faulty
Jump to Countermeasure". "Faulty Jump to Countermeasure", means that
a bit-flip caused the program to jump directly to the countermeasure block,
and "Panicked" means that a bit-flip caused the interpreter to crash. "Pan-
icked" could for example be a number that is bit-flipped, and the resulting
number overflows, or a bit-flip that causes the program to point to an ad-
dress unrelated to the program. This means, that "Panicked", also is a form
of serious fault that is induced by the bit-flip, and could also be counted
towards the total number of "Faulty" results.

When comparing figs. 9.1 to 9.3 to the results from Symbolic Execution
in tables 9.1 to 9.3, we can see that the exhaustive testing with our inter-
preter, produces a vastly larger number of results. Comparing table 9.1
and fig. 9.1, we can see that for the "Normal" variant, i.e. the version of
Pinny without hardenings in the results from symbolic execution in ta-
ble 9.1, we find two statements (0 and 9) where bit-flips are able to cause
faulty behavior, with a number of possible bit-flips. However in the results
from the interpreter in fig. 9.1, the "normal" variant, shows that a much
larger number (331) of faulty results is caused, not to mention the 2588
"Panicked" results, adding up to 2919 faults.

Distribution of Fault Types of Exhaustive Fault Injection

In fig. 9.4, the distribution of the fault types of each of the aforementioned
outcomes are shown, for exhaustive fault injection on unhardened Encrypty.
As the figure shows, bit-flips are induced on the general purpose registers
(REG), the program counter (PC), and the N, Z, C, and V flags of the CPSR
register (CPSR).
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Figure 9.4: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (on "normal", unhardened Encrypty)

Figure 9.5: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (on "Hard", fully hardened Encrypty)

As is to be expected, a large part of the results are of the faulty cate-
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gories (P or Q derived, Message Leaked, Faulty Encryption). Comparing
the results from the unhardened Encrypty to the fully hardened version
(see fig. 9.5), we see that while the number of fault injections due to the
larger number of instructions present due to the hardenings, is considerably
higher, the number of results in the faulty categories is also lower across all
three fault types. The results from exhaustive fault injection on Encrypty
with statement counter is found in fig. 9.6, and on Encrypty with variable
duplication in fig. 9.7. On these figures, we can more clearly differentiate
between, which hardening detects which types of fault more. Comparing
the number of "Faulty (P or Q derived)" results between the unhardened
version and the statement counter version of Encrypty in figs. 9.4 and 9.6,
we see a great decrease in the number of these types of faults when the
fault injection is a control flow deviation through bit-flips on the program
counter. Although the total number of fault injections runs on the state-
ment counter hardened Encrypty is much higher. This makes sense, since
the statement counter is especially good at detecting control flow faults.

Figure 9.6: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (Encrypty with statement counter hardening)
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Figure 9.7: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (Encrypty with variable duplication hardening)

Encrypty with only variable duplication, has also been exhaustively bit-
flipped. The results of this can be found in fig. 9.7. The results for Encrypty
with no hardening versus with variable duplication, shows that there are
approximately a 75% reduction in "Faulty (P or Q Derived)" general pur-
pose register (REG) results, and similar results in the other fault categories.

The results for the Hashy and Pinny programs that have also been eval-
uated upon, are not shown in this section, but can be found in chapter A.
For those programs, we see similar results, though not as prominent as with
Encrypty.

The results in this section shows that exhaustive fault injection with our
interpreter offers detailed insights into how different hardening techniques
respond to different injected bit-flips. By exhaustively injecting bit-flips into
programs, producing fully reproducible, results.

9.2 Symbolic Execution Guided Fault Injection

Another point of interest that we explored in the experimentation was the
ability to guide the interpreter fault injections using results from the sym-
bolic execution.
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By parsing the output of symbolic execution and mapping those fault
locations to a PC range in the assembly code, we are able to guide the
interpreter to only perform the fault injection at these locations. As a result,
we got the outcomes displayed in figs. 9.8 and 9.9.

For the guided fault injections, only register faults was performed, as
this is the type of faults that MiniMC has been performing during the sym-
bolic execution. And we wanted to see if this would find exactly the same
results as with just MiniMC. Furthermore, jump faults, can happen any-
where in a program, thus we don’t see any need to only perform this type
of injection at these specific locations.

Figure 9.8: Outcome from guided fault injection on Pinny
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Figure 9.9: Outcome from guided fault injection on Hashy

Looking at the outcome, and comparing this to tables 9.1 and 9.2, we can
clearly see that we get a more nuanced picture of what faults are present in
the program. As for Pinny, we get the exact same number of countermea-
sure activations with no faults, just like we see during symbolic execution.
However for Hashy, we see that as for the hardened version, there is ac-
tually cases that can cause the program to either output the message that
was to be hashed, or output a wrong hash. This was not caught initially by
MiniMC. This indicates that guiding the interpreter using the results from
MiniMC, is able to find niche faults that require a fault on an instruction
that can result in other outcomes due to side-effects later on in the program.

Here we see that statement counter was able to catch two faults, in
Hashy, that broke the control flow of the program even though no faults
was introduced to the program counter. Thus indicating that the statement
counter is able to find faults that are introduced by other means than unin-
tended instruction skips or jumps.

From the results, we also see that the variable duplication version of
Hashy is able to catch the same number of faults and countermeasure ac-
tivations as the fully hardened version. While still experiencing the same
number of wrong hash generations and message leaks.

We show no results of guided fault injection on Encrypty, as this was not
made possible, due to the fact that MiniMC never finished for the unhard-
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ened version of the program in time, hindering us in guiding the interpreter.
We do however, expect the results to be similar.

9.2.1 Combining Guided Fault Injection with Semi-Exhaustive
or Fuzzing Fault Injection

A potential add-on to guided fault injection, could be to fuzzily do ran-
dom fault injection on the program for a certain amount of time besides the
guided results, thus greatly cutting down on the time of testing programs,
by not exhaustively running through all cases, but still having the possibil-
ity of finding potential faults that where not caught by symbolic execution
or the guided results. While not a perfect solution, it could be a potential
solution for Continuous Integration usage where time could be of essence,
and you thus could be willing to miss out of some of the faults that an
exhaustive campaign would find, but still use a short time exploring either
fuzzily or semi-exhaustive. Exhaustive runs could potentially be used in a
CI environment too, for over-the-weekend runs where a lot of time is needed,
potentially delimited by a timeout that simply tells the campaign to stop
after a certain time. This could be combined with a direction parameter
or location parameter that can tell the exhaustive run to start inject with a
descending Program Counter for the faults or not, or to skip fault injection
for the first 20% of the program and the last 60%, only testing different lo-
cations, which over time would add up to a full exhaustive run over weeks.
These approaches have not been implemented or experimented with and
are obviously dependent on the need of the developers, but we deem them
potentially worth a try.

9.3 Fine-grained Control at Assembly Level

One of the advantages of fault injection simulations on the assembly level, is
the level of control afforded during simulation. As detailed in section 8.2.2,
we can specify injection points to when and where we want to trigger a bit-
flip during the execution of the assembly code. We are able to execute and
record the effects of bit-flips in the general purpose registers, the PC, and
four flags (N, Z, C, V) in the CPSR register. In every injection point, we can
specify for which PC we want the fault, meaning we even have control of
the timing down to the individual assembly instruction, in contrast source
code fault injection where each line of source code turns into potentially
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several lines of IR or assembly (depending on the language in question) at
compilation, which is not tested on. This level of control cannot be obtained
on the source code level for this very reason. Flips in the flags causes
direct or side effects in different behaviors of programs. Affecting certain
instructions at assembly level can cause different problems through side-
effects compared to merely flipping in the values of variables at the source
code level. Also, simulated jump faults/instruction skips, using PC faults,
can also be induced on purpose using the interpreter, something that is very
difficult to replicate through symbolic execution.

We argue, that there is a great advantage to using close to hardware
techniques, like the interpreter introduced in this thesis, due to the greater
number of fault locations it is able to find, as well as due to it not being
limited by path explosion in a similar way to symbolic execution.

9.4 Symbolic Execution Guided Software Hard-
ening

Another point of interest in our experimentation, was that of guiding the
hardening of programs using symbolic execution. We did this by printing
the fault locations found by MiniMC, as well as a mapped location to where
this location corresponds to in the TriviLang file. We then manually hard-
ened these locations in the program. After manually hardening the fault
locations, we ran symbolic execution on the programs again, to see the
outcome. The results from symbolic execution on the manually hardened
versions can also ben seen in tables 9.1 and 9.2. After symbolic execution
is finished, we also ran an exhaustive and guided run of interpreter fault
injection on these programs. This can be seen in figs. 9.10 and 9.11. Once
again, due to MiniMC never finishing the symbolic execution of the normal
version of Encrypty, this was not performed on this program.
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Figure 9.10: Results of Guided Hardening on Pinny



9.4. Symbolic Execution Guided Software Hardening 58

Figure 9.11: Results of Guided Hardening on Hashy

Comparing the results from guiding the hardening of the applications
using symbolic execution to automatic hardening, we see that symbolic exe-
cution guided hardening still improves the applications resilience to register
fault injections on the general registers. This is likely due to the fact that
the manually hardened version, introduces more instructions at assembly
level, compared to that of the automatically hardened version, due to the
design of the TriviLang compiler. As the number of lines in the manually
hardened version of Hashy is 694 and the automatically hardened version
is 634.

Nonetheless, we see that the program is improving from manual hard-
ening. Though we do see, that automatic full hardening performs better,
with less Faulty results, Wrong hash generations, panics, and almost dou-
ble the number of countermeasure activations.

While manual guided hardening in this manner improves the resilience
of programs, it can still be improved, as it inherently lacks optimizations
that only the compiler would be able to do. The increased number of lines
in the code from manual hardening in Hashy introduces a larger surface
area to attack. This brings light to the possibility of a pipeline that in-
troduces symbolic execution to the compilation step. Thus a potential av-
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enue for future researchers to explore, could be that of a 2-pass compilation
tool, that compiles a program, performs fault injection through the use of
symbolic execution, and uses those results, to apply more optimal assem-
bly level software hardenings at the fault locations and compiling a final
binary, reducing the surface area of the hardened program, while still ef-
fectively mitigating the fault locations. Furthermore, this also removes the
bloat of the hardenings in the actual source code, as previously mentioned
in chapter 1.



Chapter 10

Related Work

In this chapter we will reflect on and discuss some of the related work that
has been done in the space of software robustness and fault tolerance.

10.1 Software Fault Injection

In 2015, Potet et al. submitted their paper A Symbolic Approach for Evalu-
ation the Robustness of Secured Codes against Control Flow Injections [33]. In
their paper, they introduce Lazart, a symbolic framework for evaluating the
robustness of secured code against fault injection attacks. Lazart works by
combining a mutation-based fault modeling approach with symbolic ex-
ecution to explore inputs and fault attacks. The approach operates on the
LLVM Intermediate Representation, which allows for analysis at a level that
bridges the gap between source code and low-level execution. Faults are en-
coded into a single higher-order mutant. The encoding is analyzed using
KLEE, a symbolic execution engine, to systematically explorer the different
execution paths of the program, identifying potential attack scenarios [33].
One of the key contribution of Lazart is its ability to built mutants, while
taking into account multiple faults during a run. Further more its ability to
systematically explorer paths from input and faults using KLEE can signif-
icantly improve coverage. However, the approach is limited to control-flow
faults, thus excluding data-oriented attacks, like bit-flips on values in regis-
ters or memory.

In another paper released in 2024 by Bai et. al published as Testing
Error Handling Code With Software Fault Injection and Error-Coverage-Guided
Fuzzing, they EH-Fuzz is introduced. EH-Fuzz is a SFI-guided framework,
that uses static analysis to aid in the identification of error sites of the code.
It then guides the fault injection by looking at the coverage of the error sites.
To perform fault injection EH-Fuzz works by code instrumentation. This is
by intercepting the error-site that is to be faulted and instead of calling the
function, the return value the function would return is replaced by either
a null-pointer or a random negative value. EH-Fuzz is not able to perform
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more fine-grained fault injections. By simulating faults in the high-level
code, it can only show so many faults. Simulating bit-flips in registers like
the program counter, or the CPSR registers, can open up for more faults
that realistically could happen.

10.2 Fault Injection by Symbolic Execution

In the paper titled SymPLFIED: Symbolic Program-Level Fault Injection and Er-
ror Detection Framework, introduces the SymPLFIED framework [31]. Sym-
PLFIED allows the user to verify the efficacy of error detectors through
arbitrary specifications. Through the use of symbolic execution, it abstracts
the states where erroneous values in a program as well as for model check-
ing to find all errors that evade the error detector. By leveraging bounded
model checking, it is able to systematically explores the state space to guar-
antee that all potential manifestations of an error are identified. Despite
the method being comprehensive, it does present some notable limitations.
A significant drawback is the over-approximation of error states, meaning
the framework yields false positives. Furthermore, the approach has an in-
herent scalability program. Because of its exhaustive state exploration, the
model checking can take exponentially longer as the number of executed
instructions increase. This is mitigated through an upper bound on the
instruction count, however this restricts the depth of the verification.

In the 2023 paper titled Combining Static Analysis and Dynamic Symbolic
Execution in a Toolchain to detect Fault Injection Vulnerabilities submitted by
Guilhem Lacombe et. al. a novel method was introduced in the topic from
fault injection vulnerability detection [23]. Through the use of static anal-
ysis and symbolic execution, they where able to guide fault injection to
reduce the number of fault injection points needed, in a testing campaign,
to effectively test the fault tolerance of programs. This makes it faster to test
larger more realistically sized programs. Using static analysis the method
detects the most relevant fault injection points of a program. Relevant fault
injection points are classified through security properties similar to that of
which an attacker would want to attack. These must be defined by the user.
The method then uses dynamic symbolic execution to analyze the impact
of the fault injections that the static analysis has found. The static anal-
ysis part was developed as a Frama-C Plugin utilizing From [15], Eva [3,
13] and Pdg [16], and the dynamic symbolic execution implementation was
the aforementioned Lazart (section 10.1) [23]. In the paper, they also pro-
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pose a fault model they call Expression Fault. Expression Fault is about how
expressions can be altered.

Finally, the method also presents some challenges. It can be rather diffi-
cult to express properties for the code without a lot of knowledge about its
inner workings. Furthermore it does not allow for control-flow violations,
which is another common fault point of any running program [23].

10.3 Compiler assisted hardening

A work by Proy et. al. introduces a "generic compile-time loop hardening
scheme" in LLVM that utilizes the notion of duplication, among other tech-
niques to protect against attacks that targets the loop iteration count [34].
The focus in this work, is on the duplication of all of the instructions that
directly or indirectly influence the loop termination i.e. the backwards slice,
and the the loop-back logic (i.e. the final loop branch, loop counters, values
used in the exit condition etc.). Enforcing that loops iterate a correct num-
ber of times, can be critical to several types of systems, but simultaneously,
efficiency in terms of performance and code size overhead is something
they attempt to balance with the efficacy of the scheme. Although as their
experiments (with simulated fault attacks show) show great results, they
only protect loop-related behaviour. Protection against general data cor-
ruption, faults in arbitrary computations outside loops and non-loop con-
trol flow are not caught by this shceme. Proy et. al. also recognizes that
in some backwards slices, there are non-duplicable instructions and also
volatile memory access, and then that pass fails to harden that given loop.

Bahrengi et. al. propose a software countermeasure against fault injec-
tions, based on instruction duplication and triplication [2], which they test
on the AES algorithm on an ARM processor. The duplication works by du-
plicating certain types of instructions, using unused registers for storing the
values of them and comparing the values - effectively catching single errors
if there is a mismatch, and jumping to an "... error management routine
...". The triplication repeats instructions three times, stores these values and
compare these results in a pairwise manner. If one value mismatches with
the two others, the main value can be corrected. The results from their fault
simulation evaluation show that the hardened versions have a larger num-
ber of faults (a direct effect of the larger attack surface), but also a much
better ratio of detected versus undetected faults. Unsurprisingly, these du-
plication and triplication countermeasures increase the execution time and
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code size significantly. To circumvent the losses in efficiency (size and time),
they propose that one could take a selective approach in which instructions
to duplicate and triplicate, but this does ultimately require knowledge of
the given algorithm.

Geier et. al. proposes CompaSeC which is a countermeasure that is
intended to address the limitations of existing works that implement fault
tolerance to mitigate random faults [18]. Instead, it tries to mitigate targeted
instruction skips on secure boot of a program running on a RISC-V proces-
sor. In the secure boot system in which the evaluation was performed,
CompaSeC sucessfully detected the vulnerabilities of single, double, triple,
and quadruple instruction skip attacks. The countermeasure they produce
is a symbiotic combination of using Dual Module Redundancy (DMR) and
Runtime Signature Monitoring (RSM) in tandem. The first, DMR, is es-
sentially running a computation twice and comparing the results to detect
errors. This method tries to ensure data integrity. In this work, they use un-
used registers to store results as "shadow copies". Where DMR falls through
though, is if there multiple instruction skips in a row, i.e. both registers will
have the same erroneous value. The second method, RSM, is a way to track
flow using a signature. This signature will be updated during execution
and will be compared to values that are pre-computed during code gener-
ation. This method exists to ensure control-flow integrity.



Chapter 11

Conclusion

In this thesis, we presented and evaluated Symbolic execution at the source
code level using MiniMC, and exhaustive fault injection at the assembly
level using a custom ARM Thumb-2 Assembly Interpreter.

Through our experimentation on three test programs, we found that
symbolic execution is capable of detecting fault injection vulnerabilities in
instrumented code, but can be limited by path explosion. The exhaustive
fault injection approach using our interpreter, on the other hand, produced
more results and was able to uncover faults that symbolic execution could
not, including those arising from side effects and interactions between in-
structions. Further more, the exhaustive fault injection approach was not
delimited by path explosion, and thus was able to finish testing of the En-
crypty test program, in a timely manner for the unhardened and statement
counter hardened versions of the program.

We demonstrated that fault injection at the assembly level provides fine-
grained control over the timing and location of injected faults, allowing
bit-flips in general purpose registers, the program counter, and the CPSR
flags (N, C, Z, V). This level of granularity is not achievable through source
code level techniques alone.

Our evaluation of automated software hardening techniques showed
that both statement counter and variable duplication hardenings reduce the
number of successful fault injections, with the fully hardened combination
providing the greatest resilience. Variable duplication proved especially
effective at mitigating register faults, while the statement counter was par-
ticularly adept at detecting control flow faults. Symbolic execution guided
manual hardening improved resilience but was outperformed by automatic
full hardening, in part due to the larger code surface area introduced by
manual hardening due to the design of the TriviLang compiler.

We conclude from our experimentation that exhaustive fault injection is
the way to go for identifying faults in larger programs contradicting our
initial assumption stated in the chapter 1, though it is increasingly time
consuming as assumed. Thus we suggest future researchers to look into
potentially promising directions below:
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1. Utilizing symbolic execution engines at the assembly level to combine
the speed of symbolic analysis at smaller programs with the detailed
insights of assembly level fault injection.

2. Developing a two-pass compilation pipeline that compiles a program,
performs fault injection using symbolic execution, and applies opti-
mal assembly-level hardenings at the identified fault locations before
producing the final binary

3. Further researching symbolic execution guided fault injection, look-
ing into furthering the scope of the guided fault injections, as fault
locations can exist outside the scope of what symbolic execution can
find. Potentially through the use of symbolic execution at assembly
level.
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Appendix A

Exhaustive Fault Injection Fault Types

A.1 Pinny

A.1.1 Pinny With Variable Duplication

Figure A.1: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (Pinny with variable duplication hardening)
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A.1. Pinny 74

A.1.2 Pinny With Statement Counter

Figure A.2: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (Pinny with statement counter hardening)
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A.1.3 Pinny Fully Hardened

Figure A.3: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (Pinny with full hardening)
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A.1.4 Pinny Unhardened

Figure A.4: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (Pinny with no hardenings)
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A.2 Hashy

A.2.1 Hashy With Variable Duplication

Figure A.5: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (Hashy with variable duplication hardening)
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A.2.2 Hashy With Statement Counter

Figure A.6: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (Hashy with statement counter hardening)
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A.2.3 Hashy Fully Hardened

Figure A.7: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (Hashy with full hardening)
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A.2.4 Hashy Unhardened

Figure A.8: Exhaustive Fault Injection using Interpreter showing the fault type distribution
for each outcome (Hashy with no hardenings)
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