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Abstract

The proliferation of unmanned aerial vehicles (UAVs) presents both opportunities and threats,
necessitating robust detection and tracking systems. This thesis explores the feasibility of
deploying the multiple radar Bayesian localisation and tracking (MRBLaT) algorithm on
real-world data obtained from distributed, off-the-shelf frequency-modulated continuous-wave
(FMCW) multiple-input multiple-output (MIMO) radar systems. A comprehensive signal
model for FMCW radar is developed, leading to the development of the Python-based Tracking
andMimo radAR Simulation (TMARS) package. The MRBLaT algorithm is integrated into this
package to evaluate performance under both simulated and real-world conditions. Measure-
ments are collected using three Texas Instruments AWR1843BOOST radar modules operating
in a synchronised, distributed configuration. Experimental results demonstrate the MRBLaT
algorithm’s ability to track a drone under real-world conditions with significant accuracy, es-
pecially in low signal-to-noise ratio (SNR) scenarios. Challenges related to multipath fading,
clutter, synchronisation, and non-convex optimisation are identified as key difficulties of real-
world deployment. The findings validate MRBLaT as a promising approach for distributed
radar-based drone tracking and lay the groundwork for future improvements.
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Preface

The mathematical notation used in this thesis is described here. Generally, scalar values will
be denoted by lower-case letters such as x. Vectors are denoted by bold lower-case letters such
as x, and all vectors are assumed to be column vectors. A superscript > denotes the transpose
of a matrix or vectors so that x> will be a row vector. Upper-case bold letters such as X denote
matrices. Variables will, throughout the thesis, be denoted in italic type. The units employed
in this thesis are based on the SI.

In relation to the text formatting, specific components relating to sensing, software, and
programming function will be denoted as: arbitrary text. The term unmanned aerial vehicle
(UAV) is commonly used as a scientific notation for small fixed-wing aircraft and quadcopters.
In this thesis, the term drone is used to refer to such devices. In relation to the radar, the
transmitter and receiver are denoted as TX and RX, respectively. In this thesis chirp refers
specifically to a linear frequency modulation (LFM) chirp, unless otherwise stated.

Throughout this thesis, the notation multiple radar Bayesian localisation and tracking
is consistently used to refer to the Bayesian localisation and tracking algorithm, regardless of
whether it is applied using a single radar or multiple radars. When the algorithm is applied to a
single radar – equivalent to the standard Bayesian localisation and tracking (BLaT) algorithm
– it is still denoted as MRBLaT for consistency. In the presented figures, references such as
radar 2 indicate the MRBLaT algorithm applied solely to the second radar, whereas labels
like radar 1,2,3 denote MRBLaT applied jointly across radars one, two, and three.

The group would like to thank supervisors Troels Pedersen and Anders Malthe Westerkam for
their support and guidance throughout the project.
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List of abbreviations

Abbreviation Definition

ADC analogue to digital converter
AWR AWR1843BOOST
BLaT Bayesian localisation and tracking
CDM code division multiplexing
CFAR constant false alarm rate
CPI coherent processing interval
CR confidence region
CW continuous wave
DCA DCA1000EVM
DFT discrete Fourier transform
DOA direction-of-arrival
DTT detect-then-track
FDM frequency division multiplexing
FFT fast Fourier transform
FIFO first in first out
FMCW frequency-modulated continuous-wave
FT Fourier transform
GT ground truth
IF intermediate frequency
IMU inertial measurement unit
IQ in-phase and quadrature
KL Kullback–Liebler
LFM linear frequency modulation
MIMO multiple-input multiple-output
MRBLaT multiple radar Bayesian localisation and tracking
MUSIC multiple signal classification
NTP network time protocol
RCS radar cross section
RF radio frequency
RMSE root mean square error
RRE radar range equation
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Abreviation Definition

RX receiver
SCR signal-to-clutter ratio
SIR signal-to-interference ratio
SNR signal-to-noise ratio
TBD track-before-detect
TCP transmission control protocol
TDM time division multiplexing
TMARS Tracking and Mimo radAR Simulation
ToF time of flight
TX transmitter
UAV unmanned aerial vehicle
UDP user datagram protocol
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1 | Introduction

Over the past two decades, unmanned aerial vehicles (UAVs) � especially quadcopters, com-

monly known as drones � have seen a signi�cant rise in recreational and commercial use. This

growth has been largely driven by advancements in electronic components and manufacturing

processes, which have enabled the widespread availability of cost-e�ective �ight controllers,

inertial measurement unit (IMU), GPS modules, and compact imaging systems. These techno-

logical developments have contributed to the emergence of UAV platforms that are compact,

highly manoeuvrable, user-friendly, and require minimal maintenance [1].

As UAV technology has become increasingly accessible and integrated into various aspects

of civilian life, its use in military and criminal activities has also grown, raising new concerns

related to security, surveillance, and airspace regulation. One prominent example of the security

challenges posed by UAVs is their potential threat to manned aviation. In response, numerous

aviation authorities have implemented strict regulations prohibiting drone operations in the

vicinity of airports. A recent incident at Copenhagen Airport on 31 January 2025, underscores

the severity of this risk: unauthorised drone activity led to the suspension of all inbound and

outbound air tra�c, resulting in �ight cancellations and diversions [2]. Another example arises

from the widespread use of drones in the ongoing con�ict following the Russian invasion of

Ukraine, where commercially available hobbyist drones have been retro�tted with explosive

payloads for use in combat operations [3]. This emerging form of drone warfare underscores the

dual-use nature of UAV technology. Such developments further emphasise the urgent need for

robust and reliable drone countermeasures and mitigation systems to safeguard both airspace

integrity and public safety.

Various drone countermeasure technologies are currently in deployment worldwide. The

vast majority relies on radio frequency (RF) jamming, where the counter-drone system disrupts

the communication links of wirelessly operated UAVs. These systems emit electromagnetic in-

terference across designated frequency bands, e�ectively neutralising the control signals between

the drone and its operator. Nevertheless, RF jamming is ine�ective against autonomously op-

erating drones and �bre-optic drones which receive control commands via a �ber-optic tether

deployed during �ight [4, 5]. In these cases, kinetic countermeasures, such as the Oerlikon

Skynex air defence system developed by Rheinmetall, become necessary [6].

A fundamental requirement shared by kinetic counter-UAV systems is the ability to reli-

ably and accurately detect and track the drone. While conventional radar systems operating in

the L-band to X-band frequencies are e�ective in tracking large aircraft, they are typically not

well-suited for detecting small UAVs with low radar cross section (RCS) and highly dynamic

�ight patterns [7]. In a prior investigation, the feasibility of using a sensor fusion approach com-

bining radar and optical sensors for drone detection and localisation was explored [8] along with
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subsequent work on applying the multiple-input multiple-output (MIMO) principle for angle

estimation [9]. Notably, the frequency-modulated continuous-wave (FMCW) radar subsystem

demonstrated strong potential for all-weather, day-and-night operation, exhibiting promising

capabilities in detecting and tracking drones.

However, several areas for system improvement were identi�ed, including: improved radar

system design, enhanced synchronisation techniques, development of distributed radar archi-

tectures, and implementing more advanced tracking algorithms. This project aims to apply

an FMCW MIMO radar distributed radar system for advanced tracking and bridging the gap

between simulation and a real-world setting.

A distributed system consists of multiple nodes collaborating to solve a shared task, such

as target tracking [10, 11]. Instead of relying on a single, expensive radar with extensive

coverage, a decentralised system can use several smaller, less costly radars spread across the

area. If one or more radars fail, the system can maintain coverage, ensuring continued operation.

Thus, the system must have enough radars to support normal functioning despite individual

failures [11].

Figure 1.1: Distributed radar system with N radar radars and a drone following a certain track.

Tracking-wise, conventional algorithms such as Kalman �ltering used in prior work, in [8,

9], rely on a series of detections by an algorithm such as constant false alarm rate (CFAR) and

an underlying kinematic target model in a so-called detect-then-track (DTT) scheme. Another

approach is o�ered by track-before-detect (TBD) algorithms, where detection and tracking

occur simultaneously. TBD algorithms are provided with all the radar data and demonstrate

successful tracking in lower signal-to-noise ratio (SNR) conditions than DTT approaches [12]. A

promising solution encompassing an advanced TBD algorithm with distributed radar systems is

the multiple radar Bayesian localisation and tracking (MRBLaT) algorithm [13]. The MRBLaT

algorithm uses a Bayesian message passing framework for distributed joint localisation and

tracking employing the mean �eld approach to approximate the posterior distribution of target
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parameters. MRBLaT o�ers low communication overhead scaling linearly with the number of

radars in the system and is proven in simulations to outperform a multi-input Kalman �lter in

low SNR conditions [13].

1.1 Problem formulation

While theoretical analyses of the MRBLaT algorithm, and other Bayesian tracking algorithms

as well, have demonstrated promising performance in controlled simulation scenarios, as de-

scribed in [12, 13, 14], its behaviour under real-world conditions remains largely unexplored.

The primary challenge lies in bridging the gap between simulation-based evaluations and real-

world deployments, leading to the following problem formulation:

Is it feasible to apply the MRBLaT algorithm to real-world radar measurements obtained from

o�-the-shelf single-radar demonstration boards, and what technical di�culties are involved in

doing so? Moreover, can MRBLaT be applied to tracking a drone in a real-world setting, and

what is the performance?

The rest of Chapter 1 presents the operational principles of radars and, more speci�cally, the

radar systems and techniques applied in this project. Chapter 2 derives and develops the sig-

nal model required for tracking with MRBLaT and developing a simulation tool. Chapter 3

presents the tracking and localisation algorithm MRBLaT. Chapter 4 introduces theTMARS

Python package, applying the signal model from the previous chapter along with presentation

of the implemented MRBLaT capability. Chapter 5 presents the real-world test setup and

introduces the collected measurement data. Chapter 6 presents a structured investigation of

the MRBLaT tracking performance, progressing from idealised simulations to real-world mea-

surements, where the results are discussed along the way. Conclusions are drawn and future

work is presented in Chapter 7.
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1.2 Operational principles of radar

Radar systems use electromagnetic waves in the radio wave spectrum to detect objects. The

transmitter (TX) antenna emits radio waves, also referred to as signals, in predetermined

directions. When these radio waves encounter an object, they are scattered in many directions,

and some are absorbed in the object. Radio waves that are re�ected back towards the radar

and received by the receiver (RX) antenna provide the operating principle [15, 16]. For a

bistatic radar, the TX and RX antennas are signi�cantly separated in space. In contrast, the

monostatic radar system � employed throughout this project � has collocated antennas where

the TX antenna is located near the radar RX antenna (the TX and RX antenna could even

be shared). Radar measurements concern range (R), direction in azimuth (� ) and elevation

(� ) angles, and radial velocity of objects [16]. A spherical coordinate system is used for radar

measurements depicted in Figure 1.2, where the radar antenna is positioned at the origin with

a boresight direction (on-axis) along they axis.

Figure 1.2: Applied spherical and Cartesian coordinate system for radar measurements.

The universal range-encoding mechanism of radar systems such as the FMCW is given by

the time of �ight (ToF) principle expressing how a transmitted signal's round-trip delay encodes

distance. A signal transmitted att0 and received att1 yields a time delay by� = t1 � t0. For

a monostatic radar, the time required for a signal to propagate to an object at distanceR and

return is 2R=c, with c being the speed of electromagnetic wave propagation. The distance to
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an object or target can then be calculated using the time delay as

R =
c�
2

: (1.1)

1.2.1 The MIMO radar principle

This project employs radar systems with antennas in a multiple-input multiple-output (MIMO)

setup. MIMO radars form a virtual aperture by pairing M TX with I RX antennas, yielding

NV X = M � I virtual elements in a so-called virtual array. This principle is illustrated in

Figure 1.3. The same set of RX elements processes signals from multiple TX elements, i.e.

each RX antenna receives the backscattered signal from all TX elements. Provided that the

RX elements are able to separate the signals corresponding to di�erent TX elements, e.g.

by having the TX elements transmit on orthogonal channels, a virtual array is created. The

notation (m; i ) is used to index TX-RX antennas, wherem 2 f 1; 2; : : : ; M g and i 2 f 1; 2; : : : ; I g.

This con�guration enables unique signal processing techniques that can signi�cantly improve

spatial resolution, target detection, and accuracy. A target introduces phase di�erences across

the virtual elements, encoding the angle of the target. The enlarged aperture directly narrows

the beamwidth, giving �ner angle resolution and better sidelobe/clutter suppression without

extra analogue front-end complexity.

1.2.2 Multiplexing

In radar systems, channel separation is most commonly achieved via multiplexing, whereby

multiple transmit-receive paths share the same physical medium without mutual interference.

Three common multiplexing schemes are frequency division multiplexing (FDM), code division

multiplexing (CDM), and time division multiplexing (TDM). In a multiplexed MIMO radar,

FDM assigns each transmitter a unique sub-band so that echoes are separated in frequency at

the receiver, while CDM has all transmitters operate simultaneously on the same carrier but

each with an orthogonal code. In this project, however, FDM will be reserved for inter-system

isolation in the distributed radar network, and TDM is chosen over CDM due to less hardware

complexity requirement of TDM and its ease of implementation [17]. An illustration of FDM

for inter-system isolation can be seen in Figure 1.4, where the two radar signals are isolated in

frequency. TDM achieves perfect channel orthogonality by allocating each TX antenna its own

time slot, allowing each receiver to isolate echoes from each TX and assemble the composite

virtual array. Each block containsM time slots, each corresponding to the transmission by one

of the M TX antennas. The signal is transmitted from one TX antenna at a time, alternating

between the elements. This scheme is illustrated in Figure 1.5 for an FMCW radar withM = 2.

This approach ensures that there is no interference between signals from di�erent transmitters

in the receivers, thereby achieving orthogonality in time.
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(a) Illustration of the MIMO radar principle with a 2� 4 TX/RX array.

(b) Synthesis of the virtual array from the individual TX-RX pathways.

Figure 1.3: Conceptual visualisation of the MIMO virtual array formation.
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Figure 1.4: FDM illustration using two radars.

Figure 1.5: TDM illustration using two TX antenna elements.

1.2.3 The FMCW radar principle

Frequency-modulated continuous-wave (FMCW) radar systems do not directly measure� via

start-and-stop timing of individual pulses. Instead, FMCW cleverly transforms a timing prob-

lem into a frequency measurement by exploiting frequency modulation. The FMCW radar

radiates a continuous waveform wherein the frequency is swept over some bandwidthB over

a duration Tc repeatedly. By applying linear frequency modulation (LFM), the sweep or chirp

rate S = B=Tc is kept constant so that the frequency increases linearly during the sweep in-

terval, resulting in the �sawtooth� FMCW signal where every individual ramp is called a chirp.

Figure 1.6 illustrates the time and frequency representations of LFM chirps.

Because transmit energy is spread over time rather than concentrated into short bursts,

continuous wave (CW) radars need far lower peak power than pulsed radars yet are capable

of achieving comparable (or better) range through coherent integration of the extended echo.

The resulting hardware is compact, lightweight, and power-e�cient, making CW/FMCW sen-

sors particularly attractive for mobile applications such as drone detection and localisation [8,

18]. The MIMO FMCW radar system is illustrated by the block diagram in Figure 1.7. To

understand how the FMCW radar system, as seen in Figure 1.7, measures a range pro�le, the

sawtooth signal after being synthesised by the ramp generator is considered. The signal trans-

mitted by transmitter m can be described by an exponential function with time-varying phase

7



(a) Amplitude versus time.

(b) Instantaneous frequency versus time.

Figure 1.6: Representation of the ideal chirp signal in time and frequency domain.

Figure 1.7: Simpli�ed functional block diagram of a MIMO FMCW radar [19].

8



� also known as instantaneous phase,� (t), as [20, 21]

x(m)(t) = expf j 2�� (t)g : (1.2)

For the instantaneous phase modelled, the instantaneous frequency is [22, 23]

f (t) =
d� (t)

dt
: (1.3)

For this di�erential equation, f (t) is a function that describes the frequency as a function of

time, t. This di�erential equation is solved using separation of variables as

d� (t) = f (t)dt

) � (t) =
Z t0+ t

t0

f (t)dt

=
Z t0+ t

t0

St + f cdt; (1.4)

wheref c is the signal's carrier frequency. With start time of the chirpt0 = 0,

� (t) =
1
2

St2 + f ct: (1.5)

Then the transmitted signal by transmitter m reads

x(m)
0 (t) = exp

�
j 2�

�
1
2

St2 + f ct
��

, for t � Tc; (1.6)

by inserting (1.5) into (1.2).

At some range, a target re�ects the signal transmitted, and a delayed version is recieved

at the RX antenna. The received signal is written as

y(m;i )
0 (t) = x(m)

0 (t � � (m;i )(t))

(1.7)

where� (m;i )(t) is the ToF as used by (1.1), from TXm to RX i .

Hereafter, it is mixed with a replica of the transmitted signal. The result is the interme-

diate frequency (IF) or beat signal. The IF signal is a sinusoid with instantaneous frequency

[16, 24]

f IF (t) =
2R(t)S

c
; (1.8)
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from which the range of the target at timet is readily found by isolatingR(t). The detailing

of the mixer and how the mixed signal is derived is described in Chapter 2. In each TX-RX

pair, the demodulated analogue IF signal is produced and then digitised by the analogue to

digital converter (ADC). The digital front-end performs signal processing such as range-FFT

for range estimation and Doppler processing for velocity estimation.

The three fundamental measurements, range, velocity, and direction-of-arrival (DOA),

are expanded upon individually in the following.

Range

The chirp bandwidth and chirp slope a�ect the radar range resolution and maximum range,

respectively. It is crucial to carefully consider these radar design parameters to obtain a range

resolution that is good enough to detect the desired target, i.e. drones, and achieve an ac-

ceptable maximum detection range. Firstly, the range resolution, depending on the bandwidth

swept by the chirp, de�nes how closely the radar can resolve objects as [16]

� R =
c

2B
: (1.9)

The maximum range is given by the sampling ratef s and the chirp rate by [16]

Rmax =
f sc
2S

: (1.10)

Velocity and Doppler e�ect

Velocity can be estimated by measuring the Doppler shift of the received signal. As a target

moves relative to the radar transmitting a wave, the wave undergoes a frequency shift pro-

portional to the relative velocity. For an FMCW radar, the Doppler shift can be computed

by exploiting the consecutive chirps [16]. Further emphasis will not be put on FMCW radar

velocity measurements as the consecutive chirps are not utilised in the signal implementation

of the tracking algorithm. It is important to note that the Doppler shift only provides the

radial velocity component. However, a series of position measurements with or without radial

velocity can be used to infer target dynamics in all three dimensions.

Angle

Obtaining angle estimates of a target location can be done utilising the MIMO principle. A

slight phase shift will occur between all sets of TX-RX pairs. This small phase shift makes

it possible to determine the DOA, using numerous DOA algorithms, e.g. angle fast Fourier

transform (FFT), Bartlett beamformer, Capon beamformer, or the multiple signal classi�cation

(MUSIC) algorithm.
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The angle resolution� � for a uniform linear array can generally be expressed as [25]

� � = � c=array length; (1.11)

where� c is the wavelength of the carrier frequency. The angle resolution is directly proportional

to the number of antenna elements in the virtual array. DOA algorithms can achieve higher

angular resolution; for example, the resolution of the MUSIC algorithm depends on factors such

as the estimated covariance matrix, the SNR, and the number of signal sources.

1.2.4 The radar range equation

Modelling the amplitude of the received signal for a radar system is crucial for system design

and analysis. The radar range equation (RRE) is a deterministic model used to determine

the power of the received echoPr to the transmitted power Pt in terms of a variety of system

parameters. As the electromagnetic wave propagates through space, its power density decreases

according to the inverse square law. This attenuation occurs because the energy spreads out

uniformly as the wavefront expands in three-dimensional space. The RRE for an ideal radar

operated in free space with a single point target is given as [16]

Pr =
PtGT X (�; � )GRX (�; � )� 2

c�
(4� )3R4

; (1.12)

whereGT X=RX (�; � ) designates the TX/RX antenna gains and� is the RCS. The RCS quanti�es

the equivalent cross-sectional area of an object by comparing it to a perfectly re�ecting sphere

that would yield an identical re�ection strength when illuminated by the radar signal [16].

RCS does not necessarily have a direct correlation to the actual physical cross-sectional area

of an object but instead depends on various factors, including shape, orientation, material

properties, and the frequency of the radar signal. The radar range equation in (1.12) is in its

simplest form, and does not take various loss and gain factors into consideration. System losses,

L s and atmospheric attenuation,La(R) are two important loss factors. However, this project

will assume the operation of ideal radars in free space for simulation and various loss factors

are not considered.

Having discussed the RRE and RCS, which together de�ne the received signal's power level

from a target, it becomes essential to address real-world limitations arising in radar systems.

In operational scenarios, the detection capability is not only governed by signal strength but is

critically in�uenced by the presence of interferences.

1.2.5 Interferences

The received waveforms contain, apart from the target signal (echoes from desired targets),

also a mixture of unwanted contributions such as thermal noise, clutter returns, co-channel or
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adjacent-channel emissions represented by noise and clutter signals. These spurious compo-

nents collectively de�ne the interferences against which the radar must extract its meaningful

signal. To quantify the impact of all undesired signals, the signal-to-interference ratio (SIR) is

introduced as [16]

SIR =
Pr

Pi
; (1.13)

where the interference powerPi encompasses both noise and clutter interferences. Two com-

monly cited measures derive directly from this general de�nition [16]:

ˆ Signal-to-noise ratio , which considers two sources: noise through the antenna from

external sources (external)1 and noise generated in the radar reciever itself (internal)2

given as

SNR =
Pr

Pnoise
: (1.14)

ˆ Signal-to-clutter ratio (SCR) , which treats environmental echoes as the interfering

background given as

SCR =
Pr

Pclutter
: (1.15)

A strong emphasis is put on the SNR in this project, as clutter is not modelled in simulation and

reduced as much as possible in real-world testing. Therefore, noise is the primary interference

source considered in this project. However, the interference from clutter is in many real-world

cases the dominant interference source, which will be evident during real-world data analysis

and should therefore not be completely disregarded.

1External noise is mainly contributed by the sun, cosmic noise, and jamming.
2Internal noise includes thermal noise, shot noise, partition noise, and �icker noise.
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2 | Signal model

This chapter develops a signal model tailored to FMCW MIMO radar systems, forming the

foundation for a simulation tool and real-world drone tracking. The �rst section describes the

signal model for a single-radar case. The model is subsequently expanded to incorporate a

multi-radar system.

2.1 Derivation in the time domain

The transmitted signal for transmitter m is given in (1.6), while the general form of the received

signal is described in (1.7). Additionally, radar signals are subject to various environmental

losses, as detailed in the RRE in (1.12) encompassed by the time-dependent path loss term

� (t), modifying the received signal accordingly yields [23, 21]

�y(m;i )
0 (t) = � (t)x(m)

0 (t � � (m;i )( t ))

= � (t)exp
�

j 2�
�

1
2

S
�
t � � (m;i )(t)

� 2
+ f c

�
t � � (m;i )(t)

�
��

= � (t)exp
�

j 2�
�

1
2

St2 + f ct
��

� exp
�

j 2�
�

1
2

S� 2(m;i )(t) � St� (m;i )(t) � f c� (m;i )(t)
��

; for t � Tc: (2.1)

Multiple consecutive chirps are shown in Figure 1.6, each with some durationTc, making

it possible for a target's kinematics to change during a chirp. Hence, an approach is pursued

to approximate the changing ToF. The ToF from TX m to the target and back to the RX i

can be written as

� (m;i )(t) =






 r T (t) � p (m)

tx








2
+






 r T (t) � p (i )

rx








2

c
; (2.2)

where r T (t) 2 R2� 1 is the position of the target, p (m)
tx 2 R2� 1 describes the position of TX

antenna m, and p (i )
rx 2 R2� 1 is the position of RX antennai . The position of a moving target

changes with time. If a chirp is su�ciently short, compared to a target's kinematics, it is

possible to approximate its position using a Taylor series. Thus, forr T (t) in (2.2) the following

is obtained [23, 26, 27]

r T (t) � pT (tc) + ( t � tc) � vT (tc); (2.3)
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where tc is the start time of the current chirp, pT (tc) 2 R2� 1 is the position of the target and

vT (tc) 2 R2� 1 is the velocity of the target at tc .

Simply inserting (2.3) into (2.2) does not describe radar signal behaviour correctly, as

the signal only incorporates radial velocity. Hence, the velocity vector,vT (tc) is projected

onto a unit vector pointing from TX m or RX i towards the target asp̂ (m)>
tx;T (tc)vT (tc) and

p̂ (i )>
rx;T (tc)vT (tc) respectively, which is shown in Figure 2.1. The skalarŝp (m)>

tx;T (tc)vT (tc) and

p̂ (i )>
rx;T (tc)vT (tc) describe the length of the projected vectors~p (m)

tx;T (tc) and ~p (i )
rx;T (tc) respectively

[26, 28, 29]. Using this radial velocity component then yields

� (m;i )(t) =






 pT (tc) � p (m)

tx








2
+ p̂ (m)>

tx;T (tc)vT (tc) � (t � tc)

c

+






 pT (tc) � p (i )

rx








2
+ p̂ (i )>

rx;T (tc)vT (tc) � (t � tc)

c

=
r (m)(tc) + r (i )(tc) +

�
v(m)

r (tc) + v(i )
r (tc)

�
(t � tc)

c
; (2.4)

with the notation

r (m)(tc) =





 pT (tc) � p (m)

tx








2
;

r (i )(tc) =



 pT (tc) � p (i )

rx






2
;

v(m)
r (tc) = p̂ (m)>

tx;T (tc)vT (tc);

v(i )
r (tc) = p̂ (i )>

rx;T (tc)vT (tc):

Furthermore, it is convenient to split � (m;i )(t) into the distance-dependent component� (m;i )
R (tc)

and the velocity-dependent component� (m;i )
v (t) as

� (m;i )
R (tc) =

r (m)(tc) + r (i )(tc)
c

; (2.5)

� (m;i )
v (t) =

�
v(m)

r (tc) + v(i )
r (tc)

�
(t � tc)

c
: (2.6)

Inserting (2.5) and (2.6) into (2.1) yields

�y(m;i )
0 (t) = � (t) � exp

�
j 2�

�
1
2

St2 + f ct � St� (m;i )
R (tc)

��

� exp
n

j 2�
h
� (m;i )

R (tc) + � (m;i )
v (t)

io
; for t � Tc; (2.7)
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1
2S� 2(m;i )

R (tc) f c� ( m;i )
R ( t c) 1

2S~� 2(m;i )
v (tc) S� (m;i )

R ~� (m;i )
v (tc) STc~� (m;i )

v (tc) f c ~� ( m;i )
v ( t c)

� 0:4 � 15:4 � 103 � 4:444� 10� 10 � 26:67� 10� 6 � 0:013 � 0:513

Table 2.1: Sizes of each term of (2.8) and (2.9). The results are based on a typical target scenario,
with a radial velocity of 20 m s� 1 and distance 30 m, with FMCW radar settings Tc = 100 µs, S =
20 MHz and f c = 77 GHz [8]. The bold terms are the terms that are signi�cant for (2.10) and (2.11).

where

� (m;i )
R (tc) =

1
2

S� 2(m;i )
R (tc) + f c�

(m;i )
R (tc); for t � Tc (2.8)

� (m;i )
v (t) =

1
2

S� 2(m;i )
v (t) + S� (m;i )

R (tc)� (m;i )
v (t) � St� (m;i )

v (t) � f c� (m;i )
v (t); for t � Tc: (2.9)

These phase shifts are not all signi�cant, as several have insigni�cant sizes. E.g. consider a case

where a target travels at a radial velocity of20 m s� 1 seen as an upper limit for a traditional

drone [30, 31]. This is measured by a radar30 mfrom the target. The radar has typical FMCW

radar settingsTc = 100 µs, S = 20 MHz, and f c = 77 GHz [8]. The terms of (2.8) and (2.9) are

calculated in Table 2.1, which suggests that (2.8) and (2.9) can reasonabily be approximated

as

� (m;i )
R (tc) � f c�

(m;i )
R (tc); for t � Tc (2.10)

� (m;i )
v (t) � � f c� (m;i )

v (t); for t � Tc: (2.11)

The term 2� � � (m;i )
R (tc) represents the phase di�erence between the TX and RX antenna pairs

and is crucial for estimating the DOA. By examining the expressions in Table 2.1 and comparing

them to a full 2� phase cycle, the term2� � 1
2S� 2(m;i )

R (tc) stands out, as it contributes a signi�cant

phase shift. Since2� �� (m;i )
R (tc) re�ects the relative phase between antennas, the spatial variation

across the array must also be considered. Notably,2� � 1
2S� 2(m;i )

R (tc) remains nearly constant

for a range variation of4 mm. In contrast, the term 2� � f c�
(m;i )
R (tc) varies by approximately4�

over the same distance, indicating a much higher sensitivity to range. The term2� � � (m;i )
v (t)

captures the phase shift due to the target's radial velocity. Overall, the size of most phase

contributions listed in Table 2.1 is negligible compared to a full2� phase cycle.

The transmitted and received signal is processed by the mixer component in the FMCW

radar, which gets sampled afterwards. Applying the sampling theory described in appendix A,

the output of the mixer becomes [21]

Y (m;i )
0 (t) =

N sX

ns =1

y(m;i )
0 (nsTs) � x � (m)

0 (nsTs)� (t � nsTs); for t � Tc; (2.12)

whereY (m;i )
0 (t) is the IF signal after the mixer,ns 2 f 1; 2; � � � ; Nsg is the sample index,Ts = f � 1

s

is the sample time, and� (t) is the Kronecker delta function. Note that the IF signal still depends
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Figure 2.1: Radial velocity found by projecting the velocity vector onto the direction vectors.

on the transmitter index m, as TDM between each TX antenna is assumed during transmission,

which is shown in Figure 1.5. Inserting (1.6) and (2.7) in (2.12) yields [21, 20]

Y (m;i )
0 (t) =

N sX

ns =1

�y(m;i )
0 (nsTs) � x � (m)

0 (nsTs)� (t � nsTs)

=
N sX

ns =1

� (nsTs) � exp
n

� j 2�Sn sTs�
(m;i )
R

o

� exp
n

j 2�
h
� (m;i )

R (tc) + � (m;i )( ns Ts )
v

io
� (t � nsTs); for t � Tc: (2.13)

The next step is to align (2.13) with the transmission scheme described in Figure 2.2. For

an FMCW radar, the underlying transmit process is transmittingNc Tb spaced chirps. A group

of chirps is called a frame, which is captured throughoutTF . Once a complete frame has been

transmitted, the sequence restarts later. Applying this scheme yields [21]

Y (m;i )(t) =
NF � 1X

nF =0

N c � 1X

nc=0

Y (m;i )
0 (t � ncTb � nF TF )Wc(t � ncTb � nF TF ) + wn (t)

=
NF � 1X

nF =0

N c � 1X

nc=0

N sX

ns =1

� (nsTs) � exp
n

� j 2�S� (m;i )
R (tc) � (nsTs � ncTc � nF TF )

o

� exp
n

j 2�
h
� (m;i )

R (tc) + � (m;i )
v (nsTs)

io

� Wc(nsTs � ncTb � nF TF )� (t � nsTs � ncTb � nF TF )

+ w(nsTs)� (t � nsTs � ncTb � nF TF ); (2.14)

where nc 2 f 0; 1; � � � ; Nc � 1g is the chirp index, nF 2 f 0; 1; � � � ; NF � 1g is the frame index,
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Figure 2.2: Transmission scheme used in FMCW radar. The boxes on the time axis indicate a frame.
In each frame, multiple chirps are transmitted, shown by the sinusoids. The approximated relative
sizes of the frame and the chirp times are shown. The approximation is based on previous knowledge
in this �eld [8].

w(t) represents internal noise, and a rectangular window is de�ned as [21]

Wc(t) =

8
<

:
1 if t � Tc

0 otherwise
: (2.15)

From this, it is possible to determine the start time of each chirp astc = ncTb + nF TF .

Within a frame, the target is assumed not to move signi�cantly, applying the stop-and-hop

approach between frames, thus all functions that are dependent ontc can be calculated using

tc � nF TF instead, as

Y (m;i )(t) �
NF � 1X

nF =0

N c � 1X

nc=0

N sX

ns =1

� (nsTs) � exp
n

� j 2�S� (m;i )
R (tc) � (nsTs � ncTc � nF TF )

o

� exp
n

j 2�
h
� (m;i )

R (nF TF ) + � (m;i )
v (nsTs)

io

� Wc(nsTs � ncTb � nF TF )� (t � nsTs � ncTb � nF TF )

+ w(nsTs)� (t � nsTs � ncTb � nF TF ): (2.16)

Consider a scenario in which a target moves radially at20 m s� 1, measured by a radar located

30 m away. The radar hasTc = 100 µs and TF = 100 ms. With these settings, the target moves

2 mm, within each chirp, which is negligible compared to the target's distance. On the other

hand, 2� � � (m;i )
R (nF TF ) will change signi�cantly between chirps. However,2� � � (m;i )

R (nF TF ) will

not change signi�cantly across TX-RX antenna pairs, between chirps. As this phase shift is

used for DOA, the e�ect of the change is simply an approximate constant phase shift across

all TX-RX antennas, meaningtc � nF TF is still a reasonable approximation. Even across128

chirps, comparable to what is used in a real-world radar system, the target only moves256 mm,
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still considered insigni�cant given the �nite resolution of the radar's range bins. However, the

target moves 2 m between frames, which is far more substantial. Thus, the approximation

tc � nF TF is deemed reasonable.

Based on the content in (2.16), it is possible to de�ne a coherent processing interval (CPI)

data matrix for each frame. This data matrix consists ofNs columns andNc rows, with the

samples belonging to a single chirp arranged along the corresponding row. The construction

of the CPI data matrix, along with its timing information, is illustrated in Figure 2.3. By

introducing the CPI data matrix notation, it is possible to apply the framework to better

describe the sampling process of each frame [16]. The CPI notation yields

Y (m;i )(t) =
NF � 1X

nF =0

a(m;i )(nsTs)D (m;i )
nF

(t)Wc(nsTs � ncTb � nF TF )� (t) + W nF � (t); (2.17)

where a(m;i ) = exp
n

j 2�� (m;i )
R (nF TF )

o
is a steering phase for the(m; i ) TX-RX pair, W nF 2

CN c � N s is the noise matrix applying noise on each entry and

D (m;i )
nF

(t) =

2

6
6
6
6
4

d(m;i )
(0;0) (t) d(m;i )

(0;1) (t) � � � d(m;i )
(0;N s )(t)

d(m;i )
(1;0) (t) d(m;i )

(1;1) (t) � � � d(m;i )
(1;N s � 1)(t)

...
...

. . .
...

d(m;i )
(N c � 1;0)(t) d(m;i )

(N c ;1)(t) � � � d(m;i )
(N c � 1;N s � 1)(t);

3

7
7
7
7
5

d(m;i )
(nc ;ns )(t) = � (nsTs) � exp

n
� j 2�S� (m;i )

R (nF TF ) � (nsTs � ncTc � nF TF )
o

� exp
�

j 2�� (m;i )
v (nsTs)

	
� (t):

To align the notation with that used in actual radar systems, (2.17) can be discredited

[32]. To do so, the CPI notation is de�ned, for a single frame, as each frame is sampled

independently. Hence, the discrete signal model is

Y (m;i )
nF

= � nF a(m;i )
nF

D (m;i )
nF

+ W nF ; (2.18)

where

a(m;i )
nF

= exp
n

j 2�� (m;i )
nF ;R

o
;

D (m;i )
nF

=

2

6
6
6
6
4

d(m;i )
nF ;(1;1) d(m;i )

nF ;(1;2) � � � d(m;i )
nF ;(1;N s )

d(m;i )
nF ;(2;1) d(m;i )

nF ;(2;2) � � � d(m;i )
nF ;(2;N s )

...
...

. . .
...

d(m;i )
nF ;(N c ;1) d(m;i )

nF ;(N c ;2) � � � d(m;i )
nF ;(N c � 1;N s � 1)

3

7
7
7
7
5

;

d(m;i )
nF ;(nc ;ns ) = exp

n
� j 2�S� (m;i )

nF ;R � nsTs

o
� exp

�
j 2�� (m;i )

ns ;v

	
:
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Figure 2.3: A single CPI matrix, where each row is ADC samples for each chirp. ADC samples are
sampled faster than the chirps, meaning each row can be concatenated for each chirp in a frame.
C# : S# designates chirp and ADC sample indicies in the CPI matrix.

Assuming that the TX and RX antennas for a single radar are su�ciently close, application

of small-scale assumption renders the term exp
n

� j 2�S� (m;i )
nF ;R � nsTs

o
, which calculates the ToF

with total precision, unnecessary. If all antennas are located close enough to the centre point

of the radar, an approximate ToF, similar to (1.1), for all TX-RX pairs can be calculated as

~� nF ;R =
2RnF

c
: (2.19)

Similarly, for distance, the ToF from radial velocity can be calculated as

~� nF ;v =
2vnF Tc

c
; (2.20)

where vnF is the radial velocity measured from the radar position. Additionally, if constant

velocity within a frame is assumed, (2.9) can be simpli�ed further by implementing

~� nF ;nc ;v = � f c~� nF ;vnc: (2.21)

Using these approximations, it is possible to write (2.18) as

~Y
(m;i )
nF

= � nF a(m;i )
nF

~D nF + W nF ; (2.22)
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Figure 2.4: Comparison between the globalx-y-axis and N radar = 3 local x (k ) -y(k ) -axis.

where

~D nF =

2

6
6
6
6
4

~dnF ;(0;0)
~dnF ;(0;1) � � � ~dnF ;(0;N s � 1)

~dnF ;(1;0)
~dnF ;(1;1) � � � ~dnF ;(1;N s � 1)

...
...

. . .
...

~dnF ;(N c � 1;0)
~dnF ;(N c � 1;1) � � � ~dnF ;(N c � 1;N s � 1)

3

7
7
7
7
5

~dnF ;(nc ;ns ) = expf� j 2�S ~� nF ;R � nsTsg � exp
n

j 2� ~� nF ;nc ;v

o
:

2.2 Distributed radar system extension

With the signal model derived for a single radar in Section 2.1, it should now be extended to

the multiple radar case for distributed radar systems. In (2.22), a model for the IF signal is

described. For a multi-radar system, withNradar radars, the signal model becomes

~Y
(k;m;i )
nF

= � (k)
nF

a(k;m;i )
nF

~D
(k)
nF

+ W (k)
nF

: (2.23)

The notation (k; m; i ) means that the k'th radar, for k 2 f 1; 2; � � � ; Nradar g, m'th transmit-

ter, and i 'th receiver are indexed. The same equations described in Section 2.1 apply after

introducing multiple radars, however, with some minor modi�cations. To calculate the radial

distance, it is essential to determine the distance from each radar to the target in each local

coordinate system. The radars and the target can be positioned within a global coordinate

system with Nradar local coordinate systems. The distinctions between local and global coor-

dinate systems can be seen in Figure 2.4. Note that this project's implementation only allows

the same orientation of radar as depicted in the �gure.
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To incorporate the local to global coordinate systems conversions, radial distance and

velocity are converted, such that

r (k)
T;nF

= r T;nF � p (k)
R ; (2.24)

where r (k)
T;nF

2 R2� 1 is the target's relative position to the radars,r T;nF 2 R2� 1 is the target's

global position, andp (k)
R 2 R2� 1 is the global coordinate for radark. The radial distance for

radar k, as depicted in Figure 2.4, is then simply

R(k)
nF

=





 r (k)

T;nF








2
: (2.25)

To map the local radial velocity, the size of the global velocity is projected ontôr (k)
T;nF

, which is

a unit vector pointing towards the target from radark. The radial velocity for radar k becomes

v(k)
nF

= r̂ (k)>
T;nF

vT;nF : (2.26)

Using (2.25) and (2.26), it is possible to calculate

~� (k)
nF ;R =

2R(k)
nF

c
;

~� (k)
nF ;v =

2v(k)
nF Tc

c
;

~� (k)
nF ;nc ;v = � f c~� (k)

nF ;vnc;

which yields

~D
(k)
nF

=

2

6
6
6
6
4

~d(k)
nF ;(0;0)

~d(k)
nF ;(0;1) � � � ~d(k)

nF ;(1;N s � 1)
~d(k)
nF ;(1;0)

~d(k)
nF ;(1;1) � � � ~d(k)

nF ;(1;N s � 1)
...

...
. . .

...
~d(k)
nF ;(N c � 1;0)

~d(k)
nF ;(N c � 1;1) � � � ~d(k)

nF ;(N c � 1;N s � 1)

3

7
7
7
7
5

~d(k)
nF ;(nc ;ns ) = exp

n
� j 2�S ~� (k)

nF ;R � nsTs

o
� exp

n
j 2� ~� (k)

nF ;nc ;v

o
:

(2.23) indicates that the ToF from radar k to a target is determined from the radar's centre

point to the target. Considering individual TX-RX antennas is unnecessary due to their close

mutual placement. However, it is assumed that the distances between radars exceed small-scale

constraints. Therefore, both the radial distance and velocity should be determined individually

for each radar. Nonetheless, the steering phase is in�uenced by antenna positions, as detailed

in (2.5) and (2.8). In global coordinates, the superscript(k) denotes antenna placements for

each radar, while in local coordinates, global placements should be mapped as shown in (2.25).
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3 | Multiple radar Bayesian localisation

and tracking

This chapter describes the multiple radar Bayesian localisation and tracking (MRBLaT) al-

gorithm used for tracking and localisation in the project. In environments characterised by

low SNR conditions, simple tracking methods like the Kalman �lter often fail, as noise easily

misleads the �lter. To address this, the MRBLaT algorithm is employed, which is a novel

approach designed to track targets under such conditions. This chapter will expand on some

of the contents of Chapter 2. However, for brevity,nF used in Chapter 2 will be assignedn in

this chapter, making the notation consistent with [13]. The version of the MRBLaT algorithm

presented here is the same as that described in [13]. Consequently, when material from the

article is used throughout this chapter, it will not be cited repeatedly.

3.1 Underlying Bayesian model

The objective is to estimate the kinematic parameters of a target at timen denoted as� n =h
xn yn vn;x vn;y

i >
that comprise the two-dimensional Cartesian position coordinates and

the respective velocity components, from the received signals at all radars
�

Z8N radar
n

	
n� N

. The

kinematics can be estimated using a statistical model. For a radar system, it is possible to

create a Bayesian network that describes the interactions between the core nodes within the

system.

Consider an underlying global latent variable� a representing the precision of the process

noise and where� n evolves in time at stepsn = 0; 1; : : : ; N . It is assumed that the target is

observed by all radars at the same time. Lastly,Z (k)
n is the received radar signal from radark at

time n being the Fourier transformed data of (2.23), i.e.Z (k)
n = F

n
~Y

(k)
n

o
. The evolution of the

track is determined by the underlying kinematics. Assuming linear motion over the duration

TF , the system is modelled using a Markov process as

� n = T � n� 1 + Gan : (3.1)

Here,T describes the kinematics of the target, andG is the process noise matrix scaled by the
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process noise itself,an � N (a; 0; � a), and are given as

T =

2

6
6
6
6
4

1 0 � t 0

0 1 0 � t

0 0 1 0

0 0 0 1

3

7
7
7
7
5

; G =

2

6
6
6
6
4

� t2

2 0 0 0

0 � t2

2 0 0

0 0 � t 0

0 0 0 � t

3

7
7
7
7
5

: (3.2)

With the introduced assumptions and model of the underlying kinematics, the joint distribution

is expressed as

p
�n

Z (k)
0 ; : : : ; Z (k)

n

o
; � 0; : : : ; � n ; � a

�
= p(� 0 j � a) p(� a)

�
NY

n=1

 
N radarY

k=1

p
�
Z (k)

n j � n

�
!

p
�
� n j � n� 1; � a

�
: (3.3)

The joint distribution is expressed with the Bayesian network displayed in Figure 3.1.

Figure 3.1: Depiction of the Bayesian network in MRBLaT.

This is a variational framework where each node represents a stochastic variable. The clear

nodes represent the latent variables, the shaded nodes represent the observed variables, and

the arrows probabilistic dependencies.

3.2 Variational message passing

Estimation of � n involves computing the posterior distribution p(� n j Zn ; � a). This poste-

rior distribution is intractable, and the mean �eld approach is employed. This approach is a

factorised form of variational inference and approximates the true posterior distribution by a

simpler surrogate function, which is fully factorised. This is given as

q(� 0; : : : ; � N ; � a) = q(� a)
NY

n=0

q(� n ): (3.4)
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The optimal surrogateq(�) is determined by minimising the Kullback-Liebler (KL) divergence

between the true posterior and the approximationq(�). As outlined in [33], the log of the

optimal surrogatesq(� n ) and q(� a) is obtained by considering the log of the joint distribution

over all hidden and visible variables, and then taking the expectation with respect to all of the

other factors. Following this, the surrogates are expressed as

ln(q(� n )) =
N radarX

k=1

�
ln(p(Z (k)

n j � n ))
�

+ En� n

�
ln(p(� n j � n� 1; � a))

�

+ En� n

�
ln(p(� n+1 j � n ; � a))

�
+ const. (3.5)

ln(q(� a)) =
NX

n=1

En� a

�
ln(p(� n j � n� 1; � a))

�

+ ln( p(� a)) + const. (3.6)

The surrogates are computed recursively using a message passing scheme. Each term in (3.5)

and (3.6) represents a message� originating from nodes connected to the target node, i.e. the

nodes in its neighbourhood denoted byNnode. The messages are expressed respectively in the

following.

The message�
�

Z ( k )
n ! � n

�

is approximated by a Gaussian found by minimising the KL

divergence betweenp(Z (k)
n j � n ) and a Gaussian in� n . The resulting expression is intractable,

but it is approximated using the Delta method, which linearises the nonlinear expression using

a �rst-order Taylor expansion [34]. This approximation yields the tractable objective function

used in the algorithm as

DKL / � 2
�
�
� �̂ (k)

D
~S(k)

n (� n )
�
� � Z

�
�Z (k)

n

E�
�
�

+
�
� �̂ (k)

�
�2

D
~S(k)

n (�� n )
�
� � Z

�
� ~S(k)

n (�� n )
E

+
�
� �̂ (k)

�
�2

Tr
�
��� n

D
r �

~S(k)
n (�� n )

�
� � Z

�
�r �

~S(k)
n (�� n )

E�

� � (��� n ); (3.7)

where h�j�i is the bra-ket notation for inner products, ~S(k)
n is the discrete Fourier transform

(DFT) of the signal model in (2.23) derived in Appendix B, and�̂ (k) is the path loss de�ned as

�̂ (k) =
hS(k)

n ( �� n� 1) j � Z j Z (k)
n i

hS(k)
n ( �� n� 1) j � Z j S(k)

n ( �� n� 1)i
: (3.8)
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The path loss �̂ (k) functions as a scaling coe�cient. The numerator expresses the correlation

between the modelled signal and the measured data, weighted by� Z , and the denominator

expresses the energy of the modelled signal itself under the same weighting, normalising the

prediction. Hence, it projects the measured signalZ (k)
n onto the space spanned by the modelled

signal S(k)
n , under a weighted inner product.

The �rst two terms in the objective function (3.7) govern the position estimates.

ˆ The �rst term is an inner product between the predicted signal~S(k)
n and the observed

data Z (k)
n and is a data �t term (or reward term), which encourages the estimated signal

to match the data, thereby reducing the KL divergence, improving the model �t.

ˆ The second term is a penalty term to avoid over�tting by keeping the modelled signal

energy in check, i.e. it prevents the optimiser from using an overly large amplitude to

explain noise in the data.

ˆ The third component serves mainly to regulate the variances (or standard deviations).

Speci�cally, r � S(k)
n (�� ) denotes the Jacobian ofS(k)

n evaluated in �� . The third term mea-

sures how sensitive the signal model is to perturbations in the parameter vector and

encourages regions in the parameter space where the signal is locally smooth. The third

term primarily relates to the variances and how certain the current estimation is. The

derivation of the Jacobian matrix is described in Appendix C.

ˆ Lastly, � (��� ) is the entropy of a Gaussian distribution, given as [35]

� (��� ) =
k
2

log(2� e) +
1
2

log det(��� ): (3.9)

The entropy term acts solely to constrain the variance estimates. The term ensures that

the variances are not driven towards zero. The third and fourth terms determine the

variances.

Consider the second term in (3.5) where� n is being conditioned on� n� 1, and � a. � n is

conditioned on� n� 1, which is deterministic and does not in�uence the probability distribution.

In addition, since it is conditioned on� a, then a from (3.1) is Gaussian-distributed. Hence

p(� n j� n� 1; � a) is an a�ne transformation of a Gaussian, which is also a Gaussian. This yields

the functional form of the message as

� (� n � 1 ! � n ) = N
�
� n ; T �� n� 1; G �> �� a G � 1

�
; (3.10)

where the� n� 1 ! �� n� 1 and � a ! �� a is due to the expectationEn� n
f�g . And similarly for the

third term,
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� (� n +1 ! � n ) = N
�
� n ; T � 1 �� n+1 ; T > G �> �� a G � 1T

�
: (3.11)

Since all messages are Gaussian, the surrogateq(� n ) in (3.5) can now be computed as a product

of Gaussians, derived using the standard result

N (� total ; � total ) =
NY

n=0

N (� n ; � n ); (3.12)

with

� total =
NX

n=0

� n ; � total = � � 1
total

NX

n=0

� n � n : (3.13)

To derive the surrogate distributionq(� a) in (3.6), a diagonal Gamma prior on� a is assumed

simplifying calculations; the Gamma distribution is a conjugate prior for the precision of a

Gaussian, which simpli�es the calculations in Bayesian inference. Hence,p(� a;i 6= j ) = 0 and

each diagonal element of� a is assumed to follow a gamma distribution with shape parameter

�=2 and rate parameter�= 2. Using this assumption, the log-likelihood in (3.6) can be expressed

in closed form. Taking the expectation with respect to� n and � n� 1 then yields a Gamma

distribution over � i . Evaluating the full sum in (3.6) yields a Gamma distribution [33]

Gam(� i ; �; � ) =
� �

�( � )
� � � 1

i e� �� 1 ; � i > 0: (3.14)

This is characterised by a shape parameter� = ( N + � )=2 and a rate parameter� = ( � +
P N

n=1 Vn;n � 1)=2, where

Vn;n � 1;i =



 G � 1

� �� n;i � T �� n� 1;i

� 


 2

+ G � 1
�

��� n;i;i + T ��� n� 1;i;i T >
�

G �> (3.15)

In [13] the prior hyperparameters are� = � = 1, which this project also adopts. With all

messages computed, the complete algorithm can be formulated as Algorithm 1.
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3.3 MRBLaT algorithm

The algorithm operates as follows: considering the latest timeN , MRBLaT utilises a par-

allel inference at each radar; each radark solves a local optimisation problem which �nds

approximate message parameters�� and ��� that minimise the KL divergence between the radar's

local data and� N . Each radar broadcasts its messages to the others and stores them locally.

This is bene�cial as no dataZ (k)
n is shared between the radars, only the messages, which is

data-e�cient, especially ideal for large distributed radar systems. Additionally, the algorithm

remains operational even if one or more radars should fail. For a set number of iterationsN iter ,

each radar updates beliefs of the kinematic parameters� and computes the updated belief, i.e.

the posterior mean, backwards smoothing from the latest time to the earliest, and updates the

global precision matrix� a. The algorithm returns the updated mean and precision terms over

all time steps at the latest time step.

Algorithm 1 Multiple Radar Bayesian Localisation and Tracking

1: procedure MRBLaT (Z (1)
N ; : : : ; Z (N radar )

N )
In parallel at each radark:

2:
�

�� (Z ( k )
N ! � N ) ; ��� (Z ( k )

N ! � N )
�

 arg min
�� ;���

DKL

�
Z (k)

N

�
. using (3.7)

3: Broadcast to all radars
�

�� (Z ( k )
N ! � N ) ; ��� (Z ( k )

N ! � N )
�

and save to memory
Local message passing at each radar:

4: for iter  1 to N iter do
5: for n  0 to N do
6: ��� � 1

n  
P

� 2N � n
��� � 1

n

7: �� n  ��� n

P
� 2N � n

��� � 1��

8: if N > 1 then
9: � = N + 1

10: � =
P N

n=1 Vn;n � 1 . using (3.15)
11: � � 1

a = �=�
12: else
13: � a  � (init)

a

14: return
�

�� 0; : : : ; �� N ; ��� 0; : : : ; ��� N

�
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4 | Simulation and tracking package

A simulation environment is crucial to this investigation. Generating real-world radar data

for algorithm veri�cation would be prohibitively expensive, time-consuming, and operationally

impractical. Consequently, simulation-driven development has become the de facto standard

in industry and research for prototyping novel signal-processing and tracking methodologies.

Although the ultimate objective remains deploying the MRBLaT algorithm on real-world radar

system measurements, constructing a functional simulation constitutes a critical intermediate

milestone. To this end, theT racking and M imo radAR S imulation (TMARS) package has

been developed for this project and is introduced. Along with simulation capability, MRBLaT

algorithm is implemented as part of the package for tracking on both simulation data and real-

world measurement data. The simulation's architecture follows directly from the signal model

presented in Chapter 2, and MRBLaT is implemented following the algorithmic structure from

Chapter 3.

4.1 Tracking and Mimo radAR Simulation

T racking andM imo radAR S imulation (TMARS) is developed as part of this project to support

two-dimensional simulation of multiple monostatic MIMO FMCW radars. The package is

written purely in Python and all simulations and tracking runs are executed throughTMARS

on commercial laptops. TMARSgenerates received signals as a function of user-de�ned target

trajectories, radar system parameters, and radar geometries. In addition, theTMARSpackage

incorporates an implementation of the MRBLaT algorithm suitable for both simulated and

real-world data. A description of where to �nd the source code can be seen in Appendix D.

TMARSimplements the CPI signal model described in Chapter 2 by (2.23). Channel-

separation techniques such as TDM or FDM are of no concern as signals are simulated com-

pletely separately. Adopting a �stop-and-hop� approach, the target is assumed stationary dur-

ing each frame's chirp sequence, yet its constant velocity is still encoded as a Doppler shift

across frames. All signal returns are modelled as single-bounce re�ections in a clutter-free en-

vironment, with the target's RCS held constant. Moreover, orientation e�ects, atmospheric/

propagation losses, multipath returns, antenna coupling among other e�ects are ignored, yield-

ing a simplistic and ideal echo-signal. The virtual array is oriented with boresight along the

y-axis and employs ideal isotropic radiation patterns.

An overview of the TMARSPython package is presented by the UML-diagram in Figure

4.1. The core functionality needed to generate the received radar signal dataZ (k)
nF

is based in

the FmcwRadarmodule. In the FmcwRadarmodule, the fundamental parameters for an FMCW

MIMO radar are set, de�ning the radar system of choice. The signal model for the distributed
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Figure 4.1: UML-diagram of the TMARSpython package

radar system is described by (2.23), which covers the exact implementation by whichFmcwRadar

computes the received radar signals. However, the added noise represented byW (k)
nF

needs to be

accounted for. Producing and adding interference in the form of internal noise to the simulation

model is key for gathering meaningful simulation data needed to assess tracking performance.

W (k)
nF

is set to be additive white circular symmetric complex Gaussian noise with zero mean and

variance� 2
W . By user de�nition, the desired SNR is set as a parameter in aFmcwRadarinstance.

The signalNoiseRatio parameter takes two elements, desired SNR in decibel and distance in

metres where the desired SNR is to be present. These two elements set the foundation for

computing the noise power. Applying the RRE as stated in (1.12), the received echo power

Pr at the desired range is found, and with the noise having zero mean, the power of the noise

equals the variance of the noise, such that

� 2
W = Pr 10� SNR=10: (4.1)

Thus, the additive white circular symmetric complex Gaussian noise is generated as [16]

w(k)
nF ;nc ;ns

� N
�

0;
� 2

W

2

�
+ j N

�
0;

� 2
W

2

�
; (4.2)

where the variances have the sizes due to this project's formulation of noise power as being

E
�
jWj2

�
= E

�
jWRej2

�
+ E

�
jWIm j2

�
= � 2

W =2 + � 2
W =2 = � W .
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(a) Linear track. (b) Curved track.

Figure 4.2: Tracks generated by theTMARSpackage. Total time of 15 s, temporal resolution � t =
100 ms, and 150 frames generated. Initial kinematics being� 0 =

�
0 5 0 1

� >
.

Having accounted for the multi-radar system signal model, including the noise model,

target kinematics are needed for simulating radar tracking problem scenarios. Kinematics of

a target can be generated by theTarget module but any preferenced kinematics for a de-

sired simulation run can be set. TheTarget module serves the sole purpose of generating a

two-dimensional theoretical target with kinematics set by initial parameters. TheSimulation

module takes care of running simulations, packaging the radar signal data and returning the

simulation output of interest. With the Target module, it is possible to generate kinemat-

ics following one of two simple trajectory types. Having set initial target kinematics, total

simulation time, and temporal resolution the following tracks can be generated:

ˆ Linear track � generates a linear trajectory originating from the initial position keeping

the direction and speed set by the velocity in the initial kinematics.

ˆ Curve track � generates a sinuiodal trajectory originating from the initial position keeping

the direction and speed set by the velocity in the initial kinematics. Speed varies inx-

direction, not in y-direction.

Each trajectory type is generated and visualised in Figure 4.2; henceforth, these two tracks are

designated thelinear track and the curved track.

With target kinematics data generated and or passed as aTarget instance along with

an FmcwRadarradar setup instance, theSimulation module is able to run a simulation and
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produce received radar signal dataZ (k)
nF

. This simulation process run byTMARSis conceptualised

by the �owchart in Figure 4.3.

Creating both an FmcwRadarand Target instance with parameters according to tables

4.1 and 4.2 respectively, simulated data is generated. Thelinear track in Figure 4.2a depicts

this exact simulation setup. Simulations return a data matrix of sizeZ (k)
nF

2 RM � I � N c � N s ; with

the current example achieving a size ofR2� 4� 1� 128. Received echo signals for all TX-RX pairs

at the �rst frame of the simulation example are presented in Figure 4.4. By assessing the FFT

of this �rst frame data in Figure 4.4b, the range pro�le's main lobe peak clearly aligns with

the simulation scenario with a target at a range of5 m for all eight virtual channels.

FmcwRadar

Parameters Value

position
h
0 m 0 m

i

tx_antennas

"
� 8 � �

2 0 m

� 4 � �
2 0 m

#

rx_antennas

2

6
6
6
6
4

� 3
2 � �

2 0 m

� 1
2 � �

2 0 m
1
2 � �

2 0 m
3
2 � �

2 0 m

3

7
7
7
7
5

chirp_Rate 20 MHzµs� 1

f_carrier 77 GHz

N_samples 128

f_sampling 3 MHz

N_chirps 1

signalNoiseRatio
h
0 dB 10 m

i

Table 4.1: Relevant FmcwRadarin-
stance parameters for generating the
track depicted in Figure 4.2a.

Target

Parameters Value

start_position
h
0 m 5 m

i

start_velocity 1 m s� 1

T_total 15 s

T_frame 0:1 s

Table 4.2: Relevant Target instance
parameters for generating the track de-
picted in Figure 4.2a.

With the simulation environment and its foundational assumptions established, the next step

is the design and implementation of the MRBLaT algorithm in theTMARSpackage.
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Figure 4.3: Simulation process �ow chart of theTMARSimplementation. For each FMCW radar, each
frame, and TX-RX antenna pair, the signal echo is evaluated given the target kinematics and noise
is added. Finally, the simulation result is saved in theZ (k )

n F
data matrix.
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(a) Time representation. (b) Frequency representation.

Figure 4.4: Time and frequency representation of radar data generated by simulating thelinear
track.

4.2 MRBLaT implementation

With received radar signal data available from simulation or real-world measurements, the

Tracking module ofTMARSis able to run the MRBLaT algorithm. The implementation follows

the algorithm as presented in Algorithm 1. Initialising theTracking instance is done by passing

the radar data, radar parameters and initial kinematics as outlined in the UML-diagram in

Figure 4.1. The ground truth will be parsed to the algorithm as the initial kinematics by

� 0 =
h
GTx GTy GTvx GTvy

i >
, where GT denotes the ground truth.

When running the MRBLaT algorithm, the user is able to set parameters in�uencing the

parallel inference step, i.e. optimisation of the KL divergence (3.7), and the message passing

scheme.

4.2.1 Inference by minimising KL divergence

The objective function introduced with the KL divergence in (3.7) is implemented. With the

ground truth parsed to the algorithm as initial kinematics, the standard deviations are initialised

to accordingly high precision. The precision of the measured data is set as� Z . Since the velocity

is inferred using a Markov model and the objective function applies a diagonal approximation

of the covariance matrix, considering only standard deviations and ignoring correlations, the

minimisation problem is simpli�ed. The objective function relies solely on position estimates,

disregarding velocity and its associated variances, and is a scalar-valued function de�ned over

a four-dimensional space. Zero velocity component values are subsequently replaced on the

appropriate indices, and in�nite variance (or zero precision) is given to disregard them so
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(a) Position.

(b) Standard deviation.

Figure 4.5: Function space for position and standard deviation at frame 2.

message passing can be performed in the main loop.

Consider the linear target trajectory shown in Figure 4.2a. The standard deviation values

are initially �xed at � x = � y = 0:1, while the position values in the KL divergence are varied.

This produces the function space presented in Figure 4.5a, which exhibits a clear minimum

at the location (0; 5), corresponding to the initial position of the target. Subsequently, the

position is �xed at this minimum, and the standard deviation values are varied, resulting in

the function space shown in Figure 4.5b. The same procedure is applied to the �nal frame,

where the target is located at(0; 20), as illustrated in Figure 4.6a and Figure 4.6b. In the latter

case, the minimum of the function space with respect to the standard deviation is observed

to increase, indicating a higher level of uncertainty due to the increased range to the target,

as expected. Notably, the dynamic range of the function spaces also decreases as the range

increases, and becomes less smooth for the position function space.

The KL divergence results at each frame in the linear trajectory are displayed in Figure

4.7. Figure 4.7a displays the estimated positions and the standard deviation values applied to
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(a) Position.

(b) Standard deviation.

Figure 4.6: Function space for position and standard deviation at frame 148.
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(a) Position estimates. (b) Standard deviation estimates.

Figure 4.7: Position and standard deviation estimates on the textitlineaer track from the KL diver-
gence.

display the 95 %con�dence regions at each position estimate. Figure 4.7b displays the standard

deviation values forx and y increasing, especially in thex-direction, as the range to the target

increases. The standard deviation is larger along thex-axis (cross-range) direction than they-

axis, as the angle estimation uncertainty translates to a largerx position error further from the

radar. This is further con�rmed by comparing Figure 4.5b and Figure 4.6b, where the minimum

standard deviation increases more prominently in thex-direction at greater ranges, compared

to the increase along they-direction. For a close target position, the standard deviation is small

but increases as the distance to the target increases. In Figure 4.8, a method of projecting the

latest kinematic estimates for solving the KL divergence is employed asT �� n� 1, resulting in a

substantial improvement in terms of precision for the model.

The objective function is non-convex and does not have an analytical solution. Therefore,

it is minimised using a standard numerical optimisation method � speci�cally, theNelder-Mead

method from the Scipy.optimize.minimize package. While the solver itself is not a focus of

this work, the Nelder-mead solver provides a practical means to obtain approximate solu-

tions. It is a constrained solver, which bounds the input variable to a speci�ed search area,

which provides a straightforward way to minimise the KL divergence and converges rapidly at

approximately 150 msin unoptimised Python code [36, 37].
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(a) Position estimates. (b) Standard deviation estimates.

Figure 4.8: Position and standard deviation estimates on the textitlineaer track from the KL diver-
gence.

4.2.2 Message passing

Building upon the inference by minimising the KL divergence by applying message passing

�nalises the implemented MRBLaT algorithm. The algorithm is implemented withN iter = 100

number of iterations. The initial process noise precision matrix is� a;i = j = 1=8.

Figure 4.9 displays the results of the implemented MRBLaT algorithm on thelinear track.

The position estimates in Figure 4.9a are levelled out and narrowly follow the ground truth.

The related standard deviations are plotted in Figure 4.9b. The increased standard deviation

at the second frame is due to the initial velocity input to the algorithm being zero. Hence, at

the second frame, the position of the target is skewed. The higher standard deviation at the

last frame is caused by the absence of the message from the future kinematics. In between, the

standard deviation values increase as the range increases, and converges. This is due to the

backward smoothing of the algorithm and that it estimates based on the entire track, leading it

to rely more on the kinematics than on the newly received data, as the new data is considered

less reliable compared to what has been learned from the track over the past many frames. The

estimated velocity also follows the ground truth accurately as GTvx = 0 and GTvy = 1. Larger

variations are observed in thex �direction, as compared to the earlier point.
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(a) Position estimates. (b) Position standard deviation estimates.

(c) Velocity estimates. (d) Velocity standard deviation estimates.

Figure 4.9: Estimated kinematics of the MRBLaT algorithm on the linear track.

The results show that the MRBLaT algorithm implementation works as intended. This

motivates further work with real-world data.
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5 | Data collection

Since the TMARSpackage con�rms the correct implementation of MRBLaT, the subsequent

step involves establishing a measurement con�guration to acquire real-world radar data for

evaluating MRBLaT. In this chapter, a distributed radar architecture is presented and its

constituent components detailed. Next, a schematic overview of the interconnections within

the distributed radar network is provided. The design considerations of the experimental setup

used to collect real-world radar measurements are explained, highlighting the key elements that

in�uenced its con�guration. Finally, the raw data obtained from this setup is analysed and an

initial assessment of MRBLaT using these empirical measurements is performed.

5.1 Distributed radar setup for data collection

The radar setup used in this project consists ofNradar = 3 FMCW MIMO radars, each of type

AWR1843BOOST from Texas Instruments, from this point on referenced as AWR, as seen in

Figure 5.1. The specs for the radar can be seen in Table 5.1. An additional part of the radar

is the DCA1000EVM capture card, from now on referenced as DCA, which samples radar data

from the AWR in real-time and transmits the data through an Ethernet cable directly to a

computer using user datagram protocol (UDP). The DCA data capture card can be seen in

Figure 5.1 [32, 38]. Each radar with a data capture card is connected to a computer that can

handle and store the data, constituting a node in Figure 3.1.

Spec Value
Name AWR1843BOOST

Manifactorer Texas Instruments
Operating frequency 76 GHzto 81 GHz
TX antenna spacing � c

RX antenna spacing � c=2
#TX antennas M = 3
#RX antennas I = 4

Table 5.1: Relevant speci�cations for the AWR radar from Texas Instruments. The frequency for
which the wavelength, � c, is f c = 78:5 GHz. The data sheet does not provide the actual size of� c

used for antenna spacing. Thef c = 78:5 GHz is assumed, as this frequency yields the largest array
gain according to the data sheet [19].

A control centre is added to allow multiple nodes to be used on the same network. The

communication hierarchy in the network is structured with the control centre acting as the

master, while the nodes operate as slaves. Figure 5.2 depicts this system topology, containing

the control centre and the nodes. A switching device, which can be either a router or a switch,

is put in place to control network tra�c. The AWR and DCA are set up according to the setup
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Figure 5.1: The AWR and the DCA connected together with highlighted antenna elements.

guidelines speci�ed by Texas Instruments in [19, 32, 38, 39].

The control centre's primary function is to ensure accurate synchronisation and timing by

minimising the nodes' mutual timing mismatch. Ideally, the nodes have simultaneous start and

stop sample times. However, this is infeasible in practice. Since this project uses prebuilt radars,

controlling the internal timing mismatches, such as clock drift, is unattainable. Therefore, only

synchronisation in the timing mismatch on the network is achieved.

5.1.1 Setup considerations

Figure 5.3 illustrates the physical setup, constituting a direct implementation of the system

setup as depicted in Figure 5.2. The setup consists of three1:5 m equi-spaced radars facing

the sky. These radars are mounted on a wooden stick levelled using two stools. An absorber is

placed directly below each radar in an attempt to reduce the �rst re�ection from the ground.

Additionally, each radar is connected to a computer, which is then connected to a control

centre through a router, as detailed in Figure 5.2. The test carried out for obtaining practical

data measurements is described in Appendix E. Key focus points in this setup include location

for test, orientation of the radars, the target model selected, and acquiring ground truth.

These focus points are selected to maintain a clutter level as low as possible in a real-world

environment.

The location selected for testing is a large empty �eld, without large obstructions such

as buildings and trees (within the range of the radar at least). Large buildings and trees can

contaminate the measurements with enough clutter to signi�cantly degrade the measurements

[40]. An illustration of the setup from above is seen in Figure 5.4. Additionally, an illustration

of the scales of the setup can be seen in Figure 5.5.
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Figure 5.2: The radar setup used in this project contains the control centre, a router/switch, the
nodes, and the radars.

Figure 5.3: Closeup of the radar setup with the three radars, nodes, router, and the axes of the 2-D
plane within which the target will be. The radar to the right is radar 1 , the centre radar is radar
2, and the left is radar 3 .
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Figure 5.4: The setup seen from above.

A crucial test design choice is having the radars face the sky. This helps reduce clutter,

as the ground is prone to much clutter [41, 42]. Some clutter is still expected to be close to

the radar, which is caused by the radar still transmitting backwards, and some of the signal

re�ecting o� the ground. Additionally, some of the transmitted signal will travel directly to the

RX antennas, which will appear at a distance approximately zero meter.

Orientation alignment of the individual radars is critical: any uncertainty in each an-

tenna's boresight direction will manifest as inconsistent target coordinates in the common

reference frame. All sensors are mounted on a wooden stick that mechanically �xes their ori-

entation to enforce equal boresight direction. Nevertheless, residual misalignment � stemming

from mounting errors, or an overall tilt of the entire array � cannot be ruled out, for exam-

ple, if a radar is inadvertently rotated. A 3� misalignment in orientation can cause signi�cant

inaccuracies. E.g. if a target is20 m away, and the radar is rotated by3� , the target will be

misaligned by approximately one meter.

The selected target for this test is the DJI Mavic 2 drone, a standard commercial quad-

copter that serves as an excellent subject for studying drone target tracking [30]. The DJI

Mavic 2 is shown in Figure 5.6. In addition, a corner re�ector is utilised as a target to provide

a consistent RCS for the tracking analysis, ensuring that a target is available for all radar sys-

tems. The corner re�ector is suspended from the drone, which can potentially add two targets

when tracking. The corner re�ector is shown in Figure 5.7.

The ground truth trajectory is obtained by recording the target's �ight path with a camera

and annotating the frames. A ground truth is used to evaluate the performance of MRBLaT.

The timing of the frames does not align with the radar; therefore, when the ground truth is

evaluated, it is linearly interpolated to align the camera ground truth time axis with the radar

frame times. Without a dedicated motion-tracking system capable of millimetre-level accuracy,
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Figure 5.5: The dimensions of the setup.
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Figure 5.6: The DJI Mavic 2 drone used as the target in this project.

Figure 5.7: The Corner re�ector used as a target in this project.
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Setting Value
Chirp rate 20 MHzµs� 1

Ramp end time 100µs
ADC samples 128
ADC sample rate 3 MHz
RX gain 30 dB
TX channel con�guration f 1 0 1g2

Table 5.2: Settings used for the AWR radar. The channel con�guration illustrates which TX antennas
are turned on. The con�guration �les used can be seen in Appendix E.

Setting Value
Total bandwidth 1000 MHz
E�ective bandwidth 853:3 MHz
Max range 22:48 m
Range bin size 0:176 m
Angle resolution 14:3�

Table 5.3: The results of applying the settings described in Table 5.2. The max range, the range bin
size, and the angle resolution is computed using (1.10), (1.9), and (1.11), respectively.

residual misalignment is inevitable, leading to expected systematic positioning errors.

5.1.2 Radar settings

The con�gurations applied to the AWRs are detailed in Table 5.2, with their respective perfor-

mance speci�cations outlined in Table 5.3. The rationale behind these settings is to ensure the

bandwidth remains below1000 MHz, allowing multiple radars to operate within the designated

frequency range of76 GHz to 81 GHz in an FDM scheme for channel separation. Since three

radars are used in this setup, the start frequencies for each is76:0 GHz, 77:2 GHz and 78:4 GHz

respectively, where0:2 GHz is added as an additional bu�er. Additionally, a �ner range bin

resolution is prioritised to ensure that the drone spans multiple range bins rather than being

con�ned to a single one. Given that the DJI Mavic 2 has dimensions of322 mm� 242 mm, a

range bin size of0:176 m is deemed suitable [30]. A key advantage of utilising smaller range

bins with a super-resolution algorithm is reduced variance along the radial distance. This en-

hances the algorithm's con�dence in detections, leading to improved accuracy. Similary, having

a good angular resolution will increase the con�dence of a super resolution algorithm in DOA.

However, the angle resolution is con�ned by the physical radar antenna con�guration, on the

AWR board, and can therefore not be tuned in this project. These two observations, range

resolution and angular resoultion, can be seen in the function space presented in Figure 4.5,

where the span of the function space dip, representing the target, is signi�cantly smaller along

the radial distance compared to the azimuth direction.

The maximum range is a result of physical limitations due to the W-band, i.e. the radar

system technology and lack of transmit power [16]. However,22 mis reasonable for this project's

desire for feasibility testing on practical data. Moreover, the ground truth acquisition is limited
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to approximately 14 m due to the camera �eld of view, deeming the max range su�cient.

5.1.3 Code structure used for the distributed radar system

The TI mmWave radar toolbox for MATLAB is used to operate the radars. This MATLAB

toolbox will allow reading radar in-phase and quadrature (IQ) data frames in real time [43,

32]. The real-time sampling of IQ frames is not utilised in this project, as data is stored locally

on each computer connected to each radar. However, this feature might be utilised for future

work. The data are stored in a.mat �le that is continuously updated during capture, enabling

o�ine processing and post-capture tracking. The radar IQ data is saved, along with the time

stamps of when each data frame is received and the radar parameters, such that, for instance,

the carrier frequency or ADC sample rate can be obtained after the data capture.

The system's topology involves the control center instructing the nodes to begin sampling

at a speci�ed time, tstart , and some time later tell the system to stop sampling attstop. These

messages are passed using UDP protocol, which is known to be a fast and simple transmission

scheme. UDP no acknowledgement scheme built in like its counterpart transmission control

protocol (TCP). An acknowledgement scheme will primarily be used to check whether large

amounts of data are received correctly. This is important in applications where critical data is

transmitted from node to node [44, 45]. However, the radar will not start or stop if a message

is lost. It is thus possible to recognise this immediately for an operator and restart the system.

Hence, it is unnecessary to implement TCP. Another bene�t of using UDP is that since it does

not rely on an acknowledgement scheme, it has a consistent delay.

5.2 Timing amd synchronisation within the distributed radar

system

A key function of the control centre is to ensure synchronisation of the radars. As this project

focuses on a distributed radar system, it is essential to consider the mutual timing o�set between

nodes. A timing o�set is when then'th sample for each node is received at di�erent times

between nodes. The implication is that the target will appear at di�ering locations in a global

coordinate system for the shared sample indexn.

Before delving into the timings on the network, it is essential to understand how data

capture for a radark is handled and what delays correspond with this. This is illustrated in

Figure 5.8.

The radars will measure the environment between the start time,tstart and the stop time,

tstop. As the distributed radar system relies heavily on precise time synchronisation between

the radars, it is important to investigate possible contributors to timing o�sets. A timeline of

the measurement session betweentstart and tstop with events contributing to timing o�sets is

outlined in Figure 5.9.
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Figure 5.8: The process of starting and stopping data capture for radark with associated delays.

Figure 5.9: Timeline of events on the network. If a vertical line intersects multiple times on the axis,
the event happens for all nodes at once.
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By analysing the system and how it is implemented, some timing o�sets are expected to

arise. The system is implemented such that the time from the �rst UDP transmission to when

it is received by nodes1; 2; 3; : : :, is T1;start � T2;start � T3;start � : : :. This occurs as the control

centre sends the start signal sequentially. This will create a mutual timing o�set. A similar

timing o�set occurs when the system is stopped.

Between all the nodes, an unknown timing o�set will occur due to propagation delay.

However, the delay caused by physical transmission through wires can be ignored, as this

transmission occurs at a speed ofc � 3 � 108 m s� 1. The signi�cant timing o�set in the system

primarily arises at the router/switch, especially if other tra�c is present on the network, which

may cause a message to be delayed. It is crucial to observe thatTk;start � Tk;stop , as a comparable

propagation timing o�set is anticipated for these transmissions. Furthermore, ifTk;start radar is

roughly similar for all k 2 f 1; 2; : : : ; Nradar g, it will not a�ect the mutual time di�erences.

Hence, if the frame sample rate of the individual radars is identical, an equal number of

frames will be received. Then'th frame for each radar will thus only have some mutual di�erence

in arrival time, primarily a�ected by the expected di�erent start times, tk;start , received from

the control centre and some unknown timing o�set at the router/switch.

The test described in Appendix G evaluates the precision of data synchronisation. The

test assesses the time o�set after the �rst radar frame is received to be< 0:1 s. However, how

well each node is synchronised with its internal clock remains uncertain, suggesting that the

actual time could be even shorter. Nonetheless, a maximum timing o�set of0:1 s is considered

a worst-case scenario as found by Appendix G.

To illustrate the impact of a timing o�set, consider a target moving at the typical max

velocity of a drone being20 m s� 1. Under the worst-case conditions, the synchronisation issue

between the radars would lead to a misalignment of0:1 s� 20 m s� 1 = 2 m. It is important to

emphasise that this represents a general worst-case scenario. In thelow clutter �eld test outlined

in Appendix E, the velocity rarely exceeded1 m s� 1, yielding a misalignment� 0:1 m, and the

problem is therefore much less pronounced. Hence, for this case, the timing implementation is

su�cient, but should, however, be considered depending on the implementation.

Another important aspect to explore is whether interrupts from the node-computers im-

pact the synchronisation. In this context, interrupts pause the process of reading data from

the DCA1000EVM. However, the DCA1000EVM board samples and holds the data, enabling

the possibility of reading the data afterwards. When the node-computers request a sample,

the DCA1000EVM board sends the oldest available data. The test detailed in Appendix H

illustrates this. The data presented shows that interrupts do not disrupt data collection, as

data is received at the same rate set on the board, even in the presence of multiple interrupts

[32].
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5.3 Analysis of real-world radar data

A quantitative evaluation of the recorded data is undertaken with the low-clutter measure-

ments and ground truth acquired using the experimental arrangement outlined in Section 5.1.1

and in Appendix E. An essential aspect of this assessment is determining the suitability of

the measurements for applying the MRBLaT algorithm to real-world radar data. Thelinear

re�ector track and the linear drone track from Appendix E present the real-world data. These

two tracks are seen as simple tracks, without any complex kinematics. These two will be used

to get a general idea of the data quality and later be used to evaluate MRBLaT. In addition to

these two tracks, thecurved drone trackand the curved re�ector track are used later as well, as

more complex tracks which better re�ect potential movements of highly manoeuvrable targets.

Note that the curved re�ector track is an additional track, in a di�erent setting, but with an

identical measurement setup, except for the setting orientation with boresight parallel to the

ground. Additionally, the track does not have ground truth. For this reason, this setup is not

further discussed in this chapter. How thecurved re�ector track is obtained can be seen in

Appendix F. All �ight paths are presented in Figure 5.10, which shows the path of the targets

described by the ground truth.

The radar's raw IQ signal is transformed using an FFT for further analysis, such that the

range-FFT is obtained. To get an idea of the corner re�ector's e�ect when capturing data, refer

to Figure 5.11 and Figure 5.12, showcasing data collected in thelinear re�ector track and linear

drone track, respectively. Both �gures illustrate a scenario where the target is directly above

radar 2 . Consequently, the strongest signal strength is expected at the centre radar, regardless

of distance, since it has the shortest radial distance and the target is located at the peak of the

beam pattern [19]. Furthermore, signal strength diminishes as the distance increases. These

expectations are con�rmed by the data presented, even though frame 122 from the test with

a corner re�ector in Figure 5.11b is identi�ed as an outlier. This outlier, or radical change in

signal strength, can be attributed to fading. Fading occurs if the sum of signals at a receiver

renders the received signal from the target unrecognisable. If a target moves through a space

where fading can occur, its signal strength will change over time [46, 47, 48, 49]. The signal

strength from the target through frames forlinear re�ector track is shown in Figure 5.13. This

project uses only the �rst chirp for each frame when applying MRBLaT. Hence, only the �rst

chirp is used in Figure 5.13. The signal strength from the target for each frame is found by the

range-FFT value in the range bin corresponding to the actual radial distance to the target. It

is clear from the signal strength data that there are radical signal �uctuations. Picking out a

sequence of nine frames forradar 1 , in Figure 5.14, shows that the signal for the target fades

away from frame 90 through frame 99 before reappearing for the rest of the data points. Fading

could potentially cause problems for MRBLaT, as it lacks functionality to disable a radar when

data quality deteriorates. However, the estimated result's standard deviation should increase,

so it ideally does not a�ect a system with multiple radars.
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(a) Ground truth for linear re�ector
track.

(b) Ground truth for linear drone
track.

(c) Ground truth for curved drone
track.

(d) Ground truth for curved re�ector
track.

Figure 5.10: Ground truth for the �ight paths used in this project. Details on how the radar
measurement data and ground truth are obtained can be found in Appendix E.
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(a) Frame 63. Distance fromradar 2 is approximately 5:1 m.

(b) Frame 122. Distance fromradar 2 is approximately 8:8 m.

(c) Frame 189. Distance fromradar 2 is approximately 14:0 m.

Figure 5.11: Data captured for linear re�ector tack compared to the ground truth. The data pre-
sented is for TX-RX pair m = 1 and i = 1 .
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(a) Frame 34. Distance fromradar 2 is approximately 5:1 m.

(b) Frame 134. Distance fromradar 2 is approximately 8:8 m.

(c) Frame 234. Distance fromradar 2 is approximately 14:0 m.

Figure 5.12: Data captured for linear drone track compared to the ground truth. The data presented
is for TX-RX pair m = 1 and i = 1 .
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Figure 5.13: The signal strength of the target in the linear re�ector track test through frames. The
light line on the data is a smoothed version using a moving average. This data is captured form = 1
and i = 1 .

The data �uctuations in Figure 5.13 might be caused by fading, but it does not show

typical fading behaviour. Fading is expected to be a smooth curve [49]. Thus, the target might

move too much between frames, as fading occurs when they are moved� c=4 (for radars) [49].

As this radar operates in the millimetre wave band, a typical fading curve likely occurs between

chirps, rather than between frames. Consider Figure 5.15, which showcases the same content as

in Figure 5.13, but between chirps rather than frames. Since fading is only clear to see between

chirps, using only the �rst chirp from each frame might cause issues, as this does not sample

the fading pattern su�ciently.

The data presented in Figure 5.11 and Figure 5.12 shows that a corner re�ector's return

signal strength is greater than a drone's. This result is expected because a corner re�ector

is designed to have a nearly uniform RCS, which ensures optimal re�ectivity. Additionally,

the corner re�ector, composed entirely of metal, enhances return signal strength. Whereas the

drone has a highly anisotropic RCS and is made of various materials, yielding a lower return

signal strength. The consistent RCS of the corner re�ector is particularly noticeable in the

readings fromradar 1 and radar 3 when comparing thelinear re�ector track and the linear

drone track, where the signal from the corner re�ector remains clearer at longer distances than

that of the drone. This indicates that the drone's RCS, among other factors, may present

challenges.

Radar data captured in a physical setting will contain the target and multiple artefacts

from the surroundings, e.g. clutter. Hence, to reduce clutter, such that it does not interfere
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Figure 5.14: Nine consecutive range-FFT frames forradar 1 . This data is captured for m = 1 and
i = 1 .
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Figure 5.15: The signal strength of the target in the linear re�ector track test through chirps.

with the data collected, it is �ltered out by subtracting the mean IQ signal across all frames

from each frame. This method, known as background subtraction, assumes stationary clutter.

Note that the target will also be included in this mean. However, since the target moves, it is

believed that it has an insigni�cant impact from frame to frame. A comparison of data with

and without clutter can be seen in Figure 5.16 forradar 2 . Note, in an online implementation

of MRBLaT, a rolling mean or another more sophisticated algorithm is needed.

Overall, the data quality proves adequate for tracking: The radar signal reveals pro-

nounced target echoes, while clutter and noise levels remain within acceptable bounds.

5.4 Preliminary MRBLaT result

To motivate further analysis of the MRBLaT algorithm applied to real-world radar measure-

ments, a preliminary result is presented using the measurement data gathered from thelinear

re�ector track and linear drone track illustrated in Figure 5.10a and Figure 5.10b respectively.

The MRBLaT algorithm is applied for each radar individually. The results for thelinear re-

�ector track and the linear drone track are shown in Figure 5.17 and Figure 5.18, respectively.

The results demonstrate that the individual radar can track the target, to some degree. Both

tests show the centre radar can retain the track from start to �nish, whereas the outer radars

either cannot track or lose the track. The corner re�ector presents better tracking performance,

which is to be expected. With MRBLaT tracking being possible in both the corner re�ector

and the drone case for the individual radars, it motivates a deeper investigation into the perfor-
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Figure 5.16: Comparison between the raw sensor data and the background subtracted data. This is
captured from the test lineaer re�ector track for radar 2 at frame 0.

mance and limitations of the joint MRBLaT algorithm on real-world distributed radar system

measurements.
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Figure 5.17: MRBLaT applied to the data from the linear re�ector track test for radar 1 , radar 2 ,
and radar 3 . This showcases the track for 190 frames.

Figure 5.18: MRBLaT applied to the data from the linear drone track test for radar 1 , radar 2 ,
and radar 3 . This showcases the track for 235 frames.
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6 | Results and discussion

This chapter presents the results of a structured investigation of MRBLaT's performance in

a multi-radar tracking context, progressing from idealised simulations to real-world measure-

ments, and concluding with considerations for real-time deployment and system optimisation.

Simulations are initially employed to validate theTMARSpackage's multi-radar tracking

performance, thereby con�rming both the MIMO FMCW radar signal model developed in

this project and the implemented MRBLaT algorithm. Transitioning to real-world measure-

ments from the setup described in Chapter 5, MRBLaT is applied to progressively complex

trajectories to evaluate target-tracking capability and performance in the proposed real-world

environment, illuminating potential di�culties, limitations, and their impact on tracking ac-

curacy. Additionally, real-time implementation is analysed regarding two key parameters, the

number of iterations and the length of the backwards-smoothing window, to understand how

they impact accuracy relative to processing time. Finally, consideration is given to optimal

node placement, brie�y examining how a distributed radar system can be exploited to its full

potential.

6.1 Multi-radar tracking on simulation data

In Section 4.2, preliminary single-radar estimation results illustrated the baseline tracking per-

formance of the MRBLaT algorithm on simulation data. The next step involves assessing

multi-sensor capabilities by interconnecting multiple nodes within a joint tracking framework,

in order to verify this project's implementation of the MRBLaT algorithm.

Linear track

To verify and establish distributed radar tracking performance, alinear track (Figure 4.2a)

is used, o�ering a simple trajectory with stable kinematics and a predictable �ight pattern.

The linear track is simulated, with three radars positioned at� 1:5 m, 0 m, and 1:5 m along

the x-axis. This con�guration replicates the con�guration used in the real-world low-clutter

�eld test. The result is presented in Figure 6.1. Figure 6.1a presents the position estimates

and corresponding con�dence regions (CRs) of the MRBLaT tracking on the distributed radar

system against the ground truth of the simulation, with SNR regions depicted. The tracking is

maintained from the beginning of the simulated track to the very end with decreasing precision

throughout the track, as the SNR decreases, which is to be expected. Figure 6.1b displays the

velocity components with the same trend of decreasing precision as SNR decreases. Finally,

Figure 6.1c compares the root mean square error (RMSE) for the individual radar tracking

versus the joint tracking, showcasing yet again the decreasing tracking precision for all systems

58



as the SNR decreases.

A noticeable �nding is that the multi-radar con�guration does not outperform the single-

node case shown in Figure 4.9a. This is evidenced by the RMSE comparison over 100 simulation

runs shown in Figure 6.1c, where the multi-radar scheme yields higher errors than that of only

the middle radar, radar 2 . On the surface, this result appears counterintuitive. All three nodes

operate at similar SNR conditions due to their close spacing, and the multi-node implementation

bene�ts from a greater number of measurements and message-passings. However, theradar 2

boresight coincides exactly with the target's linear trajectory; the single-node performance is

best under these ideal alignment conditions. Introducing the two peripheral radars incorporates

angular uncertainty, which in�ates the error regarding lateral x-position and increases the

uncertainty.

Curved track

With the demonstrated capability of joint tracking on the simplelinear track, tracking perfor-

mance and possible gain of distributed tracking are investigated through a more complex �ight

pattern featuring turns and degraded SNR conditions. This is showcased with thecurved track

(Figure 4.2b). The tracking estimation results for thecurved track are presented in Figure

6.2. Position estimates, velocity estimates, and residual errors are once again presented in the

three sub�gures, respectively. Tracking is lost, indicated by crosses, for all individual nodes

in earlier turns of the track compared to the distributed system. The joint tracking across all

three radars leverages the distributed array's spatial coverage to extend tracking duration and

improve estimation precision, clearly demonstrated by the residual errors in Figure 6.2c. The

residual errors for the individual radars spike and exceed well beyond the graph, indicating track

loss. The bene�t of joint tracking becomes evident as individual radars lose the target when

their SNR falls below a certain threshold, whereas the combined coverage of multiple radars

e�ectively enlarges the high-SNR region and prolongs reliable tracking. Notably, the velocity

in the y-direction experiences precision bursts each time thevx � 0 m s� 1 corresponding to the

turns of the track, also evident in the residual error increasing in a similar burst manner. This

could be attributed to the kinematics used in this project, which do not consider the target

turning perfectly, since a nearly constant velocity model is applied. Hence, the kinematics are

inaccurate each time a target moves around a corner, decreasing the estimation precision.

Thus, the TMARSpackage's tracking implementation is veri�ed on two simulated trajecto-

ries. The demonstrated tracking performance in these simulations, based on the implemented

MRBLaT algorithm and the developed signal model, supports a transition to real-world mea-

surements. In the ensuing, tracking on real-world radar measurements is evaluated using �ight

tracks analogous to those employed in this simulation study.
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