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Abstract

This report investigates the largely uncharted integration of

Virtual Reality into Visual Data Mining. In the era of Big Data

where vast quantities of complex information are abundant, this

confluence presents a compelling potential to enhance the efficacy

of Visual Data Mining processes by combining the visual and

interactive capabilities of the two technologies. This approach

has the potential to revolutionize how we view, interact with, and

understand complex data, change how the complexities of data

analysis are navigated, and transcend the way actionable insights

are unlocked. We conducted an exploratory study to examine the

implications of combining the technologies and to identify how

Virtual Reality can aid different Visual Data Mining processes

with the clinical domain as our foundational context. We developed

a Virtual Reality Visual Data Mining prototype to aid in our

endeavour and to facilitate what such a tool should entail. The

results from the study show that the integration is very much viable

as Virtual Reality can be incorporated in multiple stages of Visual

Data Mining. Research must however be conducted with Data

Mining experts to uncover if Virtual Reality can actually facilitate

the visual mining of data. Additionally, future work for a more

complete Visual Data Mining system should entail actual Data

Mining algorithms working behind the scenes to complement and

transform the visual aspect so that data management is handled

seamlessly with little to no manual back-end human intervention.
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Nomenclature

Term Description Abbrev.
Virtual Reality Visual Data

Mining
The integration of Virtual Reality in

Visual Data Mining
VRVDM

Data point An instance with all features in a dataset. -

Glyph
A visual representation of a data point,
used in data visualization to represent

individual data points in a graph or chart.
-

Feature
Each column of a dataset, representing a

characteristic or attribute of the data
that is being observed or measured.

-

Distribution

The manner in which data values are
spread or distributed across a dataset,

describing the frequency or probability of
different values occurring.

-

Relationship

The connection or association between
variables or attributes within a dataset,
indicating how changes in one variable

may affect another.

-

Pattern
A recognizable structure or arrangement

within data, indicating consistent
relationships or trends among variables.

-

Correlation

A statistical measure that describes the
degree of relationship or association
between two variables, indicating the

extent to which changes in one variable
are related to changes in another.

-

Anomaly

A data point or observation that deviates
significantly from the expected or normal

behavior within a dataset, potentially
indicating errors, outliers, or interesting

phenomena.

-

Dimension

Refers to each visualizable aspect of a
plot, such as the XYZ axis in

three-dimensional space, representing
different variables or attributes of the

data being visualized.

-

1
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Term Description Abbrev.

Degrees-of-Freedom
An integer number representing the

amount of axis in which an object can
move

-

Head-mounted display
The physical devise that allowed a user

to see and experience virtual reality. Also
called a VR-headset

HMD

Cave
An immersive VR environments with
projections directed to the walls of a

room.
-

Field-of-view
The degrees of vision a HMD allows you

to see in.
-

Virtual Environment An virtual environment within VR. VRE

Normalization
A technique for transforming data to a

normal distribution.
-

Log-transform
A technique for transforming skewed

data.
-

Game object The building blocks for scenes in Unity. -

High Definition Render
Pipeline

a high-fidelity Scriptable Render Pipeline
built by Unity to target modern

(Compute Shader compatible) platforms..
HDRP

Multivariate data
Data which has measurements taken on

multiple variables for each instance in the
dataset.

-

Data mining
The practice of analysing data to

generate new information, typically using
algorithms.

DM

Data mining pipeline
The stages which are part of the data

mining process.
DMP

Visual data mining
A technique of data mining, using
visualization instead of algorithms.

VDM

Virtual Reality
A simulated experience using a HMD to

visualize.
VR

Complex data Data with a high number of features. -

Big data
Data which has at least a million

instances
-

Visualization properties

A Visualization can display one or more
properties to allow the user of the

visualization to control certain aspect of
the visualization.

-

2
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Term Description Abbrev.
Data diversity The different forms and types of data. -

Unity A game engine -

Python
An object-oriented high-level

programming language.
-

UI table The name for the entirety of our 3D-UI -

Feature board
The are which contains the features

initially.
-

Info sign
The UI element which contains all the

information of a selected glyph.
-

Dimension board
The UI element which takes the features

from the feature board as input for
visualization.

-

Feature Cube

A UI element in the form of a cube with
text on the top and front. These are
intractable elements in the sene that

represents individual features of instances
from the dataset.

-

Socket
A UI element in the form of a translucent

black cube, made to resemble a void
space where a feature cube can be placed.

-

Two-dimensional
A type of dimensional space with 2 axis,

typically denoted X and Y
2D

Three-dimensional
A type of dimensional space with 3 axis,

typically denoted X, Y and Z
3D

Scatter plot
A type of data visualization, which
visualizes each data point as a dot.

-

Histogram

A type of data visualization, which
visualizes the distribution of data,

consisting of rectangles, each representing
a range of values, where the height

represents the frequency or the amount of
data points are within this range.

-

Object property space
A space which utilizes objects to

visualize.
-

Visual properties
The visuals of a glyph, such as color or

size
-

Encoding
A technique for converting categorical

data to a numerical format
-

3



Preface
This report is associated with the Medialogy Master's Thesis project titled:
' Visual Data Mining in Virtual Reality: An Exploratory Study '

The project and report was carried out by us, the authors and Aalborg University
Medialogy students Anton C.M. Larsen, Jens L. Hammer, & Thomas K. Lindhardt during
the 10th semester spring period between February 1st and May 31st of 2024. The project
was part of a cooperation with the largest Danish medicinal company Novo Nordisk A/S.
The purpose of our report is to outline and document our project and its exploratory study
�ndings. It covers our background research surrounding Visual Data Mining (VDM) and
Virtual Reality (VR), as well as the design, development, and evaluation processes of what
we denote our VRVDM prototype1. Images of it can be seen on the next few pages.

We �nd it important to note that the prototype does not have any advanced computational
data mining (DM) capabilities due to two reasons: a.) While DM is the foundation
of VDM, our focus is on the VDM capabilities of humans and not DM capabilities of
algorithms. b.) The fact that we are Media Technology students and not DM experts.
Our technical capabilities do not extend to the implementation of advanced DM algorithms.

The motivation behind our exploratory study stems from the research gap in how VR
technology can aid VDM processes. The primary objective of our study is to determine
exactly that. The context that our project and study operates within is speci�cally clinical
trial data because of our cooperation with Novo Nordisk. Our study seeks to contribute to
the yet very much unexplored crossing between VDM and VR technology, guided by the
VR expertise and insights of Associate Professor at AAU, Claus Brøndgaard Madsen, and
Principal Statistical Programmer and our Novo Nordisk contact person, Rasmus Stenholt.

The structure of the report is presented by each VRVDM sub-area that we explored,
covering our conducted background research, design considerations, implementation, and
evaluation where they make sense. The timeline of what we did and when is therefore
not strictly re�ected, but we do provide the temporal narrative for each sub-area. Each
chapter comprises a VDM sub-area after the expert study chapter and until the conclusion.

The citation style used in the report is the ACM 2 In-Text Citation Style [25]. Sections
and �gures are referred to independently according to which chapter they are present in,
i.e. the �rst section in Chapter 1 is referenced as 1.1 while the next is 1.2, etc., and Figure
1.1 can e.g. be in Section 1.2. The �rst time a word with an abbreviation is introduced,
the abbreviation is stated in brackets after which it is used. Important terms and concepts
are italicized the �rst time they appear and can be referenced in the Nomenclature list.

We would like to express our gratitude to Rasmus Stenholt for letting us visit Novo Nordisk,
for providing feedback on our prototype, and for procuring the anonymous datasets that we
used for showcasing and testing purposes. We would also like to thank Claus Brøndgaard
Madsen for providing project supervision and facilitating our contact with Novo Nordisk.

1GitHub link: https://github.com/volous/DataVisInVRMasterThesis
2Association for Computing Machinery.
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Introduction 1
W e live in the era ofBig Data where massive amounts ofdata, characterized by often

times high degrees ofcomplexity, is present everywhere [29, 20, 13, 15, 17, 5]. It
is said that "Data is king" and in present day we have the technology to uncover and
extract meaningful information from data. This is known as Data Mining (DM) and it
utilizes automated methods and algorithms to mineinsights from data, i.e. characteristics,
distributions, relationships, patterns, correlations, anomalies, or other useful information
[7, 16, 3]. The goal of DM is to provide actionable insights to stakeholders in a given
context and thereby enable humans to make data-driven decisions. The discipline has
its origin in Data Science from the 1990s but today it is e�ectively used in diverse areas
such as Healthcare, Environmental Monitoring, Physics, Marketing, E-commerce, Finance,
Media, and Education [17, 9, 19].

The discipline known as Visual Data Mining (VDM) can principally be regarded as a
combination of DM and Data Visualization (DV) [9, 17] but also other scienti�c �elds
including Human-Computer Interaction (HCI) and Visual Analytics (VA) [4, 12]. VA is
centered around the human data analyst who has to �get a feeling for the data, detect
interesting knowledge, and gain a deep visual understanding of the data set." [4] and that
is also the gist of VDM [17]. The implication is that, where DM relies on automatic
algorithms carry out the mining of data, VDM is a human-guided process that incorporates
humans as the central active part in the mining process [7, 14]. VDM also coversHuman-
in-the-Loop (HITL) involvement where human intelligence, oversight, and expertise is
integrated as part of algorithmic DM processes [17]. The goal of VDM is the same as DM
but it is achieved di�erently by leveraging human perceptual and cognitive capabilities to
enable and empower analysts to visually explore and mine complex data sets [23, 12].

Concurrently with the growth of DM an VDM technology, immersive Virtual Reality (VR)
has sparked great interest in business, academia, and entertainment after its resurgence
around 2012 due to technological developments and increased accessibility [23, 2] For
example the performance of graphics cards have vastly improved, the price of consumer
VR head-mounted displays(HMDs) signi�cantly lowered, and their portability greatly
increased [6]. It is now a medium that can provide convincing and immersive experiences
in real-time with powerful interactive capabilities [2, 20]. Successful Game Engines like
Unity [11] and Unreal Engine [10] have transcended into more general applications as
powerful Real-time 3D Engines that have seamless VR integration. While both VDM
and VR technologies are in their prime, the potential of their con�uence is still largely
unexplored.

5
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1.1 Narrowing Down the Problem

2D and 3D visualizations are commonly utilized in various DM tasks and stages for less
complex datasets but as data complexity increases those methods become inadequate for
representing relationships and patterns in data [14, 7]. While dimensionality reduction
methods are one solution they are prone to other problems like information loss [16].
Another facet of the problem is the fact that our human brains are shaped by evolution in a
three-dimensional world and so we struggle to grasp the complexities ofHyper-dimensional
Spaceperceptually and cognitively [17, 5]. Thus the higher the dimensional complexity the
more di�cult it becomes for us to conceptualize accurately because our intuition does not
naturally extend to higher dimensions. As the number of dimensions in a dataset increases,
the amount of data required to adequately sample the space increases exponentially [9, 21],
a problem known asThe Curse of Dimensionality. Extensive research has been done by
on visualization and interactive data exploration in VR [6].

Visualization is the centerpiece of VDM, and visual interactive aids are predominant in
the discipline. These observations make the crossing between the technologies ostensibly
reasonable. The question in mind is then how VDM can bene�t from VR. VDM is a multi-
faceted process so assessing in which stages of the DM Pipeline VR is viable and valuable
is the key challenge. That is the main problem we attempt to explore in this report with
the clinical context as the point of our departure. The problem at hand is framed by our
following problem statement.

1.2 Problem Statement

" To what extent does Virtual Reality enhance the e�cacy of Visual Data Mining processes,
particularly within the clinical domain? "

1.3 Related Work

Searching through academic databases1 we found that limited research has been conducted
on VRVDM and some of the �rst research dates all the way back to the late 1990s and
into the start 2000s. While both VDM and VR technology was less developed then, the
heuristic experiences and �ndings from the research are still valuable and serve as the
foundation of our work.Our VRVDM prototype is primarily based on a collection of work
by Nagel et al. [23, 22, 24, 21]. They created a modular VRVDM software system called
3DVDM 2 using a 6-sided VR CAVE setup [23]. The system was tailored for exploring
large databases in VR and includes various data exploration tools that try to maximize
the degrees-of-freedom(DOF). The tools were designed to enable analyst to visualize and
analyze complex data sets by leveraging immersive VR capabilities. The most notable
visualizations of 3DVDM incorporating these tools are a 3D histogram, a 3D scatter plot,
a matrix of multiple scatter plots, and an extended version of the scatter plot dubbedObject
Property Space. In Object Property Space, data records are visualized as virtual objects
with various distinct visual properties and each property may correspond to a di�erent

1See which databases we used in the Appendix on p. 50.
23D Visual Data Mining (2001).

6
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dimension or attribute of the data. 3DVDM is able to customize such visual properties,
in its case position, pose3, color, shape, size, blinking, spatial distance4, and texture,
to explore relationships between multiple variables in real-time. The motivation behind
the system was part of an overarching endeavour to provide analysts with an immersive
and interactive VDM platform. As part of the project they explored user interfaces and
worked towards improving computational performance, both which have improved vastly
at the time of writing.

Based on 3DVDM Nagel later established the VR++ framework [22] designed for creating
interactive and dynamic VR applications for visualizing large datasets. It addressed
challenges in e�ciently creating such modular VR applications and set several di�erent
goals in that regard such as for reusability and scalability. It also highlighted the need to
research perceptual and psychological aspects of interactive VR visualization and explore
how it can improve user experience and VDM e�cacy. In their following work Nagel et
al. [24] improved 3DVDM, supplying it with both more visualization techniques and data
exploration tools, and employed a speci�c dataset5 for a prediction task to illustrate how
the system can aid in VDM. It was an e�ort to show a practical application of 3DVDM
and generally encourage more practical applications of VRVDM. The authors argue that
VR applications in contrast to desktop applications o�er more sensory input and therefore
better utilize human perceptual abilities when exploring large datasets. However, they also
note that they did not present any evidence to verify the explicit bene�ts of VR navigation
and real-time user response in VRVDM systems.

Nagel [21] found that some of the common visual data exploration techniques that exist
are:

ˆ Icons or glyphs - Objects designed to represent many pieces of information
simultaneously.

ˆ Brushing - Assigning a color to selected markers/glyphs.
ˆ Linking - Inspecting other views of the brushed data to see the e�ect.
ˆ The Grand tour - moving a "window" around a higher dimensional shape so a lower

dimensional projection becomes visible.

The most notable takeaway for our project is this list, to gain an initial insight into these
common exploration techniques,

by identifying key stages in the Data Mining Pipeline where VR integration proves most
bene�cial?

As such our project serves multiple purposes: 1.) To explore the viability of using VR for
VDM, 2.) To identify what a VRVDM tool should entail, 3.) To enable humans to data
mine through visualization, and 4.) To challenge our own technical skills in creating such
a tool.

3The spatial orientation of an object.
4A metric that measures distances in VR based on the size of the largest object.
5"Forest Cover Data" dataset: http://kdd.ics.uci.edu/databases/covertype/covertype.html .

7
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1.4 Baseline Requirements

Further requirements are addressed for each VRVDM sub-area of our exploratory study in
their respective chapters.

1.5 Proposed Solution

In our endeavour to answer our problem statement we developed VRVDM tool following
certain baseline requirements identi�ed through our exploratory study, mainly through
background research and the expert study we conducted with Novo Nordisk bio-
statisticians.

The aim of our project is twofold; 1.) To uncover the feasibility and advantages of using
Visual Data Mining in Virtual Reality including when it is e�cient to do so. The second
aim is to identify and outline what is required to achieve a working, functional, and useful
Virtual Reality Visual Data Mining (VRVDM) tool.

8



Prototype Solution 2
This chapter features our prototype VRVDM system in its �nal version at the project
submission hand-in date. We �rst describe the contents of the prototype, then display
images of it, and �nally outline its user interfaces and functionality.

2.1 Description of the Prototype

The prototype is a Virtual Reality application developed as a tool to explore visual data
mining. It places a user en a black room withe a UI table in front of them, and an empty
grid in the distance. The user is then able to uses controllers to grab cube objects in
front of them, that correspond with features from a data set. The prototype works with
normalized data sets that has no null values.

After placing Feature cubes in all �ve sockets on the dimension board, corresponding to
the 5 dimensions (3 spatial, one scale and one color dimension), visual data will appear
in the previously empty grid, corresponding to the data set values. So based on which
feature cubes are placed in which sockets, that visual data will appear as a re�ection of
these choices.

The user can then move around the visual data, scale it and rotate it. Additionally the
user is able to select a glyph, which will then be highlighted, and all feature information
from the speci�c instance represented by the glyph, will appear on an information sign on
the UI table.

9
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2.2 Images of the Prototype

Figure 2.1. Shows the fullUI Table that a user interacts with. This is comprised of theDimension
Board which is the curved button surface with symbols on it, the Feature Board in the top middle
holding the Feature cubesand the Info Sign on the top right that show glyph instance information

Figure 2.2. Clustered data from a data set designed to show correlation. AllSocketson the
Dimension board has been �lled by Feature cubes

10
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(A) Feature board �lled with Feature
cubes. Each of which represents a
feature from the data set

(B) User hand holding Feature cube.

(C) Glyph collision highlighted. (D) Info sign. Populated by all feature
data from the selected glyph

(a) Visual data scaled down by user
grabbing and moving hands together.

(b) Visual data scaled up by user
grabbing and moving hands apart.

11
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Figure 2.3. Visual data with clear correlation. The X and Y axis appear to follow a straight
line, indicating a potential correlation between the two features

12



Expert Study 3
This chapter sheds light on our meetings with Novo Nordisk at their company site in
the eastern outskirts of Aalborg City at the NOVI Science Park, along the studies we
conducted and their results. On the �rst occasion we established contact and conducted
an initial small expert study, and on the second occasion we conducted the main expert
study.

3.1 Participants

Two participants from Novo Nordisk took part in the studies. Only one of the experts
participated in the initial study, while both participated in the main study. We assessed
that prior exposure did not matter to the goal of the study, so the person from the initial
study would also be able to partake in the main study. Importantly the two people in
question were not experts in data mining per se, but rather experts in bio-statistics in
the clinical context. The reason the study was conducted with these people is that the
cooperation with Novo Nordisk was part of the project. Furthermore there are overlaps
in the work of a bio-statistician and a DM specialist as both are inherently data scientists
and -analysts. Thus some of the data fundamentals within DM are shared between the
two roles. For clinical context the participants are therefore representative as data experts
and arguably partly so within DM. During pre-interview questioning in the second study
we asked the experts about their VR and DM experience.

3.2 Setup & Apparatus

The setup and apparatus used was identical for both studies and the same meeting room
was used. The VRVDM prototype versions were however di�erent as more functionality
had been added for the main study based on the feedback from the �rst study. The
prototype system was run on a laptop capable of running the Unity build with a Meta
quest 3 VR head-mounted display (HMD). Figure 3.1 shows a drawing of the setup. The
experts were sat on chairs opposite of us, the testers, in the room. The laptop was hooked
up to a power supply, the VR HMD along with its controllers, and also a TV at the far
end of the room. Both the power supply and TV connected through sockets in the middle
of the table. Through the TV connection we could see roughly what the expert was seeing
on a �at screen.

13
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Figure 3.1. The test setup inside the Novo Nordisk meeting room.

3.3 Method & Goals

Both studies were qualitative expert studies. Their structure was divided into three
identical procedures: An unstructured pre-interview followed by a showcase of our
prototype in its then current state conducted in a think-aloud manner, and lastly a semi-
structured post-interview. However the contents of the procedures di�ered between the
studies because they had separate goals, albeit similar ones.

The goal of the �rst meeting and study was to:

ˆ Establish contact with Novo Nordisk,
ˆ Identify the VDM and VR expertise of the �rst expert,
ˆ Understand how Novo Nordisk handle their data life cycle, and
ˆ Receive feedback on the trajectory of the VRVDM prototype.

The goal of the second study was to:

ˆ Ascertain how much and how the experts use DM in their daily work,
ˆ Identify their VR experience,
ˆ Receive feedback on the changes to the prototype from the initial study.
ˆ Receive feedback on the then state of the VRVDM prototype.

Initial Study Procedure

The meeting started out with the expert presenting the data pipeline of the company
including which types of software programs they use for the various data stages to give us
context insight. It was followed by questioning from our side before it transitioned into
the pre-interview. We asked the expert about their prior work and experiences within
VR and VDM as they had worked within that exact context before their job at Novo
Nordisk. Afterwards we showcased our VRVDM prototype in its then current state. We
received feedback on the prototype experience, and initial thoughts about the feasibility
and requirements of a VRVDM tool both in general and in a clinical bio-statistician context.
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Main Study Procedure

The pre-interview was conducted to establish the experience of the experts with VR and
DM. The showcase was meant to introduce and expose our VRVDM prototype to the
experts.

The follow-up post-interview was then conducted to receive feedback regarding their
experience with the prototype, its functionality, and what such a tool would require based
on its then current state to achieve useful VDM capabilities.

The person had a lot of previous VR experience, but dating back several years.

We ran a short presentation to run them up to speed on our project and prototype status,
establish some VDM vocabulary, and get ambiguous terms out of the way.

The procedure was that we gave a short introduction to the controls and capabilities of the
VRVDM, and then they would be equipped with the headset, where they where allowed to
explore the VRVDM as they saw �t, where we would have both of the experts go through
and try it and had an open discussion sort of semi structured interview.

A complete list of the questions asked can be found in the appendix Section .1.

3.4 Results

For the structure of our report the results of our study is spread out in each of the ensuing
chapters.

3.4.1 Initial Study Results

When looking at our goals for the initial study, we have de�netly succeeded in establishing
contact with Novo Nordisk. Gained somewhat insight to the VR expertise of the �rst
expert, who has spent hours in VR, though not recently. We also learned about the pipeline
Novo Nordisk goes through when exploring data from clinical trials, that it is in fact only
after the report has been handed in that exploratory data mining starts happening, since
they have performed similar studies many times over. We de�nitely got usable feedback
to help us proceed with the next iteration of the prototype.

3.4.2 Main Study Results

From interviewing the experts, we found that they didn't conduct exploratory DM but
rather exploratory data analysis. Again our �rst expert has many hours in VR, whereas
the second expert has very little VR experience. From our post-interview we found that
they were very enthusiastic about the current implementation of the prototype, but there
where still features they were missing:

ˆ Time serial data.
ˆ Filters for data and thresholds.
ˆ Visualized data should have representation of genders.
ˆ A grid.
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Due to constraints, we ran out of time to obtain feedback for the changes from the �rst
iteration of the prototype.

3.4.3 Main Study Prototype Changes

Following our main study, we began implementing some of the changes desired by the
experts, one such change is the ability to interact with a single glyph which displays all
the values for that instance. We also introduced a 3D grid, which helps giving clarity to
the value an instance has on the X, Y or Z axis. This is also the point which we changed
our pre processing tool, from unity to python.
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Visual Data Mining 4
This chapter covers relevant concepts, theory, and techniques pertaining to Visual Data
Mining. Before describing Visual Data Mining and its role in the Data Mining pipeline,
an outline of Data Mining itself is �rst provided.

4.1 What is Data Mining?

Semantically DM is a step in the broader process ofKnowledge Discovery in Databases
(KDD) that seeks to store and make sense of data by developing appropriate automatic
methods or techniques [7, 9]. As such DM is a knowledge obtaining process, i.e. it seeks
to obtain data from various data sources, discover insights, and ultimately turn those into
useful and shareable knowledge. It is typically used for large datasets that are otherwise
hard to analyse through more simple methods such as descriptive statistics or regression
analysis, by utilizing automated methods and algorithms [27, 16].

DM builds on theories and techniques from multiple overlapping scienti�c �elds
and disciplines including Machine Learning, Data Science, Data Visualization, Visual
Analytics, Big Data, and Statistics [1]. The predominant use for DM is in business
context, primarily for Marketing, Finance, Healthcare, Medicine, Retail, E-commerce,
Manufacturing, Production, and Social Media. The goal of DM is to provide insights
to whichever application context it is applied in and thereby enable humans to make data-
driven decisions. Importantly, the derived DM output is subject to interpretation and the
decision makers must make sense of it through their analytical skills and perceptual and
cognitive abilities. Due to the visual nature of humans, data visualization is often used to
aid the interpretation and understanding of the output, i.e. the underlying data insights
[16].

4.2 The General Data Mining Pipeline

The DM pipeline encompasses the integration of every procedure involved in a data mining
task. Such a task can be boiled down to �ve general data stages, namely:Obtaining,
Scrubbing, Exploring, Modelling, and Interpreting , informally known as "OSEMN"
(pronounced 'awesome') [16]. The pipeline can be seen in Figure 4.1 and each stage is
described below it following the pipeline order.

Figure 4.1. The generalized Data Mining Pipeline [16].
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Obtaining

Obtaining Data, also known asData Acquisition, this describes the process of gathering
and storing data in a database consisting of datasets, regardless of how that data was
obtained. Böhlen et al. noted that "Data mining aims to discover something new from the
facts recorded in a database" [1]. As such this stage is the initial and most critical one in
the pipeline as the data itself ultimately determines the potential knowledge it holds [16].
In this line of thought, a common conception is that "the data and features have already
set the upper bound of the knowledge that can be obtained, and the data mining models are
just about approximating the upper bound." [16] Methods for obtaining data must therefore
be robust and avoid unwanted sampling such as missing, noisy, or biased data.

Ways to store large datasets is either a Database Management System (DBMS) or a Data
Warehouse (DWH). A DBMS is focused on structured data for day-to-day operations,
ensuring data integrity and consistency. Meanwhile a DWH centralizes data from various
sources for analytical processing, facilitating complex queries, and providing insights for
strategic decision-making. Thus it can contain multiple databases. Both DBMS and DWH
technology is able to store and handle enormous amounts of data.

A less e�ective alternative to the two technologies described above is storing and managing
data in a tabular format, which is often used in spreadsheet software such as Microsoft's
Excel [18] or Google Sheets [26]. These tools provide functionality for arranging data in a
table with rows and columns, performing basic statistical calculations, and creating simple
data visualizations. While they are e�ective for managing smaller datasets and performing
simple data analysis tasks, they are not adequate for handling the capacity, complexity, and
scalability required by big data. They also lack advanced features and functionalities that
a DBMS and DWH both typically posess. Therefore the tabular format is more well-suited
for smaller-scale data tasks rather than large-scale and complex data management.

Scrubbing

The Data Scrubbing stage entails both the cleaning of the data and pre-processing of
it. Data Cleaning is the immediate step after data acquisition and involves identifying
and correcting errors, inconsistencies, and inaccuracies in the dataset. Meanwhile,Data
Pre-Processing seeks to transform raw data into a format that is suitable for Exploring
and Modelling, the next two data stages of the pipeline. Collectively, the purpose of the
scrubbing stage is to clean and transform the data into a uni�ed format that is easy
to interpret and handle by data mining models [16]. Common data cleaning tasks are
Missing values handling, Duplicate values removal, Outlier detection, and Formatting &
Standardizing [16].

Exploring

Exploring or more speci�cally Exploratory Data Analysis (EDA) involves examining the
dataset "without heavy dependence on pre-conceived assumptions and models" [7] to
identify unknown data insights that may be of interest for further analysis [14, 7, 16].
As such EDA is the stage at which the underlying patterns in the dataset are discovered
which is done through an iterative hypothesis generation process where assumptions may be
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formed. This process is facilitated by interacting with often times graphical representations
i.e. visualizations. Data visualizations such as histograms, scatter plots, and box plots are
commonly used to visually explore distributions and relationships within datasets. They
allow the user to more easily gain insights into the data set and thus come up with new
hypotheses. Verifying the hypotheses can be done manually by data analysts through
visual data exploration or may be automatically veri�ed by statistics and machine learning
techniques [14].

Interactive visualizations facilitate data exploration in determining insights, leveraging
human perceptual and cognitive abilities to gain insights and make decisions. Active
participation in the exploration process allows any necessary adjustments to the
exploration goals to be made automatically. EDA greatly bene�ts from the utilization
of data visualization techniques [14].

Visual Data Exploration techniques are designed to take advantage of the powerful visual
capabilities of human beings and can support users in formulating hypotheses about the
data that may be useful in further stages of the mining process. [7]

It involves delving into a dataset to understand its structure, characteristics, and
underlying patterns. It encompasses a range of techniques aimed at uncovering insights
and gaining familiarity with the data before undertaking more formal analysis tasks.
Exploring typically begins with summarizing the main features of the dataset through
descriptive statistics, such as measures of central tendency and variability. Visualizing
the data using charts, graphs, and plots allows for intuitive interpretation of the data
distribution and identi�cation of potential trends or relationships. Exploring also involves
detecting anomalies or outliers that may warrant further investigation. Overall, exploring
is a crucial preliminary step in the data analysis process, providing valuable insights that
inform subsequent analysis and modeling e�orts.

Modelling

Modelling is the process of creating mathematical representations or models of patterns
and relationships within the data. It enables representation of the underlying patterns
in data by allowing data mining models to explicitly capture the patterns. Data mining
models involve certain types of tasks namely clustering, classi�cation, regression. The
models also vary in complexity. [16]

Selecting and applying appropriate algorithms and techniques to analyze the dataset is the
cornerstone of this stage to extract meaningful information. There is not a one-size-�ts-all
algorithm and often times the process may require testing various models to see which
describes the data patterns best.

Interpreting

The interpreting stage is where the discovered insights are evaluated and transformed into
actionable information. The results are interpreted in the context of the speci�c business
problem or research question that initiated the data mining process. It involves relating
the �ndings to domain knowledge and considering external factors that could in�uence
the results.[16] Interpreting is more humanistic in nature as it entails convincing people to
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accept the discovered knowledge. The focus is on the human and no the data and therefore
social skills such as storytelling and the ability to use emotions suitably are key. Statistics
and complex models may be used for sharing the knowledge with peer data experts, and
visual aids such as graphs and tables makes the knowledge more comprehensible and
acceptable especially to laymen.

4.3 Visualization Properties

Spatial Frames of Reference

Frames of references are identi�ers, such as labels or axes.[1] When talking about spatial
frames of reference we can identify: placement, size or movement, or even glyphs can be
frames of references, and two di�erent types are proposed to exist, intrinsic which belong to
objects in space and environmental which belong to the space itself or the observer.[1] This
is useful for our project to consider which type of references we can use in our prototype.

4.4 The Diversity of Data

Data Mining is a complex matter as data is inherently diverse and noisy in the real world
and we will explore this in the following section.

Data comes in many di�erent forms, discrete and continuous, which are classi�ed as
categories and values with given ranges respectively. These are useful to identify the type
of data being handled and each have processes to handle them. There are also di�erent
variable types, nominal is data which groups data into categories without overlap, ordinal
data also categorizes data into groups, but it does so with a ranked order. Interval data
is measured with a scale, with each point placed at an equal distance from one another.
Finally ratio can also be measured on a scale, but is di�erent from interval data in, that
it has a true zero, an example of this could be temperature.[8]

4.5 Techniques

There are di�erent visualization techniques to visual data mining, such as scatter plots,
or parallel coordinates. The parallel coordinate technique maps a k-dimensional space to
two display dimensions, by using k equidistant axes these are parallel to on display axes
and each data item is presented as a polygonal line which intersects each axis at the value
for that speci�c axes(see Figure 4.2).[14]
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Figure 4.2. Example of parallel coordinates

Another technique is scatterplots, which both can be visualized as 2D and 3D. A scatterplot
simply creates a point or glyph in the case of multidimensional data, where the values are
represented by these, this can help with observing the relationship between the features.
These are just some of the techniques you can use to explore the patterns and relations
between di�erent features and we can use these di�erent types of plots for inspiration in
our implementation.[14]

4.6 Additional functionality

Some of the data mining functionalities our experts were missing was the ability to see
and visualize time series data, since a lot of their work is dependent on this. Further the
ability to clamp the upper limit and lower limit of a feature, to zoom into a range and
explore that range further was another functionality they would have liked to see.

4.7 Summary

All of the previous sections culminates into a data structure, which is described in the next
section as well as the usefulness for our project.
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This chapter describes how we integrated the clinical datasets with our VRVDM prototype.
It involves a description of the diversity of data, an overview of the types of data in the
data sets we worked with, and the data sets themselves. It also covers how we integrated
the data with the prototype to create the 3D scatter plot visualization. In the data mining
pipeline, the �rst step is to obtain data, wasn't necessary for us in the traditional sense,
that we had to conduct a test to obtain it. Instead we were given access to an anonymised
dataset which is similar to what Novo Nordisk would produce after conducting a test.

5.1 Data structure

Before being able to go into the scrubbing state, it is necessary for us to have a data
structure. This is the format of the data, and determines what operations and processes
we can perform with the data. Originally when we obtained the data it is in an r format.
Due to unity not being able to read r �les, we are using python to convert it into a CSV
�le format which unity is able to read.[16]

5.2 Handling qualitative data

As part of the scrubbing step, we need to �nd a way of visualizing the categorical data,
since this is text we need to convert it into a numerical value. To do this operation,
�rstly we will explore implementing this in Unity, which would then allow us to change
the data being explored at runtime as well as giving access to performing di�erent data
transformations at runtime as well. Though if this proves to be too complex and ine�cient
we will instead turn to use python to perform our transformations and conversion, this is
due to python having packages that are very well optimized for pre processing the data.

5.2.1 Unity and data

Unity has the capabilities of reading and writing data, though unlike python we haven't
been able to �nd any packages that are made for handling data. The initial attempt to use
Unity to process our data, is that if we are able to implement this, the users of our system
would be able to perform the transformations on the data that they want to, and select
between di�erent datasets. Some of the issues that may arise from this is, ine�ciency
in the code itself, resulting in a slow system. In case this ends up a�ecting the system
severely, we will change the pre-processing to python and not have the integrated selection
of data or transformation.
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5.2.2 Python and data

Python, as mention above, has very good capabilities for handling and transforming data.
Within python the libraries that spring into mind are, pandas and scikit learn. Pandas is
a very versatile package, allowing the programmer to read a lot of di�erent �les, as well as
exporting to .csv �les. In scikit learn, the function LabelEncoder, can be used change non-
numerical data into numerical, where it also normalizes them. These are highly optimized
and take few seconds to process the millions of data we need to process. Though one of
the di�culties we would encounter is to integrate python and unity, and most likely the
scope of this project will not allow for this integration.

5.3 Pre-processing of the Data

In this section we will explain the implementation of the preprocessing of data, both in
c# and Python.

5.3.1 Unity

Since Unity, to our knowledge and research, doesn't have any packages for handling the
data easily, we will have to write our own method to pre-process it. Luckily C which unity
uses, can read and write data from and to CSV �les.

Reading Data

The �rst part of accessing and reading the data is to access the �le from a folder, which
is located within the repository. The function Application.datapath provides with an easy
way to get to the root folder of the prototype. We can then write in a folder name, and
using the name from a TextAsset. After this, we then call our function for converting a
csv �le to a string matrix.
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Figure 5.1. Function for reading the csv �le

In Figure 5.1, we �rst see that the function returns a string matrix. It takes the path to
the folder, and outputs the headers of the �le into a separate array. We then read all the
lines of the �le, and get the length of the columns and rows from this. We then make a
new empty matrix where we set the size of the array to be the columns and rows of the
data set. Where we then iterate over each row and column, where each value is identi�ed
by the delimiter comma, which allows us to return the populated matrix.

Splitting the data

To handle the data, we need to separate the numerical and categorical data, so we can pre
process the numerical data and encode the categorical data to numerical values so we can
visualize them.
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Figure 5.2. Function for splitting the data into categorical and numerical

In Figure 5.2, the code for separating the numerical and categorical data can be seen, �rstly
we are interested in, not handling any nulls yet so we continue anywhere we encounter a
null, we then perform a check if the value can be converted into a �oat and output this value
into a matrix. If this is not possible we then insert that datapoint into another matrix which
contains all the categorical data, though we need to be mindfull of the headers, but this is
solved by checking if we are looking at row 0. We then call the ConvertCategoricalData
function to encode the categorical data.

Parsing the data

In ConvertToNumeric() function we encode the data to a range between 0 and 1, this is
dependent on how many di�erent categories there are in one column. First we instantiate a
dictionary, which is sent to a hash set, which allows us to get the count of unique instances.
We can then normalize the data using the mathematical formulaX = X � Xmin

Xmax � Xmin , and
we then return this matrix to be merged with the normalized numerical data.
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Merging the categorical and numerical data

To merge the the categorial and numerical data, we have to access both matrices and we
chose to insert the numerical data �rst into a matrix, where we then after this has been
done, insert the encoded categorical data to the end of this matrix using horizontal con-
catenation:
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Handling nulls and �nding the mode

Another important step in preprocessing is handling the nulls in the data, to this we have
decided on �nding the mode, i.e. the most occuring datapoint in the speci�c column. Since
all of the data at this point are �oat numbers, we can use the �oat.IsNaN function to �gure
out if a value is a null. If this is a null we then use the FindMode function which uses a
dictionary to count the most frequently occuring value and sets the null to this value.

Saving the data

We then want to save the data to send it to the script responsible for rendering the data.

Figure 5.3. Functions for saving the matrix to a new .csv �le

We use the StreamWriter, to writes a �le to the �lepath given, where we iterate over the
combined matrix of the categorical and numerical data.
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Using unity proved to be very complex, and resulted in the pre-processing step to take
approximately half an hour for a dataset with around 2500 instances.

5.3.2 Python

Figure 5.4. Python code for cleaning and preprocessing the data in python

In Figure 5.4 we see the entirety of code to perform the pre processing stage. We start out
with setting the directory name, which should be the �le path to the folder containing the
data, then we set the �lename for �le to be read by the system. We then use our function
ConvertToPandas(), where we read the directory, and �lename of the �le, and then use
pyreaders .read_r so we can return the r �le in a format that the pandas library can read,
and assign it to a dataframwe. We then use pandas select_dtypes() function to only select
the columns which contain numerical data. Where we then normalize the numerical data.

We then use the nunique() function, which gives us the total amount of unique observations
in a column, this will return a 0 if there is only one unique in the column, so we ensure
that if this is the case, we set it to 1. Then if there are more than 1 unique instance, we use
the LabelEncoder() function from scikit learn, which allows us to encode the categorical
data to a value between 0 and n classes -1, where we use normalization to get set each
encoded value between 0 and 1. Then we �nd the mode for each column, and use the
�llna() function, which �lls each null with the set number. Finally we save the dataframe
as a csv �le, so we can read it in unity.
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5.4 VR Interaction taxonomy

Virtual reality (VR) enables interactive data analysis where the user can be an active part
of the process through the interactive capabilities of the medium.

"The technology is speci�cally tailored to use human information processing systems
with an emphasis on presenting information to our senses (Suh and Prophet 2018), and
interaction opportunities provide new ways to express ideas and propose new interaction
methods for a wide range of research domains and disciplines." -Visualization in virtual
reality: a systematic review (Korkut, 2023)

"With recent technological advances, the invention of several libraries, tools, and devices,
VR facilitates the manipulation and analysis of data by using the advantages of 3D
environments."-Visualization in virtual reality: a systematic review (Korkut, 2023)

5.4.1 Transformation of data

The quantitative data will most likely need some form of transformation. To this there
are a good few di�erent types: Normalization and Log-transform to mention a few. Each
di�erent transformation is usually applied depending on the original data distribution.

Figure 5.5. Example of a data transformation

Though since there are many di�erent possibilities for data transformation, we will just
select one, and if it is within scope of the project, maybe allow the users to select which
transformation is performed on the data, an example of what transforming data does to
the distribution of the data can be seen in Figure 5.5.

5.4.2 Nulls

As with transformation of data, there are also a few di�erent ways of handling null or
missing data, these are:

1. Mode - Replace the missing values with the most frequently occurring value.
2. Mean - Replace the missing values with the mean of the data.
3. Median - Replace the missing values with the median of the data.
4. Removing instance - Remove rows that have missing values.
5. Constant - Select a constant(f.x. 0 or -1) and replace the value.
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6. Forwards & backwards �ll - Fill the missing values either by looking at the previous
or next value in the column.

7. Interpolation - Estimates missing value based on existing values.
8. Regression - Predicts missing values based on regression, using other variables.

And as with the transformation, we will select one of these to implement initially and if
the scope allows, enabling the user to select how to handle them would be ideal.

5.5 Conclusion

We were able to both explore using C# and python as our method of pre processing the
data, and found a potential for C# as the language to perform this process in. Though
what is needed to take this further is optimization of the code. Due to scoping we decided
to step back and use python for the prototype.
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The problem at hand with regards to Rendering, is to e�ciently load and render a large
dataset, as described earlier, possibly containing millions of data point. This must be
rendered in the Unity3D engine without causing noticeable jitter or lag in VR.

6.1 Design

Two options were gathered from the research and brainstorming as to how data points
should be rendered and displayed in Virtual reality, using the Unity3D engine.

6.1.1 Game Objects

Game objects in Unity serve as a fundamental building block within the engine, providing
a versatile and modular system to structure the components that de�ne a programs
functionality. Each game object acts as a container for various components such as scripts,
physics colliders, renderers, and more. This modularity makes game objects incredibly
practical for a wide range of purposes in the solution, such as getting its position from the
transform component or detecting coalition.

However, the strength of game objects in managing components becomes a signi�cant
limitation when it comes to rendering massive amounts of data. Each game object in
Unity incurs a certain overhead due to its inherent structure and the various components it
contains. This overhead, while manageable for typical game scenes, becomes prohibitively
expensive when attempting to render millions of data points. The processing power
and memory required to manage and update such a vast number of individual game
objects can quickly exceed the capabilities of most hardware, leading to severe performance
degradation. And for this reason alone, game objects where not chosen for rendering the
data.

6.1.2 Point cloud renderer

A point cloud renderer is a type of graphics rendering engine that visualizes 3D data by
representing objects as a collection of discrete points in space, rather than using traditional
polygonal meshes. Each point in a point cloud has a speci�c position (X, Y, Z coordinates)
and can carry additional attributes such as color, intensity, and surface normals.

In a point cloud renderer, the rendering process involves drawing these points onto the
screen to form the complete image of the 3D object or scene. This method of rendering
is particularly e�ective for visualizing complex and dense datasets, where capturing �ne
details is crucial.Point cloud rendering is inherently e�cient for representing large datasets.
Unlike polygonal models that require a detailed mesh of vertices, edges, and faces, point
clouds simply use points to depict the shape and surface of objects. This reduction in
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complexity allows point clouds to represent detailed scenes with fewer data points, leading
to reduced computational overhead and faster rendering times.

Point cloud renderers are traditionally used to render a 3D object in space, and because
of that the input data is usually expected in the form of textures or mesh, which will take
a bit of computation and time to implement, that is to say the conversion from CSV data
set to texture. But the rendering e�ciency and computational speed of the Point cloud
Renderer outweighs the disadvantages, and it was selected as the ideal solution for glyph
rendering.

6.2 Implementation

The implementation of particle rendering and optimisation can be broken into two
categories: The Visual system responsible for rendering, and the logic that e�ciently
gets, sorts and assigns the correct data from a dataset to the particle system.

6.2.1 Point Cloud Renderer

Having decided on a Point Cloud Renderer the �rst step was to create a shader graph that
could take in a Data set and render glyphs based on �ve dimensions. Three dimensions
for position in space, one for color and one for scale. So the render graph needs to store
this information and apply it to the glyphs. The graph is shown here in Figure 6.1
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Figure 6.1. The shadergraph for rendering glyphs in HDRP

This shadergraph was created following the Youtube tutorial "How to make a Point Cloud
Renderer using Unity VFX Graph" [28], modi�ed to suit the speci�c need of this project.

Looking at the right column of the graph, this is the Particle and has the following settings:
"Spawn" component of the graph, all particles are spawned at the same time and only
ones, the "Initialize Particles" component then sets the maximum number of particles to
5 million as this is a semi arbitrary number larger than any amount of glyphs we expect
to render. This same component has three modules for Position, Scale and Color, allowing
for the initial de�nition of these factors. Finaly "Output Particle Mesh" determines the
visual representation of the glyph. This is set to opaque and has a custom made mesh in
the form of a tetrahedron.

Looking at Figure 6.1 from left to right, we see the UINTS and math operations in the form
of nodes. The particle information is stored in a textures for e�cient operations and they
are all exposed so they can be accessed from code. Each particles ID is accessed through a
"Get Attribute" node. To get the number of particles, the resolution uInt is squared as it
is a 2D texture and the clamped with a modulo operation, in case the number of particles
excede the given resolution. What comes out of the modulo operation node is now the
actual particle ID. In order to get each data point based on its ID, two math operations
are added in the form of a modulo and a deviation node. The input for each is the ID
and the resolution. the modulo node trivets the X axis bu increments by one for every
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particle to the resolution bounds, and resets to 0 when it reaches the end. The division
node trivets the Y axis by increments by 1 every time the modular node resets. Essentially
creating a line by line scanner for our textures. To then utilise this, two texture nodes are
created. 1) TexPosScale holds the position vector3 in X, Y, Z and the scale �oat in W.
2) TexCollor holds the r,g,b value of the color in its X, Y, Z. Then two texture loaders
are implemented. This nodes take a texture, an X, Y coordinate and outputs the texture
value at that position. The two texture nodes are then hooked up to the texture loaders
with the X value from the modulo node and the Y from the division node. And �nally the
output from these texture loaders are put in to the particle system.

Finally the variables can be assigned to the Visual e�ect system through code. Getting
the VFX component from the empty game object holding it in the scene. Then assigning
an array of positions, scales and colors through a public function called "SetParticles",
corresponding with the variables de�ned in the Shader Graph as seen in Figure 6.2.

Figure 6.2. The public function that set the relevant arrays to the matching variables in the
particle system

The next subsection will describe how the discrete parameters are e�ciently constructed
from a dataset.

6.2.2 Data Handling

The main functionality and mathematical calculation is done in the class "DataPointRen-
derer", from here on out referred to as DPR. First step to process the Data is to read the
Dataset and extract a matrix of the data points and an array of the headers. The headers
are in order an will be the key variable when referring to speci�c columns in the data
set. The reader function is a standard line by line reader of a CSV �le, with two special
additions, in the form of an "Out string[]" as a discrete parameter in the reader function
to output the header array, and an additional for-loop the runs through the �rs column of
the dataset to extract the headers, as described earlier in Section 5.3.1 Figure 5.1.

Second step is to get the user picked dimensions. That is the three spatial dimensions,
the color and the scale dimension. These are chosen by the user through the in game UI
as will be descried later in Chapter 8. The class responsible for handling the dimension
selection calls a function in the DPR called "ReceiveFeatures" that simply takes a string
array with the header names associated with the 5 selected dimensions.

With the header array, the data matrix and the selected dimensions array, the function
"BeginRendering" can now be called. This function is responsible for creating instances
(AKA data points) based on data matrix and the selected dimensions, with the goal of
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calling the "SetParticals" described in the previous subsection . It is showed here, with a
following extensive explanation.

Figure 6.3. The "Begin Rendering" function responsible for e�ciently constructing particle
information from a dataset"

First the pointCloudRenderer vfx is set to run, as it is only on when all parameters are
in place. Next the number of rows is extracted from the data matrix, minus 1 as the
headers are not to be included in the variables, and named nRows. Then each of the
relevant dimension arrays size are de�ned to nRows. Then three for-loops are responsible
for correctly reading the data matrix and assigning the correct variables. On loop for
position, one for color and one for scale.

The positions loop get the relevant value from the data matrix for each row, by using
the function "FeatureBasedOnHeader" that simply loops through the "header" array and
returns the matching element ID. So if the �rst column in the data set is chosen for
posX, the "FeatureBasedOnHeader" will return 0 and the position function will get the
data matrix value [instance, 0]. Then it will be passed to a �oat.Parse() function to be
converted from a string to a �oat, and �nally multiplied with the "RenderingArea" with
is a public variable for de�ning the initial size of the visual e�ect rendering area.

The loop for scale has similar functionality, with the di�erence of adding a small 0.05f on
top of the data matrix value, so that if the data value is 0 the glyph will still have scale
and will be visible when rendered. Also the public variable "size" is multiplied with the
scale �oat as a way to determine the initial scale of the glyph
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Color loop is again similar, but must be converted from a �oating point value to a unity
"Color" type, and is therefor parsed to the RainbowColorFromFloat() function which sets
the normalized �oat from the dataset as a HSV hue, with saturation and value of the HSV
set to 1 and the converted to a RGB Color through the Color.HSVToRGB operation.

The �nal loop in the "BeginRendering" function instantiates a new "Instance" struct and
appended to a list of all instances.

Lastly the "pointCloudRenderer" function is called, and the rendering can begin as
described in the previous subsection.

6.3 Evaluation and Conclusion

The evaluation was done with the following question in mind;
Was the rendering speed and runtime movement running smooth?

It was determined that any speed above 24,4 frames per second would be acceptable based
on the research conducted in the paper "Quantifying and Mitigating the Negative E�ects
of Local Latencies on Aiming in 3D Shooter Games" [30] where the authors found that
a delay under 41 milliseconds would not be detected by a user in a �rst person shooter
game. As our solution was consistently running at 36 frames per second while being stress
tested at 1 million glyph, we deem this to be acceptable and smooth.
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VR Movement 7
7.1 Design

When we started out with our implementation, we tested out a movement system with 3
degrees of movement.

Figure 7.1. Regular joystick Figure 7.2. 3D joystick

As depicted in Figure 7.2, and in Figure 7.1, the method we came up with gives us access
to an additional degree of movement compared to a traditional joystick.
Through internal testing we found that this way of movement was ine�ective, and induced
nausea. We then decided to test out world pulling to explore if there was potential for
this movement system. We found that the bene�ts of this movement system, was that it
didn't seem like you were moving, but the rendered data was moving instead, alleviating
the nausea, this was even when both of the di�erent movement methods move the rendered
data.

7.2 Implementation

In our implementation of world pulling, the ability to perform the actions are enabled by
pressing both of the grab buttons on the controllers, while the grab buttons are pressed
down, you are able to move your hands backwards, forwards, to the right, left, up and
down to translate the position of the rendered data. As well as moving your hands apart
from or towards each other to scale it. Finally you can rotate you hands like you were
holding a box and it will rotate.
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Figure 7.3. Translation example

In Figure 7.3 there is an example of how the translation functions. In a) when the grab
buttons are pressed, the algorithm sets a reference point, when the controllers are then
moved in a direction as in b) it will move the data in that direction as in c), once the
buttons are released we then store this position, to allow for clutching translation. For
rotation we are similarly getting the initial rotation instead, and adding any additional
rotation of the right controller to the data, and saving this rotation on release. Finally the
scaling uses the distance between the two controllers and scales up or down depending if
you are moving the controllers away from or towards each other, as well as having a clamp
of the minimal size to avoid scaling the data negatively. The bene�t of implementing the
clutching is that, the user will not have to strain and keep a certain position to view the
data in a speci�c way. We also want to keep the user from getting lost in what the original
rotation of the data is, so we implement a way for the user to press a button and the
rotation of the data would then be reset to its original rotation.

7.3 Conclusion

During our expert study, it was evident that they where able to adapt and use the
movement system with ease. Though we found that even with the ability to reset the
rotation of the data, getting lost was still a possibility. One way of mending this could be
to add the functionality to reset the translation and scale of the data.
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8.1 Design

For creating our UI, there where several considerations, the purpose of the UI should be,
to give the user an overview of all the available features, as well as having a visual feed-
forward of which dimensions are available for them to assign to, to visualize the data. One
of them was to have each possible dimension laid out in front of you, and you could then
press to cycle through each feature on each dimension, we came to the realization that if
there where many possible features, this would become very tiresome and tedious to cycle
through.

We then explored having a UI attached to the wrist which would contain the features that
could be assigned to another UI with a representation of the dimensions and once the
desired features where assigned, the user would be able to press a button to generate the
data. This solution comes with it's own set of di�culties, since the UI on the wrist could
obscure the data, and giving the ability to hide this UI would mean having to learn more
inputs for the user. Another issue is visibility, since attaching a huge UI element to the
wrist is not optimal, the text which describes what feature it is, could become unreadable.

We then expanded on to this UI and tried to amend the issues, where the features would
be placed on some sort of shelf which would mean each element could be larger, with the
UI that has the spaces for inserting each feature, and that we should allow the user to
move this UI out of the way so it wouldn't occlude the data. One of the smaller issues is,
is that the user could lose track of the position of the UI.

Figure 8.1. Full �nished UI

Through testing we also found the need for a display which would visualize a selected
instances' other values, this is attached and moves together with the other UI elements
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when they are moved(see Figure 8.1

8.2 Implementation

To give each feature a position on the feature board, we used sockets, which is an interactor
capable of holding interatcors. The game objects representing the features of the data, are
placed onto the feature board into these sockets initially. Each feature on the dimension
assignment board is has another socket, which is used to represent which feature is currently
assigned into which dimension. When a feature cube is placed on one of the dimensions,
we then read the name that the cube contains and look for the matching header within
the data as described in Chapter 6

8.3 Discussion

From our ideation and testing we found our solution of UI to be adequate, the feedforward
on the UI resulted in our test participants being able to �gure out what each socket meant.
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VR Interaction 9
Through feedback from the expert study and showcases of the prototype, it was observed
that users had a desire to interact with the individual glyphs, speci�cally be putting
there hand on them an pressing the trigger. It was decided to implement functionality to
accommodate this desire. This chapter descries the design considerations associated with
selecting glyphs in virtual space and the code necessary to implement it.

9.1 Design

The interaction of reaching out and grabbing an object is so natural that the very idea
came from users trying to do so in our prototype without being asked to do so. Keep this
in mind the aim was to simply add feedback to set interaction.

What button to use on the VR controller was the �rst consideration. The grab button
is already allocated to both feature cube interaction and world pulling. Additionally the
glyphs can not be moved or "grabbed" so to speak, only selected. Therefor the trigger
button was selected for this interaction.

Next was the consideration of feedback to when the users hand was hovering over a glyph.
possible solutions were to vibrate the controller as the user was hovering a glyph, this was
tested internally and immediately disregarded, as the number of glyphs made the vibration
almost constant and it was not clear which glyph was selected when hovering a tight cluster.
A di�erent considerations was to change the color of the glyph when hovering, but do to
the way the color of each glyph was stored in a single large texture, and changing one
value would require a complete reload of all glyphs, this idea was also discarded. It was
decided to go with similar solution to the previous idea, but instead of changing the color,
a translucent "selecting" glyph was instantiated on top of the relevant glyph. This also
allowed for the selection glyph to be larger, clearly indicating a selection.

The precision and steadiness of a users hand, or rather the lag thereof also needed to be
considered. As both the users hand and glyph are represented as a single point in space,
the user would need to hold there hand exactly at the position of the glyph, which was
determined to be practically impossible through internal testing. Is was decided to de�ne
an interaction radius. Essentially a sphere around the users hand, where if the data point
position was with in this sphere, it would show as selected as seen in Figure 9.1.
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Figure 9.1. A glyph being highlighted as a users hand hovers over it.

9.2 Implementation

An interesting challenges arise from a programming perspective when attempting to access
the world space positional data of glyphs within the scene. The task is calculating the
positions of the glyphs, as they do not have a transform component, so there is no simple
way to acces this data. Additionally the visual e�ect component can be moved, rotated
and scaled, changing the world position of the glyphs.

To solve this challenge of �nding the global position of a glyph, 5 relevant variables are
needed:

ˆ Global Position the Point Cloud Renderer. The empty gameobject whose
component is the visual e�ect. As this is the gameobject we transform, scale and
rotate as descried in Chapter 7.

ˆ Glyph data matrix position. This is the vector3 position de�ned from the dataset.
A normalised value consisting of 3 �oats read from the data CSV �le.

ˆ Rotation of Point Cloud Renderer. The rotation of the same object described
in item one.

ˆ Scale of Point Cloud Renderer. The scale of the some object.
ˆ Center position of Rendering area The middle of area de�ned for rendering the

data points as glyphs as described in Chapter 6

With these variable, the global position of a glyph can be calculated through this
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mathematical formulae, developed by the authors of this paper:
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In short, the algorithm subtracts the center of rendering position vector3 from the glyph
dataMatrix position vector3, then multiplies each individual element in this new vector
with each element in the scaling vector of the pointCloudRenderer object. Multiplies the
entire thing with the rotation Quaternion of the pointCloudRenderer object and �nally
adds the global position vector3 of the pointCloudRenderer object to get the global glyph
position. In code this function looks as shown in Figure 9.2

Figure 9.2. Function responsible for returning the global position of a glyph

This calculation needs to happen each update frame in Unity to function as a pseudo
"OnTriggerEnter" function, as the system needs to register when a users hand in "colliding"
with a glyph. This would not be feasible to do with a traditional loop with millions of
iterations. Therefor a �lter operation is used in the form of a lambda expression, comparing
the global position of the users right hand to the position of the glyphs, and only continuing
calculation of there is a distance match. That is to say the program only calculates the
position of the glyphs within a certain radius of the users hand. On the relevant glyphs
within this distance are found it is arbitrary to get additional information from these
glyps, by simply searching the data set for instances with matching positional data using
another lambda expression and the displaying the instance information on a text game
object within the scene as shown in Figure 9.3.

42




	Table of Contents
	 Nomenclature
	 Preface
	Introduction
	Narrowing Down the Problem
	Problem Statement
	Related Work
	Baseline Requirements
	Proposed Solution

	Prototype Solution
	Description of the Prototype
	Images of the Prototype

	Expert Study
	Participants
	Setup & Apparatus
	Method & Goals
	Results

	Visual Data Mining
	What is Data Mining?
	The General Data Mining Pipeline
	Visualization Properties
	The Diversity of Data
	Techniques
	Additional functionality
	Summary

	Data Integration
	Data structure
	Handling qualitative data
	Pre-processing of the Data
	VR Interaction taxonomy
	Conclusion

	Rendering & Optimization
	Design
	Implementation
	Evaluation and Conclusion

	VR Movement
	Design
	Implementation
	Conclusion

	User Interface Design
	Design
	Implementation
	Discussion

	VR Interaction
	Design
	Implementation

	Conclusion
	Discussion
	Closing remarks

	 Bibliography
	 Appendix
	Interview Questions


