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Abstract
This 9th semester project of the \Applied Signal
Processing and Implementation\ specialization
at Aalborg University is an investigation in
efficient
programming
of
a
Crosstalk
Cancellation application for the multiprocessing
Cell Broadband Engine (CELLBE) architecture.

The Cell BE architecture is very interesting
because it is a heterogeneous multicore processor
(PPE and accelerators: SPEs) and it is a
homogeneous multicore processor locally with its
8 identical SPEs.
The application is a crosstalk cancellation
system for 3D sound reproduction with 2
loudspeakers. The main requirements are high
quality audio reproduction and an execution
time lower than the duration of the input signal
to process (real time).
The crosstalk canceller is mapped onto the
power PC of the Cell BE. Testing shows that
PPE only is incapable of executing the
reproduction in real-time.
Optimizations are proposed which employ one
SPE, SIMD instructions, pipelining and double
buffering. These optimizations decrease the
execution time and allow attaining real-time
execution.

Preface

This report is documentation for the 9th semester Applied Signal Processing
and Implementation (ASPI) project titled “Crosstalk Cancellation with the Cell
Broadband Engine” at the Institute of Electronic System at Aalborg University
(AAU). This report is written by group 10gr940. The project is conducted in
collaboration with “Rohde & Schwarz Technology Center A/S”. The project is
supervised by Yannick Le Moullec and Per Rubak from AAU and Jes
Kristensen and Kristian SØrensen from “Rohde & Schwarz Technology Center
A/S”. The report contains 6 parts which are introduction, project analysis,
crosstalk cancellation algorithm, implementation on Cell Broadband Engine,
tests and results, and conclusion and perspectives. The last pages contain a list
of content, lists of figures and tables. The bibliography is found on page 88
with references to the bibliography in square braquets.
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1 Introduction
1.1

Background

Nowadays, in the multimedia world, we are always searching for the maximal
experience in the video and sound fields. Since the beginning of the video and
sound reproduction, a lot of innovations have emerged. The aim of these
innovations is always the same: give the impression that the listener live the
music or that the viewer live the scene. To do that in the audio domain one
needs to create a 3D sound effect. So, in this part, we remind the reader about
the evolution of the different kinds of sound reproduction system.

1.1.1

Monophonic Sound

Monophonic sound, commonly called maunoral or mono is a single-channel,
unidirectional type of sound reproduction. With maunoral reproduction, all
elements of the sound (instruments, voice, sound effect …) are generally
recorded with one microphone. With this system, there is not 3D sound effect,
all the elements of the sound appear to the listener originating from the same
point in space. This type of sound reproduction was very used until the 60s for
disc recording. But mono has been progressively replaced by stereophonic
sound. Nevertheless, monaural reproduction is still used nowadays in particular
in AM radio.

1.1.2

Stereophonic Sound

The stereophonic sound reproduction (or stereo) idea date back from 1882 but
this technique was industrialized in 1940 by Walt Disney Picture for the film
Fantasia. Stereo began to be largely used at the end of the 50s and the
beginning of the 60s. The main idea of stereophonic sound is to record the
sound with at least two microphones to divide the sound across two channels.
The sound is reproduced with generally two loudspeakers, one per channel. So,
the two loudspeakers produce a different sound. By this way, stereophony can
create a 3D audio experience for the listener. But stereophonic sound has some
limitations. In fact, sometimes some recordings result in a "ping-pong" effect in
which the difference between the two channels is too high. Moreover, stereo
does not allow reproducing the ambience information of an audio signal.
Indeed, stereo sound reproduction gets a feeling that everything hits you from
the front and lacks the natural sound of back wall reflections.

1.1.3

Quadraphonic Sound

The Quadraphonic or quad sound resolves the limitation of the stereo
reproduction encoding four channels of information within a two channel
recording. The practical result is that ambient or effects sounds can be
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imbedded in a two channel recording. Quad was the forerunner of today's
Dolby Surround.

1.1.4

Dolby Surround Sound

In the mid-70‟s, Dolby Labs unveiled a new surround sound process called
Dolby Surround. The objective of this sound process was to be easily adaptable
for home use. The Dolby Surround process involves encoding four channels of
information (Front Left, Center, Front Right, and Rear Surround) into a two
channel signal. A chip decodes the four channels and sends each of them to the
right destination, the Left, Right, Rear, and Phantom Center (center channel is
derived from the left and the right front channels). The result of Dolby
Surround reproduction is a well-balanced listening environment where the main
sounds come from the left and right channels, the voice emanates from the
phantom channel, and the ambience and sound effects emanate from behind
the listener.

1.1.5

Dolby Digital

Dolby Digital is often referred to as a 5.1 channel system. However, it is
important to note that term "Dolby Digital" refers to the digital encoding (i.e,
discrete instead of matrix-based) of the audio signal, not how many channels it
has. In fact, Dolby Digital can be Monophonic, 2-channel, 4-channel, 5.1
channels, or 6.1 channels. Nevertheless, in most cases, Dolby Digital 5.1 and 6.1
are referred to as Dolby Digital.
Compared with previous techniques, Dolby Digital 5.1 adds stereo rear
surround channels that allow having a better sound repartition and thus more
accuracy and flexibility.
Dolby Labs is not the only company to develop sound reproduction system.
Indeed, DTS Inc. works in this field and uses a technique quite close to the
Dolby Labs one to reproduce sound. The main difference between the two
techniques is the encoded bitrate. All the latest sound systems like
DolbyTrueHD and DTS-HD add some improvements but still using the
principle of the Dolby 5.1.
Although specific approaches for 3D sound reproduction exist, it is also possible
to create 3D effects using stereophony. There are several techniques to do that
like modifying phase information. Another way to form a 3D sound is to fool
the human localization mechanism. The principle of crosstalk cancellation uses
this idea to simulate a 3D sound. It is this approach which is further
investigated in this project.
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1.2

1.2.1

Project Presentation

Crosstalk cancellation principle

The goal of crosstalk cancellation is, given a listener and a pair of loudspeakers,
to deliver an audio signal from the right speaker to the right ear and from the
left speaker to the left ear as if the listener wears headphones. To do that, it is
necessary to eliminate the crosstalk i.e. the signal from left loudspeaker
to
the right ear

and the signal from the right loudspeaker

to the left ear

.

Figure 1.2.1 shows the setup situation. So we want that
and
.
To eliminate the crosstalk path of each loudspeaker we can use filtering
operation. These filters depend on the position of the listener as compared to
the position of the loudspeakers.

Figure 1.2.1: Listening situation: each ear receives two signals, one per loudspeaker.
The signals (1) received to the right ear from the right loudspeaker and to the left
ear from the left loudspeaker are called the direct paths. The signals (2) received to
the right ear from the left loudspeaker and to the left ear from the right
loudspeaker are called the crosstalk paths.

So, we have to modify the signals
and
before they arrive to the
loudspeakers with filters to cancel the effect of the right loudspeaker on the left
ear and vice versa. Figure 1.2.2 shows the different signals and the operation
that have to be performed. Block H represents the acoustical transfer matrix
which includes the speaker frequency response, the air propagation and the
head response. So, H is all the natural element that we have to balance. Block
C represents the filter; the aim of this filter is to balance the effect of H. We
can see 4 different kinds of signals on this diagram; x is the basic audio signal
including the 2 channels (right and left),
and
are the 2 signals after the
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right/left separation,
finally

and

and

are the signals after the filtering operation, and

are the ears signals.

Figure 1.2.2: Block H represents the acoustical transfer matrix which includes the
speaker frequency response, the air propagation and the head response. H is all the
natural element that we have to balance. Block C represents the filter of which the
aim is to balance the effect of H.

A more detailed examination of the theory of crosstalk cancellation, including
how to obtain H and C, is presented in Section 2.3.

1.2.2

Cell Broadband Engine

The goal of the project is to implement, on a multiprocessing architecture, a
crosstalk cancellation algorithm. The microprocessor suggested in the project
specification is the Cell Broadband Engine (Cell BE). To understand the
problems that we have to solve during this project, we have to study the
architecture of this microprocessor. The Cell BE can be split into four
elements: external input and output structures, the main processor with two
cores called PowerPC Processing Element (PPE), eight specifics processors
called Synergistic Processing Elements (SPE) and a data bus called Element
Interconnect Bus (EIB). The PPE performs control, data management and
scheduling operations. The eight SPEs are optimized for computations. Indeed,
SPEs are constructed with two pipelines that allow executing an instruction
each cycle. Moreover, SPEs features a Single Instruction Multiple Data (SIMD)
instruction set. EIB allows the communication between the three others parts,
adding the memory controller of the main RAM. A detailed description of the
Cell BE architecture is presented in Section 2.4.
The Cell BE offers a very large design space; it means that there are multiple
ways to map a single algorithm on it. An interesting part of our project is to
find a good way to map the algorithm on the Cell BE. To have fast and
accurate computations, it is necessary to study parallelization that is how to
allocate tasks of the algorithm on the different elements of the processor and
how to use inherent parallelism (e.g., pipelining and SIMD instruction).
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1.3

Problem Specification

Based on the previous sections, the project problem specification is now
formulated as:
“Which elements are important in using efficiently the Cell BE and does this
apply to a crosstalk cancellation algorithm implementation?”

1.4

Evaluation Parameters

The project is evaluated by two ways. First, by comparing the resulting signals
of the different implementations with the reference simulated signal generated
with Matlab. Then, we compare the execution time performance between
different implementations having in mind that when a new sample is ready, the
system has to be ready to process it.

1.5

Project Delimitation

The development of the crosstalk cancellation algorithm is not the main part of
the project. It is used as an application to test the Cell BE with an audio
processing system. To create a crosstalk canceller system we need Head Related
Transfer Function (HRTF). It is possible to measure it but it is complex to
carry out as explained in Section 2.3.1.3. Another solution is to use a database
where the coefficients of HRTF are stored. For our project, we will use the
Massachusetts Institute of Technology HRTF database [1] to calculate
coefficients of the filters that we need to do the crosstalk cancellation. It
implies that the use conditions of our system will be restricted to symmetric
use where the distance between the listener and the loudspeakers is 1.4 meter.

11
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2 Project Analysis
2.1

Overview

The purpose of this chapter is, first, to introduce the design methodology used
in this project: the
model (Section 2.2). Then the chapter introduces the
Head Related Transfer Function (HRTF), the theory of the crosstalk
cancellation and the different methods to design the crosstalk canceller filters
(Section 2.3). Finally, the architecture of the processor used in the project (Cell
Broadband Engine) is introduced in Section 2.4.

2.2

Design methodology: A3 Model

The
Model [2] is a methodology of which the goal is to find out an
optimized implementation of an Application and its Algorithms on an
Architecture. Figure 2.2.1 shows the general

Model.



Application: The application is the main purpose of the project,
the definition of the system with specifications and constraints.



Algorithm: The algorithm is a method for solving a problem
defined by the application. Usually, several algorithms comply with
the application but one, which complies best with the specification,
is chosen for the implementation on the architecture.



Architecture: The architecture is the platform (ASIC, DSP,
microprocessor) where the chosen algorithm can be implemented.
One architecture is chosen among the different solutions. The
chosen one has to satisfy the constraints set by the algorithm.

Each mapping is checked and has to match with the specification of the
previous domain, and if it does not comply, the mapping must be change. So,
to reach the final mappings several iterations are often necessary. The
iterations allow optimizing the mappings to the Algorithm or Architecture
domains, but sometimes it is not sufficient to reach a good solution; then
another algorithm or architecture must be chosen.
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Figure 2.2.1: The general A3 Design Methodology. Inspired by [2].

This methodology can be applied to our project; it is a useful tool that we use for
structuring our design flow and for illustrating it in this report.



Application: The application of our project is the crosstalk
cancellation system (Section 2.3.1).



Algorithm: There are two main algorithms to design the crosstalk
canceller filters; the generic method and the least square method.
To filter the input signal with the filters obtained with one of the
two previous methods there are two ways too: in frequency domain
and in time domain (Section 2.3.2 and 2.3.3).



Architecture: The architecture in the specification of the initial
project proposal is the multiprocessing Cell BE (Section 2.4.1).
Thus, in this project the architecture is fixed and the mapping
process consists in exploring how to parallelize the tasks and
measure the computation consumption in terms of execution time.

Figure 2.2.2 shows the

model applied to our project.
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Figure 2.2.2: The A3 Design Methodology applied to our project.

We use this figure at the beginning of the following chapters to illustrate what
parts they are concerned with.

2.3

Theory of crosstalk cancellation

In this part, we present the theory of crosstalk cancellation using William
Gardner work [3]. Figure 2.3.1 shows the mapping from the Application domain
to the Algorithm domain.

Figure 2.3.1: Project specific A3 paradigm. The present chapter deals with the parts
accentuated in red regarding the mapping from the Application domain to the
Algorithm domain.
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But first, we need to explain prerequisites subjects, in particular the HRTF
using Corey I. Cheng and Gregory H. Wakefield [4] works.

2.3.1

Head Related Transfer Function

2.3.1.1 Overview
Humans have only two ears, i.e., two sound sensors. Nevertheless, humans can
locate sounds in three dimensions (front, rear, above, below and both sides)
and evaluate the distance between the source of the sound and themselves.
Brain, internal ear and external ears work together to locate the source of a
sound.
2.3.1.2 Theory
To locate the source of a sound, the human auditory system uses two binaural
cues: i) Interaural Time Difference (ITD) and ii) Interaural Intensity Difference
(IID). The ITD is the difference perceived, in term of time (phase) of sound‟s
wavefront, between the left and the right ears and the IID is the difference
perceived, in term of amplitude, between the right and the left ears. Figure
2.3.2 shows the situation and the ITD cues. For low frequency sounds (under
500Hz), the brain processes the ITD to locate the source of the sound. In fact,
for these frequencies, the source will be closer to the ear to which the wavefront
arrives first. The IID cues are important for locating sound at frequencies
above 1,5kHz. Indeed, above this frequency the wavelength of a sine (around
22cm) becomes comparable to the diameter of the head. In that case ITD cues
become unusable. Between 500Hz and 1,5kHz the two cues are used to locate
the source.

Figure 2.3.2: Using ITD to estimate the azimuth of a sound source. Figure
extracted from [4].
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To characterize these cues it is necessary to explain where they come from. The
cues are the result of the interaction between the audio signal emitted by the
source and the human anatomy. The original source sound is modified by the
reflections and the diffractions on the listener‟s head, torso and external ears
before it enters the ear canal. These modifications of the original signal encode
the source location. It is possible to record these modifications using an impulse
response. This impulse response is called the Head-Related Impulse Response
(HRIR). The Head-Related Transfer Function is the Fourier transform of
HRIR. The HRTF is defined scientifically as the ratio between the acoustic
pressures measured in the input of the ears of the listener and the acoustic
pressure measured in a reference point without a listener, as shown in Figure
2.3.3 (the reference point is usually the center where the head of the listener
was). Note that there are two HRTFs, one for each ear.

Figure 2.3.3: The HRTF is the ratio between the acoustic pressures measured in
the input of the ears of the listener and the acoustic pressure measured in a
reference point without a listener.

2.3.1.3 Measurement of HRTF
HRTFs are measured from humans or mannequins for the right and the left
ears. HRTFs are measured at several azimuths and elevations, as Figure 2.3.4
shows.
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Figure 2.3.4: Measurement of HRTF [4].

A general method used to measure HRTFs is to insert microphones into a
mannequin ears, and then use a system identification by playing a known
signal called spectrum stimulus with a loudspeaker placed at a precise position
(specific azimuth, specific elevation and specific distance from the mannequin‟s
head). But, there exist different system identification methods for measuring
HRTF. The difference of these methods is the type of the stimulus signal (delta
function, white noise, binary signal). Every method has advantages and
drawbacks [4].
The HRTF is generally used to reproduce surround sound from stereo fooling
human localization system. The Crosstalk cancellation operation applies the
HRTF to design crosstalk canceller filters. Two common methods are used to
design these filters:


The Generic Crosstalk Canceller



The Least Square Approximation

These are further detailed in Sections 2.3.2.1 and 2.3.2.2.
Note that in this part and the following we use the acronym HRTF to refer to
the head related impulse response (time-domain) and to the head related
transfer function (frequency-domain).

2.3.2

Crosstalk Canceller Algorithm

Note that the matrix H refer to the HRTF given in the MIT database [1]. This
HRTF is not defined as the ratio between the acoustic pressures measured in
the input of the ears of the listener and the acoustic pressure measured in a
reference point.
Figure 2.3.5 shows the principle for a crosstalk cancellation experiment.
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Figure 2.3.5: Crosstalk cancellation experiment.

In order to create a 3D sound with two loudspeakers, it is essential to filter the
original signal with a 2x2 crosstalk canceller matrix called C. We call the input
U and the vector of loudspeaker signals V. Both these signals are in the
frequency domain.

[
So,

]

[

]

and

These equations can be represented as in Figure 2.3.6.

Figure 2.3.6: Representation of the crosstalk algorithm.
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The ear signals
and
through the equation:

and the loudspeaker signals

[

[

]

and

are linked

]

H is the acoustical transfer matrix representing the transfer function from
loudspeaker to ear and includes the loudspeaker frequency response, air
propagation and head response.
To obtain a binaural sound to the ears, the crosstalk canceller matrix C has to
be the inverse of the acoustical transfer matrix H.

The two main methods to design the filter C are described in the following.
2.3.2.1 Generic Crosstalk Canceller

The goal of the Generic Crosstalk Canceller is to find the exact inverse of the
acoustical transfer matrix. The inverse of the acoustical transfer matrix is the
transpose of the adjoin matrix H divided by the determinant D of the same
matrix:
[

]

It is also possible to write the expression of C as:
[

][

with

]

and

ITFs are the interaural transfer functions. Crosstalk cancellation operation is
done by the
and
terms. These terms allow canceling the
crosstalk signal sending an out-of-phase cancellation signal into the opposite
channel.
2.3.2.2 Least Square Approximation
The aim of this method is not to design a filter which is the exact inverse of H.
The least square method allows finding a set of causal and finite filters C, such
20

as the product C x H gives the best approximation of the identity matrix. The
main idea is to minimize a quadratic cost function of the type:

With “performance error” term

, which is a measure of how well the

desired signals are reproduced at the transducers, and an “effort penalty” term
, which is a measure proportional to the total power that is input
to all the sources. The superscript H denotes the Hermitian operator which
transposes and conjugates its argument. The positive real number
is the
regularization parameter, which determines how much weight is assigned to the
effort term.
It can be shown [5] that the total cost function J is minimized in the least
squares sense when

Where m is modeling the delay introduced to ensure causality and compensate
for the non-minimum phase components of the system. The regularization
parameter can be factorized of a gain factor and a shape factor. The gain factor
β is a positive number, and the shape factor B(z) is the Z transform of a digital
filter. The shape factor allows choosing the frequencies affected by the
regularization. We can rewrite the equation as:

With X(z) = B(z)I.
This method can be implemented in the frequency domain or in the time
domain.
The frequency domain approach allows designing a matrix of causal FIR filters.
The main advantage of this method is that it is easy and efficient to compute
because of using fast deconvolution method [6]. However, it suffers from
circular convolution effects [7]. To minimize the effect of circular convolution, it
is possible to make the regularization frequency dependent. In fact, the
regularization parameter can be used to control the duration of the inverse
filters. The times constant τ, in sample, associated with a single pole close to
the unit circle is approximately proportional to the reciprocal of the distance r
from the pole to the unit circle. The regularization parameter β influences the
position of the poles on the unit circle. If β increases the poles are pushed away
from the unit circle, thereby shortening the length of the inverse filter. This
will unfortunately increase the performance error and the accuracy of the
inversion will be degraded. Thus, we have to choose an appropriate compromise
between filter length and accuracy of the inversion.
The time domain approach is more complex than the frequency domain
approach because of complexity of convolution operation (Section 3.3.1.2). It is
harder to compute than the previous method for calculating the filters.
Nevertheless, the time domain method avoids the fault introduced by the
21

circular convolution effect, which can be an advantage when short filters are
needed.
2.3.2.3 Comparison between generic crosstalk canceller and least square
approximation
According to “Analysis of design parameters for crosstalk cancellation filters,
Lacouture, Parodi and Rubak” [8] the least square method is better than the
generic crosstalk cancellation. Using the least square method, the results are
stable when varying the position of the loudspeakers. With the generic
crosstalk canceller method, the performance is very sensitive to loudspeaker
position. This was predictable because the least square method uses all the
information of the HRTF to find the best approximation of the ideal response.
The generic crosstalk canceller approach uses approximations which change the
phase information of the HRTF. “The principle of crosstalk cancellation is that
sound waves cancel each other at the contralateral ear of the listener.” [8] So,
phase modifications can result in waves not canceling each other i.e., bad
crosstalk cancellation operation.
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2.4

Cell BE Architecture Analysis

This section contains a study of the Cell BE Architecture (CBEA) as indicated
in Figure 2.4.1. The main purpose is to obtain an overview of the architecture
which leads us in the right direction when implementing the crosstalk
cancellation algorithm presented in Section 3.

Figure 2.4.1: Project specific A3 paradigm. The present chapter deals with the parts
accentuated in red regarding the Architecture domain.

Firstly, we give an overview of the Cell BE architecture regarding all the
hardware elements and their features. Secondly, we show, by means of an
example, how to build a Cell BE executable program. Finally, some basic
programming details are given.

2.4.1

Overview

The Cell BE is different compared to the common new processors (e.g.: Intel
Core 2 Duo or AMD Phenom series). In fact, instead of duplicating the same
core, the Cell BE processor consists of a chip of nine processing elements: one
general-purpose core (PPE: PowerPC Processing Element) and eight specifics
cores known as “SPE” (Synergistic Processing Element). Each SPE is mainly
composed of one Synergistic Processor Unit (SPU), a Local Storage (LS) and a
Memory Flow Controller (MFC). It also contains an EIB (Element Interconnect
Bus) which manage the inter-processors communications and a Memory
Interface Controller (MIC). Figure 2.4.2 presents an overview of the Cell BE
processor.
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Figure 2.4.2: Overview of the Cell BE architecture. The Element Interconnect Bus
(EIB) links the PowerPC Processing Element (PPE), the Memory Interface
Controller (MIC) and the 8 Synergistic Processing Elements (SPEs). Each SPE
consists of a Memory Flow Controller (MFC), Local Storage (LS) and a Synergistic
Processor Unit (SPU). Two SPEs are disabled on the PS3. This figure is based on
[9] p4 and [10] p32.

Thus, the CBEA can be qualified as an heterogeneous architecture but taking
into account that there are 8 identical SPEs it is also partially homogeneous.
Note that in this project the platform used for the Cell BE is Sony‟s
PlayStation3 (PS3). The PS3 has only six available SPEs over eight because
one SPE is locked-out during the test process, a practice which helps to
improve manufacturing yields, and another one is reserved for the Operating
System.
2.4.1.1 PowerPC Processor Element (PPE)
The PPE, shown in Figure 2.4.3, consists of two main units: the PowerPC
Processor Unit (PPU) and the PowerPC Processor Storage Subsystem (PPSS).
The PPU is composed of 64-bits RISC (Reduced Instruction Set Computer)
PowerPC Processor Unit architecture with two cores and L1 caches (32kB for
instructions and 32kB for data). The PPU processes data “in-order”, has a clock
frequency of 3.2 GHz and has 32 64-bit general purpose registers, 32 64-bit
floating-point registers and 32 128-bit vector registers.
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The PPSS performs all memory access to the main storage domain and contains a
512 kB L2 cache.

Moreover, in most cases, the PPE acts as the resource manager: its main job is
the management and allocation of tasks for the SPEs and running operating
systems.

Figure 2.4.3 : PPE block diagram. The PPE is composed of a PowerPC Processor
Unit (PPU) and a PowerPC Processor Storage Subsystem (PPSS). This figure is
adopted from [11] p 57.

2.4.1.2 Synergistic Processor Element (SPE)
The main purpose of the SPE is to process data as quickly as possible. The
eight identical SPEs are Single-Instruction, Multiple-Data (SIMD) processor
elements: the same operation is performed on multiple data simultaneously
(explained in Section 4.8.2.3). They are also RISC cores. As Figure 2.4.4 shows,
one SPE is composed of two main units: the Synergistic Processor Unit (SPU)
and the MFC.

Figure 2.4.4 : SPE block diagram. Each SPE contains one Synergistic Processor
Unit (SPU) and one Memory Flow controller (MFC). This figure is adopted from
[11] p 71.

The SPEs provide a deterministic operating environment. They do not have
caches, so cache misses are not a factor in their performance.
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In more details, each SPE consists of:


A vector processor, the SPU.



A 256kB private memory area, the Local Storage (for both instructions
and data).



A set of communication channels for dealing with the outside world.



A set of 128 registers, each 128 bits wide (each register is normally
treated as holding four 32-bit values simultaneously).



A MFC which manages Direct Memory Access (DMA) transfers
between the SPU's local store and main memory.

The SPU functional units are shown in details in Figure 2.4.5. These include
the Synergistic eXecution Unit (SXU), the LS, and the SPU Register File unit
(SRF).

Figure 2.4.5 : SPU functional units. These include the Synergistic eXecution Unit
(SXU), the LS, and the SPU Register File unit (SRF). This figure is adopted from
[11] p72.

Thanks to its two execution pipelines, the SPU supports dual-issue of its
instructions. Here are some examples of which type of instructions they can
execute:


Even pipeline (pipeline 0): arithmetic instructions, logical
instructions, word SIMD shifts and rotates, single-precision and
double-precision floating-point instructions.



Odd pipeline (pipeline 1): load and store, branch hints, DMA
request, shuffle operations.
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2.4.1.3 Storage domains
The Cell BE processor has two types of storage domains: one main-storage
domain and eight SPE Local Storage domains, as shown in Figure 2.4.6. Local
Storage stores all instructions and data used by the SPU. SPU data-access
bandwidth is 16 bytes per cycle, 128-bits aligned. For a single cycle, DMA
bandwidth is 128 bytes per cycle. This way, data to be transferred has to be
128-bits aligned.

Figure 2.4.6 : Storage and domain interfaces. This figure is adopted from [11] p53.

2.4.1.4 Inter-processor communications
The topology used for inter-processor communications is “common bus”. In fact,
all system elements are connected to a single bus: the EIB. The EIB consists of
four 16-byte-wide data rings. Each ring transfers 128 bytes (one PPE cache
line) at a time. The EIB‟s internal maximum bandwidth is 96 bytes per
processor-clock cycle. With this kind of topology, the EIB can become the
bottleneck when dealing with applications which required a lot of
communications.

2.4.2

Compiling a C program for the Cell BE:

Here are the main tools needed for building a Cell BE program:


ppu-gcc: compiler for compiling PPE code.



spu-gcc: compiler for compiling SPE code.



embedspu: Converts SPE programs into an object file that can be
linked into a PPE executable. It also creates a global variable that
refers to the SPE program so that the PPE can load the program into
the SPEs and run the program as needed.



ppu-ar: used to create archives in our case.
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The compilers for both architectures produce object files in the standard
Executable and Linking Format (ELF). A special format, CBEA Embedded
SPE Object Format (CESOF), allows SPE executable object files to be
embedded inside PPE object files.
As shown in Figure 2.4.7, the following steps are needed to compile a Cell BE
program:


Compilation of the SPU source code using the GNU spu-gcc compiler.



Embedding of the SPU object code using the ppu-embedspu utility.



Conversion of the embedded SPU code to an SPU library using the
ppu-ar utility



Compilation of the PPU source code using the GNU ppu-gcc compiler.



Linking the PPU code with the library containing the SPU code and
with the libspe2 library, to produce a single Cell executable file.

Figure 2.4.7 : Compilation steps to build a Cell BE executable program. This
Figure is adopted from [9].

To automate this process, a Makefile has to be created with, for example, the
following lines:
all: cell_prog
cell_prog:
spu-gcc $(CFLAGS) -c spe_code.c
spu-gcc -o spe_code spe_code.o
ppu-embedspu -m32 spe_code spe_code spe_code_csf.o
ppu-ar -qcs spe_code_lib.a spe_code_csf.o
ppu-gcc -m32 $(CFLAGS) -c ppe_code.c
ppu-gcc -m32 ppe_code.o spe_code_lib.a
-lspe2
cell_prog

-o
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2.4.3

Programming environment

As evocated before, the Cell BE platform used for this project is the Sony‟s
Playstation 3. In the Embedded Systems Lab (Aalborg University), the PS3
works with a Linux operating system (Fedora release 8, Linux Kernel 2.6.23.142.fc8) and the IBM Software Development Kit (SDK) 3.0. Among several
libraries, the IBM SDK 3.0 contains the libspe2 library which provides an
application programming interface to work with the SPEs. The next section
shows some fundamental philosophies when programming the CBEA.

2.4.4

Basic programming on the CBEA

2.4.4.1 Working with one SPE
The operating system is the only entity which is allowed to manage the
physical SPE system resources. For developers, an application is only allowed
to manipulate “SPE contexts”. A definition of an SPE context is given in [12]
p9: “These SPE contexts are a logical representation of an SPE and are the
base object on which libspe operates. The operating system schedules SPE
contexts from all running applications onto the physical SPE resources in the
system for execution according to the scheduling priorities and policies
associated with the runnable SPE contexts”.
In order to work properly with one SPE, some steps have to be followed:
1. Create an SPE context.
2. Load an SPE executable object into the SPE context local store.
3. Run the SPE context. This transfers control to the operating system,
which requests the actual scheduling of the context onto a physical SPE
in the system. This represents a synchronous call to the operating
system. The calling application blocks until the SPE stops executing
and the operating system returns from the system call that invoked the
SPE execution.
4. Destroy the SPE context.
Appendix A.1 shows a C program which runs a single SPE context and blocks
until it finishes. The result is a basic message displayed through the printf
function but an entire application can be executed instead. Appendix A.2
presents a similar program with data transfer.
2.4.4.2 Working with N SPEs concurrently
In many applications, developers need to work with N processors concurrently.
As seen in the previous section, it is possible to run a single context and it is a
blocking process for the PPE. To avoid that, it is possible to use the POSIX
threads (pthreads). This way, N threads can be created to run N SPE contexts.
The steps which have to be followed are now the following ones:
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1.
2.
3.
a.
b.
4.
5.

Create N SPE contexts.
Load the appropriate SPE executable object into each SPE context‟s
local store.
Create N threads:
In each of these threads run one of the SPE contexts.
Stop thread.
Wait for all N threads to stop.
Destroy all N SPE contexts.

Appendix A.3 shows a C program which runs N threads concurrently. The user
only needs to choose the number of SPEs he wants through the “#define
NUM_SPES” constant.
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3

Crosstalk Cancellation Simulations

3.1

Overview

In this section, we use Matlab R2010b in order to experiment the theory about
the crosstalk algorithm as presented in Figure 3.1.1. At first, we present the
HRTF database we are using. Then, we discuss briefly the least-square method
from [5] and then we improve the quality of the filters in order to correct the
HRTF measurement errors and to optimize the number of computations.

Figure 3.1.1: Project specific A3 paradigm. The present chapter deals with the
Algorithmic parts accentuated in red.

3.2
3.2.1

HRTF database presentation
Features

As HRTF data, we use the HRTF Measurements of a KEMAR Dummy Head
Microphone provided by the works of William Gardner for the MIT Media Lab.
This data is being made available for research on the internet [1].
3.2.2

Measurement tools

In order to register the impulse response of the head, some materials are
required. For his experiments, William Gardner used as a loudspeaker, a
Realistic Optimus Pro, a two way loudspeaker with a 10.16 cm woofer and 2.54
cm tweeter. Then, a dummy head, a Knowles Electronics model DB-4004,
equipped with a DB-061 pinna and Etymotic ER-11 microphones, and
Etymotic ER-11 preamplifiers recorded the impulse response. Finally, the
sound responses are saved with an Audiomedia II DSP card which has 16-bit
stereo A/D converters working at a frequency of 44.1 kHz.
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3.2.3

Measurements conditions

The measurements of the HRTF were made in an anechoic chamber. The
dummy was placed at 1.4 m of the loudspeaker. A motorized turntable was
used to turn accurately the dummy to any azimuth under computer control. A
stand was used to position the speaker to any elevation from -40 to 90 degrees.
At 0 degree azimuth, the speaker was facing forward the dummy. William
Gardner sampled all left and right impulse response for an elevation increment
of 10 degrees and an azimuth increment depends of the elevation. Table 3.2.1
lists the increments used by William Gardner.
Table 3.2.1: Azimuth increment in function of elevation extracted from [1].

Elevation (degrees)

Number of Measurements

Azimuth Increment (degrees)

-40

56

6.43

-30

60

6.00

-20

72

5.00

-10

72

5.00

0

72

5.00

10

72

5.00

20

72

5.00

30

60

6.00

40

56

6.43

50

45

8.00

60

36

10.00

70

24

15.00

80

12

30.00

90

1

x

As a result, a total of 710 locations were sampled.
3.2.4

Data

That database includes two kinds of measurements:


Full data of 512 samples length



Compact data of 128 samples length.
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The compact data are just a cropped version of the full data. Moreover, we can
find the next sentence: “For those interested purely in 3D audio synthesis, we
have included a data-reduced set of 128 point symmetrical HRTFs derived
from the left ear KEMAR responses” [1]. That is exactly our case for the
crosstalk canceller, which is why we use the compact data for our Hcoefficients. Each HRTF file contains a stereo pair of 128 point impulse
responses of 16 bit integer.
Moreover, the data are for azimuth between 0 and 180 degrees (only one side of
the loudspeaker). For the other side, the two coefficients of the stereo pair have
to be inverted.

3.3

Algorithm

Now that we have the H-coefficients, the main idea is to devise an algorithm
which takes both the azimuth and the elevation as parameters. Figure 3.3.1
shows the parameters and variables we need for the crosstalk canceller.
User
position
elevation
azimuth
h1
HRTF-impulse
responses
h2

Inversion

c1
Impulse responses of
the crosstalk filters
c2

v1

Sound processing

u1

v2

Input sound
u2
Figure 3.3.1: Definition of the parameters for a crosstalk canceller.

3.3.1

General algorithm

The algorithm is divided in two main parts. At first we compute the HRTF
data to determine c1 and c2, the impulse responses for the crosstalk filters.
Then, we convolve these filters with the left and the right channels of a chosen
sound. In order to simplify the problem, we exploit the symmetric approach. It
represents the particular case of the general solution where:

Or

[

Output
sound

]

It means that the user has to be on the perpendicular bisector of the line
between the two loudspeakers.
Figure 3.3.2 represents the direct (h1) and the crosstalk (h2) path of the
HRTF-impulses responses for an azimuth of 20 degrees and an elevation of 0
degree in the time domain.
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Figure 3.3.2: HRTF impulse responses for a sampling frequency of 44.1 kHz: direct
(h1) and crosstalk path (h2).

3.3.1.1 Filter coefficients
The algorithm opens the HRTF files corresponding to the selected azimuth and
elevation. Then, an FFT is computed for both left and right channels and we
apply the least-square method on the crosstalk and direct paths:
[5]
This is done with the algorithm coded in Matlab:
for k=1:128
H= [H1(k) H2(k);...
H2(k) H1(k)];
C=(H'*H)\H'; %invert the matrix
C1(k)=C(1,1); %crosstalk filters
C2(k)=C(1,2);
end
c1 = fftshift(real(ifft(C1))); %Compute impulse response with
the
c2 = fftshift(real(ifft(C2))); %modeling delay (fftshift)

In Subsection 3.3.2, we will modify this algorithm to improve the transfer
function.
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The results of this part are the impulse responses for the crosstalk filters: c1
and c2. They are further presented in Section 3.6.
3.3.1.2 Output sounds
In order to get the right and left channel of the original sound without the
crosstalk path, we have to convolve c1, c2, u1 (left channel of the original
sound) and u2 (right channel of the original sound). As seen previously, a good
way of doing these computations for a symmetric crosstalk is:
In frequency domain:

[3]
In time domain:

where v1 and v2 are the ouput sounds for the left channel and the right
channel, respectively.
Moreover, we implement two methods: a way using a direct-form FIR filter
structure in the time domain and another one using FFT.

Method 1: Direct-form FIR filter structure
The first method consists of using the direct-form of a FIR filter as shown in
Figure 3.3.3 with two loops:


one from 1 to the length of the sound



the second from 1 to the length of the filters inside the first loop.

In the second loop, we just apply the time domain convolution and we add the
result in the first loop. The algorithm proceeds the same way for the entire
sound. The Matlab function filter proceeds the same way.
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Figure 3.3.3: FIR filter structure.

Method 2: FFT
Matlab function fftfilt is used. It is an FFT-based FIR filtering based on an
overlap-add method [13].
The concept is to divide the input signal in order to get multiple convolutions
with the FIR coefficients, as shown in Figure 3.3.4 where x is the input signal
and L is the length of the data block.
x
L
2xL
Figure 3.3.4: Dividing of the input signal.
Then, fftfilt convolves each block with the filter h by:
y = ifft(fft(x(i:i+L-1),nfft).*fft(h,nfft))

where nfft is the size of the FFT operation. During this operation, fftfilt
overlap and add each block by n-1 where n the size of the filter b, as shown in
Figure 3.3.5.

x
L

2xL

L + n-1
L

+

n-1

Figure 3.3.5: Overlap-add method.
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Comparison
The first method uses N multiplications for each sample, where N is the size of
the filter (1024 here). For an input sample of length L, there are:
multiplications and

additions.

The overlap-add method takes advantage of the FFT. With a Radix-2
algorithm, the FFT needs

multiplications and

additions

[14] for an input signal of L samples. Moreover, the overlap-add method use
two FFT operations and L pointwise multiplications (if we consider that we
know the filter coefficients in the frequency domain). The number of
multiplications with this method is:

because of the two FFTs and the pointwise multiplications. The number of
additions is:
.
The cost ratios between these methods are:


for the multiplications
=



.

for the additions
.

When the input signal is large, the second method becomes a lot more
advantageous for the same results. With an audio signal of a few minutes, it is
possible to notice the simulation time difference between the two methods on
an ordinary computer.
For example, we use a 3 minute (180 seconds) 44.1 kHz audio signal. The
convolution is performed on one of the channel with a FIR of 1024 samples.
The audio signal contains
samples. The direct
convolution method needs:
multiplications
additions
to process the whole signal whereas the overlap-add method needs only:
multiplications and
additions.
This is 42 times less multiplications and 22 times less additions.
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3.3.2

Correcting the filters

There are many techniques to improve the sound to compensate the HRTF
measurement errors and to improve the computations, especially for the low
and high frequencies. Here is a description of the techniques we use to avoid
two main problems:


During the HRTF measurements, scientists use an anti-aliasing filter
that decreases the high frequencies. Then, when we invert the HRTF,
the opposite problem appears: high frequencies are amplified. That may
damage the loudspeakers.



During the HRTF measurements the loudspeaker does not have a
perfect flat frequency response that is why the low frequencies are often
lower than expected. Then, when we invert the HRTF, the low
frequencies are amplified. Sometimes, it can also damage the
loudspeakers we use.

3.3.2.1 Size of the filters
By working with only 128 samples, we unfortunately truncate the impulse
responses c1 and c2. So, this modifies the signal in an undesirable way. The
solution is to work with a larger window. Figure 3.3.6 and Figure 3.3.7 are the
examples for 128 samples and 1024 samples.

Figure 3.3.6: Invert HRTF with 128 samples. We can see that the impulse
responses of c1 and c2 are truncated on both sides. That is why we need to apply
longer filters.
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To obtain filters of 1024 samples such as in Figure 3.3.7, we use the zero
padding method with 128-sample filters. The Matlab function fft uses this
technique.

Figure 3.3.7: Invert HRTF with 1024 samples. All the impulse responses are hold
within the 1024 coefficients.

Whereas working with 128 samples truncates the impulse response, working
with 1024 permits to deal with the entire signal. In Section 5.3, we measure the
error with different sizes of crosstalk filters.
3.3.2.2 Regularization parameter
Moreover, we can control the time response of the optimal filters by using the
regularization parameter as seen in Section 2.3.2.2. The new algorithm coded in
Matlab is the following:
H1 = fft(h1,1024);
H2 = fft(h2,1024);
for k=1:1024
H= [H1(k) H2(k);...
H2(k) H1(k)];
C=(H'*H+beta*eye(2))\H';
C1(k)=C(1,1);
C2(k)=C(1,2);
end
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We have to find a compromise between the length of the filter and the quality
of the inversion controlled by the regularization parameter β. Figure 3.3.8,
Figure 3.3.9 and Figure 3.3.10 present examples with a filter of 1024 samples
for a regularization parameter of 0.001, 0.01 and 0.1, respectively.

Figure 3.3.8: β = 0.001, the impulse responses of the filters are quite long (from
samples 150 to samples 750 approximately on curve b). The computation time is
longer than with the other cases.
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Figure 3.3.9: β=0.01, the length of the impulse responses of the FIR filters is
reduced. The computation time is also reduced.

Figure 3.3.10: β=0.1, the length of the impulse responses is reduce again, but the
general shapes of the filters seems to be damaged (if we compare with the previous
cases).

With this global view, the filter with a regularization factor of 0.01 „‟seems‟‟ the
best compromise between length of the filter and accuracy of the inversion. The
search of the optimal regularization parameter is described in [8]. The authors
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of [8]‟s optimal parameter is also for β = 0.01, this is why we will use this
value.
3.3.2.3 Shape factor
Moreover, to improve the system we can make the regularization factor
frequency-dependent. The idea is to multiply the regularization factor with a
digital filter that amplifies the frequencies that we do not want to boost (very
low and very high frequencies) in order to reduce their influence. The following
Matlab code permits to define the algorithm.
for k=1:1024
H= [H1(k) H2(k);...
H2(k) H1(k)];
B=Shape(k)*I;
BB=B'*B;
C=(H'*H+beta.*BB)\H';
C1(k)=C(1,1);
C2(k)=C(1,2);
end

where Shape contains the coefficients in the frequency domain, as shown in
Figure 3.3.12.
The shape factor shown in Figure 3.3.12 was designed after the suggested
magnitude response of [5] and presented in Figure 3.3.11.

𝛽𝐻

Magnitude

𝛽𝐿

0.01

𝑓𝐿 𝑓𝐿

Frequency
Hz

𝑓𝐻

𝑓𝑁𝑦𝑞

kHz 𝑓𝐻

Figure 3.3.11: Suggested magnitude response function for the shape factor multiply by the
regularization parameter extracted from [5]. The figures were recommended by one of our
supervisors.
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where
and
are the result of the multiplication of the regularization
parameters and the shape factor. As the regularization parameters is equal to
0.01, the shape factor influence must be:
[20 until

; 1 between

and

; 50 after

].

Figure 3.3.12: Shape factor in the frequency domain.

We can see the difference in the frequency domain with Figure 3.3.13.

Figure 3.3.13: The magnitude responses of C1 and C2 calculated with no
regularization parameter, just a regularization parameter and with the shape factor.
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As expected, the low and high frequencies are weakened.
Figure 3.3.14 shows the influence of the shape factor on the FIR coefficients in
the time domain.

Figure 3.3.14: Influence of the shape factor.

3.3.2.4 Low pass filter
We have to use a low pass filter to avoid the first problem. Even if the shape
factor decreases high frequencies, we still need this filter. The cut off frequency
is set to 8 kHz samples such as proposed in [8] and the impulse response of the
filter is defined by 16 coefficients.
The low pass filter is added to the Matlab code like that:
for k=1:1024
H= [H1(k) H2(k);...
H2(k) H1(k)];
B=Shape(k)*I;
BB=B'*B;
C=(H'*H+beta.*BB))\H'.*LP(k);
C1(k)=C(1,1);
C2(k)=C(1,2);
end

where vector LP contains the coefficient of the low pass filter presented in
Figure 3.3.15.
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Figure 3.3.15: Low pass filter.

By applying this filter to our filters, we obtained the crosstalk filters as shown
in Figure 3.3.16.

Figure 3.3.16: Final result of the invert HRTF.

As can be seen on Figure 3.3.16, the high frequency oscillations disappeared.
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3.3.2.5 High pass filter
This high pass filter may be use to avoid the second problem. But this filter is
not obligatory because the regularization parameter has already decreased the
low frequency.
3.3.2.6 Clipping
After some tests, the channels are weakened after processing, that is why there
is no risk of data clipping.

3.4

Matlab simulations

Unless we have access to an anechoic room with high quality loudspeakers and
microphones, it is hard to determine if the crosstalk canceller is really working
just by listening to a sound. In this section, we propose some analytical
techniques to check the correct functioning of our filters.
A way to check the result is to multiply the crosstalk canceller coefficient (Hmatrix) with the crosstalk coefficient (C-matrix).
[

]

[

]

[

So,

]

(eq. 1)
(eq. 2)

This result means that C is the invert matrix of H or the crosstalk canceller
but the exact inversion is not possible. That is why we use two indexes of
performance indicators such as proposed in [8]:



3.4.1

the channel separation index
the performance error.

The channel separation

The channel separations (

and

) can be written:
, and

.

where k is the discrete frequency index. This can be defined as the magnitude
ratio between the direct signal and the crosstalk signal.
The channel separation index is the average over frequency k:
̅̅̅̅̅̅̅̅

∑

|

|

46

where

and

define the frequency range of interest.In the symmetric case,

the indexes are equals:

3.4.2

.

The performance error

The performance error (PE) measures the magnitude ratio between the output
of the system:

where

in the frequency domain.

The performance error index is the average of
̅̅̅̅̅

∑

over frequency k:

|

|

The indexes are calculated in the frequency range between
and
is the cut-off frequency of the low pass filter [8]. The performance error and the
channel separation have to be minimized.

3.4.3

Utilizing of the indexes

We can now check if the following main parameters were adapted to the
problem:


The size of the filters Nh

Figure 3.4.1: Influence of the size of the filters on the channel separation and the
performance error.
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1024 samples are a good compromise between channel separation and the
performance error as presented in Figure 3.4.1.


The low-pass filter

Figure 3.4.2: Influence of the cut-off frequency of the low-pass filter on CHSP and
PE with Nh=1024 samples and β=0.01 without a shape factor.

We can see in Figure 3.4.2 that there are dips at 8 kHz in both indexes, that is
why 8 kHz seems a good compromise between the channel separation and the
performance error. The purpose of the low-pass filter is to correct the errors
due to measurements; we have to keep a frequency close to 5 kHz to avoid high
frequencies.


The shape factor

Figure 3.4.3: Influence of the shape factor on CHSP and PE with Nh=1024 a lowpass filter and β=0.01.
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In Figure 3.4.3, we change the high cut-off frequency of the shape factor. We
can see that after around 15 kHz, both indexes are almost flat and reach the
lowest value. Moreover, we can see that the shape factor increases CHSP and
PE, but the purpose of the shape factor is to correct the measurements errors.
With these parameters, we obtain:

These results are close to these obtained in [8]. For Lacouture Parodi and
Rubak, with a low-pass filter with a cut-off frequency of 8 kHz and 1024
samples they obtain CHSP = -75 dB and PE=0.7. They used a better HRTFdatabase from the Acoustics Section, Department of Electronic Systems,
Aalborg University.

3.5

Asymmetric crosstalk cancellation network

Now that we have described the symmetric crosstalk canceller, we briefly
discuss the general case of the asymmetric system. In our project, we choose to
focus on the symmetric case in order to simplify the problem, but the general
case could be an improvement to this project. With this system, the user does
not need to stay on the perpendicular bisector but he/she still has to be at
1.4m of the loudspeakers. Figure 3.5.1 illustrates this general case.
The general crosstalk canceller coefficients are:
[
In this representation,
and

(

(

]

) is the direct term for the left (right) channel

) is the crosstalk term for the left (right) channel.

15 degrees

20 degrees

eL

eR

Figure 3.5.1: General crosstalk canceller when the user is not on the perpendicular
bisector.

This time, we use two different HRTF measurements, which correspond to the
angles.
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The algorithm remain almost the same, we use the general form of the
matrixes.
for k=1:1024
H= [H11(k) H12(k);...
H21(k) H22(k)];
B=Shape(k)*I;
BB=B'*B;
C=(H'*H+beta.*BB))\H'.*LP(k);
C11(k)=C(1,1);
C12(k)=C(1,2);
C21(k)=C(2,1);
C22(k)=C(2,2);
end

Then, the computations of the left and right channel are done using the
following convolutions:

3.6

Matlab results

In this chapter, we present the results in the time and frequency domains for
selected azimuths and elevations with the improvements of the previous
section.
In most cases, the user is at the same height as the loudspeaker that is why we
spend more time on these results. In order to give an overview, the results are
shown in Appendix B for the angles listed in Table 3.6.1:
Table 3.6.1: Matlab result examples.

Elevation (degree)

Azimuth (degree)

0

10

0

20

0

30

For each graphic, we use the improvements presented in the previous
subsections but only the angle changes.
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4 Implementation On The CBEA
4.1

Overview

This section starts from the crosstalk cancellation algorithm described in
Section 3 and describes the method to implement it on the CBEA as can be
seen in Figure 4.1.1. The first subsection summarizes the algorithm and the
architecture. Regarding this, some possible implementations are exposed with
their advantages and disadvantages. After that, are shown different ways to
optimize the code: SIMD instructions and multi-buffering. The final step
consists in giving comments and results about the different experimented
implementations.

Figure 4.1.1: This chapter deals with the red parts of the A3 paradigm about
mapping the algorithm onto the architecture.

Figure 4.1.2 recaps the algorithm to be implemented on the CBEA. It consists
of two main steps:


inversion of the HRTF



audio input computations.

The first step can be done offline as presented in Section 3. With Matlab, it is
possible to create a database for the crosstalk filters. On the CBEA, the
program simply load the chosen filters.
The second step is to filter the left and right channels of the input sound. The
filters are called C1 and C2 and refer to the crosstalk filters obtained with
MatLab in Section 3. Both the left and right channels go through C1 and C2.
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The following step consists in adding the result of the left channel filtered by
C1 with the result of the right channel filtered by C2. This gives the left
output. Doing the same with the two others filtered terms we obtain the right
output.

Figure 4.1.2: The crosstalk cancellation algorithm. Both left and right output
are obtained by filtering the left and right channels of the input sound through
C1 and C2 and adding the results two by two.

Thus, the algorithm is composed of filter and add operations. Filter operations
can be either convolution or multiplication of spectrums. These operations are
tasks to be executed on the Cell BE processor. Knowing the architecture of the
Cell BE processor and the algorithm the goal is to implement a possible
solution to execute the algorithm efficiently.

4.2

Context/Challenges

Because each sound has its own size - meaning that the duration can be few
seconds to several hours - we cannot read the input data completely and
process it after. In fact, it takes too much time and memory. To avoid that, the
goal of the implementation is to process a part of the input sound at a time
until the end of the file is reached. By processing data this way the input sound
can be seen as a continuous data flow: a stream. Reading continuously the
input data implies that when a new sample is read, the system has to be ready
to process it. This is a matter of synchronization between tasks and real-time
programming.
Note: because of time limitation, we decided to not spend time searching for a
player to play the sound as we process data. Nevertheless we write it in a .wav
file and check if real-time processing is possible for this algorithm executed on
this architecture (by analyzing the throughput of the system).

52

4.3

WAV Audio file format

This study explains our motivations about using a WAV file input sound. It is
based on [15].
4.3.1

Justification

The WAVEform Audio File Format (WAV or WAVE), is a standard Microsoft
audio file format for storing an audio bitstream. It is an application of the
Resource Interchange File Format (RIFF). The RIFF defines a structured
framework which can hold data formats like Audio/visual interleaved data
(.AVI), Waveform data (.WAV), Bitmapped data (.RDI) or MIDI information
(.RMI) for example. Moreover, a .WAV file can hold either uncompressed or
compressed audio. Generally, it is uncompressed audio and it is very useful for
audio experts who need maximum audio quality. The WAV file audio format is
also known for its simple structure described in the next section.
4.3.2

WAV file structure

The WAV file structure is divided into 3 main parts: the RIFF part, the fmt
part and the data part. Table 4.3.1 gives a detailed picture of each field.
Table 4.3.1: WAV file structure.

WAV part
RIFF

fmt

data

Sub part
ChunkID
ChunkSize
Format
SubChunk1ID
SubChunk1Size
AudioFormat
NumChannels
SampleRate
ByteRate
BlockAlign
BitsPerSample
SubChunk2ID
SubChunk2Size
data

Size (Bytes)
4
4
4
4
4
2
2
4
4
2
2
4
4
SubChunk2Size

Order
Big-Endian
Little-Endian
Big-Endian
Big-Endian
Little-Endian
Little-Endian
Little-Endian
Little-Endian
Little-Endian
Little-Endian
Little-Endian
Little-Endian
Big-Endian
Little-Endian

Additionally to Table 4.3.1, Appendix C gives more details about each field.
Finally, this structure can be seen as two main parts: the header and the data
parts. On one hand, the header contains the 44 first bytes of information (from
ChunkID to SubChunck2Size) and the sound data itself.
4.3.3

Limitation

Referring to Table 4.3.1, the SubChunk2Size field is coded with 4 Bytes (32-bit
unsigned integer). Moreover, this field refers to the sound size. With some
calculation we can know the maximum sound length that can be stored in a
wav file:
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(a byte is composed of 8 bits)
Each sample is stored as a short value (2 bytes) and assuming that 2 channels
are used:

Sample frequency: 44 100 Hertz

This is equivalent to about 6.8 hours of CD-quality audio.
4.3.4

Little-Endian/Big-Endian

As seen in Table 4.3.1 some fields are coded with different orders: Little-Endian
or Big-Endian. This refers to the byte ordering of data. In fact, the Big-Endian
order means that lowest address byte is the most significant byte and the
highest address is the less significant byte. The Little-Endian order is the
perfect opposite: the lowest address is the least significant byte and the highest
address is the most significant byte. Figure 4.3.1 shows an example where
taking value 512 (represented with Most Significant Bit on the left and Least
Significant Bit on the right) and see how bytes are read depending on LittleEndian or Big-Endian order.

Figure 4.3.1: Little/Big-Endian example.

So, it is really important to know the data ordering in order to read data in the
right way. Moreover, referring to [11] p828 (see Big-endian): ”The CBEA
processors support only big-endian ordering: they do not support little endian
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ordering.” Taking this into account we need to read some fields of the WAV file
byte per byte and reorder them to obtain the expected value.

4.4

Convolution versus Fast Fourier Transform

As we have seen in Section 3.3.1.2 there are two main methods to implement
the filter:




In the frequency domain using multiplication
o
o
In the time domain using convolution
o
o

where v1 and v2 are the output sounds, u1 and u2 are the initial sounds and c1
and c2 are the coefficients of the crosstalk canceller filter. Capital letters refer
to the frequency domain signals.
It is important to notice that the two methods give the same result when an
FFT inversion operation is done on the signals V1 and V2. However, each
method has advantages and drawbacks which are presented in Table 4.4.1.
Table 4.4.1: Advantages and Drawbacks of the time domain and frequency domain
methods.

Frequency domain method
Advantages
 Less Computation as
seen in Section 3.3.1.2.
 Short execution time.
Drawbacks

 Computations of the
FFT first (input signal)
and then the IFFT
(output signal).
 FFT and IFFT functions
already exist and use the
allocation on the SPE
alone (In this case, we
cannot choose our own
implementation).

Time domain method
 Does not need FFT and
IFFT operations.
 We can choose how to
allocate tasks on the
SPEs.

 More computations than
frequency domain
method.
 Large execution time.

According to Table 4.4.1, the FFT method is the best because it gives the same
result with an execution time smaller than time domain method. Nevertheless,
it is not very interesting to use this method from an educational point of view.
In fact, most of the work of parallelization of the tasks is already done with the
FFT and IFFT function. We can just use the parallelization by ourselves to do
the following operations:
and
.
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But, the number of operation is very small compared to the computation power
of the Cell BE. This method does not allow testing the Cell BE and using it in
an interesting way for us. So, we choose the time-domain method which offers
more challenges. Nevertheless, using the FFT method could be used for
comparison purpose; but due to time-limitation, this has not been done.

4.5

Convolution function

In continuous time domain the convolution operation is defined like this:

∫
And in discrete time domain:

∑
where y[k] length is [0: N1+N2-1].
A possible implementation of the convolution is a Finite Impulse Response
(FIR) filter. In fact, the coefficients are the filter values, as shown in Figure
4.5.1.

Figure 4.5.1: FIR filter principle.

At the beginning of the process, the FIR filter is loaded with zeros. Then each
time a new sample is read, all input values are shifted to the left one time and
the new sample substitutes the value in node n-1023. Once this is done, we
process the output value by adding all branches.

4.6

Floating point

As the PPE and the SPEs both supports
operations, we have to choose which type of
matter of fact the floating-point (32 bits)
implement. Moreover, the SPEs are optimized
shown in Table 4.6.1.

floating-point and fixed-point
operation to work with. As a
multiplications are easier to
for floating-point operations as
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Table 4.6.1: Comparison of latency with floating point and fixed point operations
on SPU ([11] p768).

Operation

Execution cycle with
floating point

Execution cycle with
fixed point

MULTIPLY

6

7

MULTIPY and ADD

6

7

Moreover, single-precision floating-point representation is sufficient for our
application. In fact, on the CBEA, the equivalent of a single-precision floatingpoint value in C language is the float type. The float type is 4-byte wide where
the MSB represents the sign bit (0 if positive, 1 if negative), the next 8 bits are
the exponent and bits 22 to 0 are the mantissa. Those features allowed the
float type to have 7 significant digits. The double-precision floating-point
representation is 8-byte wide. The MSB is the sign bit, the next 11 bits are the
exponent and bits 51 to 0 are the mantissa. This way, the C double type offers
a precision with 15 significant digits.
Since a double type is twice the size of the float type (8 bytes and 4 bytes), it
can also be important to think about data transfer. In fact, when using the
SPEs the maximum size per DMA transfer is 16kB. Thus, depending on which
data type is used, it is possible to have either a 4096 length buffer of float
values or a 2048 length buffer of double. This choice can have an important
impact on the implementation execution time.

4.7

Implementation on the PPE

The implementation of the crosstalk canceller on the PPE serves as reference.
In fact, using only the PPE is the same as using a traditional processor with
two cores so we do not take advantages of the SPEs. Nevertheless, it permits to
check and compare the results of the algorithm with MatLab in a first place.
Figure 4.7.1 shows the algorithm that we have developed and implemented on
the PPE. The initial step is the loading of the filters each composed of 1024
samples. Then, a loop reads 2 samples (1 for the left and 1 for the right
channel) while the end of the input sound is not reached. Every time 2 new
samples are ready, they are processed and the results are written in a .wav file.
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Figure 4.7.1: PPE algorithm for the crosstalk canceller. Step one consists in
reading and storing the coefficients of the two filters. Steps 2 to 5 describe a
loop where every time 2 new samples are ready they are processed. If the end of
the input sound is reached then the program stops.

4.8

Implementation on SPE(s)

4.8.1

InterProcessor Communication

When using a multicore unit such as the CBEA, we have to handle the
communications between the processing units. Each SPE is interfaced with the
EIB by a MFC. The roles of the MFC are described in [11]. “The MFC‟s
primary role is to interface its LS-storage domain with the main storage
domain.[…] The MFC also supports storage protection on the main-storage side
of its DMA transfers, synchronization between main storage and the LS, and
communication functions (such as mailbox and signal-notification messaging)
with the PPE and other SPEs and devices“. For this project, two types of
communication are interesting:



Mailboxes
DMA transfers
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4.8.1.1 Mailboxes
A mailbox is a communication device between the SPE and the PPE (or
another SPE) which allows the processing units sending and receiving 32-bit
mailboxes message.
Each MFC provides three mailboxes:



Two 1-entry mailboxes for sending messages from the SPE to the PPE
(or another SPE)
One 4-entry mailbox for sending messages from the PPE to the SPE.

Since the PPE is used as a general task manager which distributes
computations to the SPEs, it has to send and receive messages to handle the
programming schedule. The mailboxes are the best way for this kind of
communication. The mailbox message might be used in the following examples:



when the data to process are load in the main storage, the PPE can
notify the PPE to get this data
when the data processing is over, the SPE can use mailboxes to inform
the PPE.

In our case, we use the mailboxes to synchronize the data transfers and the
processing.
4.8.1.2 Direct Memory Access transfers
The main way to send data between the PPE and the SPE is to use the DMA
transfers. DMA transfers are initiated by a MFC commands called in software
on the SPEs or the PPE. The MPC commands for the DMA are called DMA
commands and are composed of basic get and put commands with possible
variants. These commands implement DMA transfer between the local storage
of a SPE and the main storage. DMA transfers can move up to 16 kB of data
and support transfers size of 1,2,4,8,16 bytes and multiple of 16 bytes. But,
“Peak performance is achieved for transfers in which both the EA and the LSA
are 128-byte aligned and the size of the transfer is a multiple of 128 bytes.”
[11]. Moreover, DMA commands can be identified with one of 32 5-bit taggroup IDs. With this ID, the software can wait the end of the transfer. In our
case, this type of transfer is appropriate to transfer audio data and filters
coefficients.
4.8.2

Programming the SPUs

Programming the SPUs brings other constraints mainly due to data transfer.
These transfers might cause bottleneck for application performance. Moreover,
it is possible to use the particularities of the SPU to improve the computation
time. For all this reasons, we need to use specific techniques.
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4.8.2.1 Double-buffering method
In order to improve the data transfer between the PPE and the SPE, we use a
technique called double-buffering.
In a serial communication and computation, the sequence has no overlap such
as presented in Figure 4.8.1:




Step 1: DMA transfer
Step 2: Computation
Step 3: Loop to Step 1.

Figure 4.8.1: Serial communication and computation extracted from [11].

The double-buffering technique allows transferring data and computing other
data at the same time in order to get rid of the data-access latencies such as in
the time graph Figure 4.8.2.

Figure 4.8.2: Parallel communication and computation extracted from [11].

Figure 4.8.3 shows the steps of this technique.
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Figure 4.8.3: DMA Transfers Using a Double-Buffering Method extract from [11].

This technique might be used in streaming applications for the output and
input data of a SPE. This is exactly our case.
4.8.2.2 Software pipelining
The SPU has two pipelines, named even (Pipeline 0) and odd (Pipeline 1),
which can be used to parallelize operations. Each pipeline has specific tasks,
thus Pipeline 0 takes care of loads, stores, quadword, rotates, and shuffles and
Pipeline 1 executes the computation operations [11]. Figure 4.8.4 shows the
regular utilization of two pipelines.

Figure 4.8.4: Basic programming: all the instructions are in serial, extracted from
[11].

In order to optimize the system, SPE supports to pipeline this operation such
as presented in Figure 4.8.5. The two pipelines can be operating on different
operations simultaneously. The instructions are issued in program order.
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Figure 4.8.5: Some instructions can be pipelined using Pipeline 0 or Pipeline 1
extract from [11].

In our case, we tried to use this technique as much as possible by using
computation next to store operation.
4.8.2.3 Single instruction, multiple data
The PPE and the SPE support SIMD instructions. These processing units use
128-bit vectors. A vector is set of data elements packed into a one-dimensional
array. These 128 bits can correspond to four full words of 32 bits. Figure 4.8.6
shows how the processor process for an ADD instruction. The 32-bit words
loaded in the vector VA are added to the vector VB and store into VC in only
one instruction.
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Figure 4.8.6: Four concurrent operations using a SIMD with 32-bit words extracted
from [11].

The Cell-BE supports the following data types as vector:
•
•
•
•

Sixteen 8-bit values, signed or unsigned
Eight 16-bit values, signed or unsigned
Four 32-bit values, signed or unsigned
Four single-precision IEEE-754 floating point values.

This type of instruction is very efficient to compute FIR filters which is exactly
our case in this project. With this SIMD, the convolutions need four times
fewer computations.
4.8.3

SPU Timing Tool

The SPU timing tool allows analyzing the instruction timing of an assembly
source file. The SPU timing tool is very useful to see the effects of optimization
(SIMD instructions, pipelining) in term of performance timing. In this part, we
explain, utilizing [16], how to obtain an annotated assembly source code
(timing file) and how to interpret it.
4.8.3.1 Timing Files
To create a timing file from the assembly source code, new compilation options
are needed as Figure 4.8.7 shows. So, we have to add following options in our
Makefile:
time:
spu-gcc -ansi -Wall -S spe_code.c
spu_timing -running-count-o spe_code.timing spe_code.s
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Figure 4.8.7: Creation process of timing files.

For complex source code, it could be interesting to analyse specific code
sections. It is possible to do that by inserting profile checkpoint markers, of the
profile.h library, around the code section. An example of timing analysis using
these markers is presented in the next section.
4.8.3.2 Interpretations
We use C source code example which can represent the beginning of the
convolution operations that we have to implement. Note that we do not use
optimization techniques (SIMD instructions and pipelining) in the following
code.
int main(uint64_t spe_id, uint64_t program_data_ea, uint64_t env){
float *x1, *x2;
float *h1, *h2;
float y[2];
float mem1=0, mem2=0, mem3=0, mem4=0;
int i = 0;
/* Allocate memory for data_left and data_right */
x1 = calloc(NB_VALUES,sizeof(float));
x2 = calloc(NB_VALUES,sizeof(float));
h1 = calloc(NB_VALUES,sizeof(float));
h2 = calloc(NB_VALUES,sizeof(float));
prof_cp1(); /*checkpoint marker 1*/
mem1 += h1[i] * x1[i];
mem2 += h2[i] * x1[i];
mem3 += h2[i] * x2[i];
mem4 += h1[i] * x2[i];
prof_cp2(); /*checkpoint marker 2*/
return 0;
}

Checkpoint markers are placed to locate the multiplication-accumulation
operations. Figure 4.8.8 shows the resulting timing file of one of multiplicationaccumulation operation. The timing file contains a lot of interesting
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information that we have to learn to read. Figure 4.8.9 to Figure 4.8.13 show
this different information.

Figure 4.8.8: timing file of one operation of multiplication-accumulation.

The column shown in Figure 4.8.9 indicates the cycle count for which each
instruction starts, we can see that one operation of multiplication-accumulation
is 81 cycles (466-391+6). The SPEs are clocked at 3.2GHz thereby one
operation of multiplication-accumulation is executed in 25.3125ns (81/3.2).

Figure 4.8.9: This column indicates the cycle count for which each instruction
starts

The column shown in Figure 4.8.10 indicates each instruction. We can check all
the instructions executed with the SPEs and using the „‟Synergistic Processor
Unit Instruction Set Architecture‟‟ [17] it is possible to see the role of each of
them.

For

instance,

the

instruction

„‟fm‟‟

corresponds

to

a

floating

multiplication, „‟lqd‟‟ allow to load a quadword and „‟fa‟‟ is a floating addition.
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Figure 4.8.10: This column indicates each instruction.

The data shown in Figure 4.8.11 indicate the clock cycle occupancy of the
instructions. „‟A digit (0-9) is displayed for every clock cycle the instruction
executes. Operand dependency stalls are flagged by a dash („‟ - ‟‟) for every
clock cycle the instruction is expect to stall.‟‟ [16]

Figure 4.8.11: These data indicate the clock cycle occupancy of the instructions.

The column shown in the Figure 4.8.12 indicates which pipeline is used to
execute the instruction, 0 represents even pipeline and 1 represents odd
pipeline. The odd pipeline is used to execute the store and load operations and
the even pipeline is used to execute calculations (multiplication, addition, logic
operations etc…).
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Figure 4.8.12: This column indicates which pipeline is used to execute the
instruction, 0 represents the even pipeline and 1 represents the odd pipeline.

The column shown in Figure 4.8.13 indicates the dual-issue status. Blank
means single issue, D means that the two pipelines are used in the same time
(dual issue) and d means that dual issue is possible but not happen because of
dependency stalls.

Figure 4.8.13: This column indicates the dual-issue status.

Using the information of the timing file, we can say that the operation of
multiplication-accumulation is not optimized. There are a lot of dependency
stalls; in most cases, the processor waits for the result of the previous
instruction to execute the current one. In the following part, we use some
optimization techniques to reduce the run time of this kind of operation.
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4.8.4

Preliminary Tests

The goal of this section is to test the efficiency, in term of execution time, of
different optimization techniques (SIMD instructions and pipelining) using the
SPU timing tool. To do that, we use a C source code, including optimizations,
which execute a multiplication-accumulation operation (basic operand of a
convolution function). In that way, both results with and without optimizations
are compared.
4.8.4.1 Without SIMD instructions
The following C code is a direct implementation of a FIR filter used to
convolve the left and right channel with the crosstalk filters. The operations are
only multiplications and additions. At the end of the loop, one output left
sample can be calculated by adding mem1 with mem2. One output right
sample can also be calculated by adding mem3 and mem4.
int i=0;
float mem1=0, mem2=0, mem3=0, mem4=0;
prof_cp1();
for(i=0;i<NB_VALUES;i++){
mem1 += c1[i] * x1[i];
mem2 += c2[i] * x1[i];
mem3 += c2[i] * x2[i];
mem4 += c1[i] * x2[i];
}
prof_cp2();

Figure 4.8.14: SPU timing file for C code without optimization.

The SPU timing file presented in Figure 4.8.14 focuses on the loop instructions.
The processor loads the four entities it needs (lqx instruction) which are c1, c2
(crosstalk canceller filters) and x1, x2 (left and right channels). Then, there are
four rotqby instructions which represent an extraction of a value from an entity
(c1[i],c2[i],x1[i] and x2[i]). Finally, the four multiply and add instructions are
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executed (fma). Moreover, except the load and add instructions at the
beginning, the dual-issue is not exploited. The floating multiply-add
instructions (fma) are used by the compiler but the arguments can also be
vectors. Each vector is capable to hold four 32-bit floating values. So, it is
possible to perform four multiply-add operations in one instruction. This
optimization is tested in the next section.
4.8.4.2 SIMD instructions
In the SIMD instruction set, there is a function, very useful to do
multiplication-accumulation operations, called spu_madd. This function is
presented in Figure 4.8.15.

Figure 4.8.15: SIMD instruction Vector Multiply and Add. Figure from [1]

We use the following C source code to test the spu_madd function.
int i=0;
vec_float4 h, x, d;
d = spu_splats(0.0f);
prof_cp1();
for(i=0;i<NB_VALUES;i++){
h = (vec_float4){h1[i],h2[i],h1[i],h2[i]};
x = (vec_float4){x1[i],x2[i],x2[i],x1[i]};
d = spu_madd(x,h,d);
}
prof_cp2();

The interesting part of timing file is shown in Figure 4.8.16.
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Figure 4.8.16: Timing file for C code with SIMD instructions.

We can see in this timing file that the four vectors are loaded using the lqd and
lqx instructions. Once again, the rotqby are here to extract values from the
arrays (c1[i], c2[i], x1[i] and x2[i]). The shufb instructions fulfil the vectors with
the previous extracted values. Next, the four multiplication-addition operations
are done with fma. Finally, the result is stored using the stqd instruction. Note
that there are still dependency stalls. In fact, the processor wait that the three
vectors are ready to do the fma operation and wait the end of the operation to
store the result. This timing file shows that SIMD instruction is very efficient
to reduce the execution time. Indeed, in our case, one fma instruction replaces
eight operations (four multiplications and four additions). Nevertheless, the
instructions used to fulfill the vectors add a lot of dependency stalls.
4.8.4.3 SIMD instructions + Pipelining
The main idea of the “pipelining” is to unroll our loop. In that way, we can load
several vectors first, then do operations on it and load others vectors in the
same time using the two pipelines. This technique allows to load vectors and to
do operations in the same time (dual issue). To do this we use the following C
source code.
prof_cp1();
h0
h1
h2
x0
x1
x2

=
=
=
=
=
=

(vec_float4){hl[i],hr[i],hl[i],hr[i]};
(vec_float4){hl[i+1],hr[i+1],hl[i+1],hr[i+1]};
(vec_float4){hl[i+2],hr[i+2],hl[i+2],hr[i+2]};
(vec_float4){xl[i],xr[i],xr[i],xl[i]};
(vec_float4){xl[i+1],xr[i+1],xr[i+1],xl[i+1]};
(vec_float4){xl[i+2],xr[i+2],xr[i+2],xl[i+2]};

for(i=0;i<(NB_VALUES-4);i+=4){
d0 = spu_madd(x0,h0,d0);
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h3
x3
d1
h0
x0
d2
h1
x1
d3
h2
x2

=
=
=
=
=
=
=
=
=
=
=

(vec_float4){hl[i+3],hr[i+3],hl[i+3],hr[i+3]};
(vec_float4){xl[i+3],xr[i+3],xr[i+3],xl[i+3]};
spu_madd(x1,h1,d1);
(vec_float4){hl[i+4],hr[i+4],hl[i+4],hr[i+4]};
(vec_float4){xl[i+4],xr[i+4],xr[i+4],xl[i+4]};
spu_madd(x2,h2,d2);
(vec_float4){hl[i+5],hr[i+5],hl[i+5],hr[i+5]};
(vec_float4){xl[i+5],xr[i+5],xr[i+5],xl[i+5]};
spu_madd(x3,h3,d3);
(vec_float4){hl[i+6],hr[i+6],hl[i+6],hr[i+6]};
(vec_float4){xl[i+6],xr[i+6],xr[i+6],xl[i+6]};

}
h3
x3
d0
d1
d2
d3

=
=
=
=
=
=

(vec_float4){hl[i+3],hr[i+3],hl[i+3],hr[i+3]};
(vec_float4){xl[i+3],xr[i+3],xr[i+3],xl[i+3]};
spu_madd(x0,h0,d0);
spu_madd(x1,h1,d1);
spu_madd(x2,h2,d2);
spu_madd(x3,h3,d3);

prof_cp2();

The interesting part of the resulting timing file is shown on Figure 4.8.17.

Figure 4.8.17: Timing file of a pipelining situation.

As we unroll the loop, there are not dependencies stalls anymore, and dual
issue is possible. So, we can see in this timing file that dual issue is always
used; the even pipeline allow to execute the fma operation and the odd pipeline
allow to load the next vector.

4.8.5

Implementation using one SPE

To improve the efficiency of our system and explore the CBEA, the algorithm
is now executed concurrently on the PPE and one SPE. On the one hand, the
PPE is basically in charge of initializing the SPE at the beginning of the
program (create, load and run the SPE context, see section 2.4) and
send/receive sound chunks/processed sound chunks respectively (see Figure
4.8.18). On the other hand, due to its features dedicated to accelerate data
calculation, the SPE is in charge of applying the crosstalk canceller on the data
it receives. By using a SPE, another challenge appears: data transfer. In fact,
the transfer of samples from main storage to local storage of the SPE has to be
really fast but taking into account that local storage is only 256 kB the results
have to be sent back in the main storage too.
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Figure 4.8.18: PPE algorithm.

Figure 4.8.19 shows the implemented SPE algorithm. The initial step consists
in loading the program data (crosstalk canceller filters and other data needed
by the SPE, details are given a little bit later). Then, the program enters in the
main loop. The loop is based on four steps. The first one waits until a PPE
message which says that two new buffers of input sound are ready to be
transferred (there are two buffers because the double buffering technique is
used). The second step reads, by mean of a mailbox message, the current PPE
iteration number to check if both PPE and SPE loops are synchronized. The
third step applies the double-buffering technique. Moreover, in our case, the
double-buffering technique is modified to send back data in main storage once
it is processed. The final step checks if the end of the input sound is reached.
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Figure 4.8.19: SPE algorithm.

Figure 4.8.20 shows data communications between the PPE and the SPE. The
ChannelData transfer is a structure which contains two buffers: one for left
samples and one for right samples.
typedef struct{
float LeftSamples[BUFFER_SIZE];
float RightSamples[BUFFER_SIZE];
}ChannelData;

ProgramData is a structure loaded at the beginning of the SPE program. It is
like this:
typedef struct{
float c1[1024];
float c2[1024];
unsigned int NbIterations;
ChannelData *ChannelData_ea0, *ChannelData_ea1;
float *Output_ea0, *Output_ea1;
char msg[108];
}ProgramData;
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Where:


c1 and c2 are the two crosstalk filters.



NbIterations represents the total number of iterations that both PPE
and SPE have to perform until the end of the input sound.



The two next pointers contain the effective address (main storage) of
two ChannelData structures. This is an essential parameter to run the
DMA transfers.



The two others pointers hold the effective address of the output signals.



The final array is here to align the structure on 128 bytes as it can be
seen in Table 4.8.1. The structure size is 8320 bytes and 8320 / 128 =
65 (which is an entire number).

Table 4.8.1: Data types with corresponding sizes.

Data type
int
float
ChannelData*
float*
char
Total

Size (bytes)
4
4
4
4
1

Number of
elements
1
1024 + 1024
2
2
108

Total Size
(bytes)
4
8192
8
8
108
8320

Moreover, in order to control synchronization between these two processors,
the SPE checks if its own iteration number is the same as the PPE‟s iteration
number. In fact, the PPE send to the SPE its current iteration number by
using a mailbox. Finally, when the SPE finishes processing one buffer it
indicates the PPE which buffer is ready by giving the buffer number (mailbox).
ProgramData
PPE

Iteration number

SPE

ChannelData
buffer number

Figure 4.8.20: Data communications between the PPE and the SPE.
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5

Tests and verification

5.1

Overview

This chapter describes the results of tests obtain with the previous
implementations described in Section 4.7 and 4.8.5 This evaluation is
conducted as shown in Figure 5.1.1.

Figure 5.1.1: This chapter is about the red parts of the A3 model in an evaluation
where the properties of the implementation are compared to the constraints of the
project.

5.2

Timing Analysis

The purpose of this section is to see if the crosstalk canceller implementation
can process a sound with an execution time smaller than the sound lasts. If this
condition is fulfilled, it means that a streaming implementation of the crosstalk
canceller is possible.
5.2.1

PPE

In order to evaluate the execution time the sys/time.h library is used. Thanks
to the gettimeofday function it is possible to get the current time expressed
in seconds and microseconds. The total execution time of the application (tapp)
can be divided into 3:

where tinit represents the amount of time taken to declare all the variables,
opened the files, read and store the crosstalk canceller filters and allocate
memory. tcc represents the Crosstalk Canceller execution time. It is the time
taken by the main loop in the algorithm (read, convolve and write until the
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end of the input sound). tend is the time taken to close all files and all to free all
memory allocations.
Moreover, the input sound lasts 10 seconds so tcc represents 441,000 iterations
(sample frequency = 44.1 kHz). With this sound, the timer measures tcc = 109
seconds (1 min 39 seconds). So, one iteration lasts 109 / 441,000 = 247.17 μsec.
This way, the tcc time is almost 11 times higher than the input sound length.
Then, it is interesting to know which tasks are the longest or shortest ones. In
fact, by analysing the timing of the different tasks in the algorithm we can
target the functions which need to be optimized. As see in Figure 4.7.1, the
main loop of the PPE algorithm consists in reading 2 samples (one left sample
+ one right sample), convolving them with the crosstalk canceller filters and
writing the 2 new samples in the output .wav file. The following times are
averages on 10,000 measurements:


Read 2 samples: 16.2 μsec



Convolution (2 samples): 6.3 μsec



Write 2 samples: 32.3 μsec

By calculating one iteration we obtain 58.4 μsec. So, tcc should be 25.75 seconds.
By comparing with the previous result, it is possible to see that the real
execution time is 4.23 times bigger than it should be. This is probably due to
the fact that the PPE has to schedule other system tasks which have a higher
priority. Nevertheless, even if the PPE would be able to execute the crosstalk
canceller within 25.75 seconds it is not satisfying because it is more than 2.5
times more than the input length. The next section discusses results about the
implementation with the PPE and one SPE.
5.2.2

PPE/SPE

In this section, the PPE/SPE implementation is evaluated in terms of total
execution time with different optimizations applied to the convolution function
(see Section 4.8.4) and different data types.
5.2.2.1 Float/Double type
Since the maximum capacity of a single DMA transfer is 16 kB, it is important
to experiment and see if the data type has an influence on the application. The
double type is stored on 8 bytes and the float type on 4 bytes. This way, for a
single DMA transfer (16 kB), thus the same amount of time, if the float type is
used it is possible to transfer two times more than with the double type. Table
5.2.1 shows the impact of changing the data type on the total execution time of
the crosstalk canceller.
Table 5.2.1: Influence of data types on the total execution time of the crosstalk
canceller.
Sound length (secs)
10
57
120
176
Exec. time Float (secs)
9.11 52.59 110.10 161.67
Exec. time Double (secs) 13.06 75.04 157.12 231.28
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So, by using the float type, it represents a gain of 30% on the crosstalk
canceller execution time. Moreover, this is an essential point because timings
are longer than the original sound when using the double type. In this specific
case, real-time execution would not be possible if double type was required. It
might be possible to execute the program using the double type in real-time by
reducing the window and with another implementation.
5.2.2.2 Convolution optimization
In Table 5.2.2, three versions of the convolution function are compared. The
first version is the classical one (no use of SIMD instructions). The second
version is the one where SIMD instructions are used. Finally, the pipeline
optimization corresponds to use both SIMD instructions and loop unrolling. All
the measurements are execution times of the crosstalk canceller for a 10
seconds input sound (same as in PPE analysis, Section 5.2.1).
Table 5.2.2: Comparison between three different types of optimization on the
convolution function.

Exec. Time (secs)

Without SIMD
8.422

With SIMD
10.231

Pipeline
8.419

These results reflect the ones obtained when performing the preliminary tests in
Section 4.8.4. In fact, due to the loss of time when the vectors have to be
fulfilled the optimization using only SIMD is less efficient. The pipeline
optimization has a depth of 4 (meaning that the number of iterations is divided
by 4). This technique permits dual-issue of instructions and show a better
efficiency on the total execution of the crosstalk canceller. Even if software
pipelining is not a significant optimization, it still allows an efficient way to use
the CBEA.

5.3
5.3.1

Matlab / C implementation
Convolution function

In order to verify the C implementation of the convolution function, the result
of the Matlab function fftfilt is compared to the result of the C function.
Arguments of these functions are left channel of a sound and the crosstalk filter
C1 (for azimuth of 20 degrees and elevation of 0 degree), respectively. The
chosen sound is a 3-D audio speech. The convolution of this sound and C1 give
the sound obtained in Figure 5.3.1.
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Figure 5.3.1: Speech audio signal use to measure difference between C and Matlab
results.

Moreover, in Section 3.3.2.1, we saw that it is possible to reduce the size of the
crosstalk filter, this is why we apply a window on C1 in order to reduce the
number of computations. Figure 5.3.2 shows the difference between Matlab
results and C results with the filter:




C1 with a windows of 512 samples
C1 with a windows of 768 samples
C1 with the complete filter.

Figure 5.3.2: Difference between Matlab and C results for the convolution of a
speech audio signal and the crosstalk filter C1 with different windows (512, 768 and
1024 samples).

So, when the size of the window increases, the resulting signal is more precise
but the computations need more time. We have to find a compromise between
computation time and errors. With a 512-sample window, the errors follow the
sound. The maximum error is about 2.5x10-4. With a 768-sample window, the
maximum error is about 2x10-5. With this window, we can see the constant
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errors due to number representation. This phenomenon becomes obvious on the
last graphic because errors appear to be constant around 5x10-7.
The simulation time should include the four convolutions and the two sums,
the compromise is presented in the following part.
5.3.2

Crosstalk computations

We are now doing with the whole computations of the left channel with:

We keep using the same speech sound as before with both channels this time as
shown in Figure 5.3.3.
Left MatLab sound
0.2
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0
-0.1
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Right MatLab sound
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9

0.2
0.1
0
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-0.2

4

5

6

t(sec)

Figure 5.3.3: Left and right channels of the input speech sound.

Figure 5.3.4 shows the difference between the Matlab simulation and the
results obtained with the C program with a window of 512 and 1024 samples.
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Figure 5.3.4: Difference between Matlab and C result sound with windows of 512
and 1024.

The remarks are the same than in the previous section:



errors follow the Matlab signal (maximum error around 2.5x10-4)
constant error for a window of 1024 samples (error around 1.7x10-5).

Then, we realized listening tests with these output files, but we could not hear
a difference between the three signals.
Moreover, the crosstalk algorithm was then implemented on the CBEA with
only one SPE and the PPE. The computations of this speech audio file of 57
seconds take the following amount of time:




41.62 seconds for a window of 512 samples
46.90 seconds for a window of 768 samples
52.59 seconds for the complete filter (1024 samples).

The CBEA can compute the crosstalk algorithm with 1024 samples in real-time
that is why we keep this solution that minimizes errors. But if we need to
reduce the computation time, it is be possible to reduce the size of the filter.

5.4

Listening tests

As everything seems to be fine, we proceed with another check: listening test.
This test is less accurate than the performance index and the channel
separation index but really shows that the system is working. The concept is to
reproduce the HRTF experiment with two loudspeakers. The experimental
setup is as shown in Figure 5.4.1.
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0.96m

20 degrees

eL

eR

Figure 5.4.1: Conditions of our crosstalk system.

The user listens to the crosstalk right sine function. If he/she is really in the
perfect spot, he/she can block his/her right ear and might hear nothing with
the left ear. If he/she moves his/her head, he/she will progressively hear the
sine function again. Most of the time, it is not possible to hear a perfect silence,
because of the reflection of the room, because the measurements were made
with only one dummy and we all have different physical appearance; but it is
always possible to find a minimum into sound intensity.
Moreover, it might be possible to listen to a 3-D binaural sound in the right
spot. But it is hard to objectively say where the sound is coming from.
Unfortunately, we could not have access to an anechoic chamber.
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6. Conclusion and perspectives
6.1

Conclusion

At the beginning of this project, we had to determine the project topic between
few acoustic systems. For examples, we had the choice between notably a room
equalizer and a crosstalk canceller. Whereas the choice of the audio application
was flexible, the choice of the processor was defined by the project proposal:
the Cell Broadband Engine. Actually, the problem specification of this project
was: “Which elements are important in using efficiently the Cell BE and does
this apply to a crosstalk cancellation algorithm implementation?” For this
application, two main steps were needed for this project based on the A3 model:


Analysis, tuning and simulation of the crosstalk canceller algorithm



Its implementation on the Cell Broadband Engine.

During the whole project, we had to make choices and compromises that can
significantly change the outcome of the project.
For the algorithm part, the choices were about which technique to use for the
inversion of the HRTF and then which convolution to use to perform the
filtration operation. For the inversion of HRTF, since the least-square method
has better result in term of stability (Section 2.3.2.3) than the general crosstalk
canceller presented by William Gardner, the first method received our full
attention. For the type of convolution used to perform the filtration operation,
the overlap-add method which uses the frequency domain outperform the direct
convolution method in term of computation time. Nevertheless, we chose to use
the direct convolution method, because of the educational purpose of the
project (Section 3.3.1.2).
For the architecture part, we had to use the specific elements and techniques
that the CBEA proposes. We tried two approaches:


Implementation on the main processing unit PPE. This implementation
does not allow reaching our objectives in term of run time (Section
5.2.1).



Implementation on PPE and one SPE. Using one SPE, which is
optimized for calculation, allow accelerating the execution of our
program and reach the fixed objectives (Section 5.2.2).

In order to improve the computation time, we used specific techniques:


DMA to transfer the filters and the audio data



mailboxes to synchronize the transfers and computations



Double buffering to parallelize data transfers and computations



Software pipelining to move data and compute data at the same time



SIMD-vector to compute more operation in one instruction.
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Our experimental results illustrate that the CBEA is an efficient processor to
implement a crosstalk canceller. Moreover, using the above techniques, the Cell
Broadband Engine can process a crosstalk canceller algorithm with one SPE on
an input audio signal in less time than the audio signal lasts. Of course, it is
still possible to improve the algorithm and the implementation, but due to time
limitations it was not possible to try out further improvements. These are
presented in the following section.

6.2

Perspectives

A number of improvements are possible, they can be divided in the following
groups:


reducing computation time



improving the crosstalk canceller



improving the system flexibility.

First one is the program which is running on only one SPE. We can reduce the
computation time by using 2 SPEs (one for each channel) or 4 SPEs (on for
each convolution). Moreover, the overlap-add method also provides a faster
way than the direct convolution to execute a crosstalk canceller.
Second improvement, is that we were only working on a symmetric crosstalk
canceller. The asymmetric crosstalk canceller presented in Section 3.5 allows
the user to place his loudspeaker differently. Another limitation of the project
is also because of the reduced amount of user position in the HRTF database.
If the user wants to go further than 1.4m, the crosstalk canceller is not
working. This is why we should increase the number of measurements in the
database.
A third improvement is that in the current program, the audio file is not
directly playing at the execution. We are saving the result in a new WAV file.
A possible improvement would be to propose a direct streaming playing of the
output sound during the execution of the program. Finally an overall
improvement can be to detect the position of the user using a head tracker
device, and then the crosstalk canceller can automatically use the
corresponding crosstalk filters of the database.
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Glossary
CBEA: Cell Broadband Engine Architecture
Cell BE: Cell Broadband Engine
CESOF: CBEA Embedded SPE Object Format
CHSP: Channel Separation
DMA: Direct Memory Access
DSP: Digital Signal Processor
EIB: Element Interconnect Bus
ELF: Executable and Linking Format
HRIR: Head-Related Impulse Response
HRTF: Head Related Transfer Function
IID: Interaural Intensity Difference
ITD: Interaural Time Difference
LS: Local Storage
MFC: Memory Flow Controller
MIC: Memory Interface Controller
MIT: Massachusetts Institute of Technology
PE: Performance Error
PPE/PPU: PowerPC Processing Element/Unit
PPSS: PowerPC Processor Storage Subsystem
PS3: PlayStation 3
RIFF: Resource Interchange File Format
RISC: Reduced Instruction Set Computer
SIMD: Single Instruction Multiple Data
SDK: Software Development kit
SPE/SPU: Synergistic Processing Element/Unit
SRF: SPU Register File
SXU: Synergistic eXecution Unit
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Appendix A: Programmation examples
In this section, are listed the source codes (both ppe and spe) for different basic
examples. All these examples are based on [18] and [12].
A.1. Single program on one SPE (without data transfer)
ppe_hello.c:
#include
#include
#include
#include

<stdlib.h>
<stdio.h>
<libspe2.h>
<errno.h>

int main(){
spe_context_ptr_t spe;
unsigned int createflags = 0;
unsigned int runflags = 0;
unsigned int entry = SPE_DEFAULT_ENTRY;
void * argp = NULL;
void * envp = NULL;
spe_program_handle_t * program;
spe_stop_info_t stop_info;
int rc;
// rc : run context
// Open an SPE ELF executable and map it into system memory.
program = spe_image_open("spe_hello");
if(!program){
perror("spe_image_open failed");
return -1;
}
spe = spe_context_create(createflags, NULL);
if(spe == NULL){
perror("spe_context_create failed");
return -2;
}
if(spe_program_load(spe, program)){
perror("spe_program_load failed");
return -3;
}
rc = spe_context_run(spe, &entry, runflags, argp, envp,
&stop_info);
if(rc < 0)
perror("spe_context_run failed");
spe_image_close(program);
spe_context_destroy(spe);
return 0;
}

hello.c:
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int main(void){
printf("SPE Running !!!\n");
return 0;
}

A.2 Single program on one SPE (with data transfer)
ppe_code.c:
#include
#include
#include
#include
#include

<stdlib.h>
<stdio.h>
<libspe2.h>
<errno.h>
<string.h>

// Macro for rounding input value to the next higher multiple
// of either 16 or 128 (to fulfill MFC´s DMA requirements)
#define spu_mfc_ceil128(value) ((value + 127) & ~127)
#define spu_mfc_ceil16(value) ((value + 15) & ~15)
typedef struct{
float fs;
float nb_points;
char msg[120];
}program_data;

// To have a structure of 128 bits.

int main(int argc, char *argv[]){
program_data pd __attribute__((aligned(128)));
spe_context_ptr_t spe;
unsigned int createflags = 0;
unsigned int runflags = 0;
unsigned int entry = SPE_DEFAULT_ENTRY;
void * argp = &pd;
void * envp = NULL;
spe_program_handle_t * program;
spe_stop_info_t stop_info;
int rc;
// rc : run context
printf("Enter the sample frequency:\n");
scanf("%f",&pd.fs);
printf("Enter the number of fft points:\n");
scanf("%f",&pd.nb_points);
strcpy(pd.msg, "Data is in main storage");
// Open an SPE ELF executable and map it into system memory.
program = spe_image_open("spe_code");
if(!program){
perror("spe_image_open failed");
return -1;
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}
spe = spe_context_create(createflags, NULL);
if(spe == NULL){
perror("spe_context_create failed");
return -2;
}
if(spe_program_load(spe, program)){
perror("spe_program_load failed");
return -3;
}
envp = (void*)malloc(sizeof(pd));
rc = spe_context_run(spe, &entry, runflags,
&stop_info);
if(rc < 0)
perror("spe_context_run failed");

argp,

envp,

printf("Message (PPE): %s\n", pd.msg);
free(envp);
spe_image_close(program);
spe_context_destroy(spe);
return 0;
}

spe_code.c:
#include <spu_mfcio.h>
#include <string.h>
// Macro for waiting to completion of DMA group relatedd to input
tag:
// 1. Write tag mask
// 2. Read status which is blocked untill all tag´s DMA are
completed
#define
waitag(t)
mfc_write_tag_mask(1<<t);
mfc_read_tag_status_all();
// Struct for communication with the PPE
typedef struct{
float fs;
float nb_points;
char msg[120];
}program_data;
// program_data_ea: effective adress pointer to data in main storage
// env: size of data in main memory in bytes
int main(uint64_t spe_id, uint64_t program_data_ea, uint64_t env)
{
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uint32_t tag_id = mfc_tag_reserve();
program_data pd __attribute__((aligned(128)));
// Reserve a tag from the tag manager
if(tag_id == MFC_TAG_INVALID){
printf("SPE:Error can´t allocate tag ID\n");
return -1;
}
// Read data in
mfc_get(&pd,program_data_ea,sizeof(pd),tag_id,0,0);
// Wait for get command to complete
waitag(tag_id);
printf("Data receive in Local Storage:\n");
printf("fs=%f kHz and nb=%f points\n",pd.fs,pd.nb_points);
printf("%s\n\n",pd.msg);
// Modify the data
strcpy(pd.msg,"Data is back in Main Storage");
// Put data to main storage from local store
mfc_put(&pd, program_data_ea, sizeof(pd),tag_id,0,0);
waitag(tag_id);
// Release the tag from the tag manager
mfc_tag_release(tag_id);
return 0;
}

A.3 Single program on several SPE (without data transfer)

ppe_code.c:
#include
#include
#include
#include
#include
#include

<stdlib.h>
<stdio.h>
<libspe2.h>
<errno.h>
<string.h>
<pthread.h>

// Macro for rounding input value to the next higher multiple
// of either 16 or 128 (to fulfill MFC´s DMA requirements)
#define spu_mfc_ceil128(value) ((value + 127) & ~127)
#define spu_mfc_ceil16(value) ((value + 15) & ~15)
#define NUM_SPES 4
struct thread_args{
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struct spe_context * spe;
void * argp;
void * envp;
};
// Function called by pthread_create() as the third argument
// This routine is executed when the thread is created
void *my_spe_thread(void * arg){
unsigned int runflags = 0;
unsigned int entry = SPE_DEFAULT_ENTRY;
struct thread_args * targs;
targs = (struct thread_args*)arg;
// Run SPE context
if(spe_context_run(targs->spe, &entry, runflags, targs->argp,
targs->envp, NULL)<0){
perror("Failed running context");
exit(1);
}
// done - now exit thread
pthread_exit(NULL);
}
//main
================================================================
int main(int argc, char *argv[]){
pthread_t pts[NUM_SPES];
spe_context_ptr_t spe_ctx[NUM_SPES];
struct thread_args t_args[NUM_SPES];
int value[NUM_SPES];
int i;
// Open SPE program
spe_program_handle_t * program;
program = spe_image_open("spe_code");
if(!program){
perror("spe_image_open failed");
return -1;
}
for(i=0;i<NUM_SPES;i++){
// Create SPE context
spe_ctx[i] = spe_context_create(0, NULL);
// Load SPE program
spe_program_load(spe_ctx[i], program);
// Create pthread
t_args[i].spe = spe_ctx[i];
t_args[i].argp = &value[i];
t_args[i].envp = NULL;
pthread_create(&pts[i],NULL,my_spe_thread,&t_args[i]);
}
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// Wait for all threads to finish
for(i=0;i<NUM_SPES;i++){
pthread_join(pts[i],NULL);
}
// Close SPE program
spe_image_close(program);
// Destroy SPE contexts
for(i=0;i<NUM_SPES;i++){
spe_context_destroy(spe_ctx[i]);
}
return 0;
}

spe_code.c:
// hello.c (SPE code)
int main(void){
printf("SPE Running !!!\n");
return 0;
}
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Appendix B: Crosstalk filters
In this appendix we present few simulations that we obtain with the crosstalk
canceller with Matlab. The only parameter that changes is the azimuth.
Moreover, to improve the time domain representations, the cut-off frequency of
the low-pass filter was reduced to 5 kHz.
We can see that when this angle increases the amplitude of the invert crosstalk
path (c2) reduces.

Figure B.1: Elevation = 0, Azimuth = 10 in the time domain.
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Figure B.2: Elevation = 0, Azimuth = 10 in the frequency domain.

Figure B.3: Elevation = 0, Azimuth = 20 in the time domain.
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Figure B.4: Elevation = 0, Azimuth = 20 in the frequency domain.

Figure B.5: Elevation = 0, Azimuth = 30 in the time domain.
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Figure B.6: Elevation = 0, Azimuth = 30 in the frequency domain.
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Appendix C: WAV audio file description
Field
ChunkID
ChunkSize
Format
SubChunk1ID
SubChunk1Size
AudioFormat

NumChannels

SampleRate
ByteRate
BlockAlign
BitsPerSample
SubChunk2ID
SubChunk2Size
data

Description
“RIFF” constant
File size - 8 bytes
“WAVE”
“fmt”
Block size - 8 bytes
1-65535
(1: PCM, 2:ADPCM,…)
1: mono
2: stereo
3: left, right and middle
4: front left/right, rear left/right
5: left, middle, right, surround
6: middle left, left, middle, middle
right, right, surround
in Hertz:
11025, 22050, 44100, 48000, 96000.
Number of bytes per seconds.
Number of bytes per sample block
(NumChannels * BitsPerSample / 8).
8, 16, 24 bits
“data”
Sound size - header size (=44 bytes).
Audio data itself. Samples are
organized like this: Left sample, right
sample, etc…
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